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Chapter I-4 — Arbitrage and Pricing 
 
Arbitrage proof has since been widely used throughout finance and 
economics.   — Merton Miller  

[The] absence of arbitrage is more primitive than equilibrium, since 
only relatively few rational agents are needed to bid away arbitrage 
opportunities, even in the presence of a sea of agents driven by 
‘animal spirits’. —Philip Dybvig and Stephen Ross 
 
Arbitrage is a very important and simple concept used in finance to pin 

down possible prices. It is simple to use because the existence or absence of 
arbitrage does not rely upon anyone’s subjective probability beliefs, apart from 
agreement on what is possible and impossible. Nor does it rely upon anyone’s 
utility, apart from the assumption that all prefer more money to less. 

An arbitrage is a portfolio of assets with a zero or negative current costs and 
an outcome guaranteed to be nonnegative.  At least one of the possible outcomes or 
the cost must differ from zero otherwise arbitrage would include the trivial 
“nothing” portfolio that made no purchase and received nothing. It is natural to 
preclude the existence of arbitrage opportunities in Finance as its existence would 
mean that arbitrarily large amounts of money could be extracted from the set of 
assets either now or later. Any investor would always wish to add an arbitrage to his 
portfolio as it would never increase the cost and never reduce any payoff. The 
desire of every investor to purchase any arbitrage should increase its cost until it 
ceases to be an arbitrage. 

A concept closely related to arbitrage is dominance. One random variable 
dominates another if it is never smaller and can be larger. If the payoffs on one asset 
or portfolio dominate some other another and the first costs no more, there is an 
arbitrage consisting of buying the dominating asset and selling the dominated one.  

Perhaps the first lesson learned is Finance is how to compute a present 
value.  The present value of a random cash flow received next period is 
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Where rf is the risk-free interest rate and  is the appropriate risk premium for 
bearing the risk. Using only the absence of arbitrage, this chapter will develop a 
present value method of 

 PV .s sq x   (2) 

Here xs is the realization of the cash flow in outcome state s and qs is the value 
today of receiving one dollar in state s. 
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A first question one might ask is why should valuation be additive in this 
fashion. To be fair this same question should be asked of the standard present value 
calculation because expectations are also additive, [ ] .   s sx x We will see that 
when there is no arbitrage, then valuation must have this additive form. The dis-
tinction between the valuations in (1) and (2) is not additivity, it is that the standard 
method insists that the qs prices must be proportional to the state probabilities,

(1 ).s s fq r    This seems counter to the idea that marginal value of a dollar is 
different under different conditions. 

One difference might appear to be that the no-arbitrage valuation requires 
the determination of more parameters. While this is true if [x̃] is considered to be a 
single value, it is definitely not true when the expectation is computed with S 
probabilities. In that case, discounting requires the determination of S  1 
probabilities (the last being then determined) and one risk premium for a total of S 
just like the no-arbitrage method. 

 
Some Notation and Definitions 

In our examination of arbitrage the following notation and definitions will 
be useful. The analysis will be done in a discrete setting with a finite number of 
outcomes. All of the results and intuition carry over to situations with continuous 
distributions for outcomes provided care is taken in the interpretation of “impos-
sible.” In particular, with continuous distributions there is a distinction between 
something being impossible and having a zero probability. These issues are imma-
terial in applications, so we will assume that discrete results extend to continuous 
distributions without being explicit about the exact requirements. 

The economy has two dates, now (time 0) and later (time 1). There are S 
outcome states of nature at time 1. The probability that state s occurs is s;π is the 
S1 vector of these probabilities At times it will be important that different inves-
tors have different beliefs about the likelihood of the various states. In that case, 
their subjective probabilities are denoted by or .k k

s π It will always be assumed that 
every investor agrees about what is possible and that impossible states have been 
eliminated so .kπ 0   

The outcome state describes the payoffs on each of the N assets through the 
SN matrix of payoffs .X The sth row sx   is the vector of payoffs on the assets in 
state s. The nth column nx is the vector of payoffs on asset n in the various states; 
these are the realizations of the random return on the nth asset. It will often be con-
venient to express the payoffs as the random variables. The random payoff on asset 
n is nx whose realizations are the components of .nx The N-vector x is composed of 
the individual random payoffs ;nx each component has S realizations. It is conven-
ient to define the (S+1)N augmented payoff matrix as ( ) .  Ξ p X  The rows are 
indexed 0 to S with the 0th row being the negative of the current prices of the assets. 
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The current, time-0 prices of the assets are denoted by the N1 column 
vector .p We will assume that all prices are positive, .p 0 This can be done with 
little loss of generality; if the nth asset has a negative price, we will simply use in its 
place an asset with payoffs  nx and price pn. If some asset, like a forward con-
tract, has a price of zero, it can be replaced by a combination of it with any asset 
with a positive price, typically the risk-free asset. This does not change any of the 
market properties being discussed though obviously the interpretation for the ori-
ginal asset must be inferred.1  

We will also have occasion to use an NN diagonal matrix P with the prices 
on the diagonal. This gives an alternative form of the payoff matrix, 1,R XP
whose the entries are the gross returns per dollar on the assets. The random gross 
return on any asset is denoted by R̃n whose realizations are the nth column of .R  In 
vector form the random rates will be denoted by the vector .r  The gross returns per 
dollar invested are . R 1 r    

Portfolios will be denoted in two fashions. The vector n is an N1 vector of 
portfolio share holdings; ni is the number of shares of asset i held in the portfolio. 
The cost of the portfolio is .n p If 0, n p then n is called a zero-cost portfolio. A 
zero-cost portfolio is often called an arbitrage portfolio even though it may not be 
an arbitrage as defined later. The vector w is an N1 vector of portfolio weights; wi 
is the fraction of the value of the portfolio invested in asset i; .w Pn n p 2 

MAINTAINED ASSUMPTION: Feasible Portfolios. Unless otherwise noted, it 
is assumed throughout this chapter that there are no restrictions on the formation of 
portfolios; i.e, the domain of n is .N   

This assumption means there are no short-sale or limited-liability 
constraints on the investor. Those will be typical assumptions in the models 
developed later, but here there are no budget constraints either. The only limitation 
of portfolio payoffs depends on what assets are available for trade. An equivalent 
way to state this assumption is: if the random payoffs 1x and 2x are feasible, then so 
is 1 1 2 2x a x a x    for all a1 and a2. Note in particular that for every investor ax will 
be unaffordable for some values of a even if x is affordable. The individual budget 
constraint is irrelevant for our purposes now. This assumption is crucial in the 
results that follow, but it often is not emphasized. If the portfolio with payoff 

1 1 2 2x a x a x    cannot be created, then there is no force to require it to have the 

                                                 
1 So the weakest assumption required is that at least one asset has a nonzero price, p ≠ 0. The rest can 
all be constructed. If all prices are zero, then all portfolio values are also zero and little more can be 
said about prices. The most obvious advantage of positive prices rather than nonzero prices is in 
being able to define the matrix of gross returns, 1,R XP as introduced next.   

2 Sometimes this is expressed as ( ) w p n n p using the Hadamard (or element-by-element) pro-
duct, ( ) .i i ia ba b   



I-4: Arbitrage and Pricing 4-4 version: January 22, 2022 

same price as its constituents.    

DEFINITION: Redundant Assets. There are redundant assets if there exists a 
nonzero solution 0 0(with ),n n 0 to 0 .Ξn 0  

Note that redundancy is not a property of an individual asset. If there are 
redundant assets, then some columns of Ξ are linearly dependent; however, we 
cannot point to a specific asset and say that it is redundant only that it contributes to 
the redundancy. Some assets do and some do not. In addition, redundancy is a 
property of  not .Ξ X If 0 Xn 0 but 0 0, n p there is no redundancy, rather either

0 0or n n is an arbitrage as described below. Nevertheless, redundancy is often 
described in terms of X alone. However, to be precise 0 Xn 0  but 0 Ξn 0 should 
be referred to as redundant payoffs.   

If there are one or more redundant assets then any feasible allocation can be 
created with different portfolios in multiple ways with. That is, if Xn b and p n

,n p then 0 n n n has the same payoff Xn b and price p pn n because 0 .Ξn 0  

Redundancy can also be defined in terms of the return matrix 1R XP and 
portfolios, w. If there exists distinct portfolios w1, w2 with 1 2,w w and 1 Rw

2 ,Rw then there are redundant assets. Using the relations between w and n, 

  1 1
1 2 1 2 0

1 2

1 2
( ) ( ) 

       
p p

n n
n n0 R w w RP P w P w X Xn  (3) 

The last equality serves to define n0. Obviously Xn0 = 0 and pn0 so 0 .Ξn 0 Fur-
thermore, as w1 ≠ w2, n1 ≠ n2 so n0 ≠ 0.  

DEFINITION: Numeraire Portfolio. A numeraire portfolio or security is one 
with a completely positive payoff and price, 0and . p n Xn 0    

DEFINITION: Attainable Contingent Claim. A contingent claim with payoff 
b is said to be attainable if there is a portfolio n such that .Xn b  

DEFINITION: Complete Market. A market is complete if all contingent 
claims are attainable. 

While arbitrage analysis is easiest in a complete market, real-world markets 
are woefully incomplete so we also need to consider the general case.  

Theorem 4.1: Complete Market.  A market is complete if and only the 
payoff matrix X has full row rank S.  

Proof:  If X is an SS matrix with full rank. Then the payoffs on every asset 
are linearly independent of the payoffs on every other asset so X is invertible.  Any 
payoff pattern, ,b can be constructed with the portfolio 1 .n X b If the number of 
assets exceeds the number of states, but X has full row rank S, then XX is a non-
singular SS matrix possessing an inverse. The payoff pattern b can be created with 
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the portfolio  
 1 1( ) [ ( ) ]      n X XX b I X XX X β   (4) 

for any .β  As every pattern b can be created, the market is complete.3 If X has less 
than full row rank, then the system of equations Xn b is underdetermined for 
some b so not all payoff patterns can be constructed and the market is incomplete.  

When the market is complete any payoff pattern can be constructed.  In 
particular, the payoff ,sb 1 which is 1 in state s and 0 in every other state is 
possible. This specific portfolio is known variously as an Arrow-Debreu, a pure-
state, or an elementary security for state s. They can be thought of as specific 
insurance contracts against the occurrence of that state. The cost of the insurance is 
the value of the Arrow-Debreu portfolio.4   

If the market is not complete, then Arrow-Debreu securities cannot be 
created for every state, but might be available for some states. Such states are called 
insurable states. Again, there might be more than one price at which to insure a 
given state; this would be an arbitrage. 

An example is the following payoff 

 
3 2
1 2
2 4

 
 
 
 

X  (5) 

The payoffs in the second and third states are obviously collinear so neither is insur-
able. If n is invested in the assets then the payoffs in states 2 and 3 will be 1 + 22 
and 2(1 + 22) so the latter is always twice as much; either can be zero only if the 
other is a well so neither state is insurable. However, the portfolio 1 (2, 1) n has a 
payoff of 4 in the first state and 0 in the other two so the first state is insurable. The 
cost of state 1 insurance is 1

114 .n p   
We are interested in how the prices of the assets are determined in a market. 

When we examine equilibrium models the prices will be affected by the payoffs, 
the probabilities of the various states (which may be assessed differently by differ-
ent investors), investors’ views about risk, and the relations among the assets. Right 
now, however, the only concern is any restrictions that can be put on the relation 
between the prices and the payoffs knowing only those two. 

As the state space is finite, there must be some relation, ( ),Qp X  describe-

                                                 
3 If X is a non-singular SS matrix, then 1 1 1( ) ,   XX X X and (4) reduces to 1n X bgiving a 
unique portfolio for each pattern.  
4 It might be possible to construct two or more Arrow-Debreu securities with different prices for a 
given state. This would be a risk-free arbitrage to be discussed later. Such cases will be ignored 
except when arbitrage is the focus. 
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ing the prices even if this is simply a complete enumeration. We will see that under 
relatively weak conditions that his relation can be characterized by a supporting 
price vector, q, with pricing . X q p  Note that q has S and not N elements; qs 
belongs to state s not asset s. What is required to confirm this relation is the absence 
of arbitrage. 
 

Arbitrage-Free Pricing 

Several notions of dominance and arbitrage will be used in this book. What 
is being discussed here is state-by-state dominance   

 1 2 1 2 dominates in payoff: n n Xn Xn .5 (6) 

Under this definition a portfolio holding twice as many shares of each asset domi-
nates the same portfolio with only one share in each asset provided the assets have 
limited liability. This notion of dominance is used when deriving restrictions on 
possible prices or when self-financing or zero-cost portfolios are being used.   

As a simple example of applying dominance consider two call options. At 
maturity, a call option should be exercised with a payoff of S  K of the stock price 
exceeds K and should be discarded if S < K. For two call options with strikes L and 
H > L, the payoffs are max(S  L, 0) and max(S  H, 0). The former dominates the 
latter, so its price should be higher. The analysis here will permit us to formalize 
this.  

If two portfolios have a positive cost, then portfolio weights can be defined, 
1 / w P n p n   and dominance can be expressed in terms of returns 

 1 2 1 2 1 2 dominates in returns: 1.   w w Rw Rw 1 w 1 w   (7) 

Now any differences in costs have been built in by looking at returns. If some port-
folio dominates another in returns, an arbitrage is always available. The absence of 
arbitrage is the key assumption in determining the pricing rule. 

We have been using the concept of arbitrage informally. Before proceeding, 
it is given a precise definition of three related concepts.  

DEFINITION: Arbitrage. An arbitrage is a portfolio n that satisfies 

 
0 0

. ., or .i e
  


 

p n p n
Ξn 0

Xn 0 Xn 0
 (8) 

The 0th row indicates that the cost of the portfolio is zero or negative. The remain-
ing rows indicate the payoff at time 1 is nonnegative in every state. Also to be an 
arbitrage, at least one state has a positive value or the current cost is negative. 

                                                 
5 Recall that x > y means that  xi ≥ yi,i, and i with xi > yi. 
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If there is any limited liability asset or portfolio with a positive price, non-
negative payoffs, and at least one strictly positive payoff, then any negative cost 
arbitrage can be converted into a zero-cost arbitrage with a positive payoff.  Default 
free bonds would be the simplest example, but any common stock would do.  

Zero-costs arbitrages cannot necessarily be converted to negative-cost 
arbitrages.  However, any zero-cost arbitrage can be deconstructed into long and 
short portfolios with long return dominating the short. Divide the holdings in a 
zero-cost arbitrage into separate long and short portfolios defined as max( , )L n n 0
and max( , ).S  n n 0  The original portfolio, ,L S n n n  has a cost of zero so the 
long and short portfolios have the same cost, .L S n p n p The weights of the two 
portfolios are L L Lw Pn p n and .S S Sw Pn p n   

 
1( ) ( ) [ ( ) ( )]

.
L S L S L L S S

L S

        
 

0 Xn X n n XP Pn Pn R w p n w p n

Rw Rw
  (9) 

So the long portfolio dominates the short portfolio. 

DEFINITION: Risk-Free Arbitrage. A risk-free arbitrage, n, is an arbitrage 
holding for which the payoff in every state is the same, .h Xn 1 0  Again either 
this inequality is strict or 0. p n  If 0, p n then the arbitrage has no cost and must 
pay a positive amount, h, in every state. Alternatively h = 0 is an arbitrage that has 
no liability (or payoff) in the future but currently costs a negative amount to 
purchase. 

DEFINITION: Law of One Price. Any two portfolios with identical payoffs 
in every state must have the same cost. That is, if 1 2,Xn Xn then 1 2. p n p n  

If the law does not hold and 1 2, p n p n then the portfolio 1 2 n n n has a 
payoff that is identically zero and a negative cost. So the violation of the law of one 
price guarantees the existence of a risk-free arbitrage. Conversely if there exists a 
zero-payoff risk-free arbitrage, 3 ,Xn 0 with a negative cost, 3 0, p n then the 
portfolios n and n + n3 violate the law of one price as they have identical payoffs 
and the latter has a smaller cost.  

However, the law of one price and the absence of risk-free arbitrage are not 
exactly the same. The law does not cover zero-cost portfolios. A portfolio with 
fixed payoff and a cost of zero is clearly a risk-free arbitrage, but it is not 
necessarily produce a violation of the law. For example, it may be impossible to 
construct any other portfolios with identical payoffs so there is nothing this 
arbitrage can be combined with to violate the law. As the absence of any arbitrage is 
obviously more general than the absence of risk-free arbitrage, we have the 
hierarchy 
 no arbitrage no risk-free arbitrage law of one price .   (10) 
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The law of one price and the absence of risk-free arbitrages are equivalent 
when there is a risk-free asset with a positive price. Combining the risk-free asset 
with the law-violating portfolio produces a risk-free arbitrage.  

 
no arbitrage no risk-free arbitrage law of one price

if a positive-price risk-free asset .

 
 

 (11) 

In a complete market all three of the conditions are equivalent.  
While dominance puts restrictions on possible prices, the Law of One Price 

or the absence of risk-free arbitrage can often determine a price precisely. One well-
known result is put-call parity. A put option is the right to sell a share of stock at a 
fixed strike price. If the option expires when the stock price is below the strike 
price, the put is worth K  S1. Otherwise, the put expires worthless.  Consider two 
portfolios. One holds the stock and a put option with a strike K; a second holds a 
zero-coupon bond with a face value of K and a call option with a strike of K.  The 
payoff on the first portfolio is S1 + max(K  S1) = max(K, S1).  The payoff on the 
second portfolio is K + max(S1 – K, 0) = max(K, S1). As the payoffs are identical, 
the Law of One Price requires that their current values be the same or S0 + P0 = 
K/(1+rf) + C0.  

An important result of the law of one price is the existence of a linear 
pricing rule6. In a discrete state economy, a liner pricing rule is a supporting price 
vector, ,q with the property 
 . X q p   (12) 

The Law of One Price and the existence of a supporting price vector are equivalent.  

Theorem 4.2: The Law of One Price. A supporting price vector exists if 
and only if the law of one price holds. When the law of one price holds, the market 
is complete if and only if there the supporting price vector is unique.  

Proof (first part): There is always some pricing rule ( )Qp X even if this 
is just a complete enumeration. The question is whether this rule is linear or not.   

(Necessity) Suppose the rule is linear with a supporting price vector, then
.p X q Consider any two portfolios with the same payoffs, 1 2 *. Xn Xn x  The 

cost of each portfolio is i p n *i q Xn q x which are clearly the same so the law 
of one price holds.  

(Sufficiency) Suppose the pricing rule is not linear. Pick two portfolios with 
the same price, 1 2( ) ( ).Q Qx x  As the relation is not linear, there must third port-
                                                 
6 Speaking precisely a linear function preserves the origin while an affine function need not. That is, 
f(x) = bx is a linear function while g(x) = a + bx is affine but not linear if a  0. In common usage, 
however, both might be called linear The linear pricing rule is linear in the stricter sense. No 
arbitrage does not allow an affine pricing rule like 0 .q p X q 1  This rule would assign a value of 
q0 to a payoff that was exactly zero creating an arbitrage.  
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folio that is a weighted combination, x = 1 2(1 ) , a ax x but whose price differs 
1( ) Q x 1 2( ) ( ) ( ). Q Q Qx x x This is a direct violation of the law of one price.                     

The violation of the law is illustrated in Figure 4.1. The curve represents the 
locus of all portfolios with the same price as x1. It does not matter whether this 
curve is continuous. What is known is that it is not a straight line.  In the illustration 
x is more costly than the combination of x1 and x2 that has the same payoff. The 
violation creates an arbitrage opportunity of selling x and buying the combination of 
x1 and x2. This has a payoff of 0 and a negative cost. 

The importance here is not that some pricing rule exists, but that the rule is 
linear. This means it can be expressed as a vector of state prices  

 1 2 1 2 1 2 1 2( ) ( ) ( ) ( ) .Q Q Q        x x q x x q x q x x x   (13) 

Linearity means there are no economies of scale or scope in pricing. The price of 
any portfolio must be equal to the sum of the prices of the components no matter 
how the portfolio is divided into components.  

Proof (second part): A supporting price vector, if one exists, satisfies the 
set of linear equations in (12). If this system has solutions, they are given by  

 ( )     q X p I X X θ   (14) 

where X is the Moore-Penrose pseudoinverse of ,X andθ is any vector of length 
S. Solution(s) exist if and only if .  X X p p  The solution is unique if and only if
X has full row rank in which case . I X X 0      

Here are a few examples. 

Figure 4.1: The Law of One Price 
and a Linear Pricing Rule 

This figure illustrates that a non-
linear pricing rule cannot satisfy 
the Law of One Price. All payoffs 
on the curve have the same price.  
Those above are more costly and 
those below are less costly. x1 and 
x2 cost the same so all portfolio 
combinations cost the same. So 
there is a portfolio with a payoff 
identical to x but is less costly. 
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C: Incomplete market with risk-free arbitrage ( 3, 2) No valid 
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D: Incomplete market with no risk-free arbitrage ( 3, 2) multiple 
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E: Incomplete market with arbitrage but no risk-free arbitrage ( 3, 2) multiple 
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q
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In example A, buying one share of the third asset and shorting one share of 

the second nets $1 with no liability in any future state. This is a risk-free arbitrage 
and no supporting price vector. There is no explicit risk-free asset; however, one 
can be created using the first and third assets. So we can also construct create a 
zero-cost risk-free arbitrage by buying 4 shares of the third asset one share of the 
first and shorting 3 shares of the second. The cost is zero, and the payoff is 2 in both 
states. The interest rate is 331/3%, but that is irrelevant for the existence of risk-
free arbitrage. There is a well-defined state price of q1 = 1 for the first state so this 
state is insurable; however, insurance for the second state can be purchased at any 
price. Holding n shares of asset 3 and shorting 1

2 n shares of asset 2, constructs the 
insurance at a cost of 1  n, which can take on any value desired. 

In example B, there is no risk-free arbitrage. The market is complete so 
there is a unique pricing vector. 
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 In example C, buying one share of the first asset and shorting one share of 
the second nets 1 in the first period with no liability in the second so there is risk-
free arbitrage. There is no supporting price vector. In this case a zero-cost portfolio 
with a risk-free payoff cannot be constructed. 

In example D, there is no risk-free arbitrage and there is a continuum of 
pricing vectors. The first state price must be 1; it is set exactly because the first state 
is insurable. The other two state prices must satisfy q3 = 2  2q2.  

In example E, again there is no risk-free arbitrage and there is a continuum 
of pricing vectors. However, there is clearly arbitrage because both assets cost 1 and 
the payoff on the first dominates that on the second. From the equations for ,q we 
see that q1 = q2 so both of them cannot be positive.  
 

Modigliani Miller, Put-Call Parity, and the Law of One Price 

One of the first uses of the Law of One Price, before it was known in its 
general form or by that name, was the Modigliani-Miller capital structure 
irrelevancy result:7 

The market value of any firm is independent of its capital 
structure ... the average cost of capital to any firm is completely 
independent of its capital structure and is equal to the capital-
ization rate of a pure [unlevered] equity stream of its class. 

Their original argument can be paraphrased as follows. Consider two firms 
with identical cash flows. One is all equity financed, and the other has both debt 
and equity. Now suppose the levered firm’s value is less than the unlevered firm's 
value. Purchasing the percentage share of its debt and equity that matches its lever-
age would cost less than the all-equity firm but have the same value. Instead if the 
levered firm is more valuable, combining the equity of the all-equity firm with 
“homemade” leverage duplicates the leverage firm and costs less. 

For a pure discount bond with the face value of f, the argument can be stated 
as follows 

 
PV[ ] PV[max(0, ) min( , )]

PV[max(0, )] PV[min( , )] .

x x f f x

x f f x

  
  

  
 

  (15) 

The left-hand side is the present value of an all-equity firm; the right-hand side is 
the sum of the present values of the equity and debt of a levered firm. 

                                                 
7 Modigliani and Miller (1958) pp. 268-9. A similar principle was stated even earlier by Williams 
(1938) as his Law of Conservation of Investment Value. “If the investment value of an enterprise as 
a whole is by definition the present worth of all its future distributions to security holders, whether 
on interest or dividend account, then this value in no [way] depends on what the company’s 
capitalization is.” 
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Of course, for this result to be valid there must be no differential taxation, 
no corporate bankruptcy costs, and investors must be able to borrow at the same 
rate as corporations. That is, the standard frictionless market assumptions must 
hold. But these are exactly the assumptions required for the Law of One Price as 
well. 

A very similar result is put-call parity. A European call option embodies the 
right to purchase a share of stock for a fixed strike price, K. At time 1, whenever  it 
is in-the-money, S͂1 > K. So it is then worth max(S͂1  K, 0). Similarly, the put is 
worth max(K  S͂1, 0) at time 1. Because the Law of One Price is a linear pricing 
rule, the difference in the current prices must satisfy 

 

0 0 1 1

1 1

1 1 0

PV[max( ,0)] PV[max( ,0)]

PV[max( ,0) max( ,0)]

PV[ ] PV[ ] PV[ ] (1 ) .f

C P S K K S

S K K S

S K S K S K r

    

   

      

 
 

 
  (16) 

The first modern academic statement of put-call parity was by Hans Stoll 
(1969); however, it was known well before then. Michael Knoll (2008) described 
how the construction of a bond as 0 0 0(1 )K r S C P    was used in ancient Israel 
and Medieval England as a way to circumvent usury laws. Ross, Westerfield, and 
Jaffe (1999) report on the legend that Russell Sage used the same technique in the 
19th century. Samuel Nelson (1904) is even more explicit. He states “a Put can be 
turned into a Call by buying all the stock.” This is not exactly put-call parity, but the 
practice at the time was to sell almost all options at-the-money and to adjust the 
strike for the funding cost. 
 

The Positive Linear Pricing Rule 

The law of one price, or no risk-free arbitrage, only ensure that a supporting 
price vector exists. It does not guarantee that it is positive or even nonnegative as 
seen in example E. No arbitrage assures us there is a positive linear rule as shown in 
the next theorem. 

Theorem 4.3: Positive Linear Pricing Rule. (Ross 1978)  The following 
two conditions are equivalent:  

  (i) There are no arbitrage opportunities:  ( ) : n Ξn 0  

(ii) There exists a strictly positive linear pricing rule:  ( ) : . q 0 p X q  

Proof: The proof that (ii) implies (i) is straightforward. If a portfolio has a 
nonnegative payoff that is positive in some state, ,Xn 0 then a positive pricing 
vector guarantees that its cost is positive, 0.  p n q Xn If a portfolio has a payoff 
that is identically zero, its cost must be zero  p n q Xn  0. q 0  Together these 
results prohibit the existence of any arbitrage. 
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The proof that (i) implies (ii) is more subtle relying on Tucker’s Comple-
mentarity Theorem8 which is one version of the Minkowski Separating Hyperplane 
Theorem. Define two sets of vectors of length S+1  

 1 1{ | } { , }S S 
     ξ ξ Ξn a a 0    (17) 

The elements of  are vectors whose first component is the negative of the cost of 
portfolioη  and whose remaining components are the payoffs on the portfolio in the 
various states. The elements of  represent arbitrages. All payoffs are nonnegative 
and the cost is nonpositive with one inequality strict. If the two sets intersect that 
means there is a feasible arbitrage. The null portfolio with no investment and no 
payoff, ,ξ 0 is included in  but not  because then .a 0     

With positive vectors excluded from , Tucker’s Complementarity Theo-
rem tells us that there is a strictly positive vector h that is orthogonal to . That is,

: 0 , .    nh 0 h ξ hΞn n As h is strictly positive, we can define a new strictly 
positive vector q by h = h1(1, q). Then 

 10 ( ) .h          hΞn p n q Xn n p X q   (18) 

Therefore, q is a strictly positive supporting price vector.   

The figure illustrates the separating hyperplane proof using the more 
general notion of a separating hyperplane rather than Tucker. The set  of feasible 
payoffs and prices, ,Ξη must not intersect the set  of arbitrages.  As both sets are 
convex, it is possible to put one or more hyperplanes, like 1 or 2 between them. 
The vector h is perpendicular to a given hyperplane. So ,    h a h Ξn a n
(assuming the direction pointing into  is chosen). The set  includes0 but cannot 
included any point greater than .0 The set  of arbitrages comes arbitrarily close to
0 and includes every point with at least one positive outcome so the separation must 
occur at zero. That is, we must have 0  h a hΞηwith .h 0 The vector h must 
be strictly positive to ensure that h a  is positive for all .a   The normal vector, ,h
is scale free so define q by h = h1(1, q). Then (18) follows. 

                                                 
8 See for example, Rockafellar (1970) Theorem 22.7 pp. 208-9. 

Figure 4.2: Separating Hyperplane Proof 
of Positive Linear Pricing Rule 

The set of arbitrages,  , and the set of 
feasible portfolios, , are disjoint so 
there is a separating hyperplane  and a 
corresponding orthogonal vector h with 
ha > hn. There are vectors parallel to 
h1 and h2 that lie entirely inside the set . 
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Unfortunately, this proof does not provide much economic intuition. As this 
theorem is fundamental, a more intuitive “almost proof” is also provided. It comes 
from duality in linear programming. Consider the linear programming  

 min subject to . p n Xn 0  (19) 

This problem seeks to find the least-cost allocation whose payoff is nonnegative in 
every state at time 1. If a negative-cost allocation that satisfies the constraint is 
possible, then there is an arbitrage. Clearly the problem has a feasible solution 
because choosing n 0  meets the conditions and has a cost of zero. Therefore, in 
the absence of arbitrage, zero must be the least costly allocation with a nonnegative 
payoff.  

Duality theory tells us that the dual to a feasible linear programming 
problem is also feasible and has the same optimized value. The dual problem is a 
maximization that swaps the constraints and minimand coefficients and introduces 
the dual variables q. The dual variables must be non-negative because the original 
constraints are inequalities. In the original problem, the choice variables, n, are not 
constrained to be positive so in the dual problem the constraints are equality 
constraints . X q p  The complete dual problem is   

 max subject to .   0 q X q p q 0  (20) 

The maximum is clearly 0 (matching that in the primal), but what is important is 
that the dual must be feasible because the primal is feasible and has a bounded 
minimum.  Therefore, the linear pricing rule, q exists and is nonnegative. The only 
part of the proof missing is that q be positive rather than only non-negative.   
 The converse is also true.  If there is a linear pricing rule, then the dual problem in 
(20) is clearly feasible, and by necessity the maximized objective is 0. Therefore, 
the primal problem in (19) is also feasible with a maximized objective of zero. 
Therefore, there can be no arbitrage with a negative cost. Again we have not quite 
completed the proof. Only negative cost arbitrages have been eliminated. Arbitrages 
with 0 p n and Xn 0  have not been proved impossible.  

The linear programming proof cannot show that the state prices are positive 
rather than nonnegative or that zero-cost (as opposed to negative cost) arbitrages are 
impossible. The difficulty arises because linear programming is an optimization, 
and an optimum cannot necessarily be achieved in an open set defined by a strict 
inequality.9 The no-arbitrage proof, however, is only concerned about the existence 
of a solution and not its optimality so the separation theorem which does provide a 

                                                 
9 As a simple example consider the problems: (i) max x2 subject to 0 < x < 3 and (ii) max x2 subject to 
0  x ≤ 3.  For the first problem on the open set, there is no value of x in the feasible range for which 
the maximum is achieved. In the latter with the closed set there is. 
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strict inequality works. The remainder of this alternate economics-based proof will 
be presented later. 

Risk-Neutral Pricing and the Equivalent Martingale Measure 

Values are often expressed as discounted expected values np 
[ ] (1 ) ,n f nx r k   where rf is the risk-free rate and kn is the premium in the dis-

count rate that is compensation for bearing the risk inherent in .nx  In the absence of 
arbitrage, prices can be expressed as “risk-neutral” expected discounted values. 
Define the “risk-neutral” probabilities ˆ (1 ).fr π q 10 The original probabilities are 
called the physical or natural probabilities. The absence of arbitrage guarantees that 
each of the risk-neutral probabilities is positive, and because the state prices must 
price the risk-free asset correctly 1(1 )fr   q 1 the risk-neutral probabilities sum to 
1. We shall see later that they also obey Bayes Law. This means we can interpret the
π̂ as probabilities. In an incomplete market, when the state prices are not unique, 
the set of risk-neutral probabilities will also not be unique. 

Using these “probabilities”, the linear pricing relation can be expressed in 
discounting form as 

 
ˆˆ [ ]

or
1 1f fr r


  

 
X π x

p X q p
 

 (21) 

The risk premium has been eliminated from the discount rate and incorporated into 
the risk-neutral expectations. This is often a useful way to think about pricing 
because we can rely on our intuition from discounting.  A primary example using 
this approach is the Black-Scholes option pricing model.  

The result in (21) can also be written as [ ]/Bp x  where B is the time-1 
value of a bank account that holds $1 at time 0. As $1 in invested in the bank at 
time 0, the time-0 price of the bank account is 1. Its time-1 value is 1 + rf. While 
this result is clear from (21), what is not obvious is that the same is true for any 
other numeraire asset.  

A numeraire asset or portfolio is one whose payoffs or values at time 1 are 
all positive. Because the payoffs are all positive and there must be some set of 
strictly positive state prices, the time-0 price must also be positive in the absence of 
arbitrage. Supposeηn is a numeraire portfolio with initial value of 0 0 p nnn and 
payoffs . Xn 0nn Define the diagonal matrix V to hold the elements ofn along 
its diagonal; diag( ).V n Then time-0 prices and payoffs in the n-numeraire are

/p pn n and 1 .X V Xn This last relation can be stated state-by-state as 

                                                 
10 The idea of risk-neutral probabilities was introduced in Cox and Ross (1976) and Merton (1976).  
The natural and risk-neutral measures are often denoted by  and , respectively.  Here a carat 
overstrike will be used. Expectations with respect to the risk-neutral distribution are denoted [ ].   
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/s s sx xn n  or in terms of random variables as 0/x x  n n .  
Arbitrage is independent of the numeraire. If there is an arbitrage in any 

numeraire, there is one in every numeraire. If there is no arbitrage in some 
numeraire, then there is no arbitrage in any numeraire. This means that there must 
be a set of strictly positive state prices, ,qn in the n-numeraire as well; that is,

( )p X qn n n with ,q 0n  

 1( ) ( ) where ,         p p X q X V q p X q q V q 0n n n n n nn n   (22) 

as required. 
As when using the bond as the numeraire, there is no explicit discounting 

under any asset numeraire. Rather the discounting is embedded in the price ratios. 
The risk-free asset is the numeraire itself.  It has no risk because its price is 1 at 
time zero, and its value is 1 in any state at time 1. So the risk-free rate in the n-
numeraire is zero, and 1. 1 qn Therefore the risk-neutral probabilities in the n-
numeraire are also the n-numeraire risk-neutral probabilities, ˆ .π qn n 11 So the 
pricing relation can also be expressed as  

  ˆ[ ] ,i i s is
s

p x x   nn n n n   (23) 

where the expectation is taken with the n-numeraire risk-neutral probabilities. This 
result might seem counterintuitive, but it is actually the standard dollar (or any other 
currency) numeraire that is distinct. Currencies are not assets. No one holds a 
currency for investment because it is dominated by a bond in that currency. 

 This change of numeraire method is often referred to as equivalent 
martingale pricing.12 The expected change in ratio of the price to the price of the 
numeraire is zero so it is a martingale in the n-numeraire. The n-numeraire risk-
neutral probabilities are equivalent to the natural probabilities and the risk-neutral 
probabilities in the dollar numeraire because they all have the same set of zero-
probability events. This must be true because a probability of zero in any set of 
probabilities would mean an arbitrage exists. 
 

The Stochastic Discount Factor  

Another way to represent pricing is through a stochastic discount factor, 
SDF. The SDF is also known as the pricing kernel or in models with a continuous 

                                                 
11 In a multi-period model the n-numeraire “interest rate” is not 0 if the numeraire asset makes 
payouts.  For example, if n has a constant yield of y, then the price of n in the n-numeraire is always 
1, but there is an additional payout of yn each period. The ratio of the payout to the value is yn/n = y 
so the n-numeraire “interest rate” is y.  

12 Note that a set of risk-neutral probabilities, or EMM, is specific to the chosen numeraire security 
so it is more accurate to speak of an EMM-numeraire pair. 
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outcome space as the state price density. This method is particularly useful in multi-
period models.  

The SDF is a random variable m͂ with realizations ms  qs/s. There is a SDF 
whenever there is a supporting price vector, q, so one always exists if the Law of 
One Price holds. If there is no arbitrage, then there must be a strictly positive SDF 
as well because q andπ are both strictly positive. It can be thought of as a vector 
with elements as defined, but it is more convenient to consider it a scalar random 
variable m that takes on the value ms with probability s. The pricing relation can 
then be stated as  
 [ ] .n s sn s s sn np q X m X mx         (24) 

This expectation representation is particularly convenient in an economy with a 
continuum of states in which m is a continuous random variable. The name 
stochastic discount factor is used because the discounting in (24) is accomplished 
by a random variable inside the expectation rather than with a discount factor 
applied to the expected payoff as in (21).13 

In the next chapter it is shown that the SDF is related to the investor’s 
marginal utility. So the SDF separates the role of beliefs, , from tastes imbedded in 
m. In a complete market, the state prices are unique so investors with heterogeneous 
beliefs must have offsetting differences in their SDFs.  

In an incomplete market, the state prices are not unique which means that 
the SDF is also not unique even for a single investor. This can also be demonstrated 
directly. Let be a mean-zero random variable defined on the S states that is uncor-
related with the payoff on all assets, [ ] . x 0    If m is a valid SDF then m is 
also a valid SDF because [( ) ] [ ] .m m  x x p     In a complete market such a 
random variable cannot be found because when the market is complete all possible 
payoff realizations can be created by some combination of assets. That means that 
any random variables defined on that S-outcome state space is a linear combination 
of the asset payoffs, ,x so it cannot be uncorrelated with all of them. 

The SDF pricing expression 

 [ ] ,n n s s nsp mx m x      (25) 

can also be given an interpretation of a distorted probability measure which is 
useful in models of ambiguity or probability weighting. It is particularly useful in 
continuous-time diffusion processes. 

 

                                                 
13 In multi-period models, the relation in (24) is written as , 1 , 1 1[( ) ]nt t n t n t tp m p d m      where the 
payoff, x͂n,t+1, is the price plus any dividend. The single-period result simply normalizes m0 = 1 with 
no loss of generality.    
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A Tradeable Stochastic Discount Factor 

In many models it is useful to have a tradable SDF; that is, one whose 
realizations are equal to the payoff on some portfolio of assets. Obviously this can 
always be done in a complete market because all possible payoff patterns can be 
created in a complete market. But it is also possible to construct a tradable SDF in 
any incomplete market whenever the Law of One Price holds so that an SDF exists. 
This is accomplished by a projection. 

A projection of one random variable onto a space spanned by several 
random variables is essentially a regression without the intercept.14 So the 
projection of an SDF onto the space of asset payoffs is 

 1 1 1

1

proj( )

where ( [ ]) [ ] ( [ ])

.

m m

m

m

x m

m

x

  



  

   

 

x n x

n xx x xx p Ω p

pΩ x

  
   

     
 

 (26) 

The second equality in the definition of mn follows because any SDF prices the 
assets so [ ] .m x p      This portfolio payoff, x͂m, is a valid SDF because [ ]mx x  

[ ]m xx n   1 ; ΩΩ p p  therefore, mx satisfies (24). This construction shows that 
the asset-based SDF is unique because in an incomplete market where there is more 
than one SDF, mx does not depend on the particular SDF originally chosen.15 The 
pricing relation holds for this as well, so the price of the SDF portfolio is pm = 

2[ ] [ ].m m mx x x     
It is often more convenient to express this construction in terms of the 

covariance matrix rather than the non-central second moment matrix. Let [ ]  μ x
and [( )( ) ]    Σ x μ x μ be the vector of mean payoffs and the covariance matrix. 
Then [ ]       Σ xx μμ Ω μμ so 

                                                 
14 If the random variables include a constant (or some linear combination of the variables is 
constant), then the intercept is included implicitly. For portfolios, this is true if a risk-free asset or 
portfolio exists. 

15 The inverse of [ ]xx   does not exist only when some assets have perfectly collinear payoffs. In this 
case there is either risk-free arbitrage so a SDF does not exist, or there are some redundant assets. In 
the latter case, there may be multiple portfolios that generate the SDF; however, the portfolio-based 
SDF itself is unique. As in (14) ( )   n Ω p I Ω Ω h  are SDFs for all .h The SDF is unique 
because for any two portfolio SDF’s, n1 and n2, 

2 2
1 2 1 2 1 2 1 2

1 2 1 2

( ) ( )( ) ( ) ( ) ( )( )

( ) ( ) ( )( ) 0 .

[( ) ] [( ) ]  

 

           

      

x n n x I Ω Ω h h h h I Ω Ω Ω I Ω Ω h h

h h I Ω Ω Ω ΩΩ Ω h h

  
 

So both portfolios 1 2andn n have identical payoffs. 
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We will see this again in the Capital Asset Pricing Model in Chapter 5.  
The existence of a payoff-based SDF, ,mx depends only on the law of one 

price holding so it need not be strictly positive, but, in addition, it may not be 
strictly positive even when there is no arbitrage. An example is an economy with 
three equally likely states and two assets with prices 1 and payoffs {1, 1, 2} and 
{3, 1, 1}. One positive state price vector is 1 1 1

4 4 2( ). q  These are all positive so 
there is no arbitrage. The state probabilities are all 1

3 so the realizations on the 
associated SDF are 3 3 3

4 4 2{ , , }, which are necessarily all positive also. However, the 
payoff-based SDF is  

 

1

1
111

3

2 2 1 1
( [ ])

2 1 0m m mx x


                 
    

n xx p n x        (28) 

or just the first asset alone whose payoff is negative in the second state. As mx is 
unique, we cannot conclude the lack of a strictly positive payoff-based SDF implies 
the existence of arbitrage.  

The figure illustrates an even simpler case.  There is a single asset with a 
price of 1 and payoffs of 1 and 1

2 in two equally likely states. Possible portfolios 
differ only in the number of shares held and have payoffs with 1

2 12 .x x   These are 
indicated by the solid line. As the market is incomplete, there are many possible sets 
of state prices, namely any that satisfy 1

1 22 1.q q  Because the states are equally 
likely, the valid SDFs lie on the dotted line 2 14 2 .m m    The payoff-based SDF is 

Figure 4.3: Stochastic Discount Factor 

This figure illustrates that there must be a 
positive SDF but that the unique asset 
based SDF might have negative 
components. 
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located at the intersection with xm1 = 1.6, xm2 = 0.8. The other SDFs have a 
component orthogonal to the line of the payoffs. While mx is not strictly positive, 
some SDFs are so there is no arbitrage.  

This result should be no surprise. Consider any model in which all assets 
have payoffs that are unbounded below, for example normally distributed payoffs. 
As all portfolios have normal returns that are unbounded below, it is impossible to 
construct any completely nonnegative payoffs which means there are obviously no 
arbitrage opportunities and therefore a positive SDF must exist. However, the 
payoff-based SDF must be normally distributed as well and take on negative values 
in some states. 

Sufficient conditions for a strictly positive payoff-based SDF are that the 
market is complete and there is no arbitrage. In a complete market all patterns of 
payoffs can be created so the payoff with realizations /s s s sx m q   is the payoff-
based SDF. Clearly all its realizations are positive if there is no arbitrage.   

For future reference the results just presented here are stated as a theorem. 

Theorem 4.4: Equivalent Linear Representations. The Positive Linear 
Pricing Rule has four equivalent representations.  All assets are priced correctly by  

  i)  a set of positive state prices :  q 0 Xq p   
 ii)  a set of risk-neutral probabilities and a (shadow) interest rate 

 ˆ ˆ: (1 ) or [ ] (1 ) .f fr r    π 0 X π p x p    

iii)  a positive SDF 0: [ ]m mp x    
iv)  a unique portfolio payoff : [ ]m mx xp x    (x͂m need not be nonnegative).   

Proof: The proof is provided in the previous text.  
 

Asset-Specific SDFs 

It is often useful to have an SDF that applies to a class of assets much 
smaller than the market. This is particularly true in the valuation of derivative 
contracts as in option pricing. Suppose there is a derivative asset whose payoff is 
completely determined by that of another asset; that is, x͂j = ( ).if x The price of this 
derivative asset can be written as  

 [ ] [ ( )] ( ) [ | ] [ ( ) ][ ] i

i i

x
j j i i i ix x

p mx mf x f x m x f x m                 (29) 

where [ | ]ix
im m x   is the stochastic discount factor defined on the states distin-

guished by different outcomes of x͂i.  
If asset i has a different outcome in every state, the two SDFs, and ,ixm m  are 

identical. However, in general, we would expect there are many different market 
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states in which the price of any particular stock is the same. In pricing options on 
Apple stock, we only need to distinguish those subsets of states with different prices 
for Apple because the derivative contract will have the same payoff for each state in 
the subset. 

The same reasoning can be applied to state prices and risk-neutral probabil-
ities. Let   {s   | xs = } be the subset of states that have the same payoff, , 
for asset i. Recall that ./s s sm q  Therefore 

 

( ) [ | ] ( ) ( )

Pr( )
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i i i

s s s s s

j i i
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  (30) 

The price of the subset  is equal to the sum of the state prices for the states in , 
so the state price for meta-state  is .ssQ q

     As usual, this can be converted 
to a risk-neutral probability by normalizing by 1 + rf. So ˆ   (1 ) .fr Q   
  

Arbitrage-Free Pricing with No Risk-free Asset 

The absence of arbitrage does not necessarily mean that there must be a 
risk-free asset or a corresponding interest rate. For example, consider the economy 
with two assets and three states  

  1 3 12 1 .13 2

 
  
 
 

X p   (31) 

Neither asset is free of risk, nor is there a portfolio that is free of risk. All portfolios 
can be described by the fraction, w, invested in the first asset. The returns on the 
portfolio in the three states are 

 
1

2

3

1 (1 )3 3 2

1 2 1 1

1 3 2(1 ) 2 .

r w w w

r w w w

r w w w

     
     

     

  (32) 

Obviously the return in the third state is always higher than that in the second state 
so a risk-free portfolio cannot be constructed. 

By the Law of One Price, the supporting state prices must satisfy . X q p
Solving for q1 and q2 in terms of q3 we have 

 1 1
1 3 2 35 5(1 ) (2 7 ) .q q q q      (33) 

To keep q1 positive, q3 must be less than one; to keep q2 positive, q3 must be less 
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than 2/7. The latter is a tighter restriction. Of course q3 must be positive as well so 
any value of q3 strictly between 0 and 2/7 describes a set of positive state prices, and 
therefore ensures there is no arbitrage. For example q = (0.18, 0.26, 0.1) and q = 
(0.15, 0.05, 0.25) are both valid pricing vectors.  

As there is no risk-free asset or interest rate in this example, we cannot 
define the risk-neutral probabilities. However, as the risk-neutral probabilities must 
always sum to one and each is proportional to its state’s price, we can define a 
shadow interest rate as 1

shadow ( ) 1sr q    for any set of state prices. This will be 
the interest rate if a safe asset exists, but in other cases, multiple shadow rates are 
possible. For the two choices listed above the shadow rates are 85.2% and 122.2%. 

When there is a risk-free asset, every risky portfolio must have a minimum 
return that is less than the interest rate. Otherwise borrowing to purchase that port-
folio is an arbitrage. Similarly, every risky portfolio must have a maximum return 
that is higher than the interest rate, or shorting it to lend is an arbitrage.  

Now there is a range of possibilities. The shadow rate can take on any value 
in the open interval between the largest rate of return that can be guaranteed to be 
met with some portfolio and the smallest rate of return that no portfolio beats in its 
worse outcome. The bounds on the shadow interest rate are the solutions to 

 1 11 max min and 1 min max .f fs s
r r    

ww
XP w XP w( ) ( )   (34) 

In this example, as the fraction of the portfolio held in the first asset varies, the 
maximum return is in state 1 when w < 1/3 and in state 3 when w > 1/3. The smallest 
such outcome is when w = 1/3 giving 1

3133 / %.fr  .  The minimum return occurs in 
state 2 when w < 2/3 and in state 1 when w > 2/3. For w = 2/3, r1 = r2 = 0.667. This is 
the largest rate of return that can be guaranteed to be met regardless of the outcome 
state so rf  = 2

366 / %.Any “interest rate” in the range (662/3%, 1331/3%) can be used 
to normalize the state prices. 

If the possible state prices are known, the range of the possible shadow 
interest rate is the open interval ( , )ffr r where the bounds are given by  
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q

q

1 q X q p q 0

1 q X q p q 0
  (35) 

The solutions to these problems for our example are 2
366 %fr   and 1

3133 %.fr  16 
They correspond to the choices q3 = 2/7, and q3 = 0, respectively. Because the state 
prices must be strictly positive, neither fr nor fr is actually achievable; the shadow 
interest rate must lie strictly between those two values.  

                                                 
16 A weak inequality is used in (35) to determine the bounds of the interval.  However, andf fr r are 
not possible shadow rates.  The interval is open on both sides. 
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Another way to deal with markets in which there is no risk-free asset is to 
use a change of numeraire. Consider a market with no arbitrage. A numeraire can be 
any asset or portfolio with a positive price and positive payoffs in every state. Let 
asset n be one such asset, and express all prices and payoffs in this new numeraire; 

, ./ /j j sj sj sp p p X X X n n
n n Valid state-prices in the new numeraire are sq n

.s sq X pn n  , 0sX p n n by assumption and if there is no arbitrage q 0 so these 
new state prices, ,qn must be strictly positive as well. They also are supporting state 
prices because 

 1 1 1
s sj s s sj s sj j j

s s s
p p pq X q X X q X p p      n n n

n n n n
n   (36) 

As qn is a valid positive state price vector, there is no arbitrage in the new 
numeraire.  In this numeraire, asset n is the risk-free asset because its price and 
payoffs are all 1. The interest rate in the new numeraire is 0. The SDF in the new 
numeraire is n nm mx p    because 

 [ ] [( )( )] [ ] .v v
i i i im x m x p x x mx p p p p            n n

n n n nn   (37) 

No-Arbitrage Pricing in Return Form  

It is often desirable to express the no-arbitrage relation using gross returns 
per dollar or rates of return rather than payoffs and prices. Because the no-arbitrage 
pricing relation, [ ] ,m x p    is linear, it is invariant to scaling. So the payoff form 
converted to gross returns by pre-multiplying by 1P . This normalizes the payoffs,

,x to gross returns and p to the vector 1.  

   [ ( )] [ ] 1 [ ] .m m m    1 r 1 r 1       (38) 

If there is a risk-free asset, then [ (1 )] 1,fm r   so 1[ ] (1 ) ,fm r    and (38) can be 
restated as [ ] /(1 ).f fm r r r 1    Expanding [ ] ov( , ) [ ] [ ],m m m r r r      c the 
expected excess rates of return can be expressed as 

  [ ] (1 ) ov( , ).f fr r m   r 1 r  c  (39) 

This is a linear relation so it holds for any portfolio, w. As long as that portfolio 
does not have a covariance of zero with the SDF, therefore 
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r
r 1  

 
c

c
  (40) 

In the absence of a risk-free asset, a somewhat more cumbersome relation 
arises. From (38), for any portfolio , [ ] 1 [ ].mr m ωω     So using the covariance 
relation on both sides of (38), 
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The expectation of m̃ can be eliminated by using a second portfolio w. It, too, 
satisfies (41), so 
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If the portfolio  is chosen to be uncorrelated with the SDF  
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with portfolio  serving the role of the risk-free asset, which trivially is also 
uncorrelated with m̃. 

These pricing relations hold for the asset-based SDF as well in both payoff 
and return form. In particular (40) is  
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Equation (43) is also similarly altered. If you are familiar with the CAPM, this 
result should look familiar. However, it is more general. It depends only on the 
absence of arbitrage rather than equilibrium, and there is no presumption that mr is 
the rate of return market portfolio. In fact, the SDF portfolio is not be the market 
portfolio in virtually any model.  

Another useful relation comes directly from (38)  

  2

[(1 )(1 )]
[ (1 )] [(1 )(1 )] .

[(1 ) ]
m

m m m
m

r
x p r

r

 
     


r

1 r r
  

  


 (45) 

The third equality follows because the second must hold for every portfolio as well, 
including the SDF portfolio so 21 [(1 ) ].m mp r      
 

Markets with a Continuum of States 

The same basics apply when there are a finite number of assets with payoffs 
defined on a continuous state space with probability measure (s). The intuition is 
the same. Pricing can be expressed using a state price density, q(s), a risk-neutral 
probability density, ˆ( ),s or a stochastic discount factor m(s)  ( ) ( )./q s s This is also 
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called the state price density17 or the pricing kernel. The obvious extension of the 
Law of One Price, prices assets with payoffs ( )sx by 

 ( ) ( ) .q s s ds p x  (46) 

If there is no arbitrage then q(s) is strictly positive (except on sets of measure zero). 
Also there exist a strictly positive risk-neutral density ˆ ( )s and a strictly positive 
SDF variable m(s) such that 

 

1 1 ˆˆ(1 ) ( ) ( ) (1 ) [ ]

( ) ( ) ( ) [ ] .

f fr s s ds r

s m s s ds m

     

  




p x x

x x







 
 (47) 

All of these are linear pricing rules as the integration “sums” the component 
values, so these must hold for any portfolio as well, [ ], ,m  n p n x n   etc. As in 
the discrete state case, the second moment matrix (excluding the risk-free asset and 
any redundant assets), [ ],xx   must be nonsingular. As discussed in footnote 15, if 
the matrix is singular, then there is a riskless arbitrage. If there is arbitrage, obvi-
ously there cannot be a no-arbitrage pricing rule.  

When computing the expectation of a random variable, it is sometimes 
useful to switch from one probability measure to another. That is  

 ( ) ( )
( ) ( )[ ( )] ( ) ( ) ( ) ( ) ( ) .d x d x

d x d xf x f x d x f x d x f x     
     [ ]   (48) 

This is possible provided 0./    This derivative is known as the Radon-
Nikodym derivative of  with respect to . If we identify the original probability 
density, (s), as d and the risk-neutral probability density, ˆ ( ),s as d, then 
comparing the first and second lines of (47) using (48)  

 
ˆ[ ] [ ] (1 ) (1 ) [ ] (1 ) [ ]

(1 ) .

f f f

f

r r m r m

r m

      
    

x x p x x    
 

   


  (49) 

Because the expected change in the discounted price is zero it forms a martingale, 
and the risk-neutral distribution is often called an equivalent martingale process. 
“Equivalent” here means that the distributions have the same zeros, the same set on 
impossible events.  This is true when both 0/    and 0.     

There are a few additional technical details with continuous distributions 
just as there are in the derivation or EUT. Consider the two payoffs  

                                                 
17 Both q(s) and m(s)  q(s)/(s) can be called state price densities; q is the price per unit state while 
m is the price per unit probability. 
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These two payoffs obviously differ; however, (46) will assign the same price to 
both.18 Therefore, if the Law of One Price is to hold, then x1 and x2 must be deemed 
to be the same. Perhaps surprisingly, the same is true for x3(s) which is 0 for s 
rational and 10 for s irrational. Even though, x3 has an infinite number of points 
where it is less than s1, those are still of measure 0 in total and don't change the 
value of the integral.  

As will be shown in Chapter 6, the Law of One Price is closely connected 
with mean-variance pricing. Therefore, the obvious characterization of portfolios 
with the same continuous payoff is that their mean square difference is zero,

2
1 2[( ) ] 0.  n x n x   Under this criterion, x͂1, x͂2, and x͂3 all have the same payoff.  

Using the Riesz Representation Theorem, Chamberlain and Rothschild (1983) 
prove the Law of One Price for continuous distributions.  

The definition of the absence of arbitrage also requires a slight modification. 
For example, if x͂1 and x͂2 have the same price, as they must by the Law of One 
Price, then purchasing x͂1 and shorting x͂2 would not be an arbitrage. To be an 
arbitrage, the payoff must be nonnegative with probability one and either have a 
negative cost or have a positive payoff with non-zero probability. If there is no 
arbitrage in this sense, then as in Theorem 3.3, there must be completely positive 
functions, q(s), ˆ ( ),s and m(s) as stated in (47). Of course there could be other 
supporting state price functions that are not positive everywhere.  

If there is a continuum of assets, then further restrictions are required as 
well. This topic arises in multiperiod, continuous-time models and is covered in 
later chapters. 
 

Arbitrage in Markets with Frictions 

The results so far in this chapter are all based the maintained assumption 
that there are no restrictions on the formation of portfolios and that there are no 
costs of trading. Of course, in practice there are transactions costs, and short selling 
is often restricted. In many markets short sales are prohibited altogether. In this 
section these two market restrictions are examined.  

Suppose that short sales are barred for some assets but are allowed for 
others. Partition the payoff matrix as ( )a bX X X where a and b denote the assets 
for which short sales are allowed and barred. The arbitrage-seeking linear program-

                                                 
18 The value of an integral does not depend on isolated values of its integrand unless the integrand is 
infinite at those spots. So (46) assigns the same value to x1 and x2 unless ˆ( ), ( ),and ( )q s s m s have 
atoms at s.  
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ming problem in (19) and its dual in (20) are 

 ,
min subject to ( , ) ,

max subject to , , .

a b

a
a a b b a b b

b

a a b b

     
 

    

n n

q

np n p n X X 0 n 0n

0 q X q p X q p q 0
 (51) 

The restricted assets in set b cannot be sold short so the constraint, ,b n 0 is 
added to the original problem. This changes the constraint in the dual problem to 
the inequality bX q  .b p The primal problem is feasible as before because a n 0
and b n 0 satisfies the constraints. As before if there is no arbitrage then the mini-
mum attainable value for the primal problem must be zero. Because the primal has 
a bounded optimal, the dual is also feasible with a bounded optimum. Therefore, 
there is a set of nonnegative state prices19 that exactly values the assets that can be 
sold short and that provide a lower bound on the price of the restricted assets. By 
complementary slackness, the constraint on asset i holds strictly as ,s si s iX q p   
only if the short sale constraint on asset i is binding with ni = 0.  

The intuition for why the state prices only provide a lower bound is that a 
price higher than the bound cannot be reduced by short selling pressure because 
shorting is not permitted. Of course, as in the original problem, the state price 
vector is not necessarily unique. It is not necessarily unique even in a complete 
market as the example below shows. 

An example is the simple economy with two assets and two states. The 
assets both cost 1 at time zero and have payoffs of (0, 1) and (1, 1) at time 1. If 
there are no restrictions on short sales then selling asset 1 to purchase asset 2 is an 
arbitrage. The portfolio costs 0 and has a weakly positive outcome of (1, 0). Of 
course it can be scaled to any level desired with a cost of 0 and a payoff of (a, 0) for 
arbitrarily large a. There is no strictly positive state price vector that prices these 
assets; there cannot be as there is an arbitrage. 

If asset 1 cannot be shorted, then the arbitrage is not possible. Now state 
price vectors have the form (1q, q ) with 0 < q < 1. This vector is strictly positive. 
It prices the unrestricted asset 2 at (1q)1 + q1 = 1 and the restricted asset 1 at q1 
= q. Because q < 1, all of these vectors strictly undervalue asset 1. The undervalu-
ation is strict because the constraint is binding; every non-satiated investor would 
like to hold a negative amount of asset 1. 

The reason why the state price vector, ,q  is not unique even in a complete 
market is obvious from this example. Because no investor wants to hold asset 1 
long and shorting it is not permitted, it is as if it didn't exist. So, effectively, the 
market is not complete. The possible state price vectors (1q, q) are exactly the 
                                                 
19 Using a separating plane argument, it can be shown that there is a strictly positive state price 
vector, ,q 0  as well. 
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state price vectors that are possible in the incomplete market with only asset 2. 
Transactions costs can be handled in a similar fashion. Suppose the assets 

are currently offered with bid and ask prices of and .b a For simplicity the payoffs at 
time 1 are assumed to be received or paid at no cost.20 This problem can be con-
verted into one prohibiting short sales by doubling the number of assets.  The 
augmented payoff matrix is ( , ). X X X The augmented price vector is p
( , ) .  a b The investor choses a portfolio ( , ) ,   a bn m m restricted to be nonneg-
ative, .n 0  Positive values in bm represents purchases at ,b which are actually 
sales at .b At time 1, the investor receives , bXm which is a liability to cover the 
payoff on the asset not held. 

The arbitrage seeking portfolio is the solution to minimizing p n subject to 
Xn 0 and 0.n This last constraint ensures that the assets cannot be sold at the 

ask nor bought at the bid. The problem and its dual can be re-expressed as     

 ,
min subject to ( , ) , ,

max subject to , , .

a b

       
 

      

a
a b a b

n n b

q

ma m b m X X 0 m 0 m 0m

0 q X q a X q b q 0
 (52) 

The two constraints are more informatively expressed as 

 , with .  b X q a q 0  (53) 

That is, the state prices applied to the payoffs give a value between the bid and ask 
prices. 

If there is no bid-ask spread on a particular asset, bn = an, thenq will price 
both exactly. If an < bn, then asset n is an arbitrage by itself. It can be purchased and 
sold for an immediate profit of bn  an. In the usual case, an > bn and one of the 
corresponding elements of anda bm m will be zero. An investor will never simul-
taneously purchase an asset at the ask and sell it at the bid. Each pair of shares both 
bought and sold would have payoffs that offset each other, and the difference an  
bn would be a pure cost with no benefit.  

If the constraint ( ) 0n am is binding, then by dual complementarity the ask 
price is strictly greater than the value given by the state prices, ( ) .n na  Xq Similarly 
if the constraint ( ) 0n bm is binding then the bid price is strictly less than the value 
given by the state prices, ( ) .n nb  Xq It is possible for both of these inequalities to be 
strict. A simple example can be constructed with three assets and two states with the 
payoff  matrix and bid and ask vectors 

                                                 
20 Proportional transactions cost at time 1 can be easily be handled by modifying the payoff matrix, 

,X by subtracting the costs from the receipts or making required payments more negative. The trans-
actions costs can also be state-dependent. See Garman and Ohlson (1981) for details. 
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X a b   (54) 

Assets one and two have a bid-ask spread of zero so the state price vector must 
price them exactly; therefore, (0.2 0.4) .q The constraints for asset three are 
therefore 
 3 32 2.2 2.5 .b a      (55) 

So both hold strictly. 
 

Arbitrage in Markets with Taxes 

Taxes are a bit more difficult to deal with for a number of reasons. First, 
capital gains and dividends are taxed at different rates. Second, the capital gain and 
therefore the tax depend on the initial price as well as the payoff. Third, taxes are 
levied on the aggregate taxable income and not on each payoff separately so the 
assets must be treated in a group. Fourth realistic tax codes are nonlinear. Larger 
total payoffs are typically taxed at a higher rate. Fifth the taxes on long and short 
position profits can be taxed differently though they can also offset at times. Sixth 
capital gains are only taxed when realized. In a multi-period model the timing of the 
realization, and therefore the tax, is determined, at least in part, by the holder of the 
asset.21 

Before analyzing the tax problem, a simple example is in order. Consider 
two risk-free assets, a Treasury bond and equally short-term tax-free municipal 
bond. If both bonds have a current price of $1, then to prevent arbitrage we must 
have 

 0 [1 (1 )] (1 ) 0 ,T M T T M M T Mn n n r n r n n           (56) 

where nT and nM are the holdings, rT and rM are the interest rates and  is the tax rate 
on taxable treasury interest. This says if a negative, zero, or positive amount is in-
vested in a portfolio now, the portfolio’s value must be negative, zero, or positive, 
respectively in the future. This can be true only if rT(1  ) = rM; that is, the after-tax 
interest rates must be the same. However, this is a no-arbitrage result only if invest-
ors can short either bond — effectively being able to borrow like the government 
and at tax exempt rates if necessary. If an investor cannot borrow tax-free but can  
borrow at the Treasury rate, then the arbitrage is one way, and we should see rM ≤ 
rT(1  ).22 

                                                 
21 The timing of capital gains realization is inherently a multi-period issue and beyond the scope of 
analysis here. See Constantinides  (1983, 1984) and Constantinides and Ingersoll (1984 ) for 
discussions. The other issues can be treated here in a single period model. 

22 Generally interest costs on investment borrow is not deductible if municipal bonds are held; how-
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Even if there is no arbitrage, there is an equilibrium result. If investors have 
different tax rates, then those will high rates will buy tax exempt bonds while those 
with lower rates will buy taxable bonds. There is some tax rate at which investors 
would be indifferent. This rate, *   1  rM/rT  depends on the relative supply of the 
taxable and exempt bonds and the distribution of tax rates among investors. The 
Muni Puzzle is that the tax rate implied by this relation does not make sense at least 
for long-term bonds. Usually it has been in the range of 15% to 25% even in 
periods when marginal tax rates were much higher. 

Due to the nonlinearity of the tax schedule, true arbitrages may not be 
possible. That is, it may not be possible to scale an arbitrage arbitrarily so that an 
individual arbitrageur might not be able to remove one on his own, which is 
theoretically possible for arbitrages defined so far. To handle this nonlinearity, the 
notion of a local arbitrage is introduced. A local arbitrage is one that costs nothing 
or a negative amount and creates an improvement to a given portfolio n for any 
strictly increasing utility function.  

Define the after-tax payoff on a portfolio n as  

 ( ) ( , , ) a n Xn t n X p   (57) 

where ( , , )t n X p is the vector of taxes due on the payoffs of portfolio n state-by-
state. Then for a given payoff matrix, tax schedule, and set of prices, there is a local 
arbitrage at n with prices p if there is an adjustment, ,η such that  

 0 and ( , , ) ( , , )   p η a n η X t a n X t   (58) 

with a strict inequality for the price and/or the after-tax payoff in at least one state. 
The adjustment costs a nonpositive amount and has a guaranteed nonnegative pay-
off. This is basically the same definition used before except there the initial point 
was ,n 0 and, of course, ( ) . t 0    

The arbitrage is local for two reasons. Firstηmay not be a local arbitrage at 
a different starting point, ,m n because the tax treatment differs. Second,η  might 
not be scalable; that is, kηmight not be a local arbitrage for sufficiently large k. If 
the after-tax payoff ( )ka n η is monotonically increasing in k, then any local arbi-
trage can be indefinitely linearly scalable. However, even ifη is infinitely linearly 
scalable, it does not necessarily mean that the resulting arbitrage profit is infinite. 
For example, suppose the marginal tax rate for a profit of x is (x) = 1  etx, then as 
the profit becomes unbounded, the marginal tax rate goes to 100%, but the after-tax 
profit on a before-tax X is 

                                                                                                                                     
ever, prior to the Tax Reform Act of 1986, banks were mostly exempt from this restriction, and this 
relation should have held as a near equality. However, the implied break even rate, *   1  rM/rT  is 
in apparent conflict with observed rates.  
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which is bounded below 2.t Expanding on the arbitrage would always increase 
expected utility, but would do so at a diminishing rate even under risk neutrality.  
In addition with taxes, an arbitrage might be indefinitely scalable only by changing 
the direction of the alteration, .η  extended  

Obviously in the absence of taxes, ( ) , t 0 the definition in (58) is an arbi-
trage in the original sense. The starting point is irrelevant and the arbitrage can be 
linearly scaled to any degree desired. However, location and scaling were not 
assumed in the proof of the fundamental theorem so it could well be true. And in a 
sense it is. The most important assumption required is that the tax function, ( ),t is 
convex in n. Convexity ensures that there are even tighter restrictions on payoff 
being positive. If ( )t is convex then ( )a is convex.  Using that and a few other 
technical assumptions Ross (1987) proves that there is no local arbitrage at n if and 
only if there is a strictly positive state pricing vectorq such that  
 0 [ ( , , ) ( , , )] 0 .     p η q a n η X t a n X t   (60) 

This state pricing vector is not necessarily unique even if markets are complete. 
Different investors can perceive different q if their taxes are different.  

 
3Com and Palm Pilot  — Was It an Arbitrage? 

One of the most studied arbitrages is the Palm Pilot spin-off from 3Com. In 
March 2000, during the tech boom, 3Com offered 23 million shares (about 5% of 
the total) of their wholly owned subsidiary Palm Pilot in an equity carve-out IPO. 
Pending IRS approval that a spin-off distribution of the remaining shares would not 
be a taxable event for their shareholders,23 they would distribute the remaining 
Palm shares as a stock dividend by the end of the year. Each share of 3Com would 
receive 1.525 shares of Palm. 

The day before the IPO, 3Com common stock closed at $104.13. The day of 
the IPO the newly issued Palm shares closed at $95.06 implying a 3Com share 
price of at least 1.52595.06 = 144.97 based on the value of the retained Palm shares 
alone. In addition, 3Com held more than $10 per share in cash and securities as well 
as their business assets and had essentially no debt. But the 3Com shares closed at 
$81.81 indicating that the stub value (the implicit value of the cash, assets, and 
future business) was worth a negative $63 per share.  

                                                 
23 To be tax-free, the parent company in a spin-out must own 80% of the subsidiary. So a preceding 
carve-out can only sell 20% of the subsidiary. A carve-out is useful before a spin-off to raise money 
for either the parent or subsidiary, to create a market for the shares before the spin-out, or to establish 
a more dispersed base of shareholders to help maintain corporate control. 
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The IPO was widely publicized so it is difficult to believe that this apparent 
arbitrage was unknown to investors. An investor who bought 1000 shares of 3Com 
and shorted 1525 shares of Palm would net more than $63,000. After the eventual 
distribution, the shares received could be delivered to cover the short position, and 
the investor would still own the 3Com shares with no further liability. The risk of 
shorting the Palm shares would be completely hedged and the 3Com shares would 
at worse be valueless after the Palm shares were distributed.  

The negative stub value gradually vanished. It was down to about $20 when 
options on 3Comm began trading on March 16 and fell to around $10 by March 
20th when 3Comm said the distribution would occur in September which was 
earlier than originally planned. On May 8, the IRS gave approval and 3Com 
announced the distribution would occur on July 27. That day was the first in which 
the stub value became positive reaching about $4. Just before the distribution, the 
stub value rose to $12. Any arbitrageur who had shorted the Palm stock and hedged 
by buying 1.525 shares of 3Com would have earned an arbitrage profit of $63 per 
share had they closed their position when the negative stub value disappeared. They 
would have earned an additional profit of $12 had they held the position open until 
the distribution.  

Furthermore, this was not an isolated case. By market value, 3Com was the 
biggest, but, as reported by Lamont and Thaler (2003), there were six other tech  
carve-outs to be followed by spin-offs between 1998 and 2000 which had signifi-
cant negative stub values.24 All six of the parent and subsidiaries traded on 
NASDAQ. Four of the six carve-outs had negative stub values on the day of the 
IPOs. The other two stubs became negative by the third trading day after the IPO.   

Four of the cases were similar with the stub value gradually rising until they 
became positive. The most similar was the Creative/UBID carve out.  The Creative 
stub was only marginally negative on the IPO day but it widened to $75 before 
gradually decreasing and becoming positive on the day that both the IRS gave tax 
approval and the distribution date was finalized just as 3Com’s had. The stub values 
for the Dasiytek/PFSWeb, Methode/Stratos, and HNC/Retek carve-outs became 
positive three to four months before the final distribution announcement. The 
Metamor stub was never worse than 0.19. It disappeared when Metamor was 
acquired on March 22, 2000, effectively canceling the distribution. 

Of course, constructing the arbitrage in practice is a bit more difficult than 
described here. The number of subsidiary shares each parent share would receive is 
not fixed until the final announcement. They can be estimated as the ratio of the 
number of subsidiary shares held by the parent divided by the number of parent  

                                                 
24 During this period there were also 12 other carve-outs with a parent company announcement of its 
intentions to distribute the remaining shares in which the stub value was never negative or only just 
marginally so. 
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shares. But the latter is subject to change, for example, by conversion of 
convertible debt or the exercise of incentive options. In particular, HNC accelerated 
the vesting of some insiders’ options whose exercise led to an announced ratio for 
HNC/Retek of 1.24 although an analyst’s report just ten days earlier had estimated 
it would be 1.40. For the other five carve-outs there was very little difference 
between the initial estimate and the final announced ratio; however, this does not 
mean there was no risk ex ante. 

To eliminate the need for any estimation, the portfolio strategy reported by 
Lamont and Thaler consisted of buying the parent company’s stock and shorting an 
equal dollar amount of the subsidiary’s shares on the first day that the stub value 
was negative. This is a zero cost strategy rather than the “perfectly” hedged zero-
risk strategy discussed above. However, it is a near arbitrage almost guaranteed to 
show a profit. For example, the zero-cost strategy for 3Com/Palm required shorting 
81.81/95.06 = 0.86 shares of Palm for each share of 3Com held long. So this 
strategy could only lose money if the eventual distribution was fewer than 0.86 

Six Company Carve-outs with Negative Stub Values During the Tech Bubble 
as reported by Lamont and Thaler (2003) 

The arbitrage return is the non-annualized rate of return per dollar of long position on the 
zero-cost arbitrage portfolio holding shares of the parent financed by shorting the subsidiary. 
They were created on the first day the stub value was negative and unwound on the day after 
the announcement day. The average return was 30% with a t-statistic of 5.21. 
 

Parent Subsidiary IPO date 
Announ. 

date 
Distrib. 

date 

negative stub 
  value $/share  
  first       worst 

Arbitrage 
return 

Creative 
Computers 

UBID 12/3/98 5/18/99 6/7/99 8.09 74.81 49% 

HNC 
Software 

Retek 11/17/99 8/7/00 9/29/00 8.04 49.01 15% 

Daisytek PFSWeb 12/1/99 6/8/00 7/6/00 13.72 13.72 36% 
Metamor 

Worldwide 
Xpedior 12/15/99 Canceled* 3.65 5.26 37%* 

3Com Palm 3/1/00 3/20/00 7/27/00 63.16 63.16 28% 
Methode 

Electronics 
Stratos 

Lightwave 
6/26/00 3/23/01 4/28/01 10.06 20.95 13% 

*The Xpedior distribution was canceled when Metamor was acquired on March 22, 2000. The return is 

computed to that date. 
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shares of Palm to each 3Com share. This was just over half of the anticipated 1.525 
shares. 

The profits on these strategies per dollar held long are shown in the final 
column of the table. They were profitable indeed, ranging from 13% to 49% (not 
annualized). The average profit was 30% with a t-statistic of 5.21. Why were these 
“arbitrages” not taken up shortly after the IPOs to restore proper price relations? 

The time-series plots of the stub values in Lamont and Thaler show that the 
negative stub values tended to erode slowly over time.  This could indicate that the 
arbitrage was difficult to construct and so only slowly increased the stub values as 
more and more investors managed to create a short sale. On the other hand, the 
sharp jump in price and the disappearance of the negative 3Com and Creative stub 
values in the three days surrounding the announcement indicate that the market 
viewed there was some particular risk that was resolved on those days. The HNC 
stub value also rose sharply on announcement, but it and the other three stub values 
had become positive before the final announcements.  

One of the differences between modeled and actual short sales is that short 
sellers do not receive the proceeds of the short sale.  The money is held in escrow 
and the short sellers receive interest on the proceeds. However, the rate paid is 
below the risk-free rate (typically 25 to 50 basis points below the Fed Funds rate), 
and when shares available for shorting are scare it can be substantially lower or 
even negative. A sufficiently negative rate would make the arbitrage unprofitable. 
Short sellers also need to post additional margin collateral amounting initially to 
50% of the transaction amount and to meet any margin calls which might entail 
selling shares before the “arbitrage” has been corrected or has even worsened. 

More significantly, these opportunities can and have vanished before the 
“arbitrage” was corrected. In a more inclusive study, Mitchell, Pulvino, and Staf-
ford (2002) found that of 66 negative stub opportunities which were resolved from 
1985 to 200, the mispricing was not eliminated in 18 (27%). This was due to a third 
company acquiring one or both companies (the subsidiary eight times, the parent 
once, and both three times). Four times the parent had pledged the subsidiary shares 
as collateral for debt, and the distributions were canceled when default required 
surrendering the shares.  

A simple example can illustrate this last case. Suppose a company has a 
subsidiary spinoff worth S with the fraction 1f held by the public and the rest 
retained. The firm has other assets worth A and an outstanding loan of L which has 
a first claim against all the assets including the retained subsidiary value. If ,L A
the firm cannot repay the debt without using some or all of their claim to the sub-
sidiary.  The equity is worth A f S L  which is less than the stub value even if 
there is no default. If ,L A f S  the firm will default and the equity will be 
worthless. This might seem unlikely, but it is what happened in four of the cases 
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mentioned above.  
For all these reasons, the “arbitrages” described may not be actual arbi-

trages. The real world makes life more interesting and more difficult to evaluate. 

Summary 

The assumption that there is no arbitrage plays a crucial role in finance. This 
will become obvious later in the study of derivative contracts. Because Economics 
is mostly concerned with equilibrium, arbitrage plays less of a role there. Werner 
(1987) examines the relation between equilibrium in various markets and the 
absence of arbitrage. Bertsekas (1974) also addresses this issue. 

In the absence of arbitrage there is a linear pricing rule that relates the 
payoff of each asset to its current price. Linearity means among other things that 
there are no economies of scale or scope in pricing. This makes pricing much 
simpler because it can always be done by pricing components and summing. This 
leads directly to the Black-Scholes option pricing model and its use in valuing 
complex derivative assets. 

Furthermore, none of the results here rely on any probabilities (other than 
no probabilities are zero so each state is possible) or tastes. Investors can have 
different subjective beliefs, provided they all agree on what is possible, and 
different tastes, provided they prefer more to less. 

The presentation here was a single-period model, but the results have 
obvious multi-period extensions. Payoffs simply extend across time as well as 
states. The state prices will generally change over time as the economy evolves and 
information is acquired making states more or less likely (or even impossible). But 
in any state at any point of time there will be a positive linear pricing rule looking 
forward to any other time.   

 

Further Results 

Different Arbitrage Types  

Some authors distinguish between different types of arbitrage. For example 
Ingersoll (1987) defines Type I as a portfolio with a negative cost and a nonnegative 
payoff in each state. A Type II arbitrages is a portfolio with a zero cost and a weakly 
positive payoff. 

 
st

nd

1 type: 0

2 type: 0 .

  

  

p n Xn 0

p n Xn 0
  (61) 

LeRoy and Werner (2014) define a strong arbitrage as one that has a port-
folio that has a nonnegative payoff and a negative price. That is, a strong arbitrage 
is what Ingersoll calls an arbitrage of the second type. 
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An example of an arbitrage that is not strong is two assets both with prices 
of 1 and payoffs of (1, 1) and (1, 2). The portfolio ( 1,1)  n costs nothing and has 
a payoff of (0, 1) so it is an arbitrage but not a strong arbitrage. No strong arbitrage 
exists in this economy.  

In this example, there is a supporting price vector (1,0) q so the Law of 
One-Price holds but as q is not strictly positive, there is arbitrage as shown.  
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