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A B S T R A C T

Word learning involves massive ambiguity, since in a particular encounter with a novel word, there are an
unlimited number of potential referents. One proposal for how learners surmount the problem of ambiguity is
that learners use cross-situational statistics to constrain the ambiguity: When a word and its referent co-occur
across multiple situations, learners will associate the word with the correct referent. Yu and Smith (2007)
propose that these co-occurrence statistics are sufficient for word-to-referent mapping. Alternative accounts hold
that co-occurrence statistics alone are insufficient to support learning, and that learners are further guided by
knowledge that words are referential (e.g., Waxman &Gelman, 2009). However, no behavioral word learning
studies we are aware of explicitly manipulate subjects’ prior assumptions about the role of the words in the
experiments in order to test the influence of these assumptions. In this study, we directly test whether, when
faced with referential ambiguity, co-occurrence statistics are sufficient for word-to-referent mappings in adult
word-learners. Across a series of cross-situational learning experiments, we varied the degree to which there was
support for the notion that the words were referential. At the same time, the statistical information about the
words’ meanings was held constant. When we overrode support for the notion that words were referential,
subjects failed to learn the word-to-referent mappings, but otherwise they succeeded. Thus, cross-situational
statistics were useful only when learners had the goal of discovering mappings between words and referents. We
discuss the implications of these results for theories of word learning in children’s language acquisition.

1. Introduction

How language learners acquire the meanings of words is of central
importance to understanding the initial stages of language acquisition,
as words are the fundamental meaning-bearing units of language, and
the raw materials that grammars manipulate. Moreover, decades of
research have shown that lexical and grammatical acquisition are
fundamentally intertwined (Fisher, Gleitman, & Gleitman, 1991;
Gleitman, 1990; Pinker, 1989), even though the nature of this complex
relationship is a topic of debate. Advances in understanding the me-
chanisms of word learning thus contribute to our understanding of how
fundamental elements of language are acquired, which in turn offers
additional constrains on theories of grammatical acquisition.

Word learning is also of theoretical interest because it poses an
extremely challenging computational problem for the child, due to re-
ferential ambiguity. Ambiguity arises because any time a word is uttered,
there is a limitless array of objects, relations, and states that speakers
could have in mind (Gleitman, 1990; Medina, Snedeker,
Trueswell, & Gleitman, 2011; Quine, 1960). Ambiguity is present even

under the simplifying assumption that the intended referent is available
perceptually when the learner hears a novel word, ignoring cases of
reference to absent entities, or abstract concepts. The sources of refer-
ential ambiguity can be categorized into at least two distinct types. The
first type of ambiguity, and the one we take up here, involves identi-
fying the physical manifestation of the referent in the environment (i.e.,
the object, relation or state) that was intended as the word’s referent.
The other degree of freedom (or ambiguity) arises from how an enti-
ty—object, state, or event—should be linked to conceptual re-
presentations. For example, once a learner determines that a word re-
fers to a particular object, such as a toy mouse, there is still the problem
of determining which of the many possible conceptual representations
of that object, the speaker has in mind: MOUSE, MAMMAL, ANIMAL,
TOY, WOODEN-OBJECT, CAT-PREY, FURY-THING, PATIENT-OF-AC-
TION, etc. The computational challenge is in narrowing down the vast
array of referents and concepts to just the right one—something at
which children are very adept (Carey & Bartlett, 1978; Markman,
1990). Understanding how learners surmount this challenge is in-
formative about mechanisms in word learning, but also could have
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broader implications for theories of learning in uncertain situations.
Here we restrict our investigation of this question to words that are

used ostensively as labels for concrete objects, and how learners de-
termine what the referent object is. We examine one proposed solution
to the problem of referential ambiguity: Cross-situational learning. Cross-
situational learning encompasses the idea that, while there may be an
unlimited number of possible referents of a label in any given situation,
across situations, the intended referent will most often be present and
the other entities that contribute to the referential uncertainty will
vary. If learners can track the invariance, then they could link the label
to the invariant entity. The potential importance of cross-situational
information for at least some word classes—e.g., concrete nouns—is
recognized in a variety of theoretical approaches (Blythe,
Smith, & Smith, 2016; Gleitman, Cassidy, Nappa,
Papafragou, & Trueswell, 2005; McMurray, Horst, & Samuelson, 2012;
Pinker, 1989; Siskind, 1996; Yu & Smith, 2007). But theories differ
considerably with respect to the proposed learning mechanisms. Some
theories hold that learners expect words to be referential (Golinkoff,
Mervis, & Hirsh-Pasek, 1994; Waxman &Gelman, 2009). On this view,
learners represent words as fundamentally different stimuli compared
to other perceptual entities, treating them as symbols that index con-
cepts (Preissler & Carey, 2004). Learners are then motivated (perhaps
by innate social predispositions, Akhtar & Tomasello, 2000) to discover
what the referent of a novel word is. On this view, word learning is
guided by an over-arching hypothesis about the symbolic nature of
words and a motivation to determine reference. In contrast, there are
theories that either are agnostic or posit no role at all for the idea of
reference as a part of the word learning process (Sloutsky & Robinson,
2008; Yu, 2008; Yu & Smith, 2007). Theories that posit no role for the
idea of reference in word learning assume that words are treated and
processed the same way as other sounds in the learning environment
(Sloutsky, 2009; Sloutsky & Robinson, 2008). Under this account, word
learning is assumed to be equivalent to tracking the correspondence
between visual stimuli and sounds in a multimodal setting. Other the-
ories also argue for the importance of bottom-up statistical mechanisms
but are agnostic regarding the role of reference (e.g., Yu, 2008;
Yu & Smith, 2007). These accounts focus on the sources of information
available in the input that the learner can use for word learning, making
no claims regarding the importance of the concept of reference guiding
word learning. For example, Yu and Smith (2007) state, “cross-situa-
tional learning may go forward non-strategically and automatically,
steadily building a reliable lexicon” (Yu & Smith, 2007). In sum, ac-
counts of word learning differ greatly on their commitment to whether
learners rely on the concept of reference to guide successful word
learning.

In this paper, we investigate the importance of the concept of re-
ference in word learning by varying the referential status of words.
While previous studies provided evidence that children as young as
12 months may understand referential properties of words (e.g.,
Waxman &Markow, 1995), we are aware of no studies that directly
examine the importance of reference in word learning. The approach
we take here is to manipulate the presence of the referential intent
using the cross-situational word learning paradigm (Yu & Smith, 2007),
because the task may be easily modified to introduce task-demand
ambiguity. By using cover tasks and interference, we created two
conditions where the only difference is the assumption learners bring to
the task of learning. Under equivalent referential uncertainty, we ex-
amined whether word learners will acquire the correct word-to-referent
mappings in a cross-situational learning situation with or without
knowing that the words are referential. We found that learners encode
the identities of the novel words, but fail to learn the word-to-referent
mappings, given identical exposure to cross-situational co-occurrence
information, when we interfere with their assumptions about reference.
We argue that even when the co-occurrence statistics strongly favor one
mapping over others, learners only make the mapping when guided by
the broader referential hypothesis.

2. General experimental approach

Our experiments follow the basic design of a cross-situational word
learning study, with a learning phase followed by a testing phase. In
trials of the learning phase, subjects heard a novel word and saw an
array of two pictures, each depicting a common object. Similar to other
studies (e.g., Yu & Smith, 2007), subjects heard each novel word in
multiple trials in which one of the two objects was present across all
trials, but the other objects varied. If learners are indeed biased to seek
a meaning for a newly heard word, then we assume this bias is present
in artificial word learning experiments as well as in natural language
acquisition. Thus, a critical manipulation in our experiments is to try to
override this default for half of the subjects, and observe the effects. To
achieve this, intermingled with the trials just described were trials in
which the two-object array was accompanied by a 440 Hz pure tone
(henceforth, beep). In addition, subjects in Experiments 1–3 were as-
signed to a reference group or a categorization group. Both groups were
exposed to identical picture pairs, words, and beep tones during the
familiarization phase, but differed in their task with respect to the beep
and word trials. Subjects in the categorization group were told that they
needed to categorize which pictures were accompanied by beeps and
which were accompanied by words, but the fact that words referred to
objects was intentionally omitted. Subjects in the reference condition
were explicitly given the instruction that the words referred to the
depicted objects.

Our predictions were as follows: If word learning is not supported
by the knowledge that words are referential, the instructions to learners
in the categorization group should not hinder them from learning the
word-object association patterns just as well as subjects in the reference
group. On the other hand, if word learning occurs, in part, because
learners seek a referent for a novel word (i.e., they have the hypothesis
that words refer), then overriding this assumption in the categorization
condition should hinder word learning. In contrast, the instructions to
the reference group should reinforce learners’ prior tendencies.

3. Experiment 1

3.1. Methods

3.1.1. Participants
Twenty-four undergraduate students at the University of Southern

California were recruited from the Psychology Department subject pool;
12 were randomly assigned to the reference group and 12 to the cate-
gorization group (see Design and Procedure).

3.1.2. Stimuli
The pictures were 48 black and white simple line drawings de-

picting common objects, selected from those in Nishimoto, Ueda,
Miyawaki, Une and Takahashi (2012). The novel words were 24
monosyllabic and disyllabic non-words, produced by a female native
speaker of Standard American English who was unaware of the purpose
of the study (Table 1). Words were recorded in a sound attenuating
room, and digitized at a sampling rate of 44.1 kHz.

3.1.3. Design and procedure
3.1.3.1. Training phase. The 48 images were divided into 2 sets of 24
objects, half of which were designated as beep-objects and the rest as
word-objects. Each word-object was assigned uniquely to one of the 24

Table 1
Novel words used in all experiments.

antow choon dess ghen ghire grimpot
channer dap fex ghip glaik jub
klide lifik mirshow plosit puziv sowch
lartsue lowfa nud pooda refton swech
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non-words. The assignments of images to the beep/word category, and
the assignment of word-object pairings were randomized for each
subject.

The experimenter read instructions to the participants. The in-
structions differed depending on the subject’s group assignment.
Subjects assigned to the categorization group were told:

“In this experiment, you will be presented with two pictures on the screen
at the same time. In the headphones, you will sometimes hear a word,
and sometimes hear a beep along with each pair of pictures. All the
pictures that occur with beeps are called beep objects. All the pictures that
occur with words are called word objects. Your job is to categorize these
objects as beep objects or word objects. Later, you will be asked to make
judgments on which objects occurred with beeps and which with words.”

The purpose of this manipulation was to reduce the tendency of
subjects in the categorization group to engage their posited default
hypothesis about the referential nature of words. The beep/word ca-
tegorization task was intended to provide an alternative goal for sub-
jects in the categorization group.

Subjects in the reference group were given different instructions.
They were told:

“In this experiment, you will be presented with two pictures on the screen
at the same time. In the headphones, you will sometimes hear a word,
and sometimes hear a beep along with each pair of pictures. All the
pictures that occur with beeps are called beep objects. All the pictures that
occur with words are called word objects. If you hear a word, the word
you hear refers to one of the objects on the screen. Your job is also to
figure out which word refers to which object. Your knowledge of the
words and beep objects will be tested later.”

Thus, both groups were instructed and tested on the beep/word
categorization task. Therefore, any differences in performance on
word-learning across groups could not be attributed to the presence
or absence of this task. Rather, differences could only be due to
whether or not subjects had the goal of learning word-to-referent
mappings.

Training trials began immediately after subjects indicated that they
understood the instructions. Word trials and beep trials were presented
in pseudorandom order, with the constraint that no word repeated in
any three consecutive trials. In word trials, we presented two pictures
on the screen while playing a word through the headphones. Each trial
was 3 s long, and words lasted between 200 ms and 600 ms. One of the
objects on the screen was the intended referent for the word, and the
other object was one of the remaining 23 word-objects. In beep trials,
two beep-objects were presented on the screen while a 300 ms pure
tone (440 Hz) was presented. Beep trials were also 3 s long. Fig. 1
shows a sample of a training sequence.

Each word occurred 3 times during training phase, making a total of
72 word trials. Each word-object occurred 6 times: three times as the
target referent, and three times as a distractor. Similarly, there were 72
beep trials, and each beep-object occurred 6 times as well.

3.1.3.2. Test phase. Test trials spanned two blocks. In the first block,
participants’ categorization of objects as beep- or word-objects was
assessed. All 48 pictures were presented one by one in a random order
with the question, “Is this a beep-object?” appearing below the picture.
Subjects were instructed to press ‘Y’ or ‘N’ for yes and no, respectively.
Subjects could take as long as they wanted to respond. A new test trial
was presented immediately after the subject responded.

The second block tested word knowledge. In this block, each word
was tested 3 times, resulting in 72 questions. Of the 3 times a word was
tested, it was paired once with its intended referent, once with a dis-
tractor object with which it co-occurred during the training phase, and
once with a beep-object. In each testing trial, the written question “Is
this<word being tested> ?” appeared on the screen above the object,
and the word was played over the headphones. As in the first block,

subjects responded yes or no with the ‘Y’ and ‘N’ keys, respectively.1

When all test trials were completed, two questions appeared on the
screen, one at a time, and subjects were asked to type in their answers.
These questions were “What do you think the experiment was about?”
and “Were you trying to figure out which words corresponded to which
pictures while the pictures were being presented?”

3.2. Results and discussion

Our primary question was whether learners given equivalent word
and object co-occurrence statistics would perform equivalently in
making word-to-object mappings, despite being given different in-
structions about the task. Before reporting the analyses of the word
learning test trials, we report performance on the beep/word categor-
ization trials to verify that the two groups of participants were per-
forming comparably in that task.

To compare each training group’s performance on beep/word ca-
tegorization to chance, we conducted logistic regressions on each group
separately, with the binary response (correct = 1, incorrect = 0) as the
dependent variable, with by-subject intercepts as a random factor. We
analyzed all trials in Block 1, where subjects were asked whether each
object was a beep-object, as well as the trials in the second block in
which beep-objects were presented. Performance on the Block 1 trials
(beep/word categorization) were above chance for both groups
(M = 76.91%, β = 1.2031, p < 0.001 for the reference group;
M = 75.91%, β = 1.148, p < 0.001 for categorization group). For
Block 2 trials in which a beep-object was shown, performance was also
above chance for both groups (M = 86.51%, β = 1.858, p < 0.001 for
the reference group; M = 69.4%, β = 0.819, p = 0.001 for the cate-
gorization group). Thus, both groups of subjects performed well on
trials that tested their knowledge of whether an object was a beep
object.

To assess word learning, we carried out a similar logistic regression
for each group on trials in Block 2 that tested word-object mappings for
objects that had been paired with words. These results differed in many
respects from the beep/word categorization results (Fig. 2). Participants
were able to learn the words in the reference group (M = 69.06%,
β = 0.803, p < 0.001), but we found no evidence of learning in the
categorization group (M = 52.07%, β = 0.083, p= 0.317). We ran an
additional analysis including group as a fixed effect and found that
participants learned significantly better in the reference group com-
pared to the categorization group (β = 0.700, p < 0.001). Thus,
subjects were able to learn the one-to-one relationship between the
words and pictures when that was their goal. Subjects who were only
told to categorize the objects as beep or word objects did not learn the
referents of words, despite having access to the same word and referent
co-occurrence statistics.

An alternative explanation of our results is that subjects in the ca-
tegorization group may not have encoded word identity, since it was
not relevant for their assigned task. On that view, participants may not
have encoded the words in sufficient phonetic detail to form unique
word-to-referent associations. To rule out this possibility, we carried
out a follow-up experiment with 22 subjects. Half of the subjects were
each assigned to the reference and categorization group, where we
administered the training phase from Experiment 1 with both the re-
ference group and categorization group. During the testing phase, the
first block was the same as in Experiment 1 (i.e., the beep/word cate-
gorization task), testing participants’ ability to categorize. Test Block 2
was switched to a word identification task. In this task, words spoken by
a different female English speaker (with no images presented) were
presented one at a time in a random order (see Table R1 for the list of
foil words in this experiment). Half of these words were ones that were

1 We also collected confidence ratings after each yes/no question which were analyzed
as part of a different study.
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used in the learning phase and half were not. Each trial consisted of a
word followed by the question “Did you hear this word before?” Sub-
jects responded yes/no with a key press of Y/N.

Given this design, we report results from both testing blocks. In test
Block 1, we compared each training group’s performance on beep/word
categorization to chance. Logistic regressions were run on each group
separately, with the binary response (correct = 1, incorrect = 0) as the
dependent variable, with by-subject intercepts as a random factor.
Performance on the Block 1 trials (beep/word categorization) were
above chance for both groups (M = 77.64%, β = 1.24, p < 0.001 for
the reference group; M = 89.26%, β = 2.118, p < 0.001 for the ca-
tegorization group). Participants’ performance in this categorization
test block was similar to the results in Experiment 1. In test Block 2 of

word identification, subjects also were above chance at identifying the
words they had heard during the learning phase for both groups
(M = 79.5%, β = 1.36, p < 0.001 for the reference group; M = 80%,
β = 1.386, p < 0.001 for the categorization group). Moreover, all the
subjects performed above chance on the word identification block,
where the worst participant in the reference group had 34 correct out of
48 (p = 0.0039 in a chi-squired test against chance), and the worst
participant in the categorization group had 31 correct out of 48
(p = 0.043 in a chi-squired test against chance). To create a compar-
ison between these two groups, we conducted a mixed-effect logistic
regression that examined whether these two groups differed. In this
regression, the dependent variable performance was evaluated with
group as the fixed effect, and subject as the random intercept. The

Fig. 1. Sample training sequence for Experiments 1 and 2.

Fig. 2. Mean percent correct in the word-object test trials across all
experiments, plotted by experiment, organized by the experimental
group (instruction type). Error bars depict 95% confidence intervals
calculated in logit units on the corresponding β’s for the logistic re-
gressions that compared outcomes to chance; logits were transformed
to percentages for this graph.
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results suggested that the performances were not different (β = 0.016,
p = 0.935) between the two groups, suggesting the two groups were
paying equal amount of attention to the words.

These additional findings strongly suggest that subjects in the ca-
tegorization group in Experiment 1 encoded the words in sufficient
detail to map them to referents. Participants’ failure to learn the map-
pings was thus not due to a failure to encode them as unique lexical
items. We propose that participants failed to learn the mappings in the
categorization group because learning without the guiding hypothesis
that words are referential is insufficient for learning word-referent
mappings. These results thus argue against the alternative explanation
that attention to word identities was different between the two ex-
perimental groups.

However, another alternative is that subjects in the categorization
group were indeed building representations of word-to-referent map-
pings, but that the decision mechanisms required more cross-situation
information than we provided. Such an account would not explain why
subjects in the reference group were readily able to form mappings
given the same co-occurrence information, but it might explain the
failure to do so in the categorization group. To address this issue, in
Experiment 2 we increased the exposure during the learning phase, and
we also increased the informativeness of the cross-situational statistics.

4. Experiment 2

In this experiment, we doubled the length of the training period
while at the same time we increased the robustness of the co-occurrence
statistics by increasing the cross-situational evidence of word-to-re-
ferent mappings.

4.1. Methods

4.1.1. Participants
Twenty-four undergraduate students at the University of Southern

California were recruited from the Psychology Department subject pool;
12 were randomly assigned to the reference group and 12 to the cate-
gorization group.

4.1.2. Stimuli
The stimuli were the same as in Experiment 1.

4.1.3. Design and procedure
Experiment 2 was similar to Experiment 1 except that in the training

period, each word-referent pair appeared 6 times (rather than 3, in
Experiment 1), and each word-referent pair occurred with 6 different
distractors across trials (vs. 3 in Experiment 1). These changes meant
that the statistical information was even more robust. In Experiment 1,
the probability of the correct referent given a word was 1, and the
probability of an incorrect referent given a word was 1/3. Here, the
probability of the correct referent given a word was still 1, but the
probability of a given incorrect referent given a word was 1/6. Thus,
compared to Experiment 1, subjects received more exposure to the
correct referent for a given word, and the evidence for the correct re-
ferent compared to distractors was stronger.

We also double the number of trials with beep objects in a similar
way.

4.2. Results

Participants in both groups performed above chance in beep/word
categorization in Block 1 (reference group, M = 85.67%, β = 1.788,
p < 0.001; categorization group, M = 90.55%, β = 2.26,
p < 0.001). For Block 2 trials with beep-objects, both groups perform
above chance as well (reference group, M = 91.53%, β = 2.38,
p < 0.001; categorization group, M = 91.77%, β = 2.411,
p = 0.007).

Performance on the word-object trials in Block 2 (i.e., the trials that
tested word-to-referent mappings) differed from Experiment 1 (Fig. 2).
Participants were able to learn the words in both groups (reference
group, M = 80.94%, β = 1.446, p < 0.001; categorization group,
M = 64.52%, β = 0.598, p = 0.002). Although performance in the
reference group was still nearly twice as good as performance in the
categorization group (β = 0.743, p = 0.056),2 the difference is mar-
ginally significant.

4.3. Discussion

In contrast to Experiment 1, here subjects in the categorization
group performed above chance. Why were the results different?

One possibility is simply that knowing that words refer is not central
to for word learning, but more statistical information under such con-
ditions is required for successful word learning. However, we suspect
that at least some subjects in the categorization group essentially be-
came reference group subjects as the experiment progressed. This is
because the cover task was quite easy, and may not have been sufficient
to keep subjects from engaging their default hypothesis about the re-
ferential function of words. By itself, this latter explanation for the
improved performance of subjects in the categorization group in
Experiment 2 could appear circular. However, we are not asserting that
subjects were engaging their knowledge that words are referential
simply because they were performing above chance. Our assertion
draws on the assumption that the beep/word categorization task in
Experiment 2 was easier than in Experiment 1, simply because of the
large increase in exposure to the training stimuli. In particular, subjects
could master the task well before the training period ended. This, in
turn, freed up resources, which allowed subjects’ default bias to treat
words as referential to re-emerge; subjects then focused on the word-to-
referent correspondences. If this speculation is correct, it suggests that,
even with the added exposure and more robust co-occurrence statistics
in Experiment 2, if we increase the tasks demands for both groups of
subjects, subjects in the categorization group should no longer learn the
word-to-referent mappings, but subjects in the reference group should.
In contrast, if the improvement in the categorization group across
Experiments 1 and 2 was simply due to more robust co-occurrence
statistics, the increased task demands should not differentially affect
performance across the two groups. We tested this possibility in
Experiment 3, by engaging subjects in an additional task during the
learning phase.

5. Experiment 3

In this experiment, we increased task demands during the training
phase by introducing a Stroop task during the training period (Stroop,
1935). If exposure to co-occurrence statistics is sufficient for learning
word-to-referent mappings and considering the words’ referential
nature is not critical, then, across groups, subjects’ performance in the
word-referent task should be equally affected by the Stroop task,
compared to their performance in Experiment 2. On the other hand, if
our speculation regarding the manipulation of referential knowledge is
correct, and the above-chance performance of the categorization group
in Experiment 2 was due to some subjects engaging their knowledge
that words refer—essentially becoming like subjects in the reference
group)—then only the reference group should show successful word
learning with the increased task demands in Experiment 3.

2 Here, β is the log-odds of performance in the reference group over performance in the
categorization group. Thus, eβ represents the odds of a correct response in the reference
group vs. the categorization group, which comes to 2.10, approximately double.
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5.1. Methods

5.1.1. Participants
Twenty-six undergraduate students were recruited from the

University of Southern California Psychology Department subject pool.
Subjects were randomly assigned to the categorization group (13) and
the reference group (13). We predetermined a criterion of greater than
50% performance on the Stroop task for inclusion in the final data
analysis. One additional subject was tested and excluded due to mis-
understanding the instructions of the Stroop task and subsequent below
chance performance.

As in Experiments 1 and 2, we set a target of 12 subjects per group.
However, since we had to schedule and test more than 24 subjects due
to exclusion criteria, we ended up with 13 per group.

5.1.2. Stimuli
The picture and word stimuli were the same as in Experiments

1 and 2.

5.1.3. Design and procedure
Experiment 3 was identical to Experiment 2 except for the added

Stroop task during the training period. For every trial in the training
phase, in addition to two objects that appear on the screen with the
associated auditory stimuli, there was also a color word displayed
below the picture (red, blue, green or yellow). The color word on the
screen and the color of the font were independently randomized, with
the constraint that they never matched. After hearing the auditory sti-
mulus that went with the picture pair, the subjects were instructed to
press the first letter of the font color (Fig. 3). No accuracy feedback was
given.

5.2. Results and discussion

The mean of the proportion of correct responses in the Stroop task,
averaged across subjects, was 95.11% for the reference group, and
91.08% for the categorization group. Thus, subjects followed the Stroop
instruction and performed well.

For the beep/word categorization trials (Block 1), as in previous
experiments, participants in both groups performed above chance (re-
ference group, M = 81.46%, β = 1.48, p < 0.001; categorization
group, M = 69.17%, β = 0.808, p < 0.001). For trials in Block 2 in

which beep-objects were displayed, participants in both groups per-
formed above chance as well (reference group, M = 88.59%, β = 2.05,
p < 0.001; categorization group, M = 65.02%, β = 0.62, p = 0.004).
Thus, in addition to performing well on the Stroop task, subjects in both
groups were able to learn the beep/word categories.

The pattern of performance on the word-referent test trails in Block
2 was as we predicted (Fig. 2). Participants in the reference group were
able to learn the word-to-referent mappings (M = 72.07%, β = 0.948,
p < 0.001), but there was no evidence of learning for the categoriza-
tion group (M = 54.04%, β = 0.162, p = 0.104). Performance in the
reference group was better than in categorization group (β = 0.755,
p < 0.001).

These results are consistent with our conjecture that the above-
chance performance of the categorization group in Experiment 2 was
due to the relative ease of the cover task with the increase in training
over Experiment 1, allowing them to engage their default hypothesis
that words refer. Making the learning task more demanding in
Experiment 3 resulted in chance word learning performance in the
categorization group, but the reference group was still above chance.
These findings would not be predicted if the knowledge of reference is
irrelevant and only exposure to co-occurrence statistics matters for
word learning, as this information did not change from Experiment 2 to
Experiment 3, nor did it change across groups.

5.3. Discussion for Experiments 1–3

So far, we have argued that the assumption that words are refer-
ential is a critical component for word learning. When we told parti-
cipants about the word learning task, they were able to infer word
meanings despite secondary tasks. However, when we successfully
prevented subjects from using the knowledge that words refer, they did
not learn the word-referent mappings. In short, successful word
learning only occurred when we did not interfere with learners' refer-
ential assumption.

However, there are a number of alternative explanations that we
must consider. Since participants were learning word reference and
beep object associations at the same time, it could be that the beep task
and word learning tasks were in competition for attentional/memory
resources. If there were such a competition, participants who were in-
structed to only learn beep-object associations may have failed learning
words because they focused on the beep-object associations instead. If

Fig. 3. Structure of training sequence in Experiment 3. Each object
pair is presented with a color word in a non-matching font color. After
hearing the nonce word, subjects had to indicate the font color by
pressing the first letter of the font color name.
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this were true, it would predict a negative correlation between per-
formance on the beep task and performance on the word learning task.
Qualitatively, the pattern of the data from Experiments 1–3 showed that
this competition was unlikely, since across experiments the perfor-
mance in the beep categorization task was similar, but performance in
the word learning task was dramatically different. That is, the two
measures did not appear to be correlated. We tested this explicitly with
further analyses of Experiments 1–3 (in Appendices A and B) to show
that the prediction is not borne out. Briefly, for subjects in the cate-
gorization group, performance in the beep task was uncorrelated with
performance in word learning, rather than negatively correlated;
moreover, for subjects in the reference group, performance on the two
tasks was positively correlated, suggesting that the tasks were not in
competition. The difference in task correlation across groups suggests
that categorization subjects’ poor word learning performance was not
due to resource constraints.

We have provided evidence against several alternative explana-
tions for the differences in word-learning behavior between the ca-
tegorization and reference groups. We now consider differences in
the instructions to the two groups that could have unintentionally
benefited word-learning in the reference group. Our intent in de-
signing the instructions was to suppress the notion of reference in the
categorization group, but the instructions to the reference group
could have lead them to pay extra attention to word-object corre-
spondences than they might have otherwise. For example, the re-
ference group instructions conveyed the presence of the one-to-one
correspondence between words and objects, and also alerted subjects
that they would later be tested on these associations. Understanding
the importance of these differences is important to understanding the
role of reference in word learning. Was the word learning advantage
for subjects in the reference group in Experiments 1–3 simply due to
the awareness that they would be tested on the one-to-one corre-
spondences, whereas subjects in the categorization group were not?
Or, as we propose, did subjects in the reference group show an ad-
vantage because we did not interfere with their default notion that
words are referential?

Experiment 4 addressed this issue by having no instructions alluding
to the kinds of associations participants should attend to. According to
our theory, word learning should proceed without the instruction on
specific one-to-one mapping since adults know generally that words are
referential. If this theory is correct, successful word learning should
take place without further specifying the relationship between words
and objects. However, if subjects in the reference groups in Experiments
1–3 acquired word meanings only because they were explicitly

informed to learn words, eliminating the word learning instructions
should eliminate word learning.

6. Experiment 4

6.1. Methods

6.1.1. Participants
Twenty-seven undergraduate students at the University of Southern

California were recruited from the Psychology Department subject pool.
We included more subjects in this experiment because we wished to
observe individual differences in the beep and the word learning tasks,
detailed below.

6.1.2. Stimuli
The stimuli were the same as in Experiment 1.

6.1.3. Design and procedure
Experiment 4 was similar to Experiment 1 except for the instruc-

tions. As we argued above, we wish to see if word learning can be
successful without specifying the relationship between words and ob-
jects. If our theory is correct, participants will naturally expect that the
words in the study refer to objects on the screen, similar to subjects in
the categorization group in Experiment 2. To this end, we created a set
of instructions that minimally describes the task, without biasing the
subjects. We used the same co-occurrence structure as in Experiment 1,
where each word-referent pair appeared 3 times and each word-re-
ferent pair occurred with 3 different distractors across trials. Again, the
probability of the correct referent given a word was 1 and the prob-
ability of an incorrect referent given a word was 1/3.

The experimenter read instructions to the participants. All the
subjects in Experiment 4 were told:

“In this experiment, you will be presented with pictures on the screen and
words and beeps in the headphones. Please pay attention to the screen
and the sounds. We will ask you questions about what you see and hear
later in the experiment.”

The rest of the experiment is the same as in Experiment 1, including
all the training and the testing procedures. In Block 1 of the testing
phase, we tested whether participants knew which objects co-occurred
with beep. In Block 2, we tested word knowledge. We did not assess
confidence ratings for this experiment.

Fig. 4. Performance in the Beep and Word tests in Experiment 4. Error bar
represent 95% confidence intervals.
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6.2. Results and discussion

Participants performed above chance in both beep categorization in
Block 1 (M = 62.65%, β = 0.719, p = 0.004), and in the word
learning task in Block 2 (M = 59.89%, β = 0.401, p < 0.001; Fig. 4).
For trials in Block 2 in which beep-objects were displayed, participants
in both groups performed above chance as well (M = 75.15%,
β = 1.388, p < 0.001).

Notably, the performance was not different between these two tasks
(β = −0.14, p = 0.094, ns), suggesting that one task was not sig-
nificantly more difficult than the other. Computationally, whether an
object is associated with a beep or a word is easier to learn than specific
word-to-object mappings since word-object mapping is one to one and
beep-object mapping is one to many. In other words, whereas an object
can be accompanied by a word or a beep, participants can achieve
above chance performance in beep categorization knowing that it oc-
curred with a beep, but only achieve above chance performance in
word learning knowing which word referred to it. Despite being com-
putationally more difficult, learning one to one correspondence be-
tween words and referents had the same accuracy as learning many to
one relationships between objects and beeps.

Finally, we analyzed the correlation of subjects’ performance on the
two types of test items. Recall that in Experiments 1 through 3, per-
formance on beep categorization and word learning was positively cor-
related for subjects in the reference group, but uncorrelated for subjects
in the categorization group. Here we found that subjects’ performance
was positively correlated (β = 0.192, p = 0.041), as it was with the
reference group subjects in Experiments 1 through 3 (Appendices A and
B). This positive correlation supports the claim that subjects’ default
bias is to think that words are referential even in the absence of explicit
instructions. In this sense, participants learned word-to-object map-
pings the same way as reference group subjects in Experiments 1–3, and
that participants in Experiments 1–3 did not learn words only because
they were instructed to learn the one-to-one mapping between words
and objects.

To summarize, we observed robust word learning in Experiment 4
without specific instructions. This pattern of results is consistent with
the idea that when cross-situational word-referent co-occurrence sta-
tistics are useful for word learning, it is because adult word learners are
guided by the broader goal of seeking referents for novel words, and
this assumption on the referential nature of words is the default state.

7. General discussion

The notion of reference has been argued to be a default bias in word
learning (e.g., Golinkoff et al., 1994; Waxman &Gelman, 2009), and it
plays an important role in many theories of word learning. However,
whether reference is crucial to word learning has never been empiri-
cally tested in a systematic fashion. Participants in past cross-situational
word learning studies were either explicitly told to learn the word-ob-
ject mappings, or given no explicit instructions. In both cases, no effort
was made to prevent participants from making an assumption that the
words in the study are referential. In the current study, we conducted
four cross-situational word learning experiments to assess the role of
reference in word learning. In Experiment 1, participants were suc-
cessful at word learning when instructed to learn meanings of words.
However, they failed at word learning when they were given a sec-
ondary cover task that masked the referential nature of words in the
experiment. In Experiments 2 and 3, we found that a longer word-re-
ferent exposure period required more stringent secondary tasks to
prevent people from adopting the expectation that words refer, but the
results were comparable to those in Experiment 1, regarding the role of
reference in word learning. In Experiment 4, we did not provide any
explicit instructions regarding word learning, but participants per-
formed equivalently to conditions in the previous experiments where
they were explicitly told that the words were referential, confirming

that learners have a default referential assumption in word learning
tasks. In summary, learners were capable of learning words, so long as
their default reference assumption was not overridden by experimental
manipulations.

7.1. Why is the notion of reference important in word learning?

It goes without saying that word learning must be supported by
basic cognitive functions such as attention and memory. Human chil-
dren and adults are very good at learning words in general, so humans
clearly possess the requisite capacities in these systems very early on. If
these capacities are sufficient for acquiring word meanings from storing
and processing word-to-referent co-occurrence statistics, then adults
should certainly have had no trouble forming associations between the
words and their referents in our experiments. However, our findings
suggest that even for adults, having the referential intent in a word
learning task is crucial to forming the mapping between words and
referents. Why would this be?

One possibility is that knowing that words are referential provides
the expectation that different words refer to different concepts. The
power of the notion of reference in the context of communication is that
a word has a one-to-one correspondence with a concept. By using the
same word, one refers to the same concept, and by using a different
word, one refers to a different concept. While this may seem obvious,
having these notions might bias learners towards seeking the relevant
kinds of relationships between words and concepts. Indeed, this kind of
bias is very much related to the biases and constraints researchers have
proposed to guide early word learning in toddlers (Clark, 1983;
Golinkoff et al., 1994; Markman &Wachtel, 1988). If learners did not
have the notion that words are referential, they would have no reason
to seek out the one-to-one correspondence between words and con-
cepts.

In addition, knowing that words are referential provides a motiva-
tion (implicit or explicit) to learn words. In particular, reference implies
an intention on the part of the speaker. Assuming that the incoming
utterance is relevant to the social-physical environment and certain
words in the utterance refers to part of the environment provides
learners a way to understand events happening around them.
Consistent with this view, there is evidence that infants make use of the
social/communicative cues to infer the meanings of words in the ut-
terance. For instance, 17-month-old children can make use of speaker’s
gaze, head posture and manual manipulation to infer what a novel
word means (Baldwin, 1993).

Furthermore, the referential assumption and learners’ recruitment
of referential cues also has implications for how much information must
be stored when confronted with a novel word. In a cross situational
word learning study, MacDonald, Yurovsky, and Frank (2017) showed
that learners make use of referential cues to reduce the amount of un-
certainty in the learning scenario. However, when the referential cues
became unreliable, learners had to store much more information to deal
with the increased amount of referential uncertainty. In other words,
using reliable referential cues reduced the amount of information that
the learner had to store to determine a word’s meaning. The reliable
referential cues thus play a role of providing a lens to zoom in on a
small set of potential referents that are relevant to word learning, rather
than having to consider an unrestricted set of possible referents in the
environment.

While our studies do not directly speak to the issue of how many
word to object mappings learners store, or other parts of the hypotheses
testing/associative learning debate we discussed in the introduction,
our results suggest that any reasonable learning account must take into
consideration the role of reference as a pre-requisite of word learning.
In the case of hypotheses testing, the reason that there is only a single
hypothesis for word-referent mapping is because that there can only be
one referent for a word given a particular utterance (Trueswell, Medina,
Hafri, & Gleitman, 2013; Woodard, Gleitman, & Trueswell, 2016). In the
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case of associative learning, the learner still must select referents online
in order for statistical accumulation of word-referent mappings to take
place (McMurray et al., 2012). In both of these theories, the notion of
reference is central to the learning machinery.

7.2. The relevance to infant/toddler word learning

Our findings resonate with findings in the language acquisition lit-
erature on the importance of the assumptions or constraints that guide
learning. Past studies found that infants have rich expectations of the
referential nature of words (e.g., Akhtar & Tomasello, 2000;
Chen &Waxman, 2013; Fennell and Waxman, 2010; Gleitman, 1990;
Golinkoff et al., 1994; Markman, 1990). Infants have been shown to be
more attentive to phonetic details of words in the context of word
learning (Yeung, Chen, &Werker, 2014), referential intent can alter the
expectations infants have on what kind of phonetic patterns can form
words (May &Werker, 2014), and social cues can alter toddlers’ ex-
pectation about the referential status of non-linguistic sounds
(Ferguson &Waxman, 2016).

In line with these proposals, we argue that expectations about the
referential status of words guide infants to attend to relevant informa-
tion in the environment. This claim is broadly consistent with accounts
of word learning that argue for constraints on reference-making, such as
mutual exclusivity, and the taxonomic constraint (Markman, 1990). It also
fits with more complex kinds of constraints in theories such as syntactic
bootstrapping (Gleitman, 1990; Landau & Gleitman, 1985). However,
our data are neutral as to whether this top-down “referential con-
straint” is innate or learned, and if learned, what mechanisms are in-
volved. For example, findings in Smith, Jones, Landau, Gershkoff-
Stowe, and Samuelson (2002) suggest that the shape bias in novel noun
learning may be acquired, and it could be the case with this constraint
as well. Alternatively, or additionally, children’s understanding that
words are referential could arise from social-pragmatic influences
(Akhtar & Tomasello, 2000). In any case, the constraint we have argued
for here could be a core part of the symbolic referential system that
differentiates humans from other animals in the sophistication and

flexibility with which we associate symbols with concepts. It could act
as a kind of switch that, when activated, engages the array of con-
straints and strategies that make human word learning unique. While
accumulation of statistics may help to resolve referential ambiguity, the
experiments here provide further support for the notion that learners’
knowledge of the referential nature of words is crucial to word learning,
even under ambiguous situations, suggesting that it is essential that
infants have these assumptions before they can learn words effectively.

8. Conclusion

This study demonstrates that successful word learning requires
learners to know that words are referential. Word learning is not simply
accomplished by seeing the objects and hearing the words, but rather,
highly dependent on the stance of the learner knowing words are re-
ferring to the objects/pictures of objects in front of them. We propose
that such a belief is the default for learners in typical laboratory word-
learning experiments, and, more importantly, for infants and toddlers
engaged in natural word-learning. We speculate that this expectation
may be linked to learners’ attunement to social intentional goals
(Akhtar & Tomasello, 2000), but it also could be from other sources. Of
course, it is also possible that lengthier exposure to cross-situational
information is sufficient to form a small set of word-to-referent map-
pings, from which the referential bias (somehow) is induced. Future
research should investigate the origins of learners’ assumption that
words are referential, including constraints on the perceptual specificity
of referential stimuli (for one recent study, see Perszyk &Waxman,
2016). In the meantime, our study demonstrates the importance of this
hitherto unexplored assumption in strategically guiding word learners
to make use of cross-situational information to learn the meanings of
words.

Supplementary Material

Data in this paper can be found at: https://osf.io/hzsk4/files/.

Appendix A

An alternative interpretation of our findings is that there is a competitive relationship between the beep task and the word learning task. Under
this account, the instructions to the categorization group may have hindered word learning by emphasizing the beep categorization task.3 In such a
situation, one would expect the two tasks to be negatively correlated. We ran the following individual difference analysis for the data in Experiments
1 & 3 to see if this was so.

For all the participants from Experiment 1 and Experiment 3 in the categorization group, we calculate the accuracy in the beep categorization
task and the word learning task (excluding word learning trials testing a beep object). Controlling for experiment, we find no correlation between the
performance in the beep tests and word tests for participants in the categorization group. A linear regression that predicts the performance in word
tests from beep test performance controlling for experiment (1 and 3) reveals that there is no relationship between these two variables (β = 0.026,
p = 0.843, ns). Scatterplots of these relationships can be seen in Fig. A1.1.

While there are many reasons why we would not find a correlation between these two tasks, one explanation supported by this finding is that
subjects were not engaged in word learning at all because they were not operating under the assumption that the words were referential. On the
other hand, these findings do not support the hypothesis that word learning failed because processing resources were directed towards the beep
categorization task, as there was no evidence of a tradeoff in performance across the two tasks.

While we found no evidence of a task tradeoff for the categorization groups, we were interested to see how performance in the tasks correlated for
the reference groups. If anything one might expect good performance in the word learning task to correlate with good performance in the beep task,
since learners could use their knowledge of word-to-object mappings to identify objects that are not mapped to words. Indeed, we observed a positive
correlation between the performance in the beep tests and word tests for participants in the reference group. A linear regression that predicts the
performance in word tests from beep test performance controlling for experiment (1 and 3) reveal that there is a positive relationship between these
two variables (β = 0.614, p = 0.001). Scatterplots of these relationships can be seen in Fig. A1.2.

Overall then, these analyses show that performing both the beep task and the word learning task at the same did not result in task competition.
We speculate that the positive correlation for reference group subjects simply means that individuals who were paying more attention and had better
memory were better at learning both kinds of relationships.

In sum, there was no correlation in the categorization group and a positive correlation in the reference group between the beep task and the word
learning tasks. There was no evidence of a competitive relationship between the two tasks.

3 We thank an anonymous reviewer for this suggestion.
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Fig. A1.1. Performance in the beep tests and word tests for participants in the categorization group in Experiment 1 and 3. Each dot represents a participant in either Experiment 1 or 3 in
the categorization group.

Fig. A1.2. Performance in the beep tests and word tests for participants in the reference group in Experiment 1 and 3. Each dot represents a participant in either Experiment 1 or 3 in the
reference group.

Fig. A2. Correlation between Beep and Word test performance at the individual level in Experiment 2. Graph A shows the correlation in the reference group and graph B shows the
correlation in the categorization group. As with Experiments 1 & 3, there was no correlation in the categorization group and a positive correlation in the reference group between the beep
task and the word learning tasks.
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Appendix B

Showing the correlations between subjects’ performance on beep categorization trials and word learning trials in Experiment 2. Two separate
linear regressions that predict the performance in word tests from beep test performance showed that the performance between the two blocks of
tests positively correlate in the reference group (β = 0.948, p = 0.002), not in the categorization group (β = 0.263, p = 0.265, ns). Again, these
results are highly similar to the patterns shown by participants in all other experiments (see Fig. A2).

Appendix C

We analyzed the correlation between subjects’ performance on beep categorization trials and word learning trials in Experiment 4. A linear
regression that predicts the performance in word tests from beep test performance showed that the performance between the two blocks of tests
positively correlate (β = 0.192, p = 0.041), similar to the patterns shown by participants in the reference group in Experiments 1 through 3
(Appendices A and B). Thus, even when no specific task instructions are given, subjects’ performance resembles that of subjects in the reference
group in earlier experiments, suggesting that subjects in Experiment 4 were operating under the assumption that words are referential (see Fig. A3).

Appendix D
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coomo gope lagath skiger vabe zuss
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