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Unit-IV 

Transaction System- 

Transaction Processing Concepts: 

A transaction is a unit of program execution that accesses and possibly updates various data items. 

 A transaction must see a consistent database.  

  During transaction execution, the database may be inconsistent. 

 When the transaction is committed, the database must be consistent.  

 Two main issues to deal with: 

o Failures of various kinds, such as hardware failures and system crashes  

o Concurrent execution of multiple transactions 

A transaction can be defined as a group of tasks. A single task is the minimum processing unit which cannot be 

divided further. 

Let s take a  e a ple of a si ple t a sa tio . “uppose a bank employee transfers Rs 700 from A's account to 

B's account. This very simple and small transaction involves several low-level tasks. 

 

A’s Account 

Open_Account(A) 

Old_Balance = A.balance 

New_Balance = Old_Balance - 700 

A.balance = New_Balance 

Close_Account(A) 

 

B’s Account 

Open_Account(B) 

Old_Balance = B.balance 

New_Balance = Old_Balance + 700 

B.balance = New_Balance 

Close_Account(B) 

 

ACID Properties: 

A transaction is a very small unit of a program and it may contain several low-level tasks. A transaction in a 

database system must maintain Atomicity, Consistency, Isolation, and Du a ilit  − o o l  k o  as ACID 
p ope ties − i  o de  to e su e a u a , o plete ess, a d data i teg it . 
 Atomicity − This p ope t  states that a t a sa tio  ust e t eated as a  ato i  u it, that is, eithe  all of 

its operations are executed or none. There must be no state in a database where a transaction is left 

partially completed. States should be defined either before the execution of the transaction or after the 

execution/abortion/failure of the transaction. 

 Consistency − The data ase ust e ai  i  a o siste t state afte  a  t a sa tio . No t a sa tio  should 
have any adverse effect on the data residing in the database. If the database was in a consistent state 

before the execution of a transaction, it must remain consistent after the execution of the transaction as 

well. 

 Durability − The data ase should e du a le e ough to hold all its latest updates e e  if the s ste  fails o  
restarts. If a transaction updates a chunk of data in a database and commits, then the database will hold 

the modified data. If a transaction commits but the system fails before the data could be written on to the 

disk, then that data will be updated once the system springs back into action. 

 Isolation − I  a data ase s ste  he e more than one transaction are being executed simultaneously and 

in parallel, the property of isolation states that all the transactions will be carried out and executed as if it 

is the only transaction in the system. No transaction will affect the existence of any other transaction. 
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Example of Fund Transfer  

Transaction to transfer $50 from account A to account B:  

o read(A)  

o A := A – 50  

o write(A)  

o read(B)  

o B := B + 50  

o write(B) 

 Consistency requirement – the sum of A and B is unchanged by the execution of the transaction.  

 Atomicity requirement — if the transaction fails after step 3 and before step 6, the system should ensure 

that its updates are not reflected in the database, else an inconsistency will result. 

 Durability requirement — once the user has been notified that the transaction has completed (i.e., the 

transfer of the $50 has taken place), the updates to the database by the transaction must persist despite 

failures. 

 Isolation requirement — if between steps 3 and 6, another transaction is allowed to access the partially 

updated database, it will see an inconsistent database (the sum A + B will be less than it should be). Can 

be ensured trivially by running transactions serially, that is one after the other. However, executing 

multiple transactions concurrently has significant benefits, as we will see. 

 

States of Transactions: 

A t a sa tio  i  a data ase a  e i  o e of the follo i g states − 

 
Fig-4.1 

 Active − in this state, the transaction is being executed. This is the initial state of every transaction. 

 Partially Committed − When a transaction executes its final operation, it is said to be in a partially 

committed state. 

 Failed − A transaction is said to be in a failed state if any of the checks made by the database recovery 

system fails. A failed transaction can no longer proceed further. 

 Aborted − If any of the checks fails and the transaction has reached a failed state, then the recovery 

manager rolls back all its write operations on the database to bring the database back to its original state 

where it was prior to the execution of the transaction. Transactions in this state are called aborted. The 

database recovery module can select one of the two operations after a transaction aborts  

o Re-start the transaction 

o Kill the transaction 

Downloaded from  be.rgpvnotes.in

Page no: 2 Follow us on facebook to get real-time updates from RGPV

https://be.rgpvnotes.in
https://www.facebook.com/rgpvnotes.in
https://be.rgpvnotes.in


 Committed − If a transaction executes all its operations successfully, it is said to be committed. All its 

effects are now permanently established on the database system. 

Serializabilty in Database- 

1) A schedule is called as a serial schedule when the operations of each transaction are executed 

consecutively, without any interleaved operations from the other transaction. 

2) Formally, a schedule S is serial if, for every transaction T participating in the schedule, all the operations 

of T is executed consecutively in the schedule; otherwise, the schedule is called no serial. 

 

Testing serializability 

When designing concurrency control schemes, we must show that schedules generated by the scheme are 

se ializa le. To do that, e ust fi st u de sta d ho  to dete i e, gi e  a pa ti ula  s hedule S, whether the 

schedule is serializable. 

We o  p ese t a si ple a d effi ie t ethod fo  dete i i g o fli t se ializ- ability of a schedule. Consider 

a schedule S. We construct a directed graph, called a precedence graph, from S. This graph consists of a pair G = 

(V, E), where V is a set of vertices and E is a set of edges. The set of vertices consists of all the transactions 

participating in the schedule. The set of edges consists of all edges Ti → Tj for which 

one of three conditions hold: 

1. Ti executes write(Q) before Tj executes read(Q). 

2. Ti executes read(Q) before Tj executes write(Q). 

3. Ti executes write(Q) before Tj executes write(Q). 

 

Serializable schedules 

To process transactions concurrently, the database server must execute some component statements of one 

transaction, then some from other transactions, before continuing to process further operations from the first. 

The order in which the component operations of the various transactions are interleaved is called the schedule. 

Applying transactions concurrently in this manner can result in many possible outcomes, including the three 

particular inconsistencies described in the previous section. Sometimes, the final state of the database also 

could have been achieved had the transactions been executed sequentially, meaning that one transaction was 

always completed in its entirety before the next was started. A schedule is called serializable whenever 

executing the transactions sequentially, in some order, could have left the database in the same state as the 

actual schedule. 

Serializabilty is the commonly accepted criterion for correctness. A serializable schedule is accepted as correct 

because the database is not influenced by the concurrent execution of the transactions. 

The isolation level affects a transaction's Serializabilty. At isolation level 3, all schedules are serializable. The 

default setting is 0. 

Serializable means that concurrency has added no effect 

Even when transactions are executed sequentially, the final state of the database can depend upon the order in 

which these transactions are executed. For example, if one transaction sets a particular cell to the value 5 and 

other sets it to the number 6, then the final value of the cell is determined by which transaction executes last. 

Knowing a schedule is serializable does not settle which order transactions would best be executed, but rather 

states that concurrency has added no effect. Outcomes which may be achieved by executing the set of 

transactions sequentially in some order are all assumed correct. 

Un- serializable schedules introduce inconsistencies 

The inconsistencies introduced in typical types of inconsistency are typical of the types of problems that appear 

when the schedule is not serializable. In each case, the inconsistency appeared because of the way the 

statements were interleaved; the result produced would not be possible if all transactions were executed 

sequentially. For example, a dirty read can only occur if one transaction can select rows while another 

transaction is in the middle of inserting or updating data in the same row. 
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Conflict Serializable: A schedule is called conflict serializable if it can be transformed into a serial schedule by 

swapping non-conflicting operations. 

Conflicting operations: Two operations are said to be conflicting if all conditions satisfy: 

 They belong to different transaction 

 They operation on same data item 

 At Least one of them is a write operation 

Example: – 

 Conflicting operations pair (R1 (A), W2 (A)) because they belong to two different transactions on same data 

item A and one of them is write operation. 

 Similarly, (W1 (A), W2 (A)) and (W1 (A), R2 (A)) pairs are also conflicting. 

 On the other hand, (R1 (A), W2 (B)) pair is non-conflicting because they operate on different data item. 

 Similarly, ((W1 (A), W2 (B)) pair is non-conflicting. 

View Serializable Schedule- 

A schedule is view serializable if it is view equivalent to any serial schedule. 

How to test if two schedules are View Equal or not? 

Two schedules S1 and S2 are said to be view equal if following below conditions are satisfied: 

1) Initial Read  

If a transaction T1 reading data item A from initial database in S1 then in S2 also T1 should read A from initial 

database. 

T1 T2 T3 

 R(A) 

W(A) 

  R(A) 

 R(B) 

Transaction T2 is reading A form initial database. 

2)Updated Read 

If Ti is reading A which is updated by Tj in S1 then in S2 also Ti should read A which is updated by Tj. 

T1 T2 T3 T1 T2 T3 

W(A)   W(A) 

 W(A)    R(A) 

  R(A)  W(A)  

Above two schedules are not view equal as in S1:T3 is reading A updated by T2, in S2 T3 is reading A updated by 

T1. 

3) Final Write operation  

if a transaction T1 updated A at last in S1, then in S2 also T1 should perform final write operations. 

T1 T2 T1 T2  

R(A)  R(A) 

 W(A) W(A) 

W(A)   W(A) 

Above two schedules is not view as Final write operation in S1 is done by T1 while in S2 done by T2. 

Equivalence Schedules 

An e ui ale e s hedule a  e of the follo i g t pes − 

Result Equivalence 

If two schedules produce the same result after execution, they are said to be result equivalent. They may yield 

the same result for some value and different results for another set of values. That's why this equivalence is not 

generally considered significant. 

View Equivalence 

Two schedules would be view equivalence if the transactions in both the schedules perform similar actions in a 

similar manner. 
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Fo  e a ple − 

 If T reads the initial data in S1, then it also reads the initial data in S2. 

 If T reads the value written by J in S1, then it also reads the value written by J in S2. 

 If T performs the final write on the data value in S1, then it also performs the final write on the data value in 

S2. 

Conflict Equivalence 

T o s hedules ould e o fli ti g if the  ha e the follo i g p ope ties − 

 Both belong to separate transactions. 

 Both accesses the same data item. 

 At least one of them is "write" operation. 

Two schedules having multiple transactions with conflicting operations are said to be conflict equivalent if and 

o l  if − 

 Both the schedules contain the same set of Transactions. 

 The order of conflicting pairs of operation is maintained in both the schedules. 

Recoverability: - 

DBMS is a highly complex system with hundreds of transactions being executed every second. The durability 

and robustness of a DBMS depends on its complex architecture and its underlying hardware and system 

software. If it fails or crashes amid transactions, it is expected that the system would follow some sort of 

algorithm or techniques to recover lost data. 

Failure Classification 

To see he e the p o le  has o u ed, e ge e alize a failu e i to a ious atego ies, as follo s − 

Transaction failure 

A transaction has to a o t he  it fails to e e ute o  he  it ea hes a poi t f o  he e it a t go a  fu the . 
This is called transaction failure where only a few transactions or processes are hurt. 

‘easo s fo  a t a sa tio  failu e ould e − 

 Logical errors − Where a transaction cannot complete because it has some code error or any internal error 

condition. 

 System errors − Where the database system itself terminates an active transaction because the DBMS is not 

able to execute it, or it has to stop because of some system condition. For example, in case of deadlock or 

resource unavailability, the system aborts an active transaction. 

System Crash 

The e a e p o le s − e te al to the s ste  − that a  ause the s ste  to stop a uptl  a d ause the s ste  
to crash. For example, interruptions in power supply may cause the failure of underlying hardware or software 

failure. 

Examples may include operating system errors. 

Disk Failure 

In early days of technology evolution, it was a common problem where hard-disk drives or storage drives used 

to fail frequently. 

Disk failures include formation of bad sectors, unreachability to the disk, disk head crash or any other failure, 

which destroys all or a part of disk storage. 

Recovery from transaction failures 

When a system crashes, it may have several transactions being executed and various files opened for them to 

modify the data items. Transactions are made of various operations, which are atomic in nature. But according 

to ACID properties of DBMS, atomicity of transactions as a whole must be maintained, that is, either all the 

operations are executed or none. 

Whe  a DBM“ e o e s f o  a ash, it should ai tai  the follo i g − 

 It should check the states of all the transactions, which were being executed. 

 A transaction may be in the middle of some operation; the DBMS must ensure the atomicity of the 

transaction in this case. 
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 It should check whether the transaction can be completed now or it needs to be rolled back. 

 No transactions would be allowed to leave the DBMS in an inconsistent state. 

There are two types of techniques, which can help a DBMS in recovering as well as maintaining the atomicity of 

a t a sa tio  − 

 Maintaining the logs of each transaction, and writing them onto some stable storage before actually 

modifying the database. 

 Maintaining shadow paging, where the changes are done on a volatile memory, and later, the actual database 

is updated. 

Log-based Recovery 

Log is a sequence of records, which maintains the records of actions performed by a transaction. It is important 

that the logs are written prior to the actual modification and stored on a stable storage media, which is failsafe.  

Log- ased e o e  o ks as follo s − 

 The log file is kept on a stable storage media. 

 When a transaction enters the system and starts execution, it writes a log about it. 

<Tn, Start> 

 Whe  the t a sa tio  odifies a  ite  X, it ites logs as follo s − 

<Tn, X, V1, V2> 

It reads Tn has changed the value of X, from V1 to V2. 

 Whe  the t a sa tio  fi ishes, it logs − 

<Tn, commit> 

The database a  e odified usi g t o app oa hes − 

 Deferred database modification − All logs a e itte  o  to the sta le sto age a d the data ase is 
updated when a transaction commits. 

 Immediate database modification − each log follows an actual database modification. That is, the 

database is modified immediately after every operation. 

Checkpoint 

Keeping and maintaining logs in real time and in real environment may fill out all the memory space available in 

the system. As time passes, the log file may grow too big to be handled at all. Checkpoint is a mechanism where 

all the previous logs are removed from the system and stored permanently in a storage disk. Checkpoint declares 

a point before which the DBMS was in consistent state, and all the transactions were committed. 

Recovery 

Whe  a s ste  ith o u e t t a sa tio s ashes a d e o e s, it eha es i  the follo i g a e  − 

 The recovery system reads the logs backwards from the end to the last checkpoint. 

 It maintains two lists, an undo-list and a redo-list. 

 If the recovery system sees a log with <Tn, Start> and <Tn, Commit> or just <Tn, Commit>, it puts the 

transaction in the redo-list. 

 If the recovery system sees a log with <Tn, Start> but no commit or abort log found, it puts the transaction 

in undo-list. 

All the transactions in the undo-list are then undone and their logs are removed. All the transactions in the redo-

list and their previous logs are removed and then redone before saving their logs. 

Deadlock handling 

In a multi-process system, deadlock is an unwanted situation that arises in a shared resource environment, 

where a process indefinitely waits for a resource that is held by another process. 

For example, assume a set of transactions {T0, T1, T2, ...,Tn}. T0 needs a resource X to complete its task. Resource 

X is held by T1, and T1 is waiting for a resource Y, which is held by T2. T2 is waiting for resource Z, which is held 

by T0. Thus, all the processes wait for each other to release resources. In this situation, none of the processes 

can finish their task. This situation is known as a deadlock. 

Deadlocks are not healthy for a system. In case a system is stuck in a deadlock, the transactions involved in the 

deadlock are either rolled back or restarted. 
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Deadlock Prevention 

To prevent any deadlock situation in the system, the DBMS aggressively inspects all the operations, where 

transactions are about to execute. The DBMS inspects the operations and analyzes if they can create a deadlock 

situation. If it finds that a deadlock situation might occur, then that transaction is never allowed to be executed. 

There are deadlock prevention schemes that use timestamp ordering mechanism of transactions in order to 

predetermine a deadlock situation. 

Wait-Die Scheme 

In this scheme, if a transaction requests to lock a resource (data item), which is already held with a conflicting 

lo k  a othe  t a sa tio , the  o e of the t o possi ilities a  o u  − 

 If TS(Ti) < TS(Tj  − that is Ti, which is requesting a conflicting lock, is older than Tj − the  Ti is allowed to 

wait until the data-item is available. 

 If TS(Ti) > TS(tj  − that is Ti is younger than Tj − the  Ti dies. Ti is restarted later with a random delay but 

with the same timestamp. 

This scheme allows the older transaction to wait but kills the younger one. 

Wound-Wait Scheme 

In this scheme, if a transaction requests to lock a resource (data item), which is already held with conflicting lock 

 so e a othe  t a sa tio , o e of the t o possi ilities a  o u  − 

 If TS(Ti) < TS(Tj), then Ti forces Tj to e olled a k − that is Ti wounds Tj. Tj is restarted later with a random 

delay but with the same timestamp. 

 If TS(Ti) > TS(Tj), then Ti is forced to wait until the resource is available. 

This scheme, allows the younger transaction to wait; but when an older transaction requests an item held by a 

younger one, the older transaction forces the younger one to abort and release the item. 

In both the cases, the transaction that enters the system at a later stage is aborted. 

Problem of starvation 

Whenever transactions are rolled back, it is important to ensure that there is no starvation that is, no transaction 

gets rolled back repeatedly and is never allowed to make progress. 

Both the wound-wait and the wait-die schemes avoid starvation. At any time, there is a transaction with the 

smallest timestamp. This transaction cannot be required to roll back in either scheme. Since timestamps always 

increase, and since transactions are not assigned new timestamps when they are rolled back, a transaction that 

is rolled back will eventually have the smallest timestamp. Thus it will not be rolled back again. 

Timeout-Based Schemes 

Another simple approach to deadlock handling is based on lock timeouts. In this approach, a transaction that 

has requested a lock waits for at most a specified amount of time. If the lock has not been granted within that 

time, the transaction is said to time out, and it rolls itself back and restarts. If there was in fact a deadlock, one 

or more transactions involved in the deadlock will time out and roll back, allowing the others to proceed. This 

scheme falls somewhere between deadlock prevention, where a deadlock will never occur and deadlock 

detection and recovery. 

Uses of Timeout-Based Schemes 

The timeout scheme is particularly easy to implement, and works well if transactions· are short, and if long waits 

are likely to be due to deadlocks. 

Limitations 

• It is ha d to de ide ho  lo g a t a sa tio  ust ait efo e ti i g out. Too lo g a ait esults i  unnecessary 

delays once a deadlock has occurred. Too short a wait results in transaction rollback even when there is no 

deadlock, leading to wasted resources. 

• “ta atio  is also a possi ilit  ith this s he e. 
Hence the timeout-based scheme has limited applicability. 
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Concurrency Control Techniques: 

In a multiprogramming environment where multiple transactions can be executed simultaneously, it is highly 

important to control the concurrency of transactions. We have concurrency control protocols to ensure 

atomicity, isolation, and serializability of concurrent transactions. Concurrency control protocols can be broadly 

di ided i to t o atego ies − 

 Lock based protocols 

 Time stamp based protocols 

Lock-based Protocols  

Database systems equipped with lock-based protocols use a mechanism by which any transaction cannot read 

o  ite data u til it a ui es a  app op iate lo k o  it. Lo ks a e of t o ki ds − 

 Binary Locks − A lock on a data item can be in two states; it is either locked or unlocked. 

 Shared/exclusive − This type of locking mechanism differentiates the locks based on their uses. If a lock 

is acquired on a data item to perform a write operation, it is an exclusive lock. Allowing more than one 

transaction to write on the same data item would lead the database into an inconsistent state. Read 

locks are shared because no data value is being changed. 

There are four types of lock protocols available (Locking Technique) − 

Simplistic Lock Protocol 

Simplistic lock-based protocols allow transactions to obtain a lock on every object before a 'write' operation is 

pe fo ed. T a sa tio s a  u lo k the data ite  afte  o pleti g the ite  ope atio . 

Pre-claiming Lock Protocol 

Pre-claiming protocols evaluate their operations and create a list of data items on which they need locks. Before 

initiating an execution, the transaction requests the system for all the locks it needs beforehand. If all the locks 

are granted, the transaction executes and releases all the locks when all its operations are over. If all the locks 

are not granted, the transaction rolls back and waits until all the locks are granted. 

 
Fig-4.3 

Two-Phase Locking 2PL 

This locking protocol divides the execution phase of a transaction into three parts. In the first part, when the 

transaction starts executing, it seeks permission for the locks it requires. The second part is where the 

transaction acquires all the locks. As soon as the transaction releases its first lock, the third phase starts. In this 

phase, the transaction cannot demand any new locks; it only releases the acquired locks. 

 
Fig-4.4 
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Two-phase locking has two phases, one is growing, where all the locks are being acquired by the transaction; 

and the second phase is shrinking, where the locks held by the transaction are being released. 

To claim an exclusive (write) lock, a transaction must first acquire a shared (read) lock and then upgrade it to an 

exclusive lock. 

Strict Two-Phase Locking 

The first phase of Strict-2PL is same as 2PL. After acquiring all the locks in the first phase, the transaction 

continues to execute normally. But in contrast to 2PL, Strict-2PL does not release a lock after using it. Strict-2PL 

holds all the locks until the commit point and releases all the locks at a time. 

 
Fig-4.5 

Strict-2PL does not have cascading abort as 2PL does. 

Timestamp-based Protocols 

The most commonly used concurrency protocol is the timestamp based protocol. This protocol uses either 

system time or logical counter as a timestamp. 

Lock-based protocols manage the order between the conflicting pairs among transactions at the time of 

execution, whereas timestamp-based protocols start working as soon as a transaction is created. 

Every transaction has a timestamp associated with it, and the ordering is determined by the age of the 

transaction. A transaction created at 0002 clock time would be older than all other transactions that come after 

it. For example, any transaction 'y' entering the system at 0004 is two seconds younger and the priority would 

be given to the older one. 

In addition, every data item is given the latest read and write-timestamp. This lets the system know when the 

last ead a d ite  ope atio  as pe fo ed o  the data ite . 
Timestamp Ordering Protocol 

The timestamp-ordering protocol ensures serializability among transactions in their conflicting read and write 

operations. This is the responsibility of the protocol system that the conflicting pair of tasks should be executed 

according to the timestamp values of the transactions. 

 The timestamp of transaction Ti is denoted as TS(Ti). 

 Read time-stamp of data-item X is denoted by R-timestamp(X). 

 Write time-stamp of data-item X is denoted by W-timestamp(X). 

Ti esta p o de i g p oto ol o ks as follo s − 

 If a t a sa tio  Ti issues a ead X  ope atio  − 

o If TS(Ti) < W-timestamp(X) 

 Operation rejected. 

o If TS(Ti) >= W-timestamp(X) 

 Operation executed. 

o All data-item timestamps updated. 

 If a t a sa tio  Ti issues a ite X  ope atio  − 

o If TS(Ti) < R-timestamp(X) 

 Operation rejected. 

o If TS(Ti) < W-timestamp(X) 

 Operation rejected and Ti rolled back. 

o Otherwise, operation executed. 

Validation-Based Protocol:  
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Execution of transaction Ti is done in three phases. 

1. Read and execution phase: Transaction Ti writes only to temporary local variables  

2. Validation phase: Transaction Ti pe fo s a alidatio  test  to dete i e if lo al a ia les a  e itte  
without violating serializability.  

3. Write phase: If Ti is validated, the updates are applied to the database; otherwise, Ti is rolled back.  

 The three phases of concurrently executing transactions can be interleaved, but each transaction 

must go through the three phases in that order 

 Each transaction Ti has 3 timestamps  

o Start(Ti): the time when Ti started its execution  

o Validation(Ti): the time when Ti entered its validation phase  

o Finish(Ti): the time when Ti finished its write phase 

• “e ializa ilit  o de  is dete i ed  ti esta p gi e  at alidatio  ti e, to i ease    
   concurrency. Thus TS(Ti) is given the value of Validation(Ti). 

• This p oto ol is useful and gives greater degree of concurrency if probability of conflicts is low.       

   That is because the serializability order is not pre-decided and relatively less transactions will        

   have to be rolled back. 

 If for all Ti with TS (Ti) < TS (Tj) either one of the following condition holds: 

o finish(Ti) < start(Tj) 

o start(Tj) < finish(Ti) < validation(Tj) and the set of data items written by Ti does not intersect with 

the set of data items read by Tj. then validation succeeds and Tj can be committed. Otherwise, 

validation fails and Tj is aborted.  

• Justifi atio : Eithe  fi st o ditio  is satisfied, a d the e is o o e lapped e e utio , o  se o d 
condition is satisfied and  

1. the writes of Tj do not affect reads of Ti since they occur after Ti has finished its reads.  

2. the writes of Ti do not affect reads of Tj since Tj does not read any item written by Ti. 

Multiple Granularities: 

 Allow data items to be of various sizes and define a hierarchy of data granularities, where the small 

granularities are nested within larger ones  

 Ca  e ep ese ted g aphi all  as a t ee ut do t o fuse ith t ee-locking protocol)  

 he  a t a sa tio  lo ks a ode i  the t ee e pli itl , it i pli itl  lo ks all the ode s des e da ts i  
the same mode. 

 Granularity of locking (level in tree where locking is done):  

o  fine granularity (lower in tree): high concurrency, high locking overhead  

o  coarse granularity (higher in tree): low locking overhead, low concurrency 

Example of Granularity Hierarchy: 

 

 
Fig-4.6 
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The highest level in the example hierarchy is the entire database. The levels below are of type area, file and 

record in that order. 

Multiversion Schemes: 

Multiversion concurrency control (MCC or MVCC), is a concurrency control method commonly used by database 

management systems to provide concurrent access to the database and in programming languages to 

implement transactional memory. If someone is reading from a database at the same time as someone else is 

writing to it, it is possible that the reader will see a half-written or inconsistent piece of data. There are several 

ways of solving this problem, known as concurrency control methods. The simplest way is to make all readers 

wait until the writer is done, which is known as a lock. This can be very slow, so MVCC takes a different approach: 

each user connected to the database sees a snapshot of the database at a particular instant in time. Any changes 

made by a writer will not be seen by other users of the database until the changes have been completed  

Recovery with Concurrent Transactions 

When more than one transaction is being executed in parallel, the logs are interleaved. At the time of recovery, 

it would become hard for the recovery system to backtrack all logs, and then start recovering. To ease this 

situation, most modern DBMS use the concept of 'checkpoints'. 

Distributed Databases: 

A distributed database appears to a user as a single database but is, in fact, a set of databases stored on multiple 

computers. The data on several computers can be simultaneously accessed and modified using a network. Each 

database server in the distributed database is controlled by its local DBMS, and each cooperates to maintain the 

consistency of the global database. Figure illustrates a representative distributed database system. 

The following sections outline some of the general terminology and concepts used to discuss distributed 

database systems. 

Clients, Servers, and Nodes 

A database server is the software managing a database, and a client is an application that requests information 

from a server. Each computer in a system is a node. A node in a distributed database system can be a client, a 

server, or both. 

Data mining: 

Data mining is the computing process of discovering patterns in large data sets involving methods at the 

intersection of artificial intelligence, machine learning, statistics, and database systems. It is 

an interdisciplinary subfield of computer science. The overall goal of the data mining process is to extract 

information from a data set and transform it into an understandable structure for further use.  

Aside from the raw analysis step, it involves database and data management aspects, data pre-

processing, model and inference considerations, interestingness metrics, complexity considerations, post-

processing of discovered structures, visualization, and online updating. Data mining is the analysis step of the 

"knowledge discovery in databases" process, or KDD. 

The knowledge discovery in databases (KDD) process is commonly defined with the stages: 

(1) Selection 

(2) Pre-processing 

(3) Transformation 

(4) Data mining 

(5) Interpretation/evaluation 

Data mining involves six common classes of tasks: 

 Anomaly detection (outlier/change/deviation detection) – The identification of unusual data records, 

that might be interesting or data errors that require further investigation. 

 Association rule learning (dependency modelling) – Searches for relationships between variables. For 

example, a supermarket might gather data on customer purchasing habits. Using association rule 

learning, the supermarket can determine which products are frequently bought together and use this 

information for marketing purposes. This is sometimes referred to as market basket analysis. 
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 Clustering – is the task of discovering groups and structures in the data that are in some way or another 

"similar", without using known structures in the data. 

 Classification – is the task of generalizing known structure to apply to new data. For example, an e-mail 

program might attempt to classify an e-mail as "legitimate" or as "spam". 

 Regression – attempts to find a function which models the data with the least error that is,for estimating 

the relationships among data or datasets. 

 Summarization – providing a more compact representation of the data set, including visualization and 

report generation. 

Data Warehouse: 

In computing, a data warehouse (DW or DWH), also known as an enterprise data warehouse (EDW), is a system 

used for reporting and data analysis, and is considered a core component of business intelligence. DWs are 

central repositories of integrated data from one or more disparate sources. They store current and historical 

data in one single place and are used for creating analytical reports for knowledge workers throughout the 

enterprise. 

The data stored in the warehouse is uploaded from the operational systems (such as marketing or sales). The 

data may pass through an operational data store and may require data cleansing for additional operations to 

ensure data quality before it is used in the DW for reporting. 

Benefits:  

A data warehouse maintains a copy of information from the source transaction systems. This architectural 

complexity provides the opportunity to: 

 Integrate data from multiple sources into a single database and data model. Mere congregation of data 

to single database so a single query engine can be used to present data is an ODS. 

 Mitigate the problem of database isolation level lock contention in transaction processing systems 

caused by attempts to run large, long running, analysis queries in transaction processing databases. 

 Maintain data history, even if the source transaction systems do not. 

 Integrate data from multiple source systems, enabling a central view across the enterprise. This benefit 

is always valuable, but particularly so when the organization has grown by merger. 

 Improve data quality, by providing consistent codes and descriptions, flagging or even fixing bad data. 

 Present the organization's information consistently. 

 Provide a single common data model for all data of interest regardless of the data's source. 

 Restructure the data so that it makes sense to the business users. 

 Restructure the data so that it delivers excellent query performance, even for complex analytic queries, 

without impacting the operational systems. 

 Add value to operational business applications, notably customer relationship management (CRM) 

systems. 

 Make decision–support queries easier to write. 

 Optimized data warehouse architectures allow data scientists to organize and disambiguate repetitive 

data. 

Object Technology and DBMS 

An object-oriented database system must satisfy two criteria: it should be a DBMS, and it should be an object-

oriented system, i.e., to the extent possible, it should be consistent with the current crop of object-oriented 

programming languages. The first criterion translates into five features: persistence, secondary 

storage management, concurrency, recovery and an ad hoc query facility. The second one translates into eight 

features: complex objects, object identity, encapsulation, types or classes, inheritance, overriding combined 

with late binding, extensibility and computational completeness. 

An object-oriented database system must satisfy two criteria: it should be a DBMS, and it should be an object-

oriented system, i.e., to the extent possible, it should be consistent with the current crop of object-oriented 

programming languages. The first criterion translates into five features: persistence, secondary 

storage management, concurrency, recovery and an ad hoc query facility. The second one translates into eight 
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features: complex objects, object identity, encapsulation, types or classes, inheritance, overriding combined 

with late binding, extensibility and computational completeness. 
Comparative study of OODBMS Vs DBMS: 

DBMS hides the complexity around structure of data by de-coupling the memory storage for manipulating the 

data and persistent disk storage structure. Of different DBMS systems evolved, the Relational model survived 

with commercial implementations with SQL as the interface to manage them calling them RDBMS.A system that 

can store objects (not real objects but the programmable objects of object oriented systems).We a t sto e the 
objects as they are, because they contain some memory references connecting different structures. One 

method of dealing with this problem is the serialization using Object - Relational mapping i.e, ORM. Commercial 

databases like Oracle provide methods to store objects in relational structure. 

Temporal Databases: 

Temporal database stores data relating to time instances. It offers temporal data types and stores information relating to 

past, present and future time. 

More specifically the temporal aspects usually include valid time and transaction time. These attributes can be 

combined to form bitemporal data. 

 Valid time is the time period during which a fact is true in the real world. 

 Transaction time is the time period during which a fact stored in the database was known. 

 Bitemporal data combines both Valid and Transaction Time. 

It is possible to have timelines other than Valid Time and Transaction Time, such as Decision Time, in the 

database. In that case the database is called a multitemporal database as opposed to a bitemporal database. 

However, this approach introduces additional complexities such as dealing with the validity of (foreign) keys. 

Temporal databases are in contrast to current databases (a term that doesn't mean currently available 

databases, some do have temporal features, see also below), which store only facts which are believed to be 

true at the current time. 

Deductive Database: 

A deductive database is a database system that can make deductions (i.e., conclude additional facts) based 

on rules and facts stored in the (deductive) database. Data log is the language typically used to specify facts, 

rules and queries in deductive databases. Deductive databases have grown out of the desire to combine logic 

programming with relational databases to construct systems that support a powerful formalism and are still fast 

and able to deal with very large datasets. Deductive databases are more expressive than relational databases 

but less expressive than logic programming systems. In recent years, deductive databases such as Data log have 

found new application in data integration, information extraction, networking, program analysis, security, and 

cloud computing. 

Multimedia Database:- 

Multimedia data typically means digital images, audio, video, animation and graphics together with text data. 

The acquisition, generation, storage and processing of multimedia data in computers and transmission over 

networks have grown tremendously in the recent past. Multimedia data are blessed with a number of exciting 

features. They can provide more effective dissemination of information in science, engineering, medicine, 

modern biology, and social sciences. It also facilitates the development of new paradigms in distance learning, 

and interactive personal and group entertainment. 

The huge amount of data in different multimedia-related applications warranted to have databases as databases 

provide consistency, concurrency, integrity, security and availability of data. From an user perspective, 

databases provide functionalities for the easy manipulation, query and retrieval of highly relevant information 

from huge collections of stored data. 

A Multimedia Database Management System (MMDBMS) is a framework that manages different types of data 

potentially represented in a wide diversity of formats on a wide array of media sources. It provides support for 

multimedia data types, and facilitate for creation, storage, access, query and control of a multimedia database 

Web Database 
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A Web database is a database application designed to be managed and accessed through the Internet. Website 

operators can manage this collection of data and present analytical results based on the data in the Web 

database application. Databases first appeared in the 1990s, and have been an asset for businesses, allowing 

the collection of seemingly infinite amounts of data from infinite amounts of customers. 

Mobile Database- 

A mobile database uses wireless technology to allow mobile computers to connect to its system. The database 

consists of a client and server that connect to each other over a wireless network. Due to the vulnerability of 

wireless network signals, a cache of activity is maintained to ensure that sensitive information can be recovered. 

A mobile database is used to provide remote access to information that authorized users may need to obtain 

on a moment's notice. 

Mobile or cloud computing usually consists of three components. Within a wireless network, a mobile database 

will have one or more base stations. These stations are responsible for controlling the communication signals 

that need to be passed from one host to another. A base station receives and sends information and often 

comes in the form of some type of wireless router. 

Hosts are responsible for handling the actual transactions that occur within a mobile database. They are 

sometimes referred to as "fixed," since hosts do not typically change locations within the network. In order to 

process database requests, hosts use servers or software applications in order to access the data that is needed. 

A third factor in mobile databases is the mobile unit. These are the portable computers, phones and other 

devices that request information from the database. Rather than communicating directly with the database 

server, mobile units route their requests through the base stations. 
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