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Abstract—Computer-aided detection (CAD) is increasingly
used in clinical practice and for many applications a multitude of
CAD systems have been developed. In practice, CAD systems have
different strengths and weaknesses and it is therefore interesting
to consider their combination. In this paper, we present generic
methods to combine multiple CAD systems and investigate what
kind of performance increase can be expected. Experimental
results are presented using data from the ANODE09 and ROC09
online CAD challenges for the detection of pulmonary nodules
in computed tomography scans and red lesions in retinal images,
respectively. For both applications, combination results in a large
and significant increase in performance when compared to the
best individual CAD system.

Index Terms—Combination, computer-aided detection (CAD),
lung, lung nodule, red lesion, retina.

I. INTRODUCTION

C OMPUTER-AIDED detection (CAD) is increasingly
used in clinical practice to assist physicians in the de-

tection of subtle abnormalities. A wide range of commercial
systems are on the market, each specializing in a particular ap-
plication area.1 Many CAD systems are aimed at the detection
of breast, lung, or colon cancer with X-ray, computed tomog-
raphy (CT) or magnetic resonance imaging [1]. The design of a
CAD system is a difficult and challenging task. It involves many
choices regarding image preprocessing, candidate detection,
feature extraction, and classification strategy. Moreover, the
utilized training data, often proprietary, has a large influence
on CAD behavior and performance. In most applications,
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the abnormalities to be detected can be in different stages of
development or show morphologically different manifestations
of a disease. These factors lead to some CAD systems being
able to better detect certain types of abnormalities. As a result,
it is reasonable to expect that it can be beneficial to combine
multiple CAD systems for a given task. In this work we present
generic techniques to combine CAD systems and investigate
what kind of performance increase can be expected.

The combination of multiple classification methods to in-
crease performance has been an accepted practice within the
area of pattern recognition [2], [3] and forms the basis of es-
tablished strategies such as boosting [4]. In medicine, the com-
bination of multiple readers is standard practice. Several studies
have shown that double reading can improve abnormality detec-
tion rates. Two prominent examples are lung cancer detection
in chest radiographs and CT scans [5], [6] and cancer detec-
tion in mammography [7], [8]. Double reading by technologists
has been shown to improve cancer detection rates while main-
taining a low recall rate in mammography screening [9]. This
shows that even the addition of nonexpert readers can have a
beneficial effect on overall detection performance. In fact, the
idea that multiple readers, when combined, outperform a single
reader lies at the basis of CAD. All CAD systems currently on
the market are supposed to be used as a second reader.

Since 2008 we have been involved in the organization of the
first two large-scale CAD competitions: the detection of pul-
monary nodules from thoracic CT scans (ANODE09 [10], [11])
and the detection of microaneurysms in retinal images (ROC09
[12], [13]). ANODE09 and ROC09 are challenges with a similar
setup. Teams can register on the web, download 50 test scans,
apply their CAD method to these test images, and send in the re-
sults of their algorithms as a list of findings with an associated
degree of suspicion. All systems are evaluated with the same
evaluation protocol, ensuring a fair comparison, and the results
are posted on the competition website. These results form a set
of separate readings by independently developed CAD systems
applied to the same set of images, and are therefore uniquely
suited to investigate CAD system combination.

There is not a lot of work that focuses particularly on the
problem of how to combine CAD systems. The main contri-
butions of this work are the proposal of practical methods to
combine the output of CAD systems (Section II). Data from two
relevant CAD tasks, nodule detection in lung CT [10], [11] and
red lesion detection in retinal images [12], [13] (Section III), is
used to illustrate and validate our approach (Section IV). Con-
clusions can be found in Section V.

II. METHODS

In this section, a general method to construct a combined
CAD system from multiple individual systems is described. We
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envision four possible scenarios when combining CAD systems.
In scenario 1 only CAD markers are available, a situation that
would occur if one would like to combine commercial CAD
systems as these typically do not provide any information but
markers. Each of the CAD markers essentially is a certain lo-
cation in the image. In scenario 2 both the markers and the
degree of suspicion associated with each marker by the CAD
system that detected it are available. The degree of suspicion
indicates how certain a CAD system is that a certain location

is in an abnormal area of the image. Typically CAD system
performance is measured by thresholding and computing the
sensitivity and the average number of false positives per image.
By using multiple thresholds, these measurement pairs can be
plotted in a graph forming a Free Response Operating Charac-
teristic (FROC) curve [14]. Scenario 3 is similar to scenario 2
but a small set of data with reference standard (i.e., the loca-
tions of all true abnormalities in the set) is available. We refer to
this set as the training set, but it is important to note that this set
is only used to construct a proper combination system, it is not
data that was used to train the individual CAD systems that are
to be combined. A fourth scenario would be the situation where
one has access to the internals of the various CAD systems, e.g.,
feature vectors, classifiers, training data, etc., that are to be com-
bined. Since this situation is not likely to occur in practice, this
kind of low-level combination is not discussed in this work.

The proposed general method consists of three steps: trans-
forming the degree of suspicion values, if available, for each
CAD system to values that are more comparable and suitable
for processing; merging findings from different systems that are
close together and thus probably refer to the same lesion or false
positive structure; designing a fixed combination rule or super-
vised combiner that estimates a new degree of suspicion for the
merged findings.

A. Transforming the Degree of Suspicion

If no values of are available, as in scenario 1, scaling
values is obviously not possible. Combination can still be per-
formed using voting as outlined later in Section II-C. If values
of are available, as in scenarios 2 and 3, one must deal with
an important issue before systems can be combined, namely that
the values of reported by different systems are not comparable.
The two major causes of this are that the range of values of
can be completely different between systems and, more impor-
tantly, the reliability of the values depends on the quality of
the CAD system that produced them. Clearly, if a CAD system
with very high performance reports a very suspicious finding
(say, belonging to the 1% most suspicious findings in a set of
images), it is much more likely that this finding is an actual le-
sion than when a poorly performing CAD system reports such
a very suspicious finding.

Therefore, as a first step, the degrees of suspicion should
be transformed, i.e., scaled, for each individual CAD system.
Scaled values of are indicated with . In scenario 2 a training
set with reference standard is not available thus we can only try
to address the first issue. Without further knowledge about the
CAD system whose outputs are to be scaled, it is difficult to de-
fine a method that will work well for all different CAD systems.

We chose to adapt the values of by performing a straightfor-
ward scaling between 0 and 1. This linear scaling method (LIN)
finds the maximum value of the degree of suspicion of all find-
ings of a system in the set, , and the minimum value,
and scales all values to lie in the range [0,1] by

(1)

Note that this method may be sensitive to outliers, and although
a training set with reference standard is not needed, we still need
access to the results of the CAD system on a number of test
images in order to determine the values of and .

If a training set with reference standard is available as in sce-
nario 3 we will transform the system output based on the cu-
mulative performance of the system at various thresholds of .
This “cumulative” scaling method (CUMU) uses each unique
value of in the training set that represents a performance level,
i.e., point on the FROC curve, that system can be set to. For
each threshold , placed at a certain unique value of we can
calculate the number of true positive (TP) findings by counting
the number of positive findings for which . In a similar
fashion the number of false positive (FP) findings can be deter-
mined by counting the number of negative findings for which

. Now, a value can be associated with each

(2)

For this scaling method, is approximately equal to the prob-
ability that a finding at a certain value of or higher is positive.
After determining the mapping for each value of to a value
of using the training set, a lookup table is constructed. In the
test set, values of are converted to using the lookup table.
If a particular value of is not in the lookup table, linear inter-
polation, restricted to the domain [0,1] is used to determine the
value of . In contrast with the scaling method defined in (1)
which is linear, the cumulative scaling method defined in (2) is
nonlinear.

B. Matching Corresponding Findings

To enable a combination of CAD systems, corresponding
findings that are detected by multiple systems should be
matched. Findings that are located closer than or at a certain
distance from each other are assumed to be detections of
the same object in the image and are matched. The scaled
degrees of suspicion, , assigned to a matched finding by
the different CAD systems are stored with each finding in a
vector , where is the scaled degree
of suspicion assigned by the th system and is the total
number of systems combined. If a finding is not detected by the
th system, we set . The following matching procedure

is applied to the findings of all CAD systems in each image of
the test and training sets individually.
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Algorithm 1 Algorithm for matching findings. Each finding
consists of a location vector and a vector , where
contains the scaled degree of suspicion, , assigned by the
th CAD system and the length of equals the number of

different CAD systems. Initially only one entry in will be
nonzero.

Input: Set containing all findings of all CAD systems.
A matching distance .

Output: An updated set with merged findings.

Sort set in descending order based on the nonzero value
of of each finding.

for do

create a vector where and where

for do

determine distance between findings and

if then

where is the index of the
CAD system that detected

find average location of all findings
merged with so far (including )

assign to

remove from set

end if

end for

for do

if then

end if

end for

end for

All findings from all systems are sorted in descending order
based on the value of as assigned by the CAD system that
originally detected the finding. Starting from the top of this list,
findings within a distance from each other are merged to-
gether. After each merge, the location of a finding is updated
to be at the average location of all previously merged findings.
We assume that the CAD systems do not provide a segmen-
tation of the findings, just a single location for each finding.
Because the size of the detections is unknown, we have set
to a constant value of five voxels/pixels. This value was deter-
mined in preliminary experiments for ANODE09 and ROC09

and other applications may require a different value. The prelim-
inary experiments also showed that the sensitivity of the overall
merged set to slight changes in the exact merging strategy and
the choice for (within a reasonable range) was extremely small
and had no influence on the overall performance of the com-
bined system. Findings from the same system are also allowed to
merge because we assumed that typically CAD systems should
not produce markers very close to each other as this indicates
that the findings are pointing to the same object in the image.
When calculating the distance between two findings, the Eu-
clidian distance between the locations of both findings was
determined, taking into account the anisotropy of the data when
necessary. When multiple findings from the same CAD system
are merged, their values of are averaged and assigned as the
final degree of suspicion for the matched finding by that partic-
ular CAD system. During matching the location of the finding
is updated to the average location of all merged findings. The
complete procedure is described in Algorithm 1.

C. The Combiner

The matching procedure has determined what findings of
what CAD-systems indicate the same object. If values were
available for each finding before combination, we now also
have a vector of scaled degrees of suspicion, . There are two
basic approaches for the combination of the different system
outputs for each finding into a single score. The first involves
the use of static combination rules [2] and the second approach
uses a learned combiner [15]. In the second approach one trains
a classifier using the associated with each finding directly as
a feature vector.

For static combination we consider the sum rule
(SR), the product rule (PR), and the maximum rule

(MR). Note that these combination rules typically
do not produce proper probabilities and a subsequent normal-
ization needs to be carried out. The correct way to do so is to
apply the combination rules to (likelihood of abnormality)
and (likelihood of normality) for all and divide the two
quantities obtained by their sum such that their sum equals one.

For learned combiners we use a linear discriminant classifier
(LDC) [16], quadratic discriminant classifier (QDC) [16], and
a linear support vector machine (SVM) [16] with the parameter

for all experiments. These combiners provide correctly
normalized posterior probabilities and normalization is not nec-
essary.

A total of six different combiners that combine CAD systems
using the degrees of suspicion that each of them provides will
be compared. These are sum rule (SR), product rule (PR), max-
imum rule (MR), linear discriminant classifier (LDC), quadratic
discriminant classifier (QDC), and linear support vector ma-
chine (SVM).

In scenario 1, where just is available, a voting based
combination method is used. In this combination technique,
the score assigned to each lesion is solely determined by the
number of CAD systems that report a lesion at that location.
That is, the score assigned to each lesion is given by dividing
the total number of CAD systems that found a candidate lesion
at a location by the number of CAD systems included in the
combination. We investigated two different operating points for
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Fig. 1. FROC curves of all methods, the best overall combination method and the best voting based combination method. The most important curves are dashed;
the best combination, the best voting methods and the best individual method (dash–double dot–dash). (a) The results on the ANODE09 dataset. (b) The results
on the ROC09 dataset.

the voting, one in which all detected lesions for a method were
included (VR) and one where we set each of the methods that
were to be combined to the same, fixed average number of FP
per image (i.e., 2FP/image) before voting (VR2). This second
setting was done to simulate the combination of CAD systems
operating at the FP rate that could be seen in a practical CAD
system. Thus, a total of eight different combiners are compared.

III. MATERIALS: ANODE09 AND ROC09

For this work, the results of both the ANODE09 [11] and the
ROC09 [13] competitions were used as input data. These are
the first two studies where a large number of CAD algorithms
have been compared on a single database. For both these com-
petitions the organizers made a set of images, lung CT scans for
ANODE09 and digital color fundus photographs for ROC09,
available online. The reference standard for these image sets was
known to the organizers but was not included with the images.
Participants could download the image sets and apply their algo-
rithms to them. After uploading the results of their algorithms,
the competition organizers apply standardized evaluation soft-
ware and post the results on the competition website. Both com-
petitions were based on a CAD task; for ANODE09 the task was
to detect lung nodules present in the image set and for ROC09
the task was to detect microaneurysms.

For both these competitions the participants had to report
findings that consisted of an image number, a location, and a de-
gree of suspicion . The competition organizers compute FROC
curves for each submitted result. To enable straightforward com-
parisons between system performance, a performance measure
we call the competition performance metric (CPM) was used.
This measure reduces the FROC curve of a system to a single
number. To calculate the CPM the average sensitivity at seven
fixed average false positive rates was determined: 1/8, 1/4, 1/2,
1, 2, 4, and 8 FPs/image. The CPM lies between 0, i.e., no le-
sions detected at any average false positive rate lower than or
equal to eight FPs/image, and 1, i.e., all lesions are detected at
an average false positive rate of 1/8 FPs/image and higher. To
effectively measure the CPM, the reference standard was set so
that for each indicated object the (approximate) size was known.
If a CAD system finding was located within an area that was

TABLE I
METHODS THAT HAVE BEEN APPLIED TO THE TEST SETS OF THE ANODE09
AND ROC09 COMPETITIONS AND THEIR INDIVIDUAL SCORES. REFERENCES

ARE THE PRIMARY PAPERS THAT DESCRIBE THE INDIVIDUAL SYSTEMS,
SEE [13] AND [11] FOR DETAILS

marked as a lesion in the reference standard, the CAD system
finding was considered a hit. A single lesion from the reference
standard could only be “hit” once. For details, we refer to the pa-
pers about the ANODE09 and ROC09 challenges, [11] and [13],
respectively. In all experiments reported in this paper we have
used the same evaluation strategy as was used in ANODE09 and
ROC09.

The ANODE09 set contains 207 lesions in 50 images and
the ROC09 test set 343 lesions in 50 images. The number of
findings reported per CAD system for the entire test set varies,
but to decrease computation time only the 2000 most suspi-
cious findings reported by each CAD system were used. Most
CAD system results contained far less than 2000 findings. Using
this cutoff means the maximum attainable average number of
FP per image is then around 36/33 for a perfect system on the
ANODE09/ROC09 datasets. For example, for the ANODE09
dataset there are 207 true lesions, if a system detected all true
lesions and assigned them a high value of there would be

lesions at 2000 findings which trans-
lates to on average.

Table I lists seven results for ANODE09 and seven for
ROC09, and their respective scores. The FROC curves of these
systems can be seen in Fig. 1 and on [10] and [12]. These CAD
systems will be combined in the experiments.

Most of the proposed combination methods require a training
set. We have, therefore, subdivided the 50 scans of the test set
of each competition in two folds of 25 images, a testing and
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TABLE II
RESULTS OF THE BEST OVERALL COMBINED SYSTEMS CONSISTING OF THE COMBINATION OF 1–7 SYSTEMS FOR BOTH THE ANODE09 AND ROC09 DATASETS

TABLE III
RESULTS OF THE BEST OVERALL COMBINED SYSTEMS FOR EACH OF THE SCALING METHODS FOR BOTH THE ANODE09 AND ROC09 DATASETS

TABLE IV
RESULTS OF THE BEST OVERALL COMBINED SYSTEMS FOR EACH OF THE COMBINATION METHODS FOR BOTH THE ANODE09 AND ROC09 DATASETS.

NOTE THAT FOR VR AND VR2, THE VOTING COMBINATION METHOD, THE SCALING METHOD DOES NOT MATTER AS THE DEGREE OF SUSPICION

IS NOT USED IN THE COMBINATION

a training set. This was done according to the image numbers,
even numbers were assigned to fold 1 and odd numbers to fold
2. All reported experiments used two-fold cross-validation: fold
1 was used to train the combination system that was then applied
to the scans in fold 2, next the same procedure is repeated with
folds 1 and 2 interchanged.

IV. EXPERIMENTS AND RESULTS

A. Experiments

All possible combinations of scaling method, combination
method and sets of CAD systems were investigated for both
the ANODE09 and ROC09 datasets. This translated into a large
number of performed experiments. Both competitions had seven
teams participating and from seven teams a total of 127 dif-
ferent combinations can be created. Since two different scaling
methods and six different “regular” combination methods were
used this leads to performed experiments.
Here the voting combination methods were only applied once
per combination (i.e., times) because scaling
does not influence the outcome of the two voting combination
methods, VR and VR2. The total number of experiments there-
fore was per dataset.

B. Results

The best performing combined system for the ANODE09
dataset achieved a CPM of 0.736 using scaling method CUMU
and combination method SR to combine systems C, E, F and
G. The best performing individual system on the ANODE09
dataset was system E with a CPM of 0.632. For the ROC09
dataset the best performing combined system achieved a CPM
of 0.543 using scaling method CUMU and combination method
SR to combine all applied systems (i.e., 1–7). The best indi-
vidual system for this dataset was system nr. 2 with a CPM
of 0.395. Both curves of these overall best combined systems
are plotted in Fig. 1 where they can directly be compared to
the FROC curves of the uncombined systems. The best voting
system using unrestricted voting (VR) attained a CPM of 0.696
with systems B,C,D,E,F,G for ANODE09 and 0.515 with sys-
tems 1–7 of ROC09. When the CAD-systems were restricted
so that they operated at an average of 2 FP/image, the voting
method (VR2) achieved a CPM of 0.670 with systems A-G
for ANODE09 and 0.494 with systems 1–7 for ROC09. Fig. 1
shows the performance of these two voting based methods so
they can be compared with the results of the individual methods
and the best “regular” combination methods.

The influence of the number of combined systems on the
achieved CPM is shown in Table II. The table shows the CPM of
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Fig. 2. Graphs that plot the CPM of a combination of CAD systems against the highest individual system CPM in the combination for all performed experiments.
Each marker in the plots represents a single experiment, that is, a single combination. Since the performance of the individual systems is separately determined and
remains constant, all combinations in which a particular individual system is the best performing system lie on a horizontal line. Combinations that lie to the left
of the gray line perform worse while combinations that lie to the right of the gray line perform better than the best individual system in the combination. Different
size and color markers are used for each combination method. Each individual graph represents the experiments where a particular scaling method was used.

the best performing combined system for each number of com-
bined systems. The best performing combined systems for each
scaling and each combination method are shown in Tables III
and IV, respectively.

To help interpret the overall outcome of the performed ex-
periments, Fig. 2 shows the performance achieved in each of
the 1778 experiments. In this figure the CPM of a combina-
tion of CAD systems was plotted against the highest individual

system CPM in the combination for all performed experiments.
Individual markers in the plot represent single experiments, i.e.,
particular combinations. Due to the fact the performance of the
individual systems is constant, all experiments in which a par-
ticular individual system is the best performing system lie on a
horizontal line. Each plot has a single gray line added to indi-
cate what combinations are performing better than the best indi-
vidual system included in the combination. Combinations that
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lie to the left of the gray line perform worse while combinations
that lie to the right of the gray line perform better than the best
individual system in the combination. Different colors and sizes
of markers are used for each combination method. The perfor-
mance of the voting based combination method are plotted sepa-
rately in the bottom two graphs. One thing that can immediately
be observed in Fig. 2 is that the performance improvements ob-
tained by the best systems are not statistical outliers but part of
a general trend of improvement after combination. What is also
obvious from the figure is that some combination strategies are
more effective than others. A good example of a well performing
strategy is the combination of CUMU scaling with the SR com-
bination rule. This method leads to improvement over the best
individual system in the vast majority of experiments, 88% of
experiments in ANODE09 and 93% of experiments in ROC09.

C. Statistical Analysis

To compare the best individual systems with the best combi-
nations we performed a statistical test that determines if there is
a statistically significant difference between two FROC curves,
i.e., the method of Chakraborty et al. [30]. It is important to note
that determining the significance of the difference between two
FROC curves using the method from [30] evaluates the com-
plete curves. This is in contrast with the CPM that is heavily
focussed on the start of the curve, sampling the sensitivity of
the system at 1/8, 1/4, 1/2, 1, 2, 4, and 8 FPs/image.

The statistical analysis showed that the best performing com-
binations had a different FROC curve than the best performing
individual method with -values of and

for ANODE09 and ROC09, respectively. For the best
voting based methods, i.e., VR and VR2, the -values were

and for ANODE09 and ROC09. respec-
tively. Because many experiments have been performed, a cor-
rection for the fact that significant results can occur by chance
needs to be applied. We have used Bonferroni correction [32]
for this purpose. It is important to note that applying Bonferroni
correction for the amount of experiments we performed (i.e.,
1778) results in a highly conservative estimate of the true value
of [32]. After applying the correction, the adjusted -values
for the overall best performing systems became and

for ANODE09 and ROC09, respectively. None of the
voting based combinations was significantly better than the best
individual system after correction.

V. DISCUSSION AND CONCLUSION

CAD is a promising technology, but even after several
decades of research, it is not yet in widespread use. The main
reason for this is that when a CAD system is set to operate at
a high sensitivity level (a requirement to be useful as a second
reader), too many false positives are generated [1]. This is even
true for leading commercial CAD systems [31]. Improving
the performance of CAD systems is therefore of paramount
importance.

Where the standard way of improving a CAD system would
be to change and tweak its elements (i.e., improve the can-
didate detector, add more features, optimize the classification
strategy, enlarge the training data set), a more practical way
may be to consider existing CAD systems as experts that pro-

vide different opinions, and merge those opinions, akin to the
well established concept of double reading. This is the approach
we adopted in this work, and we have shown that large and
statistically significant gains in the performance of CAD sys-
tems can be obtained in this way. This has been demonstrated
on two different, relevant CAD tasks. We think that the fact
that these gains remain significant after Bonferroni correction,
i.e., a conservative correction method due to the large amount
of experiments we performed, strengthens our case consider-
ably. Moreover, Fig. 2 shows that the combined systems ob-
taining the highest performance are not statistical outliers but
part of an overall trend of increasing performance after combi-
nation. For nodule detection in chest CT scans (ANODE09) the
maximum CPM increased from 0.632 for an individual system
to 0.736 for the best combination and for red lesion detection
in retinal images (ROC09) the maximum CPM increased from
0.395 for an individual system to 0.543 for the best combina-
tion. The FROC curves in Fig. 1 clearly demonstrate the differ-
ence. For ANODE09 the best combined system achieves a sen-
sitivity of 70% at a mere 0.5 false positives per scan; the best
individual system achieves this sensitivity only at 2 false pos-
itives per scan, a four fold increase in false positive rate. For
ROC09, the best combined system detects more than 60% of all
lesions at 2 false positives per image, and none of the individual
systems reaches this sensitivity level until after the false positive
rate is well above 10.

A limitation of this study is that we only investigated the per-
formance of the CAD systems and did not do a multireader mul-
ticase (MRMC) study. Following the observations in [1], we ex-
pect the lower FP rates that were achieved at the same sensitivity
to have a positive impact on the performance of a human oper-
ator using the systems. A further investigation into the magni-
tude of this effect would be worthwhile but is outside the scope
of this study.

Combining CAD systems does not by definition result in per-
formance that is higher than that of the best individual system.
Clearly if the opinions of a very good and a very bad system are
combined in a way that treats both systems equally, the results
will tend to be in between the two, instead of better than the best.
This is visible in Fig. 2: when only a simple min-max scaling is
applied, there are many combined systems worse than the best
individual system in the mix. This is especially the case for com-
binations that contain any of the two best systems in ANODE09.
These two systems perform substantially better than the other
five and proper scaling is needed to blend them appropriately.
In scenarios where no data with reference standard is available,
we chose to use min-max scaling. This linear scaling method is a
safe choice when no further information about the reliability of
the output by the CAD system is available. The use of cumu-
lative scaling, a nonlinear scaling method that takes the perfor-
mance of each method into account, results in much more robust
combination results, i.e., even when a high performance system
is combined with systems with much lower performance, com-
bined performance is better, although typically not much, than
the best individual system. However, a set of images with ref-
erence standard is required to apply this scaling which is a lim-
itation of the method. In general, cumulative scaling in combi-
nation with the sum rule gives the best results on both datasets,
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where one may have expected that supervised combination rules
would be more powerful.

Investigating the performance of combined systems is an ex-
cellent way to determine the value of a particular algorithm be-
yond its standalone performance in comparison to the state-of-
the-art. The latter is the standard way of benchmarking used in
the scientific literature today. Looking only at the individual sys-
tems for ROC09, one could tentatively conclude that the three
systems with the lowest CPM would be of little value compared
to the top performing systems. However, combining the bottom
three systems gives better performance than the best individual
system ( Fig. 2)! For ANODE09, the best individual system is
surpassed by a combination of the remaining ones. Clearly the
conclusion is that a system that does not perform as well as a
top performing system still can have great value by combining
it with the top contenders in a proper way. The argument can be
turned around: it is highly unlikely that the best system for any
task is a single system, it is much more likely that a combination
of systems will outperform individual approaches. We believe
this is an important observation that should have far-reaching
consequences for the way in which CAD systems are devel-
oped and deployed. Instead of CAD developers building a single
system, multiple, semi-independently developed systems could
be constructed that would form the final CAD system after com-
bination.

One of the more interesting experimental results is the
fact that the voting combination techniques (VR and VR2)
performed almost as good as the best combination systems.
Just combining markers from multiple CAD systems by simply
counting how many systems flagged a region already leads
to substantial improvements for both tasks compared to the
best individual system. This is surprising because the voting
technique completely disregards all information concerning
the suspiciousness of the findings. It inevitably leads to a
system with few distinct points on the FROC curve (as many
as there are systems to be combined) but can still have good
performance. It should be noted that the number of combined
systems is important when combining using this method. For
ANODE09 the best results with voting are obtained when all
seven systems are used, while the best overall combination
uses only four out of seven systems. The good results obtained
simply by voting indicates that the candidate detectors from the
different CAD systems are quite complementary.

Table II shows that the increase in CPM for each system
added to the combination is large for the first few CAD systems
(up to three) and decreases quickly for any additional added
systems. The behavior is slightly different for both datasets,
with the CPM continuing to increase until all seven systems
were combined in ROC09 while in the ANODE09 dataset the
CPM started decreasing if more than four systems were com-
bined. This indicates that it may not be necessary to have a large
number of CAD systems to combine; substantial gains in per-
formance can be obtained as long as an appropriate choice of
systems to combine is made. This addresses the concern that the
computational burden of combined CAD systems may be high.

In the future we intend to apply the methods described in
this work to the results of new CAD competitions to evaluate
the performance gains that can be obtained in other domains by

combination of CAD systems. In summary, we have presented
practical and generic methods to combine CAD systems that re-
sulted in significant performance improvements for two impor-
tant CAD tasks.
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