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A day in the life of a leader 

Susan is a partner at a top-consulting firm. Susan rose to fame in the company after her team 

successfully developed and rolled out a leadership training program which has emerged as one of 

company’s best-selling programs. Over the past few years, top management teams across the 

country have begun to implement this training program and the demand is still on the rise. 

Lately, however, a group of leadership scholars have publicly criticized this program for being 

nothing more than “fluff wrapped in a beautiful package.” Susan has started to consider how she 

might address these criticisms and, although she strongly believes in the training program, she 

has begun to question its utility given the concerns that have been raised by critics. 

On a recent morning, Susan was sitting at her desk, reading a popular press article that 

summarized an academic publication criticizing the training program. The critics argued that her 

program has no theoretical grounding, that it has never been adequately validated and, therefore, 

there was no reason to believe it is of any value. “How could they say this?” thought Susan. By 

now, literally hundreds of teams had gone through this leadership training program and the 

feedback from participants was invariably excellent. Furthermore, some companies had even 

tracked the performance of employees who had attended this training program and these results 

showed that, by and large, the participation in the training program was followed by 

improvement in various performance metrics.  

Susan continued reading. The critics argued that whatever effects were observed amongst 

managers who had undergone the training provided very little evidence because these effects had 

not been contrasted against a comparison group of similar managers who had not participated in 

the program. Thus, according to the critics, any observed effects could result from a self-

fulfilling prophecy (i.e., managers selected to attend this reputable training might feel pride and 
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recognition from their employer, and these feelings could, in turn, lead to increased motivation 

and performance). Furthermore, the critics argued that participants were often selected because 

they had excelled in their job or were selected as high potentials; thus, managers selected to 

participate in this training program did not represent the average manager, meaning there might 

be confounding factors at play. Some of these arguments sounded ridiculous to Susan. 

Nevertheless, she could understand why more proof was required before these criticisms were 

put to rest. Susan reflected on what she would need to do in order to make a convincing case that 

her training program worked and was not just “fluff”? 

 

Questions to help you focus on the chapter: 

1. Can observed co-variation between two variables (e.g., attending a training program and 

improving in leadership effectiveness) be interpreted as cause and effect? 

2. Give three examples of potential confounding variables that could explain the effects 

observed on participants following training. 

3. How could Susan find out, beyond doubt, that her training program is effective?  
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INTRODUCTION  

In our opening example, a consultant is challenged to provide compelling evidence that a 

leadership training program is indeed effective. Broadening the scope of this example, we could 

consider the following question: how can we determine whether leadership matters for the 

effective functioning of institutions? Given the purpose of this chapter, to answer this question 

we first need to clarify what is meant by the terms leadership and effectiveness. For example, 

should we consider leadership to be a stable trait, a formal hierarchical position, an influencing 

process, or something else? Thus, to begin we need to define and operationalize both leadership 

and effectiveness, which involves clarifying conceptually what these terms mean and how they 

are to be measured. Undertaking these steps paves the way for understanding the nature of the 

relationship between leadership and effectiveness.  

Cook and Campbell (1979) suggest that three criteria must be met in order to infer a 

causal relationship between psychological constructs: (1) there must be covariation between the 

predictor and the dependent variable, (2) the cause (i.e., predictor variable) must temporally 

precede the effect (i.e., the dependent variable), and (3) plausible alternative explanations for the 

assumed cause-and-effect relationship must be ruled out. Whereas the two first criteria are 

relatively easy to establish, the third usually proves to be a trickier matter. Referring back to our 

opening example, the purported covariation between the training program and outcomes provides 

some support for the first and second criteria, but it cannot speak to the third. As the critics 

suggest, simply attending training may have an effect independently of its content (e.g., it may 

be simply the recognition associated with being selected for training, and not the content of the 

training itself yielding the performance improvements). Alternatively, there could exist a third 

variable that associates with both the likelihood that a manager is selected for the training and the 
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subsequent performance improvements, thus creating a spurious relationship between the two 

focal variables (James, 1980). As we discuss in this chapter, when testing for a causal 

relationship, it is critical to have an appropriate design and to collect the needed data in order to 

justifiably make a causal claim. Indeed, conducting a study on leadership requires a deep 

knowledge and understanding of research methodology. In this regard, Aguinis and Vandenberg 

(2014) drew on Ben Franklin’s admonishment that an ounce of prevention is worth a pound of 

cure when they observed that the “investment in theory, design, and measurement issues is likely 

to yield a much greater return compared with investment in the data analysis stage” (p. 591). 

Hence, the focus of much of this chapter is to discuss such design conditions and data, because 

policy can be best informed once causal relations have been uncovered. 

 The goals of this chapter are threefold. We first provide a succinct overview of 

quantitative research. We introduce the notion of evidence-based management and clarify what 

is meant by a theory and the role of quantitative research for theory testing and why 

measurement and hypothesis testing are key building blocks of quantitative research. We also 

show how estimates can be obtained from observed data. Second, we explore why observing co-

variation between two (or more) variables is not necessarily indicative of a causal relationship 

between variables (this is the notion of endogeneity). Finally, we introduce experimental designs, 

explaining in detail why the randomization to treatment is so important for experimental 

research. We also discuss quasi-experimental research designs, which are useful to researchers in 

cases where experiments are not feasible.  

PART I: THE FOUNDATIONS OF QUANTITATIVE RESEARCH 

Over the course of the 20th century, we witnessed a dramatic change in the practice of 

medicine with the advent of evidence-based practice (see Smith & Rennie, 2014). Evidence-
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based practice is based on medical practitioners using the most recent evidence available to treat 

their patients. Similarly, in the context of leadership and management, the validity of theories 

and practices can be put to the empirical test to “sort the wheat from the chaff” (Pfeffer & 

Sutton, 2006).1 This is the notion of evidence-based management (Briner, Denyer, & Rousseau, 

2009). The underlying logic is simple: if a claim is true, then one should be able to observe 

evidence supporting this claim, and our practices and policies should be based on existing 

evidence. However, determining cause and effect relations can prove to be difficult as we will 

explore in this chapter, and researchers need to adhere to appropriate procedures and methods in 

order to make causal inferences from observational data. Doing so is important not only because 

we are prone to seek information confirming our preconceptions (Nickerson, 1998), but also 

because the failure to follow adequate procedures can lead to biased results and fallacious 

conclusions (Antonakis, Bendahan, Jacquart, & Lalive, 2010). 

Theory and Meaningful Contributions 

Theory and the development of theoretical frameworks that can explain a practical 

phenomenon are essential for knowledge accumulation both inside and outside the organizational 

sciences. According to Lewin (1945), we know that “nothing is as practical as a good theory” (p. 

129) and, by extension, a “good” theory provides a framework for proposing what is believed to 

be true (of note, of course, is the fact that theory should also not be considered an “absolute” law 

to be abided because theories are only tentatively accepted and thus always open for further 

inquiry and testing). A theory is about “the connections among phenomena, a story about why 

acts, events, structure, and thoughts occur. Theory emphasizes the nature of causal relationships, 

identifying what comes first as well as the timing of such events” (Sutton & Staw, 1995, p. 378). 

                                                             
1 It is important to mention here that although it is only through quantitative research that causal claims can be 
unequivocally made, inroads are being made to more robustly examine possible causal relations in small sample size 
or case study research (Geddes, 2003; Gerring & McDermott, 2007). 
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Put differently, theory can be defined as a set of testable assertions that specifies a relationship 

among two (or more) constructs, for what reasons the relationship is important, how the two 

constructs interrelate, and under what conditions the relationship is expected to be observed or 

not (Sutton & Staw, 1995). Having clear theory not only specifies the nature of the relationship 

between two constructs, but also helps specify why these two constructs should be the focus as 

opposed to a plethora of alternatives. 

 Theories can be inductive or deductive in nature. An inductive approach to theory looks 

to the data to provide meaningful patterns of association. Hence, an inductive approach is 

commonly characterized as “letting the data speak, such that some forms of analyses result in 

patterns or concepts, and the researcher’s role is to make the connections within those patterns or 

among those concepts” (Aguinis & Vandenberg, 2014, p. 576). Although such an approach can 

lead to significant theoretical advancements (Locke, 2007), it is less common to see this type of 

research in applied psychology and management journals, though some journals are beginning to 

encourage this type of discovery (see the advent of the new Academy of Management 

Discoveries journal). In contrast, a deductive approach to theory building is grounded in a strong 

theoretical base. This approach is more common in the organizational sciences, wherein the 

researcher adopts one (or more) theories to develop and empirically test his or her hypotheses 

which, in turn, are empirically evaluated.  

Fundamental Measurement Issues 

 To be sure, leadership is a complex topic of study; however, the complexity associated 

with exploring these theoretically and practically important topics does not necessarily limit our 

ability to study them in a scientific way. Toward this end, when using a deductive approach, 

leadership scholars must incorporate theory to develop conceptual models that can then be tested 
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via empirical methods. This scientific process must be rigorous (i.e., the methodology used 

should be systematic, sound, and relatively error free) so that inferences made by the researcher 

are scientifically valid and robust (Daft, 1984). Moreover, it is particularly important to clarify 

what is meant by leadership in the context of a given study. Indeed, the construct of leadership is 

manifold. For example, depending on how the construct is conceptualized, leadership might refer 

to holding a formal position within organizations, a specific class of behaviors, or a set of 

individual characteristics. Ultimately, how leadership is conceptualized in a given study will 

depend on the research question at hand. For instance, a researcher interested in understanding 

how CEOs are recruited is focused on understanding who is selected to occupy a formal 

leadership position and in the process could very well examine both the role of individual 

characteristics (e.g., gender) and of certain abilities (e.g., rhetorical skills). Having established 

what our construct of leadership is, we then focus on how to best measure this construct—that is, 

how to operationalize leadership. The validity of measures used in a study is a critical aspect of 

the research design, in that validity gauges a survey instrument’s accuracy. In short, validity 

refers to how well the measures used in a study actually assess what they set out to measure. For 

example, a measure that claims to measure transformational leadership should not measure 

“liking” (c.f. Brown & Keeping, 2005).  

 Construct validity. Perhaps the most fundamental and, often overlooked aspect of 

empirical research is the operationalization of a study’s focal construct. Construct validity is the 

most valuable way of evaluating a survey instrument, as it is a measure of how meaningful a 

survey instrument or measure is when in practical use (Litwin, 1995). In order to be construed as 

a “valid” operationalization of a leadership variable, the researcher must provide a clear and 

meaningful conceptual definition of the construct under study and use a measure that adequately 
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covers its assumed content domain, is generally free from random error, and is conceptually and 

empirically distinct from related constructs (Hinkin, 1995).   

Unfortunately, recent critiques of the leadership literature suggest that two of the most 

widely studied leadership styles (viz., transformational leadership and leader-member exchange) 

fall short in this regard. Van Knippenberg and Sitkin (2013) pointedly commented that “there 

does not seem to be a conceptually sound and bounded definition of charismatic-transformational 

leadership” (p. 4). In fact, concerns about the validity of transformational leadership measures 

are not a recent phenomenon. Yukl (1999), for example, levied many of the same criticisms 

almost two decades ago. More recently, Antonakis, Bastardoz, Jacquart, and Shamir (2016) 

similarly outlined conceptual problems with existing definitions of charisma and identified how 

these issues limit our ability to study this phenomenon in a satisfactory manner.  

At the same time that Yukl was criticizing transformational leadership’s 

operationalization and measurement, another camp of leadership scholars (Schriesheim, Castro, 

& Cogliser, 1999) was similarly criticizing the leader-member exchange (LMX) literature for 

having “little consistency about the basic definition and content of the LMX construct (even in 

different works by the same authors)” (p. 77). Perhaps most interesting (at least to us) is that 

despite repeated criticism of the literature’s “gold standard” measures of LMX (see, e.g., 

Bernerth, Armenakis, Feild, Giles, & Walker, 2007; Colquitt, Baer, Long, & Halvorsen-

Ganepola, 2014), the most recently published leadership research carries on using LMX 

measures that have been meticulously challenged on both conceptual and empirical grounds. 

Similar critiques exist for other leadership constructs and their associated measures as well (e.g., 

Cooper, Scandura, & Schriesheim, 2005; Eisenbeiss, 2012).2  

                                                             
2 There is beyond these critiques a more pernicious problem: Measures akin to LMX as well as most questionnaires 
gage observer attitudes, which are endogenous variables (we discuss this problem of endogeneity later).  
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Fuzzy definitions are problematic and cannot help science advance. To the extent that a 

leadership measure is not accompanied by a clear conceptual definition and is not shown to be 

theoretically distinct from other related forms of leadership behavior, one may have difficulty 

interpreting study findings and providing actionable recommendations to practicing managers. 

Taken to the extreme, scholars often use the term construct proliferation to denote when two (or 

more) constructs share conceptual content and are difficult to empirically differentiate from one 

another. According to Shaffer, DeGeest, and Li (2016), construct proliferation reflects “the 

accumulation of ostensibly different but potentially identical constructs representing 

organizational phenomena” (p. 80). Moreover, these researchers reported an average correlation 

of .89 across 13 measures that purportedly assess conceptually unique leadership styles. Such 

evidence strongly suggests that these widely used leadership measures may not tap into distinct 

styles of leading. In part, this result is due to the fact that the measures associated with these 

various leadership constructs contain similar items or may be simply tapping affect-linked 

outcomes (e.g., Brown & Keeping, 2005).  

Thus, researchers must critically evaluate the psychometric properties of existing 

measures prior to including them in a research study. This step can be easily incorporated into 

the research design and planning phase. Echoing Locke (2007), who observed that a concept 

must gradually develop from an accumulating body of evidence in order to have lasting value, 

we hope to see future studies that focus on improving the psychometric properties of well-known 

leadership measures and/or research aimed at developing new measures for existing leadership 

phenomena (see, e.g., Antonakis & House, 2014). To this end, we would expect this research to 

closely adhere to best practice recommendations to ensure proper measure development (e.g., 

Hinkin, 1995; Hinkin, 1998). Overall, given the somewhat overwhelming number of leadership 
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theories and constructs that exist in the literature (e.g., Dionne et al., 2014), as well as the strong 

critiques that have been levied against the leadership literature for poor conceptual definition and 

measurement (e.g., Shaffer et al., 2016; Van Knippenberg & Sitkin, 2013), this is a critical issue 

for leadership scholars moving forward. 

Assessing construct validity. Ultimately, validity is concerned with the relationship 

between a construct and the variable purported to measure it (Carmines & Zeller, 1979), in that it 

assesses the match between the conceptual and operational definitions. To determine whether a 

measure is valid, several criteria can and should be examined. First, researchers should ensure 

that their proposed measure has predictive validity (i.e., criterion-related validity). In other 

words, does the measure predict what it theoretically should predict? For example, if theory 

suggests that the construct of transformational leadership should increase follower trust in the 

leader, we should be able to observe this relationship empirically. If not, we would have failed to 

establish the predictive validity of this transformational leadership measure, which casts doubt 

on the measure’s validity. Second, researchers should assess whether a measure has convergent 

validity (i.e., whether the measure positively correlates with other measures of the same 

construct). For example, if researchers were to propose a new measure of abusive supervision 

that does not strongly correlate with other established measures of the same construct, this result 

would signal a validity problem. Third, researchers should demonstrate that a measure has 

discriminant validity (i.e., it does not positively correlate with conceptually distinct variables). 

That is, the leadership measure used in a research study should be empirically distinguishable 

from conceptually similar—yet distinct—constructs. Finally, the measure being used should 

demonstrate incremental validity such that the measure needs to explain additional variance in 

one or more outcomes over and above other meaningful constructs. An example of this can be 
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found in the literature on emotional intelligence and leadership. Indeed, current measures of 

emotional intelligence have not been shown to predict outcomes above and beyond the effect of 

general intelligence (Harms & Credé, 2010), suggesting that current operationalizations of 

emotional intelligence do not tap into anything different than what is already captured by general 

intelligence. This result may mean that emotional intelligence does not matter for studying 

leadership; or it may mean that the incremental validity failure is because of measurement issues 

(Antonakis, Ashkanasy, & Dasborough, 2009). 

Hypothesis Testing 

Quantitative research frequently relies on null hypothesis significance testing (NHST) as 

a means to determine whether observed relationships (or lack thereof) within samples can be 

considered as indicative of actual relationships in the population. In this approach, the so-called 

null hypothesis is examined. NHST relies on comparing observed sample data with a theoretical 

sampling distribution under the assumption that the null hypothesis is true. Rejecting the null, of 

course, does not mean direct support for the alternative hypothesis that there is necessarily a 

relationship; also, not rejecting the null hypothesis does not mean the null is true.  

For instance, in an experimental setting, using NHST is very useful because a researcher 

testing a new treatment must test the assumption that the treatment is no different vis-à-vis the 

control treatment or even an alternative treatment (Murtaugh, 2014); if this assumption were 

true—that there is no effect of the treatment—NHST simply tells us how likely or probable it is 

to observe a given result. This probability is quantified in the p-value. This p-value is a valuable 

piece of information to have, though it is often misinterpreted (Bettis, Ethiraj, Gambardella, 

Helfat, & Mitchell, 2016). Because NHST is sometimes misused, some researchers have 

suggested that NHST be abandoned; however, if correctly used there is nothing wrong with this 
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procedure per se (Cortina & Dunlap, 1997; García-Pérez, 2016). Note too, that there are many 

ways too for researchers to test non-nil relations and to use prior information when using 

classical statistical methods (Antonakis, 2017; Edwards & Berry, 2010).  

In terms of interpreting a p-value, a p-value of say, .015 (or 1.50%) provides a 

quantification of the probability that the observed difference (e.g., the difference between the 

mean of the treated and untreated groups) would happen if the null hypothesis were true. For 

those of you who will see the recommended video at the end of the chapter (by John Rauser), the 

analog when using a permutation test is to think of a p-value in terms of how often a permutation 

would indicate a difference as large as that observed in the data if one were to assume the 

observed values were randomly assigned to the treatments and controls groups (i.e., if the null 

hypothesis were true). In the above case if p = .015, one would then speak of an effect being 

statistically significant at the p < .05 level. By convention, the reported thresholds are 1‰, 1%, 

and 5%, though many journals nowadays prefer authors to report the exact p-value. Note that the 

term significance does not de facto mean that a relationship is meaningful or important. It is up 

to the researcher to make the case for the finding’s importance, ideally based upon theory and 

some measure of practical or economic utility.   

 Another important aspect to bear in mind is errors in hypotheses testing. A small p-value 

indicates that is it unlikely that what is being tested would be true under the null hypothesis—

unlikely, but not impossible. That is, a p-value of 5% indicates that there is a 5% chance of 

wrongly rejecting the null hypothesis. To do so is referred to as making a Type I error, or having 

a false positive (i.e., wrongly concluding there is an effect—akin to convicting an innocent 

defendant). Conversely, failing to reject the null hypothesis is referred to as making a Type II 

error, or having a false negative (i.e., wrongly concluding there is no effect). As a general rule in 
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management and applied psychological research, Type I errors are considered a policy (i.e., set at 

the alpha level of the significance test which is typically ∝ = .05), whereas Type II errors can 

vary based on research design factors, particularly sample size (e.g., Cohen, 1992).  

To minimize the probability of making such errors and to conduct good research, it is 

important to follow adequate and rigorous research methods and procedures when designing 

studies and when collecting and analyzing data (Munafò et al., 2017). For example, a researcher 

observing an unexpected result might be tempted to revise her original theory, or propose a new 

theory, to make sense of this finding. However, doing so (i.e., hypothesizing after results are 

known: (HARKing for short, Kerr, 1998) can easily lead one to propose an erroneous theory as 

the unexpected finding could very well be a false positive. Even in the context of experiments, 

which are generally viewed as the gold standard for testing causality in the social sciences, one 

can make a Type I error by engaging in seemingly harmless practices (e.g., focusing only on a 

subset of measured variables or increasing the sample size post-hoc). These examples fall under 

the umbrella term of p-hacking and researchers should follow clear guidelines so as not to fall 

prey to this trap (Simmons, Nelson, & Simonsohn, 2011).  

 Finally, NHST is not devoid of criticism (see, e.g., Cohen, 1994), in part because of the 

reliance on arbitrary cut-off p-values and because the reliance on statistical significance is 

sometimes perceived to come at the expense of a study’s relevance. Furthermore, critics strongly 

urge that NHST cannot be blindly followed and that it is the researchers’ responsibility to ensure 

the stage is properly set. For example, sample size is a critical issue for NHST. Indeed, a 

research study based on a small sample may lack the statistical power to detect effects (Cohen, 

1994). Conversely, in an extremely large sample—think “big data”—almost (we do stress 

almost) any relationship would be identified as statistically significant (Lin, Lucas Jr, & Shmueli, 
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2013), given that the standard errors used to determine p-values are a function of sample size 

(note though, theoretically, if two variables are orthogonal, they will not correlate significantly as 

the sample size approaches infinity). This issue underscores the importance of conducting a 

power analysis prior to running a study to determine what is, and is not, an appropriate sample 

size based upon anticipated effect sizes. 

Estimating Relationships 

We provide here a simple illustration of the workings of the Ordinary Least Squares 

(OLS) estimator in the context of a simple regression and of the ANOVA estimation. The data 

used in these examples are presented in Table A in the appendix of this chapter. 

Ordinary Least Squares estimation. Let x and y be two continuous and normally 

distributed variables. Assume we have data on these two variables from a sample of 20 

individuals (see Table A) and we are interested in understanding the linear relationship between 

x and y. Thus, we could estimate the following model from our data, using OLS:  

 

 𝑦 =  𝛽! + 𝛽! ∙ 𝑥 + 𝑒! (1) 

 

where e1 is a disturbance (or error) term. The graphical depiction from the resulting estimation of 

equation (1) is captured by the regression line in Panel A of Figure 1. The intercept 𝛽! is the 

predicted value of y when x is zero and corresponds to the point where the regression line would 

cut the y axis. The coefficient 𝛽! indicates the direction and the strength of x on y—i.e., how an 

increase in one unit in x affects y. The slope of the regression line captures this effect. 

The values for 𝛽! and 𝛽! can be determined under the criterion of minimizing deviations 

𝑑 =  𝑦 − 𝑦, where y and 𝑦 are, respectively, the observed and predicted values. To cancel out the 
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effect of positive vs. negative deviations, we minimize the value of the squared deviation 

between observed and the predicted values: 𝑑 =  𝑦 − 𝑦 !. This term is the OLS criterion. 

How can we compute the values for 𝛽! and 𝛽! from the observed values of x and y in 

Table A? The value for 𝛽! is simply equal to the covariance of x and y divided by the variance of 

x. The covariance of x and y—i.e., 𝑐𝑜𝑣 𝑥,𝑦 —is equal to the sum of the cross-deviations of x 

and y (c.f. column H) divided by n, the number of observations, minus one. The variance of x is 

equal to the sum of the squared deviations of x (c.f. column F) divided by n-1. Thus, we have the 

following:  

 

 𝛽! =
 !"# !,!
!"# !

=
!!! × !!!

!!!
!!! !

!!!
= !!! × !!!

!!! !  (2) 

𝛽! =
578.5
1423.75 = 0.406 

The value for 𝛽! is simply equal to the mean of y less 𝛽! times the mean of x. Thus, we have:  

 

 𝛽! = 𝑦 − 𝛽! ∙ 𝑥 (3) 

𝛽! = 23.9− 0.406×53.75 = 2.06 

 

Finally, replacing equations (3) and (2) in (1), we obtain the following estimates for equation (1):  

 

 𝑦 =  2.06+ 0.406 ∙ 𝑥 (4) 
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From equation (4), we can compute the predicted values of y from what we observe on x, and 

with these resulting values, we now have all the information we need to compute the OLS 

criterion: 𝑑 =  𝑦 − 𝑦 ! (c.f. the sum at the bottom of column J). 

From OLS estimation we also obtain a measure of the precision of the estimate 𝛽!—i.e., 

the “standard error” of 𝛽!—which is computed as follows:  

 

 𝑆𝐸!! =
!!! !

!!!
!!! ! =

!"#.!"
!"

!"#$.!"
= 0.162  (5) 

 

The standard error is key for hypothesis testing. For instance, for a normally distributed variable, 

we can infer that there is a 95% chance that the “true” population parameter is contained within 

the interval defined by 𝛽! ± 1.96 times the standard error of 𝛽! (the value of 1.96 comes from the 

normal distribution; note that there are slight variations to this formula). 
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Figure 1: Estimated relationship between y and x as a function of z 
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ANOVA estimation. Underlying the ANOVA model is a simple regression with a 

dichotomous variable (also referred to as a dummy, binary, or indicator variable). In the context 

of a simple experiment the dichotomous variable would capture whether an observation is part of 

the treatment group or of the control group. Consequently, the estimate for the dummy variable is 

referred to as the average treatment effect and measures the difference in mean values between 

the treated and untreated groups (i.e., the experimental and control groups). 

Consider z to be a dummy variable equal to one if participants have been randomly 

selected to be part of the experimental group and equal to zero if participants are allocated to the 

control group (see Table A in the appendix for the values of z). The random variable y is the 

dependent variable on which the experimental treatment is thought to have an effect. For 

example, z could capture whether participants attended a leadership training of sorts and y could 

capture peer ratings of the participants on certain leadership behaviors. These observations are 

plotted in Panel B, and we can see that on average the treated group scores higher than the control 

group. Note that the computation of the model estimates follows the same logic as the one 

outlined above (i.e., in the “Ordinary Least Squares estimation” section). Estimating this model 

give us the following equation:  

 

 𝑦 = 20.23+ 10.48 ∙ 𝑧 (6) 

 

Thus, replacing the values of z in this equation, we find that the mean for the control group (z = 

0) is 20.23 whereas the mean for the treatment group (z = 1) is 30.71.  
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PART II: THE MANY FLAVORS OF ENDOGENEITY 

In brief, nonexperimental field studies, which are the most common quantitative 

approaches to assessing leadership phenomena, are observational in design and typically use 

survey instruments to capture data so that inferences about a population can be made. Common 

approaches used by researchers to gather field data include face-to-face interviews, traditional 

paper-and-pencil surveys, and web-based surveys incorporated into online platforms (e.g., 

Qualtrics; Surveymonkey). Although survey-based research is limited by the instrument or 

interview format used, it is practical, relatively cheap, and easy to conduct if properly designed 

(cf. Aguinis & Vandenberg, 2014). Yet unveiling causal relationships using observational data 

can prove to be a tricky matter. For example, consider a researcher interested in understanding 

whether, and to what extent, abusive supervision leads to dissatisfaction among employees. This 

researcher has access to a company and has obtained measures of abusive supervision and 

employee job satisfaction that she uses to test her model. Let us imagine she finds a negative 

relationship between these two variables, such that being exposed to higher levels of abusive 

supervision is associated with lower levels of job satisfaction. Is this enough evidence to 

conclude that the estimated effect accurately captures a cause and effect relationship between 

abusive supervision and job (dis)satisfaction? The answer is: “not necessarily.” For instance, 

perhaps employee job satisfaction could not only be predicted by, but also predictive of, abusive 

supervision (i.e., a simultaneous cause and effect relationship could be at play). Consider the 

following scenarios. Some managers confronted with dissatisfied employees, not knowing how to 

deal with such employees, might become frustrated and fail to restrain their impulsive tendencies, 

yielding increases in abusive behavior. Or, perhaps the empirical relationship is driven by 

idiosyncratic aspects of the particular sample of employees being studied. Indeed, dissatisfied 

employees working under an abusive supervisor might have disproportionality chosen to take 
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part in the study compared to their lesser dissatisfied colleagues working under the same 

supervisors. Even still, perhaps a third variable could be driving the relationship between abusive 

supervision and dissatisfaction. For instance, perhaps the reason why a manager is abusive is 

because of an unmeasured (i.e., third) variable (e.g., working in a high-pressure environment and 

having limited resources); if this third variable also directly predicts employee dissatisfaction, 

which it most likely would in this example, then it is not clear to what extent abusive supervision 

causes employee dissatisfaction because both may be caused by such omitted variables.. 

 These three alternative mechanisms all describe what can be argued to fall under the 

umbrella term of endogeneity. To say that a variable is endogenous is to say that this variable is 

determined in part by factors at play within the boundaries of a given model. Conversely, an 

exogenous variable is one that cannot be predicted with the confines of a given model. Note that a 

variable can be endogenous in one model and exogenous in another. For example, if we were to 

predict leadership effectiveness from personality, we could safely consider personality to be 

exogenous because personality is generally stable over time, in part because there is a genetic 

component to it (Caspi, Roberts, & Shiner, 2005). However, in studies that examine the stability 

of personality over time, personality is endogenous as it would be the dependent variable in this 

scenario. Endogeneity is a problem (and a serious one) when it affects independent (i.e., 

predictor) variables. The problem comes from the fact that most estimators (e.g., Ordinary Least 

Square or Maximum Likelihood) are based on the assumption that independent variables are 

exogenous (Kennedy, 2003). When this assumption is violated, the estimates produced by the 

model are biased and this bias is proportional to the magnitude of the correlation between the 

endogenous predictor variable and the error term of the model (Antonakis et al., 2010). Note that 

this problem affects efficient estimators but not consistent ones. The estimates of a consistent 

estimator will converge toward the “true” population estimates as sample size increases towards 
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the population size. An efficient estimator produces more precise estimates (i.e., smaller standard 

errors) but these estimates will be biased in the presence of endogeneity. Thus, when faced with 

the trade-off between consistency and efficiency, the researchers has a relatively easy choice 

because precise estimates are of no value if estimates are biased! Therefore, when in doubt, 

consistency should always be preferred over efficiency.  

 An empirical example. Consider Panel A in Figure 2. It is the graphical representation of 

a regression model which can be written as the following equation: =  𝛽! + 𝛽! ∙ 𝑥 + 𝛽! ∙ 𝑧 + 𝑒! ; 

where y is a function of x and z and of unobserved factors which are pooled in e1, the error term 

(or disturbance) of this model. We see from the figure that x and z are exogenous variables (i.e., 

ρ(x, e1) = 0 and ρ(z, e1) = 0). Thus, the cornerstone assumption of the OLS estimator is met and 

OLS will provide unbiased estimates. In fact, the Gauss-Markov theorem demonstrates that OLS 

is the Best Unbiased Linear Estimator (BLUE). That is, OLS will provide estimates that will 

converge towards the true population estimates as sample size increases. 

Consider that we fail to include z in our model. As a result, z will be pooled in the error 

term of our new (and incorrect) specification depicted in Panel B in Figure 2. We now have 

endogeneity in our model because x correlates with z (i.e., ρ(x, z) ≠ 0) and therefore with e2 (i.e., 

ρ(x, e2) ≠ 0), the error term of this new specification. Thus, because x is endogenous, α1, the 

estimated effect of x on y will be biased. 

Revert back to the relationship between y and x depicted in Panel A of Figure 1. Note too, 

that this is the relationship given by equation (4). Imagine that y is a measure of employee 

compensation of sorts and that x captures employee height. These results indicate that taller 

employees in the observed sample receive a greater compensation. Could there really be a cause 

and effect relationship between height and compensation here?  
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Figure 2: An example of endogeneity 

 

We may doubt whether height (x) is really an exogenous variable. Indeed, it could very 

well be that a third variable z (e.g., gender) is driving the relationship we observe between x and y 

in Panel A of Figure 1 (note that the value for z are in Table A in the appendix). In Panel C of 

Figure 1, we can see how the observations measured along x and y map on to values of z. 

Assuming that observations marked as full black circles indicate men and hollowed out circles 

women, we can see that men score higher on both x and y. In panel D, we see two regression lines 

resulting from estimating the relationship between y and x separately for men and for women. 

These models are given by the following equations: 

 

 𝑦 = 43.9− 0.489 ∙ 𝑥, 𝑧 = 0
52.15− 0.336 ∙ 𝑥, 𝑧 = 1

 (7) 

 

This suggests that equation (4) most likely suffered from omitted variable bias and that the 𝛽! 

estimate of 0.406  is biased. Indeed, if we regress y on x, controlling for z, we now get:  
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 𝑦 = 41.07− 0.43 ∙ 𝑥 − 17.08 ∙ 𝑧 (8) 

 

And we can see that, once we correctly included the variable z into the model, the coefficient for 

x changed from plus 0.406 (with a standard error = 0.162) to minus 0.43 (with a standard error = 

0.238). That is, a decrease of over 206% in the coefficient! The effect of x on y is now taking into 

account the effect of z in the model. If we wanted to test whether this difference is statistically 

significant we could apply a Hausman test (1978) for one parameter as follows (this test can 

accommodate an array of parameters too):  

 

 𝑧 𝑠𝑡𝑎𝑡𝑖𝑠𝑡𝑖𝑐 =  !!!!!

!"!!
!
! !"!!

!
 (9) 

                    =  !.!"#$!.!"#$
.!"#! !! .!"#$ ! 

 = 4.91 

The p-value associated with this z statistic would tell us how likely it would be to observe these 

two estimated coefficients under the null hypothesis that 𝛽! and 𝛼! do not differ (see also the 

suggested video case at the end of this chapter). A p-value smaller than 5% would be interpreted 

as a statistically significant difference between 𝛽! and 𝛼!. This p value is actually 0.00000163, 

making it rather unlikely that the null, that these two coefficients are not different, is true. 

An all-pervasive problem. Given the inherent goals associated with studying leadership, 

researchers will be confronted with endogeneity problems. This is because researchers are very 

much concerned with the idea of process, defined as “the sequence of events from some 

beginning condition or state to a final outcome” (Spector & Meier, 2014). For example, 
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leadership studies commonly assume that leaders take action to yield positive benefits for their 

followers and firm. Unfortunately, determining the causal impact of a leader’s actions can be 

difficult with data collected in a non-experimental setting, due to the lack of control that the 

researcher or researchers have in eliminating potential study confounds. The interest in process 

can also be seen in studies involving mediation tests, wherein the event sequence flows from 

predictor variable to focal outcome variable through one or more intervening mechanisms. Not 

surprisingly, then, endogeneity problems are ubiquitous to leadership research (Antonakis et al., 

2010). 

Thus, it is important to raise awareness to issues related to endogeneity, otherwise known 

as the age-old problem of disentangling causation from correlation (i.e., “correlation does not 

equal causation”). To be sure, correlation does not initiate causality. And, as examples above 

imply, causality issues frequently arise when a researcher has only observational (i.e., non-

experimental) data and finds a statistical relationship between two (e.g., x to y) variables. In such 

instances, it is common to assume that the variance in x is impacting the variance of y, but this is 

not always the case. Given that the data are observational, it is possible that the x variable’s 

variance is not exogenous but endogenous to the model, leading to model misspecification and 

potential bias in parameter estimates. Endogeneity concerns not only apply to cross-sectional but 

also to time-lagged research designs (Fischer, Dietz, & Antonakis, 2016). For instance, even 

when x is measured at time 0 and y is measured at time 1, it is possible that an unobserved third 

variable (z) impacts x at time 0 and y at time 1 and thus explains the covariation that is observed 

between variable x and variable y. To infer that x temporally precedes y, the researcher must be 

able to somehow demonstrate that the variance of x is exogenous in the statistical model.  

Thankfully, there are many ways to tackle this endogeneity problem, including 

empirically testing for it, using instrumental variables, using an experimental design to mitigate 
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it, and/or offering a strong theoretical argument that the expected relationship is indeed from x to 

y and not the other way around (or, of course, due to an alternative variable). Before examining 

these methods in the next section, we first provide an overview of the primary sources of 

endogeneity.  

Sources of Endogeneity  

Broadly speaking, sources of endogeneity pertain either to failing to include relevant 

variables, failing to model sample selection, or failing to model reverse causality. Endogeneity 

can also be due to including imprecisely measured variables (i.e., failing to model measurement 

error) or result from gathering independent and dependent measures from the same source (i.e., 

common method variance).  

Omitted variables. Endogeneity can result from model misspecification. A model is said 

to be “misspecified” when one (or more) variable that has an effect on both the dependent 

variable and on one (or more) of the predictors is omitted from the model. For example, a 

researcher might collect data from subordinates about how “leaderlike” they perceive their 

manager to be and examine whether these ratings can be predicted from social dominance 

orientation. Failing to control for leader gender would result in endogeneity because men and 

women differ in their orientation towards social dominance (Sidanius, Pratto, & Bobo, 1994) and 

gender also influences perceptions of leader prototypicality (Heilman, 2001).  

A simple solution to the problem of omitted variable bias could be to include all possible 

variables in the theoretical model! Given that this is next to impossible in practice, researchers 

routinely use a statistical approach to control for omitted variable concerns. Despite its assumed 

advantages, including statistical controls in one’s analyses carries consequences for the study’s 

researchers and the findings that are obtained. First, the inclusion of control variables can 

substantively change the conceptual meaning of the proposed relationship; including statistical 
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controls along with a leadership predictor would inadvertently replace the focal leadership 

variable with a new and unintended residual predictor (Breaugh, 2006; Edwards, 2008). Second, 

adding control variables into one’s analyses will reduce available degrees of freedom and thus 

lower statistical power (Becker, 2005; Carlson & Wu, 2012). Third, incorporating control 

variables can even increase one’s chances of finding a spurious (but significant) relationship 

between exogenous predictors and outcomes (i.e., the product of a suppression effect; 

MacKinnon, Krull, & Lockwood, 2000). Consequently, the inclusion or exclusion of control 

variables can lead to ambiguous and even conflicting research findings, hinder replication of 

results, and in other ways “hamper scientific progress” (Becker et al., 2016, p. 157). Ultimately, 

there should exist a strong theoretical rationale for including any control variable in the analyses. 

Moreover, it is in the best interest of researchers to understand the nature of their effects both 

with and without the inclusion of theoretically-derived statistical controls (e.g., Spector & 

Brannick, 2011). For a more detailed discussion on the statistical control of variables in 

leadership research, see Bernerth, Cole, Taylor, and Walker (2017). 

There is a particular situation worth mentioning in regard to omitted variables, which 

involves working with data that are hierarchical in nature. Indeed, when having observations 

nested within clusters at different levels (e.g., subordinates working under managers, firms within 

industries, yearly observations within countries) one cannot assume that observations are 

independent of this nested structure. Thus, if we assume that there exists a fixed difference 

between industries (e.g., competitive pressures), firms (e.g., organizational culture), and so on 

and that this fixed difference impacts both independent and dependent variables, researchers need 

to correct for this difference between clusters by including fixed-effect controls. A review of 

leadership studies found that almost two thirds of studies failed to include such controls when 

relevant to the study (Antonakis et al., 2010). Time varying differences that stem from cluster 
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nesting can be estimated using a random-effects model (or HLM model) in lieu of a fixed-effect 

model—if these differences do not correlate with the predictors. However, this assumption must 

be tested using a Hausman test (Hausman, 1978) to compare estimates obtained from the 

consistent fixed-effects estimators with those obtained from the efficient random-effects 

estimator. Differences between the two sets of estimates can be attributed to endogeneity bias in 

the estimates of the random-effects model.3 

Common method variance. Common method variance (CMV) refers to “systematic 

error variance shared among variables measured with and introduced as a function of the same 

method and/or source” (Richardson, Simmering, & Sturman, 2009, p.763). In the organizational 

sciences CMV is potentially problematic because it serves as an alternative explanation for 

relationships observed among variables that are assessed using similar methods (e.g., 

measurement techniques, which include response formats and scale anchors; data sources, such 

as the self versus other ratings; and time frame: Doty & Glick, 1998). This issue is not 

uncommon in leadership research where predictors and outcomes are often assessed using 

perceptual ratings from a single source (i.e., a single rater) at one point in time. For example, 

researchers often ask subordinates to provide ratings on leader-related phenomena (e.g., LMX, 

leader traits, leadership style) and these ratings are examined in relation to self-reported attitudes 

(e.g., job satisfaction and organizational commitment) and behaviors, such as job performance 

and organizational citizenship behavior (e.g., Wang, Law, Hackett, Wang, & Chen, 2005). In 

such situations, CMV may amplify or attenuate relationships among focal constructs (Podsakoff, 

MacKenzie, Lee, & Podsakoff, 2003; Williams & Brown, 1994), though some methodologists 

have suggested that problems attributed to CMV may be overstated (Lance, Dawson, Birkelbach, 

                                                             
3 Note that is also possible to both control for fixed effects and include time invariant variable by using the procedure 
developed by Mundlak (1978). 
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& Hoffman, 2010; Spector, 2006). For further information about common method variance and 

how to eliminate the threats that it may pose to research findings, we refer the reader to 

Podsakoff, MacKenzie, & Podsakoff (2012), Richardson et al. (2009), and Spector et al. (2017). 

 Other sources of endogeneity. Endogenous selection to treatment is another source of 

endogeneity bias—that is, where the units studied sort into the treatment (x) and this sorting, or 

selection, is not correctly modeled when attempting to predict y (see Clougherty, Duso, & Muck, 

2016). Yet another source of endogeneity bias is reverse causality, where dependent variable (y) 

is the cause of modeled independent variable (x). A more complicated case of this problem is 

simultaneity, where x and y simultaneously cause each other. In the above cases, the relationship 

of x to y cannot be interpreted. Please see Antonakis et al. (2010, 2014) for a more advanced 

treatment of these topics.  

PART III: RESEARCH DESIGNS AND METHODS 

 As we saw in the previous section, a key concern with research designs that capture 

observational data is that the researcher surrenders control over the independent variables and, 

thus, the variance exhibited by the focal outcome(s). Consequently, a study’s findings may be 

attributable to the hypothesized relationship between the two constructs or to statistical biases 

(e.g., common method, common source, unmeasured third variables) described earlier in this 

chapter. With nonexperimental data, a researcher making inferences from observed co-variation 

of independent and dependent variables is exposed to the “post hoc, ergo propter hoc” fallacy 

(i.e., “after this, therefore caused by this”), that is, wrongly interpreting causality by inferring that 

event A which temporally precedes event B is the true cause of B precisely because it occurred 

before B (Kerlinger & Lee, 2000). In such situations, experimental and quasi-experimental 

methods and research designs can prove to be invaluable tools.  

Experimental Designs 
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Experimental research designs manipulate the independent variables in a controlled and 

isolated manner. Experiments conducted in laboratory settings have been deemed to be “one of 

the great inventions of all times” (Kerlinger & Lee, 2000) because they allow for the precise 

study of relationships in uncontaminated research conditions with random assignment of 

participants to conditions. Random assignment allows researchers to create equivalent groups 

ensuring that the effect of the treatment (i.e., manipulation) will not be confounded with 

characteristics of participants (e.g., personality traits or general dispositions), thereby allowing 

researchers to more confidently rule out a particularly salient threat to the validity of research 

findings. To take an example, say that y is a measure of leadership effectiveness, that x captures 

whether supervisors take part in a leadership training or not (i.e., x = 1 for the treated group; x = 0 

otherwise) and that z captures an individual level predictor of leadership effectiveness (e.g., 

extraversion). Thus, we would have the following equation:  

 

 𝑦 =  𝛽! + 𝛽! ∙ 𝑥 + 𝛽! ∙ 𝑧 + 𝑒 (10) 

 

Imagine that supervisors can freely choose to take part in the leadership training or not (i.e., 

allocation to conditions is not random). As a result, knowing that the training will involve 

roleplaying, extraverted supervisors might be more drawn to taking part in the training—i.e., x 

will correlate with z. In equation (10), z is included as a predictor, thus the effect of x on y will 

not be confounded with z. However, there could be many other unobserved factors at play which 

predict both leadership effectiveness and whether supervisors partake in the training (e.g., IQ, 

work experience, gender, etc.)! These factors are pooled in e the error term of the model. As a 

result, x will most likely be endogenous. Now imagine now that supervisors are instead randomly 

allocated either to a training condition or to a control (i.e., no leadership training is offered) 
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condition. As a result, the proportion of extraverted supervisors will be about the same in both 

groups and x and z will not correlate. In fact, both groups (x) will now be approximately 

equivalent not only on z, but on all observed and unobserved causes of y, which is to say that ρ(x, 

e), the correlation between x and e will be equal to zero, in other words: x will be exogenous. As 

a result, we can interpret the estimate of x as the causal effect of the training.  

 In the organizational sciences, experimental research is typically, but not always, 

conducted in laboratory settings. Whereas laboratory experiments offer the researcher a high 

degree of control, which may allow for strong causal inferences, experiments conducted in the 

field typically sacrifice some experimental control in exchange for conducting the study in real-

life conditions. Put differently, a lab experiment will have a high degree of internal validity, but 

its findings may be criticized for not being generalizable to “real” working conditions with “real” 

employees (Lykken, 1968), particularly if the study and its manipulations lack psychological 

fidelity (Highhouse, 2009). Conversely, because a field experiment occurs in a real setting and 

both the independent variable and participant assignment are controlled by the researcher, they 

offer the opportunity to tease out valuable insights about behaviors, perceptions, and processes 

(see Eden, 2016, for a review). Nevertheless, because the experiment is conducted in a field 

setting, there may exist other, unmeasured variables that are not under the researchers’ control 

but may have an effect on the dependent variables. The decision of which type of experimental 

design to use when investigating focal phenomena is, thus, integrally linked to the types of 

research questions being addressed.  

An exemplar study. Barling, Weber, and Kelloway (1996) conducted a field experiment 

in a Canadian bank to examine the effects of transformational leadership on organizational 

performance. In this study, Barling et al. (1996) randomly assigned 20 managers from regional 

branches to either attend a transformational leadership training program or to be part of control 
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group which did not receive any training whatsoever (a limitation of this particular study). All 

participants were rated on transformational leadership by their direct reports (or by all employees 

if direct reports were not available)—this measurement would serve to determine whether the 

training did indeed have an effect on transformational leadership. These same direct reports (or 

general employees) also provided measures of their own organizational commitment. Finally, 

branch-level financial performance was measured using two metrics of sales performance (i.e., 

number of personal loans and credit card sales). All dependent measures were collected two 

weeks prior to the intervention and five months after.  

The results of the study show that the number of credit card sales in the experimental 

group declined by 4.5% from pre- to post-intervention. At first glance this decline seems to not 

support the hypothesized positive effect of transformational leadership on financial performance. 

However, this is precisely why comparison with a control group is needed: during the same 

period, credit card sales dropped by 29.9% in the control group, which is notably different from 

4.5%! Thus, we can infer that the transformational leadership training did have a positive effect 

in that it mitigated whatever contextual effects were driving this decrease in sales (e.g., the 

broader economic context, or increased competition). During this same period, the number of 

secured personal loans showed an even clearer picture: these increased by 38.5% in the 

experimental group and declined by 9.3% in the control group.  

 On the one hand, this study makes a strong case for external validity because it is 

conducted in the field and because the main dependent variables are measured using objective 

performance measures. On the other hand, one could argue that this study makes a lesser claim to 

internal validity than would a similar study conducted in a more controlled laboratory setting. 

Indeed, in the five and half months separating the first and the second measurement points a 

number of factors could have been at play to muddle the results. 
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Quasi-Experimental Methods and Designs 

Quasi-experiments refer to methods and designs which can be used to draw causal 

inferences despite not having experimental data—that is, in the absence of randomization to 

conditions and/or when one does not have exogenously manipulated variables (Shadish, Cook, & 

Campbell, 2002). Quasi-experimental methods function either by seeking to create valid 

comparison groups or by correcting for endogeneity through statistical adjustment in regression 

based methods. Regression discontinuity design and propensity score matching fall into the 

former category, whereas difference-in-differences estimation, selection models, and two-stage 

least squares models would fall in the latter category. Given that these quasi-experimental 

methods have been thoroughly discussed elsewhere, we quickly introduce them and point 

interested readers to other, available resources. As an aside, quasi-experiments are fairly common 

in economics but are still scarcely used in leadership research even though some of these designs 

were originally developed in psychology. 

In a nutshell, the regression discontinuity design (RDD) retrieves causal estimates in the 

absence of randomization to conditions – if the selection process can be fully observed (and 

therefore included in the model). We refer readers to Imbens and Lemieux (2008) for a practical 

review of RDD. Propensity score matching, on the other hand, seeks to create equivalent groups 

by matching treated and non-treated observations based on the probability of receiving treatment 

for a given observation. For further information about propensity score matching, we refer the 

reader to Caliendo and Kopeinig (2008) and to Li (2013). 

Difference-in-differences estimation determines the causal effect of a known exogenous 

event by comparing before and after values of a measured variable in affected and non-affected 

groups. We refer interested readers to Angrist and Pischke (2008, Chapter 5) for more 

information on diff-in-diff estimation. A selection model (also known as a Heckman model) is 
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capable of  correcting estimates for sample selection bias when selection to the given sample can 

be predicted from other exogenous variables. Vella (1998) provides an excellent overview of this  

method. Finally, a two-stage least squares model (or 2SLS for short) is able to estimate the causal 

effect of an endogenous predictor by leveraging the measurement of other exogenous variables 

(so-called instruments). In a first step, the endogenous predictor variable is regressed on one (or 

more) exogenous variables. The predicted values from this first regression are exogenous by 

design and can be used to test the causal relationship in a second stage. This estimation procedure 

is also referred to as instrumental variable regression. Bascle (2008) provides a practical step-by-

step guide to using 2SLS.  

 CONCLUSION 

As noted at the outset of this chapter, leadership studies have much to be proud of in 

terms of their contributions to our understanding of leadership phenomena. Nevertheless, 

researchers should always strive to employ state-of-the-art methods and statistical tools that are 

available to us. By using experimental and quasi-experimental methods, researchers can uncover 

causal mechanisms in order to better inform practice and policy. Throughout this chapter, we 

provided references to sources that more fully describe available methods and designs. We 

therefore hope our brief illustration encourages readers to extend their own research methods 

competencies by consulting and reading the recommended sources. By doing so, it is our genuine 

belief that readers will raise their own research to higher methodological levels, ensure the 

validity of their study findings and, by extension, the advancement of our field is more assured. 
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Summary table: Research designs and methods in a nutshell 

The foundations of quantitative research 

Theory:  A theory is a framework for understanding phenomena and as such 
is the ultimate aim of science. Scientific theories are put to the 
empirical test to examine whether there is any evidence to support 
them.  

Validity:  Validity is concerned with whether a measured variable adequately 
captures a theoretical construct. In order to do so, a variable should 
demonstrate predictive, convergent, discriminant, and incremental 
validity. 

Hypothesis testing:  Null hypothesis significance testing is a method to determine how 
likely a given relationship would be observed if the null were true. 

Estimating relationships:  The Ordinary Least Squares estimator produces estimates by 
minimizing the overall (squared) differences between observed and 
predicted values. ANOVA estimation rests on the same mechanism 
and compares the means of two groups (e.g., in an experiment). 

The many flavors of endogeneity 

Variables:  A variable is said to be exogenous if its causes lay outside of the 
boundaries of a given model. Conversely, an endogenous variable is 
one that can be determined, at least in part, with a given model (e.g., 
a dependent variable). Most estimators will yield biased estimates if 
endogenous variables are included as predictors. 

Sources of endogeneity:  Endogeneity can result from omitting relevant variables, collecting 
independent and dependent measures from the same source, from 
sample selection, from simultaneous relationships, or from 
measuring variables with error. 

Research design and methods 

Experiments:  The gold standard for testing causal relationships. Equivalent groups 
are created through randomization and exposed to different 
treatments under the control of the experimenter. As a result of 
randomization, the treatment effect can be interpreted as causal.  

Quasi-experiments:  Quasi-experiments are methods and designs allow to test causal 
relationships either by creating valid comparison groups or by 
correcting for endogeneity through statistical adjustment in 
regression based methods  
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Study questions 

1) Do you agree that “experiments are the gold standard for testing causality”? Explain why. 

2) Identify 2-3 claims pertaining to leadership and answer the following questions:  

a) How would you go about testing their validity using an experiment? 

b) Imagine it is impossible to conduct these experiments (e.g., because of practical or ethical 

reasons), which quasi-experimental designs and methods might you instead be able to use 

in the context of your example? 

Supplementary readings 

On research design: 

1. Kerlinger, F. N., & Lee, H. B. (2000). Foundations of behavioral research (4th ed.). Fort 

Worth, TX: Harcourt College Publishers. 

On testing for causality and quasi-experiments (with increasing amount of algebra):  

2. Antonakis, J., Bendahan, S., Jacquart, P., & Lalive, R. (2014). Causality and endogeneity: 

Problems and solutions. Oxford handbook of leadership and organizations (pp. 93–117). 

New York, NY: Oxford University Press. 

3. Antonakis, J., Bendahan, S., Jacquart, P., & Lalive, R. (2010). On making causal claims: 

A review and recommendations. The Leadership Quarterly, 21(6), 1086-1120. 

4. Angrist, J. D., & Pischke, J. S. (2008). Mostly harmless econometrics: An empiricist’s 

companion. Princeton university press. 

On evidence-based management:  

5. Briner, R. B., Denyer, D., & Rousseau, D. M. (2009). Evidence-based management: 

concept cleanup time? The Academy of Management Perspectives, 23(4), 19-32.  

6. Pfeffer, J., & Sutton, R. I. (2006). Hard facts, dangerous half-truths, and total nonsense: 

Profiting from evidence-based management. Harvard Business Press.  
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Recommended case study 

On evidence-based management: 

7. Garvin, D. A., Wagonfeld, A. B., & Kind, L. (2013). Google’s Project Oxygen: Do 

Managers Matter. HBS No. 313-110 Boston, MA: Harvard Business School Publishing. 

Video case 

On hypothesis testing: 

8. [O’Reilly] (2014, October 17) John Rauser keynote: “Statistics Without the Agonizing 

Pain” – Strata + Hadoop 2014 [Video file]  

Retrieved from https://youtu.be/5Dnw46eC-0o 
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APPENDIX A 

Table A: Data for empirical examples 

 A. B. C. D. E. F. G. H. I. J. 

 x y z 𝑥 − 𝑥 𝑦 − 𝑦 (𝑥 − 𝑥)! (𝑦 − 𝑦)! 𝑥 − 𝑥  
× (𝑦 − 𝑦) 𝑦 − 𝑦 𝑦 − 𝑦 ! 

1. 48 21 0 -5.75 -2.9 33.06 8.41 16.67 -0.56 0.32 
2. 65 25 1 11.25 1.1 126.56 1.21 12.38 -3.47 12.05 
3. 51 12 0 -2.75 -11.9 7.56 141.61 32.72 -10.78 116.26 
4. 48 24 0 -5.75 0.1 33.06 0.01 -0.57 2.44 5.94 
5. 46 21 0 -7.75 -2.9 60.06 8.41 22.48 0.25 0.06 
6. 47 18 0 -6.75 -5.9 45.56 34.81 39.83 -3.16 9.97 
7. 64 24 1 10.25 0.1 105.06 0.01 1.02 -4.06 16.52 
8. 70 29 1 16.25 5.1 264.06 26.01 82.88 -1.50 2.26 
9. 61 34 1 7.25 10.1 52.56 102.01 73.22 7.15 51.18 

10. 64 39 1 10.25 15.1 105.06 228.01 154.77 10.94 119.58 
11. 49 19 0 -4.75 -4.9 22.56 24.01 23.27 -2.97 8.82 
12. 55 33 1 1.25 9.1 1.56 82.81 11.38 8.59 73.82 
13. 38 26 0 -15.75 2.1 248.06 4.41 -33.08 8.50 72.24 
14. 53 18 0 -0.75 -5.9 0.56 34.81 4.43 -5.60 31.31 
15. 67 31 1 13.25 7.1 175.56 50.41 94.07 1.72 2.95 
16. 52 16 0 -1.75 -7.9 3.06 62.41 13.82 -7.19 51.68 
17. 46 21 0 -7.75 -2.9 60.06 8.41 22.48 0.25 0.06 
18. 52 15 0 -1.75 -8.9 3.06 79.21 15.57 -8.19 67.06 
19. 45 25 0 -8.75 1.1 76.56 1.21 -9.63 4.66 21.67 
20. 54 27 0 0.25 3.1 0.06 9.61 0.77 3.00 8.99 

M = 53.75 23.9   Sum =  1423.75 907.80 578.50  672.74 
 


