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Abstract

Regulators often impose rules that constrain the behavior of market participants.
We propose a new framework in which to study optimal regulation, representing the
policy choice as a delegation problem overlaying a mechanism design problem: a reg-
ulator chooses a set of permitted mechanisms to influence how a mechanism designer
and other players interact. We adopt this approach to study regulation in insurance
markets. A regulator restricts the menus of contracts a firm is allowed to offer, the firm
offers a permitted menu to each agent, and agents choose contracts from their menus.
Under a risk-ordering condition, the regulator can implement her first-best allocation
using a collection of two-option menus. Several extensions explore the robustness of
this result, illustrating the broad applicability of our framework.

1 Introduction

Governments often take an active interest in the kinds of economic relationships that in-
dividuals enter. Employment relations, healthcare delivery, and insurance provision, among
other domains, are subject to myriad regulations in an effort to mitigate inefficiencies, equal-
ize bargaining power, or attain some other social objective. In most instances a government
cannot dictate every detail of such transactions. Instead, we get a set of rules that restrict
the space of permitted transactions, and firms and individuals themselves choose how to
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contract and negotiate within this limited space. The reason to delegate is the same reason
we do not have a centrally planned economy: aggregating and processing all of the relevant
dispersed information is not feasible. With this information processing problem in mind, we
propose a new framework to study regulation design. We model regulation as a delegation
problem overlaying a mechanism design problem. A regulator chooses a set of permitted
mechanisms to influence how the mechanism designer and other players interact.

We demonstrate our approach in the context of regulating insurance markets. Here,
the insurer is the mechanism designer, and a mechanism is a menu of insurance contracts
from which a consumer can choose. The inefficiencies that arise in the absence of regulation
are well-understood. Firms offer menus of contracts to price discriminate and screen cus-
tomers, which harms consumer surplus and efficiency—some consumers are under-insured or
excluded, and others pay high premiums. Examples of regulatory policies used to alleviate
such problems include limiting price differentials, banning customer exclusion, and impos-
ing individual mandates to buy insurance. Through our framework, we ask: How should
a regulator restrict what the firm is allowed to offer, and how should it design insurance
mandates?

With the advent of big data, insurance companies have a growing informational advantage
over regulators. In Keller et al. [2018], The Geneva Association states:

“Advances in big data analytics. . . are transforming the insurance industry and
the role that data plays in insurance. New sources of digital data reveal informa-
tion about behaviors and lifestyle habits that allow insurers to assess individual
risks much better than before. The emergence of big data, however, raises several
concerns regarding. . . personalization of insurance”

This analytical sophistication means that firms can better predict the risks and needs of
different consumers based on individual characteristics. While such information may enable
the firm to extract more surplus from consumers, it is also valuable to a regulator because
it allows better tailoring of insurance contracts to individual needs. Matching coverage to
needs is important because many losses are difficult to verify ex-post. For example, health
insurance companies often use their own medical experts to evaluate claims for which the
necessity of a test or treatment is difficult to assess. Consequently, a significant proportion of
claims are denied—approximately 20 percent in the United States.1 On the other hand, with
comprehensive coverage, physicians have a strong incentive to refer patients for expensive
procedures.2 Because of insurer incentives to deny claims, and physician incentives to over-
treat, the best way to ensure appropriate coverage for non-contractible losses is to pre-specify
what is covered. Efficiency then requires targeting more generous coverage to individuals
who are more likely to need it. The regulatory problem is how best to leverage the firm’s
information about its customers while preventing it from extracting too much surplus.

1This is higher for conditions that are more difficult to diagnose—approximately 40 percent of mental
health related claims are denied.

2See Barnett et al. [2012] for an account of rising referral rates in the US.
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A single firm can offer menus of insurance contracts to a large population of consumers,
and a regulator can restrict the set of menus that the firm is permitted to offer. All con-
sumers have the same initial wealth, are risk averse, and suffer loss events with varying
probabilities. Conditional on a loss event, the magnitude of the loss may be non-verifiable.
Each consumer has a two-dimensional type, containing a “category” and a “risk type”. A
consumer’s category determines the distribution of the loss size when an event occurs, and
the risk type determines the likelihood of suffering a loss event. The firm observes the cate-
gory of each consumer, while the consumer sees both components. The regulator knows only
the aggregate distribution of types. We interpret the categories as a market segmentation:
a consumer’s category is a collection of characteristics that the firm can use to predict the
consumer’s outcomes. For instance, a health insurer uses past consumer data to estimate
the likelihood of an individual requiring different treatments based on his characteristics.

An insurance contract specifies a premium the consumer pays to the firm, and a transfer
from the firm to the consumer contingent on each contractible event. The regulator chooses a
regulatory policy—a set of menus the firm is allowed to offer. The firm then chooses whether
to enter, and if so, which permitted menu to offer each consumer. Finally, consumers choose
contracts from the offered menus. The regulator’s objective is to maximize a welfare function
that is increasing in firm profit and strictly increasing in consumer surplus.

Our main result shows that, given an order condition on consumer categories, a regu-
latory policy in which every menu contains just two options can implement the first-best
allocation. This policy entails both an individual mandate to buy insurance and a ban on
customer exclusion. The order condition consists of two components. The weak risk-order
condition says that there is some loss event in which higher categories face a worse distri-
bution of outcomes, and the riskiest types in a higher category are more likely to suffer this
event. Additionally, we require a supermodularity condition—the substance of this is that
consumers in higher categories are more expensive to insure across all loss events. The first-
best allocation entails offering the same level of coverage to all consumers within a category
and charging all consumers the same premium. Since contracts intended for higher cate-
gories make larger payouts, and all contracts cost the same, consumers in lower categories
subsidize coverage for those in higher categories. To implement this outcome, the regulator
must overcome two incentive problems: the firm wants to offer the lowest category contract
to all consumers, while all consumers would prefer to purchase the highest category contract.

Since the firm chooses which menu to offer each consumer, the firm’s actions keep con-
sumer incentives in check. The mandate ensures that healthy consumers in low categories
cannot opt out, so we can provide the necessary subsidies for consumers in high categories.3

To resolve the firm’s incentive problem, the regulator forces it to offer some flexibility to
consumers so that their incentives can discipline the firm. Each menu contains the intended
contract for a category and a “deviation contract,” which is never chosen in equilibrium.
The deviation contract charges a higher premium than the intended contract while offering

3The individual shared responsibility provision of the Affordable Care Act of 2010 is a salient example of
an insurance mandate being used for this purpose.
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a higher level of coverage. All consumers in a given category prefer their intended contract
to the deviation contract in their menu. However, if the firm offers the menu intended for
a lower category to a higher one, some types in the higher category value the additional
coverage enough to pay for the deviation contract. Since these consumers are high risk,
the premium does not adequately compensate the firm for larger payouts, making this an
unprofitable deviation.

The supermodularity condition requires that consumers in higher categories face higher
losses in every event, implying that the firm only wants to deviate upwards—selling contracts
intended for consumers in lower categories to those in higher ones. This may be demanding
as it requires that categories are ranked the same way in every loss event. However, we can
eliminate this condition if we strengthen the weak risk-order condition. The strong risk-
order condition requires that both the riskiest and least risky types in a higher category are
more likely to suffer the focal loss event than the corresponding types in a lower category.
Since the firm has potentially profitable deviations in both directions, we need one deviation
contract to prevent upward deviations and a second to prevent downward deviations. The
latter contract offers limited coverage—attractive to low risk consumers—at an unprofitably
low premium.

Our implementation optimally leverages the firm’s information, and the firm receives
no information rents. For more general objectives, we show that under the strong risk-
order condition, a pair of deviation contracts added to each menu allows the regulator to
implement allocations as if she knew the firm’s information. Given stronger conditions on
the desired allocation, a single deviation contract suffices. In the current era of mass data
collection, there is increasing scrutiny of harms that may emerge when firms possess detailed
information about their customers.4 An implication of our analysis is that, if the regulator
is interested in maximizing consumer surplus, consumers are better off because the firm has
data about consumers.

Our stark finding raises questions about robustness: on what does this positive result
depend? To answer this, we explore a number of extensions in the remainder of the paper.
Our baseline model studies a setting in which all consumers have the same initial wealth, but
we can easily relax this assumption. Augmenting the model to allow wealth heterogeneity,
one can apply our earlier results separately to each wealth level. On the other hand, if the
regulator is unable to ensure that the firm offers particular menus of contracts, then the first
best is no longer achievable. Suppose the firm can offer each consumer a customized menu
drawn from some set of permitted contracts. In this case, making insurance optional can
improve consumer welfare. While mandatory insurance allows the firm to force expensive or
low coverage contracts on consumers, the ability to opt out plays a similar role to a deviation
contract, allowing consumers to discipline the firm.

Moving beyond monopoly regulation, our framework has something to say about regula-
tion in partially competitive markets as well. Here, we study the special case in which the
regulator seeks to maximize consumer surplus. If all entrants share the market equally, then

4See Keller et al. [2018] for a discussion of some of these issues.
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the policies that implement the first-best allocation under a monopolist still implement this
outcome. However, if market share depends on the endogenous behavior of entrants, these
policies may no longer work—the first-best allocation entails significant cross-subsidization,
which may unravel if an entrant can cream-skim more profitable types. We identify a second-
best allocation that is robust to a no cream-skimming constraint, and our results imply that
the regulator can implement this allocation using three-option menus with two deviation
contracts when types are appropriately ordered. This demonstrates how similar regulatory
policies can improve consumer welfare, even when cream-skimming might otherwise lead to
market unravelling.

To the best of our knowledge, our paper is among the first to study the optimal regulation
of mechanisms. How best to restrict the set of permitted mechanisms is a challenging problem
in general as it requires optimizing over a large and complex space. We provide a tractable
yet rich framework in the context of insurance provision. Though insurance regulation is
a widely studied and debated topic, our framework offers a fresh perspective—the use of
deviation contracts is a potentially powerful tool to expand the set of allocations a regulator
can implement. More broadly, we believe our approach to modeling regulation can offer a
template for other applications (e.g. wage and employment regulation).

1.1 Related Work

As Laffont [1994] highlights, a crucial feature of regulation problems is that firms typically
have more information about the environment than their regulators. Our question is closely
related to the literature on monopoly regulation with privately known operating costs. The
seminal work of Baron and Myerson [1982] studies optimal price regulation and subsidy
provision for a monopolist facing an exogenous demand curve.5 Our setting differs in several
significant ways. First, the firm’s private information concerns the characteristics of potential
customers. Second, the firm’s action set is much richer as it contracts with each agent
individually. An unregulated firm can use its private information to screen and sell different
products to different agents. Most importantly, we model agents’ incentives. The interaction
between the firm and the agents provides a lever for the regulator to exploit—agent incentives
discipline the actions of the firm. In contrast, existing work only considers firm incentives,
and the regulation problem reduces to classical mechanism design problem.

One can view our exercise as a constrained mechanism design problem. The regulator
can restrict what contracting parties are permitted to do but does not have the resources to
directly arbitrate each interaction. At a formal level, this is perhaps closer to the literature on
optimal delegation. The delegation literature studies how a principal can optimally restrict
choices for an agent with superior information but misaligned preferences. Our problem
is a delegation problem: the regulator delegates to the firm the choice of what menu to
offer each agent. In the canonical delegation model, the action space is a subset of the real

5See also Lewis and Sappington [1988], Laffont and Tirole [1986], Laffont and Tirole [1987], Riordan and
Sappington [1986].
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line, and the agent has a bias towards higher actions [e.g. Holmström, 1984, Alonso and
Matouschek, 2008, Amador and Bagwell, 2013]. Our delegation set is the space of contract
menus—standard techniques are not applicable in our setting. Moreover, the interaction
with agents’ incentives gives rise to additional restrictions on the firm’s actions that do not
appear elsewhere in this literature.

The deviation contracts in our policy deter the firm from offering menus intended for
lower categories to higher categories. This deterrent works because some agents in higher
categories would choose the deviation contract while those in lower categories do not. This
is reminiscent of the optimal contract in Galperti [2015], in which a principal sells commit-
ment devices to agents with privately known discount factors. The principal allows extra
flexibility in the contracts for more patient agents to deter impatient agents from buying
these contracts—the patient agents never use the additional options, but impatient agents
would. As in our result, these extra options are not used in equilibrium.

Policy complexity is an important issue in existing work on regulation. Laffont and
Tirole [1986] use an infinite menu of linear contracts to regulate their monopolist. Rogerson
[2003], noting how difficult it is to implement such complex menus in practice, constructs
an alternative with two contracts that achieves a constant fraction of the optimal welfare.
In our setting, a collection of 2-option or 3-option menus attains the optimal welfare. The
simplicity of our policy suggests greater scope for practical implementations.

Our problem embeds the classic monopolistic screening model for insurance markets
[Stiglitz, 1977, Chade and Schlee, 2012]. Left unregulated, the firm would screen agents to
maximize profits, offering full insurance at a high price to high risk agents and distorting
coverage for low risk agents. Our optimal regulatory policy eliminates this screening, ensur-
ing that all agents are fully insured at a constant price. We model firms with information
about consumers, and introduce the role of the regulator to optimally leverage this infor-
mation. Brunnermeier et al. [2020] also analyzes a setting in which an insurance firm has
information about consumers. In contrast to our exercise, they study how a firm, which has
some information about agents that agents do not have, designs profit-maximizing insurance
contracts. In section 8, we discuss how our results can be extended to allow a firm that is
better informed than the consumers.

2 Framework

Preferences and Information Structure

We study interactions between a regulator, a risk-neutral firm, and a unit mass of agents.
Each agent belongs to one of finitely many categories—we endow the set of categories X with
a linear order ≺. For each agent, there is a finite set Ω of verifiable events upon which the
firm and the agent can contract. If an agent in category x experiences event ω and receives
a net transfer z from the firm, her utility is u(z, ω, x). The function u : R × Ω ×X → R,
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and for all ω and x, u(z, ω, x) is real-valued, strictly increasing and strictly concave in z on
(zω,x,∞) for some zω,x ∈ [−∞, 0), equal to −∞ for z ≤ zω,x, and satisfies

lim
z→zω,x

u(z, ω, x) = −∞, and lim
z→zω,x

u′(z, ω, x) = −∞.6

The events ω ∈ Ω represent different kinds of loss an agent can suffer. We assume there is
an event ω0 ∈ Ω such that for all z and x, u(z, ω0, x) ≥ u(z, ω, x) for all ω ∈ Ω—we call ω0

the no-loss event. In addition, we assume u(z, ω0, x) is constant in x—in a standard model
in which agents have a common risk averse utility over monetary wealth, this means that all
agents have the same initial wealth.7

Each agent has a privately observed risk type θ ∈ int(∆(Ω)) that describes the risk she
faces—for an agent of type θ, event ω occurs with probability θ(ω).8 Agents of category
x have types contained in a finite set Θx ⊂ int(∆(Ω))—the two dimensional type (x, θ)
completely characterizes an agent. Write T for the collection of all pairs (x, θ) with x ∈ X
and θ ∈ Θx. The distribution of agent types is µ ∈ ∆(T )—assume full support—and for
each x ∈ X, the conditional distribution of risk types is µx ∈ ∆(Θx). These distributions are
common knowledge. Each agent observes her own type (x, θ), the firm observes the category
x of every agent, and the regulator observes nothing.

Insurance Contracts

The firm chooses whether to enter the market, incurring cost k ≥ 0 if it enters. Condi-
tional on entering, the firm can sell contracts to agents. A contract (p, t) consists of

(a) A premium p ∈ R+ that the agent pays to the firm, and

(b) A transfer function t : Ω→ R+ specifying an amount of compensation to the agent for
each event.9

If an agent in category x with risk type θ buys a contract (p, t) from the firm, she earns
expected utility

U(x, θ, (p, t)) :=
∑
ω∈Ω

θ(ω)u(t(ω)− p, ω, x)

and the firm earns an expected profit

Π(x, θ, (p, t)) := p−
∑
ω∈Ω

θ(ω)t(ω).

6We allow the domain of the net transfer to be the real line since we want agent utility to be defined for
all possible insurance contracts. A finite lower bound means that agents are ruin averse—a sufficiently large
negative net transfer is arbitrarily bad for them.

7In Section 5, we discuss how to expand the model to allow wealth heterogeneity, and how our main
results can be extended.

8We write int(S) to mean the interior of a set S.
9It is formally equivalent to represent a contract as a single “net transfer” function, mapping loss events

to real numbers. We distinguish between the premium and transfers to aid interpretation.
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An allocation a = {(p, t)x,θ}(x,θ)∈T specifies a contract for each type of agent. Total
consumer surplus from the allocation is

W (a) :=
∑

(x,θ)∈T

µ(x, θ)U(x, θ, (p, t)x,θ).
10

The firm’s expected profit from entering the market is

π(a) :=
∑

(x,θ)∈T

µ(x, θ)Π(x, θ, (p, t)x,θ)− k.

The Regulator’s Problem

The regulator evaluates an allocation a according to a social welfare function F (W (a), π(a)).
We assume F is strictly increasing in consumer surplus, weakly increasing in firm profit, and
F (−∞, π) = −∞ for all π.11 The standard linear function F (W,π) = βW + (1 − β)π for
some β ∈ (0, 1] is a special case. We assume the fixed cost, k, is small enough that the first-
best allocation under F involves the firm entering the market. The regulator can restrict
the contracts that the firm is permitted to offer.

Definition 1. A regulatory policy R is a finite set of menus in which each menu M ∈ R
is a finite set of contracts.

If the firm enters the market, it must offer some menu in R to each agent, and each
agent must choose a contract from the offered menu. This is without loss of generality. To
represent agents that can opt out of insurance, we could restrict the regulator to policies such
that (0, 0) ∈M for every M ∈ R. Similarly, to represent a firm that can exclude customers,
we could require that the menu M = {(0, 0)} is contained in R. As a baseline, we allow the
regulator to choose the policy without restrictions.

The timing of moves is:

(a) The regulator chooses a regulatory policy R.

(b) The firm chooses whether to enter the market, and if it enters, it offers a menu to every
agent, offering Mx ∈ R to agents in category x.12

10We interpret this as the (utilitarian) sum of agent utilities in the economy. Since agents are ex-ante
symmetric, we can equivalently interpret it as the ex-ante expected utility of an agent prior to the realization
of their type.

11This excludes cases where the objective is to essentially maximize firm profit, in which case the regulator
would simply use the mandate to have agents transfer all of their wealth to the firm. We omit this case due
to the nature of our exercise.

12As there are a continuum of agents, the timing of information is not important. However, we interpret
the timing as being that the firm observes each agent’s category after entering the market.
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(c) Each agent chooses a contract from her offered menu.

(d) Events in Ω obtain, and contracts pay contingent transfers.

Without loss of generality, we restrict attention to regulatory policies R = {Mx}x∈X that
contain exactly one menu for each category of agent.

Definition 2. A policy R = {Mx}x∈X implements the allocation a = {(p, t)x,θ}(x,θ)∈T if
there exists a Perfect Bayesian Equilibrium (PBE) of the induced game in which:

(a) The firm enters the market,

(b) The firm offers Mx to agents in category x, and

(c) Agents of type (x, θ) choose contract (p, t)x,θ from Mx.13

An implementable allocation must satisfy participation and incentive compatibility con-
straints for the firm and incentive compatibility constraints for the agents. Given a regulatory
policy R that implements a, the corresponding PBE must specify a contract (p, t)x

′

x,θ that
type (x, θ) chooses from menu Mx′—we necessarily have (p, t)xx,θ = (p, t)x,θ. Define

π(x, x′) =
∑
θ∈Θx

µx(θ)Π(x, θ, (p, t)x
′

x,θ)

as the firm’s expected profit from offering menu Mx′ to category x agents. The allocation a
is implementable if and only if there exists a collection of contracts {(p, t)x′x,θ}(x,θ)∈T ,x′∈X and
corresponding menus Mx = {(p, t)xx′,θ}(x′,θ)∈T such that

(a) π(a) ≥ 0 (FPC)

(b) π(x, x) ≥ π(x, x′) for all x, x′ ∈ X (FIC)

(c) U(x, θ, (p, t)x
′

x,θ) ≥ U(x, θ, (p, t)) for all x, x′ ∈ X, θ ∈ Θx, and (p, t) ∈Mx′ (AIC)

FPC is the firm’s participation constraint—the firm is willing to enter the market if it earns a
non-negative profit. FIC are the firm’s incentive constraints—offering menu Mx to category
x agents is optimal. AIC are the agents’ incentive constraints—an agent with type (x, θ) is
willing to select the contract (p, t)x

′

x,θ from menu Mx′ .

Comments on the Model

The unregulated benchmark : In the absence of regulation, our model reduces to a standard
monopolistic screening problem. The firm offers a menu to each agent, and the agent either
selects a contract from the menu or does not buy insurance. To maximize profits, the firm

13Generically, one can strengthen the solution concept to achieve strong implementation, requiring a unique
PBE of the induced game. We discuss this in section 8.
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chooses a separate menu to screen each category. If agents in a category have no private
information (i.e., Θx is a singleton), the firm extracts all surplus from those agents. If there
are multiple risk types within a category, the firm offers a menu with the usual distortions:
low risk agents are under-insured in order to extract larger premia from high risk ones, and
the firm may exclude some types.

Examples of contract regulation: A regulatory policy determines what choices the firm and
the agents are able to make. At one extreme, policies of the form

R = {{(p1, t1), (p2, t2), ..., (pN , tN)}}

grant only the agents a choice. The firm must offer the same menu to all agents, and each
agent faces the same set of options. At the other extreme, policies of the form

R = {{(p1, t1)}, {(p2, t2)}, ..., {(pN , tN)}}

grant only the firm a choice. Each menu is a singleton, and agents must buy what is offered.

In general, a regulatory policy allows both the firm and the agents to make decisions.
The firm chooses which menu to offer each agent, and each agent chooses a contract from
her menu. Consider a policy

R = {{(p1, t1), (p2, t2)}, {(p3, t3), (p4, t4)}}.

There are two menus, each containing two contracts. Allowing choice by both players creates
an opportunity to leverage the interplay between the firm’s and the agents’ incentives.

Asymmetric information: Our framework embeds standard models of information asymme-
try between agents and the firm, and it accommodates varying degrees of asymmetry. If Θx

is not a singleton, then agents in category x have private information. Through the sets Θx

and distributions µx, an agent’s category may provide the firm with information about her
risk type. Since our analysis centers on the interaction between the firm and the regulator,
and the firm’s informational advantage over the regulator, our results are still interesting in
the simplest case in which the firm perfectly knows agents’ risk types.

A focal example: Through the choice of utility function, our framework encompasses several
important special cases with different interpretations.14 Our main focus is the following
non-contractible loss model.

All agents have the same initial wealth w, and ω represents the contractible event that
an agent suffers a particular illness. Here, contractible means that an event is verifiable, and
insurance payouts can condition on it. In contrast, there is a set of non-contractible states

14Beyond the focal example discussed here, there are a number of other special cases of interest. One
particular specification is a version of the empirical model of Einav et al. [2013], which captures ex-post
moral hazard and heterogeneous preferences for coverage.
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Ω̂ which represents appropriate tests or treatments with associated costs ˆ̀(ω̂)—these states
are not verifiable, so insurance payouts cannot vary with them. When an event ω occurs,
a state in Ω̂ realizes according to a conditional distribution νx(ω̂ |ω) that depends on the
agent’s category.15 We assume that in the no-loss event ω0, there is a single no-loss state ω̂0

with ˆ̀(ω̂0) = 0 that occurs with probability one for all categories. Agents have a common
utility over wealth v : R → R. We assume v is strictly increasing and strictly concave on
R+, and it equals −∞ below 0, with limy→0 v(y) = −∞.16 Given the contract (p, t), the
function u is the expected utility over non-contractible losses conditional on ω:

u(t(ω)− p, ω, x) :=

∫
ω̂∈ω

v
(
w − p+ t(ω)− ˆ̀(ω̂)

)
dνx(ω̂ |ω).

Imagine an agent goes to a healthcare provider with a particular set of symptoms, and the
doctor faces several options for how to proceed—wait and see, run tests, various treatments.
The optimal course of action for the patient is not verifiable—doctors differ in their opinion,
and the insurer’s medical experts may dispute the doctor’s choice.17 To obtain coverage for
an expensive test or treatment that is non-contractible, a patient needs an insurance contract
that explicitly specifies such coverage.

The category x summarizes the firm’s information about the agent, which in practice
derives from past data on consumers’ health outcomes and characteristics—this data is
extremely rich, including millions of observations of different illnesses and outcomes that can
be correlated with potentially hundreds of variables (e.g., age, gender, race, blood pressure,
cholesterol, diet, exercise habits, drug use). A substantive assumption on the information
structure is that the firm and the agent have the same beliefs about ω̂ conditional on ω—the
agent knows no more than the firm about treatment costs conditional on an illness. The
agent’s private information pertains only to the probability of illness.18

A special case of this formulation is the deterministic loss model, in which the distri-
bution νx is degenerate. In this case, the firm has exact information about treatment costs.
We write `x(ω) for the loss that category x agents suffer in event ω. Given the contract
(p, t), an agent’s expected payoff is

u(t(ω)− p, ω, x) := v(w − p+ t(ω)− `x(ω)).

15If the appropriate treatment is entirely verifiable, then the conditional distribution νx(ω̂ |ω) would be
degenerate.

16The dependence of the lower bound zω,x on ω and x is clear here: a category that faces small potential
losses in a given event can tolerate a larger negative net transfer than one who faces large losses.

17Insurers and healthcare providers often have conflicting incentives. Providers may recommend expensive
treatments because they are risk averse or because these treatments are more profitable, while insurers
seek to deny claims in order to reduce costs—insurers can and do refuse coverage in many cases. This is
particularly common for newer, more expensive treatments. Barnett et al. [2012] studies the rise of referral
rates in the US in recent years, and its impact on healthcare costs. Pollitz et al. [2019] find that “among
issuers offering individual market coverage on healthcare.gov... 18 % of in-network claims were denied by
issuers in 2017.”

18One can generalize our results to a model in which the firm obtains noisy observations of agent categories.
We analyze this in the appendix, and discuss it in section 8.
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We use this specification to illustrate features of our main result and for tractability in
some extensions. Moreover, in many cases an insurance company does have quite precise
information about which patients need higher quality care, and we can interpret low coverage
plans as those with network restrictions.

3 Optimal Regulation: An Illustration

To render the key ideas in our analysis more transparent, this section presents our main
result in the deterministic loss model with binary events. There are two events ω0 and ω1, and
agents have initial wealth w. Agents in category x suffer a loss `x := `x(ω1) if ω1 occurs and
no loss otherwise. An agent’s risk type θ ∈ [0, 1] is the probability of event ω1, and we write
the set of risk types as an ordered set: Θx = {θx, ...θx}. Agent utility from wealth v : R→ R
is strictly increasing and strictly concave. We assume (without loss of generality) that `x is
strictly increasing in x—higher categories face larger losses. For simplicity, a contract here
is a pair (p, t) in which p is the premium charged, and t is the transfer from the firm to
the agent when ω1 occurs. First, we characterize first-best allocations under the regulator’s
objective. Next, we explicitly construct an implementation of the first-best allocation for
the case with two categories. Finally, we show that the regulator can implement the first
best when categories are suitably ordered according to risk.

3.1 First-Best Allocations

We define a first-best allocation as one that maximizes the regulator’s objective subject
only to the constraint that the firm is willing to enter the market. Since agents are risk
averse, and the firm is risk neutral, optimality implies full insurance—every agent should
have the same constant wealth level across all events. Moreover, concave utility implies
the regulator should charge all types the same price—otherwise some types have a higher
marginal utility of wealth and we can increase consumer surplus.

Any first-best allocation satisfies these properties. Under many standard forms of F ,
including the linear case, there is a unique first-best allocation, but this is not always true.
To simplicity our exposition, we make the slight abuse of language, referring to “the first-
best allocation,” even though more than one such allocation may exist. Formally, we make
an arbitrary selection from the set of first-best allocations.

Proposition 1. In the first-best allocation, agents in category x buy the contract (p∗, `x)
with

p∗ = π∗ + k +
∑
x,θ∈T

µ(x, θ)
∑
ω∈Ω

θ(ω)`x(ω),

where π∗ ≥ 0 is the firm’s profit.
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Proof. Fix π ≥ 0 for which there is some allocation a with π(a) = π and W (a) > −∞.
By strict concavity of v, the regulator’s objective F (., π) is maximized at an allocation that
provides full insurance to every agent and equates the marginal utility of wealth across
agents. Since all agents have the same initial wealth, this means a single price p(π) for
every agent, set to deliver profit π to the firm. This provides consumer surplus W (π). The
value of the regulator’s objective at this allocation is F (W (π), π). For any π that maximizes
F (W (π), π), the associated allocation is a first-best allocation. �

In the first-best allocation, agents with low expected losses subsidize those with high
expected losses. Every agent pays the same premium, but those in higher categories receive
bigger payouts, and those with higher risk types receive payouts more often. The firm may
make losses on some types and profits on others. Insurance is mandatory—no agent is
allowed to opt out—and this mandate may bind for some types as those with low expected
losses may prefer to opt out rather than subsidize others. The allocation is Pareto efficient.

3.2 An Example with Two Categories

Our main result shows that we can implement the first best using a simple policy. The key
ideas are apparent with just two categories, each with a single associated risk type—agents
have no private information. Suppose the categories are X = {L,H}, that `H > `L, and that
Θx = {θ} for both categories. Agents suffer either high or low losses, and both categories
face the same risk of a loss. In the first-best allocation, category x agents buy the contract
(p∗, `x).

The regulator faces two incentive problems when seeking to implement this outcome.
Given that both contracts cost the same, all agents would prefer to purchase the high coverage
contract. For the same reason, the firm wants to sell the low coverage contract to everyone.
Suppose the regulator gives all decision rights to the agents, forcing the firm to offer both
contracts to every agent:

RA = {{(p∗, `H), (p∗, `L)}}.

This clearly fails to implement the desired outcome because all agents will choose (p∗, `H)—
the two contracts charge the same premium, so agents opt for the larger payout. Suppose
instead that the regulator allows the firm to offer either of the two contracts to every agent:

RF = {{(p∗, `H)}, {(p∗, `L)}}.

In this case, the firm prefers to offer {(p∗, `L)} to all agents because of lower payouts. Again,
we fail to implement the desired allocation.

This highlights that if only one of the contracting parties has a non-trivial choice in
our regulatory regime, implementation fails. Successful implementation requires overcoming
incentive problems on both sides. We must allow the firm to offer the low payout contract
to category L while incentivizing it to offer the high payout contract to category H. At the
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Figure 1: Constructing the deviation contract.

same time, agents in category L cannot have the opportunity to buy the contract intended
for category H. To achieve this, we introduce a third contract that is never chosen in
equilibrium.

We construct a deviation contract (p, t) with p− θt < p∗ − θ`H , meaning that selling
category H agents the deviation contract is less profitable than selling them (p∗, `H).19 Since
v is strictly concave, we can choose p and t satisfying

v(w − p∗) > θv(w − p+ t− `L) + (1− θ)v(w − p), and

θv(w − p+ t− `H) + (1− θ)v(w − p) > θv(w − p∗ + `L − `H) + (1− θ)v(w − p∗).

The first condition says that a low loss agent prefers (p∗, `L) to the deviation contract. The
second says that a high loss agent prefers the deviation contract to (p∗, `L). The deviation
contract offers a larger payout t > `L at a higher price p > p∗. Such a contract exists because
high loss agents have a higher marginal value for transfers in the loss event and are willing
to pay for the higher coverage even when low loss agents are not.

Figure 1 illustrates the construction. Types satisfy a single-crossing condition, so the two
indifference curves through the low coverage contract only cross at that point. We construct
a deviation contract in the upper region between the two indifference curves and above the
firm’s isoprofit line. This ensures that high loss agents prefer the deviation contract, low

19As both categories have the same risk type, this also holds for category L in this example.
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loss agents prefer their intended contract, and the deviation contract is less profitable for
the firm than the intended contract.

The policy
R∗ = {{(p∗, `H)}, {(p∗, `L), (p, t)}}

implements the regulator’s first-best allocation. We call the contract (p∗, `x) the intended
contract for category x. The policy allows the firm to choose which of the two intended
contracts to offer, but if the firm offers (p∗, `L), it must also offer (p, t) in the menu. The
firm offers this menu to category L agents because they choose the intended contract (p∗, `L),
which is more profitable than (p∗, `H). The firm’s choice ensures that low loss agents have no
access to the contract intended for category H. The firm offers the singleton menu {(p∗, `H)}
to category H agents because these agents choose the less profitable deviation contract from
the other menu. Though never chosen in equilibrium, the deviation contract provides a
crucial deterrent. Note that purchasing insurance is mandatory—no menu allows agents to
opt out. This is potentially important because low loss agents subsidize the larger expected
losses of high loss agents. Without a mandate, the former may prefer no insurance (e.g., if
`L is very small and `H is very large). This example illustrates a more general principle that
simple menus allow the regulator to implement the first best.

3.3 Implementing First-Best

As long as the categories are suitably ordered, a collection of two-contract menus suffices
for implementation. Recall that the loss `x is strictly increasing in the category—higher
categories have bigger losses. In addition, we assume that the highest risk type, θx, in each
category, is weakly increasing in x. This means that at least some types within higher
categories are riskier—there is some correlation between higher loss and higher risk. If there
is a distribution of risk types within a category, our assumption means that the agents most
at risk in a higher category are at least as likely to get sick as any agent in a lower category.

Theorem 1. Suppose θx is weakly increasing in x. Then there exists a 2-option regulatory
policy R = {{(p∗, `x), (px, tx)}}x∈X with px > p∗ and tx > `x, that implements the regulator’s
first-best allocation.

Proof. We construct a menu Mx = {(p∗, `x), (px, tx)} for each x ∈ X in which the deviation
contract (px, tx) has the following properties:

• For every x′ � x and θ ∈ Θx′ , type (x′, θ) prefers (p∗, `x) over (px, tx).

• For every x′ � x, type (x′, θ) with θ ≥ θx prefers (px, tx) over (p∗, `x) (such a type
exists by assumption).

We define the deviation contract so that type (x, θx) is indifferent between (p∗, `x) and
(px, tx):

v(w − p∗) = (1− θx)v(w − px) + θxv(w − px + tx − `x). (1)
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By our assumptions on F , it must be that p∗ < w. For each tx > `x, there exists a unique
px(tx) ∈ (p∗, w) that satisfies (1). To see this, note that the right hand side is continuous
and strictly decreasing in px, that the right hand side is strictly larger when px = p∗, and
the left hand side is strictly larger when px is sufficiently large. Moreover, the function
px(tx) is strictly increasing in tx, and since limy→0 v(y) = −∞, a solution in (p∗, w) exists
for arbitrarily large tx.

Suppose x′ � x, so we have θ ≤ θx for each θ ∈ Θx′ , and fix tx > `x. If θ ≤ θx, then type
(x′, θ) prefers the contract (p∗, `x) to (px(tx), tx) because

U(x′, θ, (p∗, `x))− U(x′, θ, (px(tx), tx)))

= (1− θ)
[
v(w − p∗)− v(w − px(tx))

]
+ θ
[
v(w − p∗ + `x − `x′)− v(w − px(tx) + tx − `x′)

]
> (1− θx)

[
v(w − p∗)− v(w − px(tx))

]
+ θx

[
v(w − p∗ + `x − `x′)− v(w − px(tx) + tx)− `x′)

]
> (1− θx)

(
v(w − p∗)− v(w − px(tx)

)
+ θx

(
v(w − p∗)− v(w − px(tx) + tx − `x)

)
= 0.

Since θx ≥ θ, the first inequality holds because

v(w − px + tx − `x′)− v(w − px(tx)) > v(w − p∗ + `x − `x′)− v(w − p∗).

This is true because v is concave, we have px(tx) > p∗, and tx > `x > `x′ . The second
inequality follows from

v(w− p∗+ `x− `x′)− v(w− p∗) > v(w− px(tx) + tx− `x + `x− `x′)− v(w− px(tx) + tx− `x),

which holds because w−p∗ < w−px(tx) + tx− `x and v is concave. The last equality follows
from (1).

An analogous argument shows that for x′ � x, type (x′, θ) with θ ≥ θx strictly prefers
(px(tx), tx) to (p∗, `x). The firm’s expected profit from selling the contract (px(tx), tx) to an
agent with risk type θ is

px(tx)− θtx.

Since px(tx) is bounded above by w, by taking tx, sufficiently large, we can make this arbi-
trarily negative.

For each x, let Mx = {(p∗, `x), (px(tx), tx) }. There is then a PBE in which the firm offers
menu Mx to agents in category x, and agents in category x choose the intended contract
from Mx. If the firm deviates and offers menu Mx to agents in category x′ � x, then all such
agents with risk type θ ≥ θx choose the deviation contract. We can choose tx sufficiently
high so that the firm’s expected profit from offering Mx to x′ is lower than from selling the
intended contract to an agent in category x′. Therefore, the firm never makes this offer.
Moreover, if x′ ≺ x, the firm strictly prefers to offer the menu Mx′ over Mx because the
intended contract (p∗, `x′) is more profitable than (p∗, `x). �
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The proof largely follows the previous example: the menu Mx contains the intended
contract and a deviation contract, and insurance is mandatory. The deviation contract acts
as a deterrent, preventing the firm from offering menus intended for lower categories to agents
in higher categories. The deviation contract charges a high price and gives a high payout. In
contrast with the example, categories may now contain multiple risk types. This adds two
complications. First, we need to guarantee that all risk types in given category choose the
intended contract from their menu. To achieve this, we target the deviation contract to the
highest risk type: we make type (x, θx) indifferent between the intended contract and the
deviation contract.20 This ensures that all types in category x and below prefer the intended
contract from Mx—all such types have a weakly lower risk type and loss amount.

The second issue is that we cannot necessarily incentivize all risk types in a higher
category to choose the deviation contract. Nevertheless, in every higher category, there are
some agents with a risk type weakly higher than θx, and these types also face larger losses.
These agents place more value on payouts in the loss event, and hence strictly prefer the
deviation contract. This allows us to separate some agents in higher categories without
attracting any from lower categories to the deviation contract. By offering a high transfer
and charging an appropriate price, we can make the deviation contract arbitrarily costly
for the firm.21 Since offering menu Mx to a higher category could lead to large losses when
agents choose the deviation contract, the firm prefers to offer the intended menu. As before,
the firm has no incentive to offer Mx to a lower category because payouts are larger than in
the contract intended for a lower category, and the premium is the same.

Finally, note that implementing the first-best allocation depends crucially on the regu-
lator specifying non-trivial menus. In any policy in which only agents choose—the firm is
restricted to a single menu to offer all agents—agents in low categories choose the contract
intended for a higher category. In any policy in which only the firm chooses—the firm dic-
tates a contract to each category—the firm only offers the contract intended for the lowest
category.22 Despite these issues, simple policies that leverage competing incentives provide
a powerful tool for implementation.

4 Optimal Regulation: The General Case

This section presents our results for the general model of Section 2.

20Indifference is not crucial here. Since the losses are strictly increasing across the categories, we can
construct the deviation contract so that the highest risk type in x strictly prefers the intended contract from
Mx while the highest risk type in x′ > x strictly prefers the deviation contract.

21This follows from the assumption that limy→0 v(y) = −∞—the role of this assumption is analogous to
an Inada condition.

22This property remains true in general model. Regulatory policies that consist of singleton menus, or
which consist of one menu, are generically sub-optimal.
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4.1 Risk-Ordering Categories

In the previous section, our order assumption meant that agents in higher categories face
higher losses, and the highest risk type in a given category is at least as risky as that in a
lower category. This implies that the highest risk type in a category has a higher marginal
value for insurance than that in a lower category. This section brings the same intuition into
our general utility specification. For each event ω, we define “maximal” and “minimal” risk
types for each category:

rx(ω) := max
θ∈Θx

θ(ω)

θ(ω0)
, θx(ω) := arg max

θ∈Θx

θ(ω)

θ(ω0)
,

rx(ω) := min
θ∈Θx

θ(ω)

θ(ω0)
, θx(ω) := arg min

θ∈Θx

θ(ω)

θ(ω0)
.

The maximal (minimal) type θx(ω) (θx(ω)) has the highest (lowest) likelihood ratio rx(ω)
(rx(ω)) between ω and ω0, so this type puts a higher (lower) relative value on transfers in
event ω than all other types in the same category.

Definition 3. The weak risk-order condition holds if there exists an event ω1 ∈ Ω such
that u(z, ω1, x) is supermodular in z and x, and rx(ω1) > 0 is weakly increasing in x.

If u is supermodular in z and x for some event ω1, then agents in higher categories have
a higher marginal value for transfers in event ω1. The second part of the condition gives us a
ranking of maximal risk types that matches the category order. In the non-contractible loss
model, there are several ways to satisfy this condition. One simple sufficient condition is that,
conditional on ω1, agents in higher categories face a worse distribution over non-contractible
losses in the sense of first-order stochastic dominance.23

The following slightly stronger condition, imposing an analogous ordering on minimal
risk types within categories, allows us to weaken other assumptions in our results.

Definition 4. The strong risk-order condition holds if there exists an event ω1 ∈ Ω such
that u(z, ω1, x) is supermodular in z and x and rx(ω1), rx(ω1) > 0 are both weakly increasing
in x.

4.2 Optimal Regulation

We first extend the characterization of first-best allocations from Proposition 1: all risk
types within a category purchase the same contract, the marginal utility of transfers for each
loss event is equal across categories, and there is a uniform price p∗ for every contract. The
first-best allocation is Pareto efficient.

23We can relax this to second-order stochastic dominance as long as agent utilities satisfy a “prudence”
condition—the third derivative of v is positive.
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Proposition 2. In the first-best allocation, agents in category x buy a contract (p∗, t∗x) in
which t∗x(ω) equates the marginal utility of transfers across all pairs ω, x.

Proof. See Appendix. �

Theorem 2. Suppose u(z, ω, x) is supermodular in z and x for all ω ∈ Ω, and the weak risk-
order condition holds. There exists a 2-option regulatory policy R = {{(p∗, t∗x), (px, tx)}}x∈X
that implements the first-best allocation.

Proof. See Appendix. �

Theorem 2 provides sufficient conditions under which we can use menus with a single
deviation contract to implement the first best. The supermodularity condition means that
agents in higher categories have a higher marginal value for transfers in every loss event,
so the intended transfer t∗x(ω) is increasing in x for all ω. This implies that the contracts
intended for higher categories are uniformly more expensive for the firm, so the firm would
always prefer to offer a lower category’s contract to agents in a higher category. Hence, we
need not worry about deviations in which the firm offers a higher category’s contract to
agents in a lower category—we say the allocation is upward incentive compatible.

The weak risk-order condition ensures we can construct deviation contracts to deter de-
viations in the other direction. Each deviation contract has a higher price than the intended
contract and it offers a higher payout in event ω1. As we did in the case with two loss events,
we set the price and transfer for this contract so that the maximal risk type θx is indiffer-
ent between the intended contract and the deviation contract, and the deviation contract
is highly unprofitable for the firm. The weak risk-order condition implies that all types in
lower categories prefer the intended contract over the deviation contract in a given category’s
menu, while some risk types in any higher category put more value on transfers in event ω1,
so these agents would take the deviation contract if given the chance. This prevents the firm
from offering a lower category’s menu to agents in higher categories.

Though intuitive, the supermodularity condition is somewhat demanding as it requires
that higher categories put more value on transfers in every loss event. If this condition
fails, then the first-best allocation may not satisfy upward incentive compatibility—it might
be profitable to sell a higher category’s intended contract to agents in a lower category.
Nevertheless, we can still implement the first-best allocation if the strong risk-order condition
holds. To do so, we need a regulatory policy in which each menu contains three options—a
second deviation contract deters downward deviations.

Theorem 3. If the strong risk-order condition holds, then there exists a 3-option regulatory
policy R = {Mx}x∈X , with Mx = {(p∗, t∗x), (px, tx), (px, tx)}, that implements the first-best
allocation.

Proof. See Appendix. �
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The new deviation contracts are more attractive to risk types with a higher relative
likelihood of no loss, providing a higher net transfer in ω0, and a lower net transfer in
ω1—they have a lower premium and offer lower coverage in event ω1. The construction is
analogous to that for the previous deviation contracts, ensuring that the minimal risk type θx
in each category is indifferent between the intended contract and the deviation contract, and
the deviation contract is highly unprofitable for the firm. The strong risk-order condition
implies that all risk types in higher categories prefer the intended contract over the deviation
contract in a given category’s menu, while some risk types in any lower category would take
the deviation contract if given the chance.

4.3 Alternative Objectives

Efficiency is typically difficult to achieve in insurance markets, and one might wonder to
what extent our results depend on the exact form of the regulator’s objective. The fact that
the first best under this objective targets the same contract to all agents in a given category
greatly simplifies the regulator’s implementation problem, but the structure of our regulatory
policy is optimal much more generally. In particular, given an arbitrary objective, a version
of our risk-ordering condition allows the regulator to implement an optimal allocation as
if she knew the firm’s information. The key tool is again including appropriate deviation
contracts in each permitted menu.

There are two sets of incentive constraints that the regulator must satisfy. First, types
within a category must willingly choose the intended contract—this places restrictions on
the allocation within a category. As such problems are precisely the focus of the existing
literature on mechanism design, we focus on the second set of constraints: the firm must
willingly offer the correct menu to agents in each category. The substance of our result is
that the regulator can effectively ignore these constraints.

For any allocation a = {(p, t)x,θ}x,θ∈T , define Ma
x := {(p, t)x,θ}θ∈Θx as the set of contracts

that are sold to agents in category x. In any implementation of a, we must have Ma
x ⊂Mx. If

we are to implement a, agents of type (x, θ) must be willing to choose (p, t)x,θ from Ma
x—since

the firm does not observe risk types, the allocation must screen within category.

Definition 5. The allocation a = {(p, t)x,θ}x,θ∈T is agent incentive compatible if

U(x, θ, (p, t)x,θ) ≥ U(x, θ, (p, t))

for every (x, θ) ∈ T and every (p, t) ∈Ma
x .

If Ma
x is a singleton for every x, the allocation is trivially agent incentive compatible—this

was the case for the first-best allocation in our earlier results.

Let G(a) be the social welfare function the regulator wishes to maximize. We assume
G(a) = −∞ if W (a) = −∞, and there exists some agent incentive compatible allocation a,
with G(a) > −∞ and π(a) ≥ 0.
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To provide an analog of Theorem 2, we define upward incentive compatibility for an
allocation—this condition means that the firm has no incentive to offer the menu Ma

x′ , to
any lower category x ≺ x′. Given an allocation a, define the set of contracts an agent of
type (x, θ) is willing to choose from Ma

x′ :

Cx′

x,θ(a) = arg max
(p,t)∈Ma

x′

U(x, θ, (p, t)).

Now define

πa(x, x′) =
∑
θ∈Θx

µx(θ)

(
min

(p,t)∈Cx′x,θ(a)
p−

∑
ω∈Ω

θ(ω)t(ω)

)
.

This is the minimum expected profit the firm obtains when offering menu Ma
x′ to agents in

category x.

Definition 6. The allocation a = {(p, t)x,θ}x,θ∈T is upward incentive compatible if∑
θ∈Θx

µx(θ)Π(x, θ, (p, t)x,θ) ≥ πa(x, x′) whenever x ≺ x′.

The relaxed regulation problem in which we ignore firm incentive constraints is:

max
a

G(a) (RP)

s.t. π(a) ≥ 0

a is agent incentive compatible.

Under the risk-order conditions, the regulator can implement the solution to this relaxed
problem by adding either one or two deviation contracts to the menu for each category.24

Theorem 4. Let a be a solution to (RP).

(i) Suppose a is upward incentive compatible, the weak risk-order condition holds, and for
all x, either

(a) Ma
x is a singleton, or

(b) rx(ω1) is strictly increasing in x, and limz→∞ u(z, ω1, x) =∞.

Then there exists a collection of contracts {(px, tx)}x∈X such that the regulatory policy
R =

{
Ma

x ∪ {(px, tx)}
}
x∈X implements the allocation a.

(ii) Suppose the strong risk-order condition holds, and for all x, either

(c) Ma
x is a singleton, or

(d) rx(ω1) and rx(ω1) are strictly increasing in x, and limz→∞ u(z, ω1, x) =∞.

24An immediate corollary of this result is that the regulator can implement any constrained efficient
allocation (efficient subject to agent incentives and firm participation) in which consumer welfare is larger
than −∞.
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Then there exists a collection of contracts {(px, tx), (px, tx)}x∈X such that the regulatory

policy R =
{
Ma

x ∪ {(px, tx), (px, tx)}
}
x∈X

implements the allocation a.

Proof. See Appendix. �

Part (i) generalizes Theorem 2, and part (ii) generalizes Theorem 3. The former gives
conditions under which we can implement a by adding one deviation contract to the menu
Ma

x . To do this, the allocation must be upward incentive compatible—this assumption plays
the role of the supermodularity condition in Theorem 2. Since Ma

x may contain multiple
contracts, we must take care to ensure that the maximal type in a higher category prefers the
deviation contract to all contracts in Ma

x—either condition (a) or condition (b) is sufficient
to do this. Part (ii) eliminates upward incentive compatibility at the cost of an additional
deviation contract. As in the first part, we need either condition (c) or condition (d) to
ensure that the targeted types prefer the deviation contract to all options in the menu Ma

x .

5 Heterogeneous Wealth

Our baseline model assumes that all agents have the same initial wealth level. In reality,
wealth varies. In this section we show how to accommodate wealth heterogeneity and extend
our earlier results. To represent different wealth levels, an agent’s category is now a pair
(w, x) in which w ∈ E = {w, ..., w} is the initial wealth. An agent in category (w, x),
after suffering event ω and receiving net transfer z, experiences utility u(w, z, ω, x). We
assume utility is strictly increasing in wealth. Moreover, for all w, ω and x, there is some
zwω,x ∈ [−∞, 0) such that u(w, z, ω, x) is strictly increasing and strictly concave in z on
(zwω,x,∞), equal to −∞ for z ≤ zwω,x, and satisfies

lim
z→zwω,x

u(w, z, ω, x) = −∞ and lim
z→zwω,x

u′(z, ω, x) = −∞.

Agents in category (w, x) have risk types in the finite set Θw,x, and we write T for the set of all
triples (w, x, θ). The commonly known distribution of types is µ, with marginal distribution
µE on E. Each agent knows her own type (w, x, θ), the firm observes the category (w, x) of
each agent, and the regulator observes the wealth w of every agent—for instance, because
people declare income when filing taxes. The timing of moves remains the same as before.
Since the regulator can observe wealth, she can directly enforce the set of menus offered to
each wealth level. The regulator chooses a regulatory policy R = {Rw}w∈E—the set Rw

contains menus the firm is permitted to offer to agents with wealth w. Without loss of
generality we restrict attention to regulatory policies in which Rw = {Mw,x}x∈X .

An allocation a = {aw}w∈E specifies a set of contracts aw covering each type within a
wealth level w. Given the allocation, we write W (aw, w) and π(aw, w) respectively for the
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expected welfare of agents with wealth level w and the expected profit the firm obtains from
agents with wealth level w. Total consumer surplus under the allocation is

W (a) :=
∑
w∈E

µE(w)W (aw, w),

and the firm’s expected profit is

π(a) :=
∑
w∈E

µE(w)π(aw, w).

There are subtleties in defining our objective with wealth heterogeneity. With a utilitarian
objective, a planner may be tempted to use insurance contracts not just to insure risk, but
to redistribute wealth as well—the planner might require insurance contracts for poor agents
to pay out large sums in all events, effectively creating a wealth transfer. Since our focus
is on the regulation of insurance provision, we deliberately avoid such policies. To this end,
we assume our regulator cannot seek to implement allocations in which any agent is better
off after a loss event relative to suffering no loss and paying no premium. Formally, for
any allocation a that the regulator seeks to implement, if an agent in category (w, x) buys
contract (p, t), we impose that

u(w, 0, ω0, x) ≥ u(w, t(ω)− p, ω, x)

for all ω ∈ Ω.

Suppose the regulator’s objective is to maximize a social welfare function F
(
W (a), π(a)

)
that is strictly increasing in its first argument, weakly increasing in its second, and satisfies
F (−∞, π) = −∞ for all π. In this setting, we obtain an analog to Proposition 2: the first-
best allocation entails all agents in category (w, x) buying the same contract (p∗w, t

∗
w,x) in

which transfers equate the marginal utility of money across loss events, and the premium is
increasing in wealth. Applying Theorems 2 and 3 wealth level by wealth level shows that
we can implement this first-best allocation under the natural order conditions. One can
similarly extend Theorem 4.

6 Constrained Regulation

Two important policy questions related to insurance regulation are whether we should
prevent firms from excluding customers and whether we should mandate buying insurance.
While optimal policy requires both features—implementation depends on the firm offering
insurance to all agents and all agents buying insurance—regulators may not always have
the ability to enforce them. This section explores policies when the regulator faces more
constraints.

We can capture many natural restrictions through constraints on the space of permissible
policies. Here are a few examples:
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• All agents must have the same options. In this case, the regulator is constrained to
policies R that contain a single menu M . Such a constraint might arise as the result
of anti-discrimination laws, or strong fairness norms. The regulator’s problem is then
to optimize within this restricted class of policies

• The regulator can enforce contracts but not menus. If a regulator is unable verify
whether the firm includes particular contracts in the menus it privately offers to agents,
then the firm may be able to construct its own menus from some grand set of permissible
contracts. In this case, the regulator is constrained to policies of the form R = 2M \{∅}
for some menu M .

• Firms can refuse service. In the absence of strong laws mandating that the firm must
offer insurance to all agents, the regulator faces the constraint that {(0, 0)} ∈ R in any
policy: the firm retains the right to offer the null menu.

• Agents can opt out. In the absence of the ability to enforce an individual insurance
mandate, the regulator faces the constraint that (0, 0) ∈M for all M ∈ R.

The use of insurance mandates is particularly relevant to recent debates in the United
States. We explore the second example above in the next subsection. We highlight how
insurance mandates might harm agent welfare in this setting if the regulator is unable to
ensure that the firm offers specific menus.

6.1 Insurance Mandates: A Double-Edged Sword

In this section we assume that the regulator seeks to maximize total consumer surplus—
the first-best allocation gives the firm zero profit. To implement the first-best allocation,
the regulator must be able to ensure that whenever the firm offers a particular contract,
it also offers the corresponding deviation contract(s). Absent this enforcement power, the
firm could construct its own menus by picking and choosing contracts that appear in some
permitted menu, which would undermine the regulator’s goals. In the model of section 3,
the firm would offer the lowest coverage contract to all categories, leading to positive profits
and lower agent welfare. We explore how a lack of enforcement power interacts with an
individual mandate to buy insurance.

Definition 7. A regulatory policy with unenforceable menus comprises a finite set
of contracts Y . If there is an insurance mandate, the corresponding regulatory policy is
R = 2Y \ {∅}. If there is no insurance mandate, the corresponding regulatory policy is
R = {M ∪ {(0, 0)} : M ∈ 2Y \ {∅}}.

With unenforceable menus, once a contract is permitted in some menu, the regulator
cannot prevent the firm from including it, or excluding it, in any offer it makes to an agent.
In general, the firm’s incentive problem becomes complicated because the set of possible
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menus is large, and the firm may want to construct menus to screen within each category.
To simplify the analysis, for the rest of this section we assume that there is a single risk type
within each category (i.e. |Θx| = 1 for every x ∈ X), so the firm knows the risk type and
simply offers its most preferred contract to each agent. Within this simplified setting, we
show that it may be optimal to make insurance optional. Intuitively, the ability of agents to
opt out imposes some discipline on what the firm offers, and this can more than offset the
benefit of universal coverage.

Take the deterministic loss model with two events ω0 and ω1 from section 3. There are
two categories x ∈ {L,H}, each with a single risk type, and we assume `H > `L and θH > θL.
A fraction µ of agents are in category L. We first consider the case in which insurance is
mandatory. Since there is no need for screening, without loss the firm offers a single contract
to each agent, and the universe of permissible contracts is

Y = {(pH , tH), (pL, tL)}.

Notice that agents have no choice here—they must accept whatever contract the firm offers.
The only incentive constraints are those of the firm. The regulator chooses Y to solve

max µU(L, θL, pL, tL) + (1− µ)U(H, θH , pH , θH)

s.t. µ(pL − θLtL) + (1− µ)(pH − θHtH) ≥ k (FPC)

pL − θLtL ≥ pH − θLtH (FIC-L)

pH − θHtH ≥ pL − θHtL (FIC-H)

The regulator must satisfy the firm’s participation constraint (FPC) and incentive constraints
to offer the correct contract to each type (FIC-L and FIC-H).

Under these assumptions, any policy with mandatory insurance optimally has the firm
offer the same contract to both categories. The firm IC constraints imply

θL(tH − tL) ≥ pH − pL ≥ θH(tH − tL).

While the regulator wants the firm to offer higher coverage to category H, this only happens
if both categories get the same contract.

Proposition 3. In the deterministic loss model with two categories, two risk types, and
two events, any optimal regulatory policy in which insurance is mandatory involves the firm
offering the same contract to every agent: pH = pL = p and tH = tL = t.

Proof. See Appendix. �

If every agent receives the same contract, then at least one category is under-insured or
over-insured. The regulator chooses a single contract (p, t) to maximize expected welfare.
Since the firm’s participation constraint binds, this amounts to choosing t ∈ [`L, `H ] and
setting

p = t(µθL + (1− µ)θH) + k.
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This result highlights a problem with insurance mandates under a weak regulator. If the
regulator cannot force the firm to include deviation contracts in the menus, then the firm
can hold agents hostage, offering only the most expensive contract or the lowest coverage
level. The firm will not offer higher coverage to category H, even at a higher price, because
if doing so is profitable, then it is even more profitable to offer the expensive contract to
category L.

Allowing agents to opt out of insurance can help because it allows us to target different
contracts to different categories—if the contract intended for category H is too expensive
for category L, then the firm is willing to offer a lower cost or lower coverage option to those
agents. However, this entails a trade-off as there is less cross-subsidization across agents.
Which effect is more important depends on the particular parameters. A numerical example
shows that allowing agents to opt out can improve agent welfare.

Example: Optimality of Optional Insurance

Suppose
u(z, ω, x) = log(100− p+ t(ω)− `x(ω)).

Assume that the two categories L and H are equally prevalent, that θL = 0.5 and θH = 0.501,
and that `L = 30 and `H = 114. If insurance is mandatory, the optimal policy prescribes a
single contract (p∗, t∗) ≈ (47.6, 95.3) for all agents. Category L is over-insured, category H
is under-insured, and consumer surplus is approximately 4.048.

If insurance is optional, the regulator can do better by allowing the contracts (30, 60)
and (55.49, 110.7). Category H prefers either contract to the null contract, but the former is
unprofitable since θH > 1

2
, so the firm offers (55.49, 110.7) to H, which is profitable for the

firm. Category L on the other hand would rather go uninsured than pay the high premium.
Consumer surplus is approximately 4.09.

In order to simplify the question of when a mandate is strictly dominated by no mandate,
we focus on the case when there is no fixed cost (k = 0) and look at the limit as θL → θH ,
so that the difference in loses are the main difference between L,H.

Proposition 4. If `L > w, then an insurance mandate is always optimal. If `L < w, then
there exists `H such that, if `H ∈ [`H ,

w
θH

) and |θL − θH | is sufficiently small, it is optimal to
make insurance optional.

Proof. See Appendix. �

Intuitively, the larger the difference in coverage needs between the two categories, the
more costly it is to pool them. The optimal policy with an insurance mandate involves over-
insurance for category L and under-insurance for category H. As `H increases, the optimal
contract with an insurance mandate converges towards full insurance for category H, which

26



is costly for category L. Without the mandate, agents in category L are able to guarantee
their autarky payoff, which is strictly higher than the payoff from buying the contract for
category H. When the regulator cannot force the firm to offer additional options in particular
menus, letting agents opt out provides an alternative way to discipline the firm. This could
become more effective if the regulator were to directly offer some insurance contracts—a
“government option.” Changing the agents’ outside option could allow the regulator to
maintain more cross-subsidization. The interaction of government options with constrained
regulation seems an interesting avenue for further research.

7 Market Structure and the Role of Competition

In real insurance markets, firms typically face some degree of competition. We explore
this here, under the assumption that the regulator wishes to maximize consumer surplus.
From an efficiency perspective, a regulator should prefer a single firm due to fixed costs.
One can extend our analysis to a market with many firms by assuming that all entrants split
the market equally. In this case, the regulatory policy that maximizes consumer surplus is
unchanged from the one-firm case, and only one firm enters the market in equilibrium—if
more firms enter, some firm must make a negative expected profit. While this is reassuring,
the assumption of equal splitting may not be reasonable in practice. In a decentralized
market, an entrant can selectively target agents through advertising. This may facilitate
cream-skimming, even if the entrant is legally required to offer insurance to all agents.
Cream-skimming is a serious concern because this possibility can undermine incentives for
the first firm to enter, or it may force incumbents out of the market.25

Assume our monopolist (the incumbent firm) must serve all consumers, but there is
a potential entrant who may target advertisements to particular categories. Though the
entrant must also serve all consumers, we suppose that an agent defaults to the incumbent
unless she sees an advertisement for the entrant. The entrant offers the same menus as the
incumbent firm, and agents select the same option from a given menu regardless of what firm
they choose. Suppose there is a fixed cost to enter the market κ, and an additional constant
marginal cost c per agent served—this cost is separate from contract payouts, capturing
things like administrative expenses and capital requirements. Hence, we can decompose the
fixed cost of a single firm serving the entire market as k = κ + c. If the entrant captures a
market share α ∈ [0, 1] it incurs costs κ+αc, while the incumbent incurs costs κ+ (1−α)c.

Example: Cream-skimming can render the first best infeasible.

Consider the deterministic loss model with two categories x ∈ {H,L} and two events
ω ∈ {ω0, ω1}—an agent in category x suffers loss `x in event ω1, which occurs with probability
θx. In the optimal allocation, both types get full insurance at a common price p∗, and

25This issue has been studied since at least the seminal work of Rothschild and Stiglitz [1976].
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the incumbent’s participation constraint binds. Selling to all consumers never covers the
entrant’s fixed costs, but targeting only category L, with `L ≤ `H and θL ≤ θH , can be
profitable. If the entrant claims a share α ∈ [0, 1] of category L agents, then entry is strictly
profitable if

αµ(L, θL)(p∗ − θL`L − c) > κ.

If fixed costs are sufficiently small, or the difference between types is sufficiently large, entry
is profitable, and the first-best allocation cannot be implemented as the outcome of an
equilibrium.

How well can the regulator do when entrants might cream-skim? Let Xc ⊂ X denote
the set of categories the entrant chooses to serve, and suppose the entrant can claim a share
αx ∈ [0, 1] of category x. The entrant can then earn a profit of

πe(a) = max
Xc⊂X

∑
x∈Xc

αx
∑
θ∈Θ

µ(x, θ)(Π(x, θ, (p, t)x,θ)− c)− κ.

Entry is not a problem as long as the allocation satisfies a no cream-skimming constraint:

πe(a) ≤ 0. (FCS)

The natural analog to our optimal allocation, given the no cream-skimming constraint, is
the solution to

max
a

W (a) (CFB)

s.t. π(a) ≥ 0

πe(a) ≤ 0

We solve the regulator’s problem subject only to the incumbent firm’s participation con-
straint π(a) ≥ 0 and the entrant firm’s no cream-skimming constraint πe(a) ≤ 0.

In this version of a second-best allocation, the regulator targets a single contract to
each category, offering full insurance, but the price can differ across categories. Offering
lower prices to lower risk agents is necessary to prevent cream-skimming, but this also limits
cross-subsidization.

Proposition 5. The solution to (CFB) provides a contract (px, t
∗
x) to all types in category

x. If the strong risk-order condition holds, there exists a 3-option regulatory policy that
implements this allocation.

Proof. The argument that the second-best allocation provides the same contract to all agents
in the same category is analogous to Proposition 2, and we omit it. Implementability is a
corollary of the proof of Theorem 3.26 �

26Implementing with 2-option menus is delicate in this setting because charging different prices to different
categories makes it difficult to check upward incentive compatibility of the second-best allocation.
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Our second-best allocation which solves (CFB) implicitly assumes the regulator wants
to prevent entry. If there are many potential entrants and free entry into the market, then
πe(a) ≤ 0 must hold in any equilibrium allocation. Therefore the regulator can do weakly
better by deterring entry.

8 Discussion

Interpreting first-best allocations: In general, the first-best allocation of Proposition 2 does
not fully insure each category, instead providing a level of coverage based on the distribution
of outcomes. The allocation is optimal with respect to constraints based on what the firm
can verify. Though feasible to provide full insurance, doing so is inefficient and in practice
leads to over-insurance—imagine sending every individual with a headache for an MRI scan.
Rationing expensive procedures is essential for any healthcare system that spreads the bur-
den of costs to subsidize those in greatest need. The allocation therefore covers expensive
treatments only for those who are most likely to need them.

Deviation contacts: Deviation contracts are never used in equilibrium, but they provide
crucial off-path incentives. If the firm deviates, these contracts provide attractive options
to some agents that are unprofitable for the firm. To prevent the firm from offering menus
intended for lower categories to agents in higher categories, we include an upward deviation
contract with a higher premium and larger payouts—think about an add-on that provides
extra coverage beyond the intended contract at a price below cost. To prevent the firm
from offering menus intended for higher categories to agents in lower categories, we include a
downward deviation contract with a lower premium and lower payouts. These draw low risk
individuals away from more expensive plans that help subsidize higher risk customers—think
about “catastrophic plans” with high deductibles.27 On a technical level, our construction
of the deviation contract highlights how a single-crossing condition is important not just for
agent incentives but also for the firm’s incentives in this delegated design problem.

One possible objection is that our construction relies on extremely high payouts in a
single, potentially rare, loss event—this feature might create problems for implementation
in practice. There are at least two reasons why such an objection is misplaced. First,
the construction in our proof is by no means unique. Depending on the exact losses and
distributions, there may be many ways for a deviation contract to satisfy incentives. If higher
categories suffer higher losses in many events, or if there are several risk types that find the
deviation contract attractive, then a deviation contract could offer large but not extreme
payouts. Second, the better the firm can distinguish risk levels, the less meaningful this
objection becomes. As firms gather more informative data about their customers, it should
get easier to design appropriate deviation contracts without extreme payouts.

27In principle, the contract we construct can (but not necessarily) involve net transfers from the firm to
the agent in the no-loss event, implying negative prices for these contracts. Though an odd feature, these
contracts are never sold in equilibrium, and this provides a benchmark for what regulation can achieve.
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Big data and consumer welfare: Our results call attention to a potentially surprising impli-
cation: with a strong regulator seeking to maximize consumer welfare, consumers are better
off when the firm knows more about them. If the firm had no more information than the
regulator, the optimal policy would simply specify one menu that the firm is permitted to
offer all agents. Our implementation depends on the firm’s information to target the right
contract to the right category—without this information, optimal risk-sharing is infeasible.
In Appendix B, we extend the model to allow for firm uncertainty about agents’ categories.
We show that as the firm’s information about categories becomes finer, maximal consumer
surplus increases under optimal regulation—the more accurate the firm’s information, the
more precisely the firm can target coverage according to need.

Agent sophistication: Our model assumes that agents have at least as much information
about their own risks as the firm does. Given firms’ increasing use of consumer data, ques-
tioning this assumption seems reasonable. In principle, an individual who pays attention
to her own health and stays up-to-date about risk factors may be more informed than a
firm. However, few invest significant effort in acquiring such information. Nevertheless, as
long as some individuals exert this effort, our implementation result is robust. Imagine that
most agents are uninformed, knowing neither their categories nor their risk types, but some
agents, comprising a positive fraction of the population, are. Our implementation results
continue to hold in this setting—we simply need to make the deviation contract sufficiently
costly for the firm, so the presence of some informed agents is enough to provide incentives.
In the corresponding equilibrium, uninformed agents who are offered menu Mx assume that
x is their category and choose the intended contract from the menu, while informed agents
choose the contract that is optimal for them.

We view the simplicity of our optimal regulatory policy as important for the practical
significance of the analysis. In principle, regulatory policies can be quite complex in our
setting, with each menu specifying a different contract for every possible type. There is
extensive evidence that consumers suffer from choice overload when facing large complex
sets of alternatives [Chernev et al., 2015]. In other settings, this can undermine a planner’s
intent, but we only require consumers to choose between two (or three) options.

Moral hazard: One reason that efficiency is typically infeasible in insurance problems is due
to (ex-ante) moral hazard on the part of agents. Incentivizing agents to take precautions
requires that they bear some costs from a loss, implying underinsurance relative to an efficient
benchmark. Moral hazard is well-studied in insurance settings, and is arguably a second-
order issue for health insurance as individuals necessarily suffer the discomfort of being ill
whether or not they are paying for treatment. Regardless, we can augment our model to allow
for agent moral hazard. In this case, the regulator faces the usual problem of incentivizing
good behavior among agents, but the essence of our result remains valid: the regulator
can still use deviation contracts to fully leverage the firm’s information and implement a
constrained optimal allocation.

Technical extensions: Many natural extensions to our framework are straightforward. Little
changes if we assume compact—rather than finite—sets of categories and types. Moreover,
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one can further extend the implementation result to allow even weaker order conditions on
agent categories if one is willing to include additional deviation contracts in each menu.
Generically, we can strengthen our main result to implement the desired allocation as a
unique equilibrium—to do this, simply adjust the payouts of our deviation contracts by ε to
break indifference and make consumer best replies strict. As long as the allocation entails
strictly positive firm profits, one can make the firm’s best response strict as well.

9 Final Remarks

This paper introduces a new framework to think about regulation. We view a regu-
lator’s problem as one of delegating the design of a mechanism. Such delegation is often
necessary due to large amounts of decentralized information—the regulator seeks to improve
outcomes across a large set of economic transactions involving different parties with unique
circumstances. Nevertheless, because the underlying mechanism design problem allows the
regulator to leverage competing incentives, there are plausible conditions under which there
is no loss from delegation. Although our focus has been on insurance markets, we believe
this insight is valid more generally.

Regulation in insurance markets has large welfare implications, and the increasing preva-
lence of big data provokes new questions for optimal regulatory policy. Our analysis high-
lights important features of successful regulatory regimes. Under mild conditions, a simple
policy that combines an individual insurance mandate, a ban on exclusion from insurance,
and requirement that the firm offers one or two additional options to each customer, can
implement a socially optimal allocation. While an unregulated firm would design menus to
screen agents for willingness to pay, resulting in inefficiency, optimal regulation limits the
firm’s choices and prevents screening. The policy leverages the firm’s information optimally,
ensuring that the firm gains no information rents. This latter principle remains true for an
even broader class of regulator objectives.

Our results suggest several promising avenues for further work. One important question
is how regulation might affect incentives for firms to gather the data that allows better
targeting. Providing such incentives over the long run may require granting firms some
information rents. An analysis of the trade-off between providing such incentives and the
social value of information thereby obtained could prove enlightening. We have emphasized
at several points the practical importance of simple menus and simple policies. However,
firms may have detailed data distinguishing many different categories, which according to
our regulatory policies necessitates a large set of menus carefully tailored to each. Natural
questions include how closely the regulator can approximate optimal allocations using a
limited number of menus, and how well regulation can perform when the regulator is unsure
how much information the firm has.

Beyond these immediate questions, our framework highlights a new approach to studying
the regulation of mechanisms, a relatively unexplored subject. In many other domains,
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authorities restrict the contracts into which parties can enter. For instance, employers are
subject to wage and anti-discrimination regulations. Taxi services and hotels are subject
to certification and insurance requirements. Exploring the interplay between contracting
parties’ incentives, and how contract restrictions can take advantage of this, may lead to
new and better regulatory approaches.
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A Omitted Proofs

Proof of Proposition 2

Let uz(z, ω, x) := ∂u(z,ω,x)
∂z

be the marginal utility of wealth in event ω for type x. Suppose
that for some ω, ω′ and (x, θx), (x

′, θx′), allowing either ω′ = ω′ or (x, θx) = (x′, θx′), we have

uz(t
x
x,θ(ω)− pxx,θ, ω, x) > uz(t

x′

x′,θ′(ω
′)− px′x′,θ′ , ω′, x′).

We show that it is possible to increase the average utility of the agents while holding the
firm’s profit constant.

Define the set of triples

A = arg max
(x,θx,ω)

uz(t
x
x,θ(ω)− pxx,θ, ω, x),

and let
Q =

∑
(x,θ,ω)∈A

θ(ω)µ(x, θx)

denote the total probability of all such triples (x, θ, ω). Define an alternative allocation with
the same prices, but different transfers

t̂xx,θ(ω) =

{
txx,θx(ω)− ε

1−Q if (x, θx, ω) /∈ A
tx
′

x′,θ′(ω
′) + ε

Q
if (x, θx, ω) ∈ A.

By construction, this new allocation gives the same profit to the firm.

We now verify that for sufficiently small ε, the new allocation yields a strict improvement
for the regulator. The new allocation gives welfare

W =
∑

(x,θ,ω)∈A

u

(
txx,θ(ω)− pxx,θ +

ε

Q
, ω, x

)
µ(x, θ)θ(ω)

+
∑

(x,θ,ω)/∈A

u

(
txx,θ(ω)− pxx,θ −

ε

1−Q
,ω, x

)
µ(x, θ)θ(ω)

At ε = 0, this is equal to the welfare from the original allocation. Taking the derivative with
respect to ε at ε = 0 gives

dW

dε

∣∣∣
ε=0

=
1

Q

∑
(x,θ,ω)∈A

uz
(
txx,θ(ω)− pxx,θ, ω, x

)
µ(x, θ)θ(ω)

− 1

1−Q
∑

(x,θ,ω)/∈A

uz
(
txx,θ(ω)− pxx,θ, ω, x

)
µ(x, θ)θ(ω),
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which is strictly positive because every marginal utility in the first sum is strictly larger than
every marginal utility in the second. Hence, the original allocation was not optimal, and we
conclude that the marginal utilities must be equal in an optimal allocation. Since utility in
the no-loss event ω0 is the same for all types, this implies that all types must pay the same
price p∗.

Proofs of Theorems 2, 3, and 4

We first prove Theorem 4 and then show that Theorems 2 and 3 are immediate corollaries.

Proof of Theorem 4. Throughout this proof we suppress the dependence of θx(ω1) and rx(ω1)
on the event ω1, writing simply θx and rx. Similarly, we write θx and rx in place of θx(ω1)
and rx(ω1). We also write z for zω0,x

—by the assumption that all categories have the same
utility in event ω0, this is well-defined. Starting with statement (i), we construct deviation
contracts (px, tx) so that type

(
x, θx

)
is indifferent between the intended contract (p, t)x,θx

and the deviation contract. This means that∑
ω∈Ω

θx(ω)u(tx,θx(ω)− px,θx , ω, x) =
∑
ω∈Ω

θx(ω)u(tx(ω)− px, ω, x).

Define (px, tx) so that

tx(ω)− px =


tx,θx(ω)− px,θx if ω /∈ {ω0, ω1}
−px if ω = ω0

t̂x − px if ω = ω1.

Hence, the indifference condition reduces to

rx·
(
u
(
tx,θx(ω1)− px,θx , ω1, x

)
− u
(
tx − px, ω1, x

))
= u(−px, ω0, x)− u

(
tx,θx(ω0)− px,θx , ω0, x

)
. (2)

Since a solves (RP), we know W (a) > −∞, implying u(tx,θx(ω) − px,θx , ω, x) is finite for

all x, and tx,θx(ω0) − px,θx > z. For all tx > tx,θx(ω1), the same argument as in the proof

of Theorem 1 shows there is a unique px(tx) ∈ (px,θx − tx,θx(ω0),−z), with px(tx) strictly

increasing in tx, that satisfies (2).

For any tx, set px = px(tx) and construct menus Mx = Ma
x ∪ {(px, tx)} for each x. To

complete the proof, we show we can choose tx > tx,θx(ω1) such that, for all x,

(A) If x′ � x, type (x′, θ) prefers some contract in Ma
x over (px, tx), and

(B) If x′ � x,

i) Type (x′, θ) with θ(ω1)
θ(ω0)

≥ rx prefers (px, tx) from Mx, and
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ii) The firm prefers the intended allocation to category x′ over the expected profit
from offering Mx to category x′ when type (x′, θx′) chooses (px, tx).

These properties are sufficient for implementation—we can construct a PBE of the game
induced by the regulatory policy in which the firm offers Mx to category x, and types choose
the contract the allocation specifies for them. If the firm deviates and offers Mx to category
x′ � x, then all risk types θ with θ(ω1)

θ(ω0)
≥ rx choose (px, tx)—this deters the deviation.

Upward incentive compatibility ensures the firm does not deviate in the other direction.

To establish property (A), consider a type (x′, θ) with x′ � x. Such an agent prefers
(p, t)x,θx ∈M

a
x over (px, tx) as

U(x′, θ, (p, t)x,θx)− U(x′, θ, (px, tx(px)))

= θ(ω0)
[
u(tx,θx(ω0)− px,θx , ω0, x

′)− u(−px(tx), ω0, x
′)
]

+ θ(ω1)
[
u(tx,θx(ω1)− px,θx , ω1, x

′)− u(tx − px(tx), ω1, x
′)
]

= θ(ω0)

[
u(tx,θx(ω0)− px,θx , ω0, x

′)− u(−px(tx), ω0, x
′)

+
θ(ω1)

θ(ω0)

(
u(tx,θx(ω1)− px,θx , ω1, x

′)− u(tx − px(tx), ω1, x
′)
)]

≥ θ(ω0)

[
u(tx,θx(ω0)− px,θx , ω0, x

′)− u(−px(tx), ω0, x
′)

+ rx
(
u(tx,θx(ω1)− px,θx , ω1, x

′)− u(tx − px(tx), ω1, x
′)
)]

≥ θ(ω0)

[
u(tx,θx(ω0)− px,θx , ω0, x)− u(−px(tx), ω0, x)

+ rx
(
u(tx,θx(ω1)− px,θx , ω1, x)− u(tx − px(tx), ω1, x)

)]
= 0.

The first inequality holds because the weak risk-order condition implies θ(ω1)
θ(ω0)

≤ rx, and

u(tx,θx(ω1)− px,θx , ω1, x
′)− u(tx − px(tx), ω1, x

′) < 0.

To see the latter, note that since px(tx) > px,θx−tx,θx(ω1), the left hand side of (2) is positive,
so the inequality holds for x′ = x. Since u is supermodular in z, x at ω1, the inequality holds
for x′ � x. The second inequality follows because u(z, ω0, x) = u(z, ω0, x

′) for all z and
supermodularity implies

u(tx,θx(ω1)− px,θx , ω1, x
′)− u(tx − px(tx), ω1, x

′)

≥ u(tx,θx(ω1)− px,θx , ω1, x)− u(tx − px(tx), ω1, x)

The last equality is immediate from (2).
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For property (B) i), take x′ � x, and consider a type (x′, θ) with θ(ω1)
θ(ω0)

≥ rx. An analogous

argument first shows that agents of this type prefer (px, tx) over (p, t)x,θx . If (a) holds, then we

are done. If (b) holds, then we can increase tx until type (x′, θ) prefers the deviation contract

over any (p, t) in Ma
x—this is possible because u(z, ω1, x

′) is unbounded and θ(ω1)
θ(ω0)

> rx, so

the payoff difference between (px, tx) and (p, t)x,θx is unbounded as we increase tx.

For property (B) ii), we bound the expected profit of the firm from offering menu Mx to
category x′ � x. This profit is at most some constant plus

µx′(θx′)
(
px(tx)− θx′(ω1)tx

)
.

By taking tx sufficiently large, this becomes arbitrarily negative: if z is finite, px(tx) is
bounded above by −z. If z = −∞, then because u is concave and unbounded below in z,
we have limtx→∞ p

′
x(tx) = 0, and the result follows.

The proof of statement (ii) in Theorem 4 is broadly the same. The construction of
the deviation contract (px, tx) is the same. As the allocation a may no longer be upward
incentive compatible, we add a second deviation contract, (p

x
tx), to Mx. The construction

of the downward deviation contract is substantially identical to that of the upward deviation
contract—the roles of event ω1 and ω0 are just switched. (p

x
, tx) is defined so that type

(x, θx) is indifferent between it and (p, t)x,θx , and the deviation contract specifies lower net
transfers in event ω1, and higher net transfers in ω0. By the strong risk-order condition, we
can choose the net transfer in event ω0 appropriately so that all types in category x′ � x
prefer some contract in Ma

x over (p
x
, tx), types (x′, θ) with x′ ≺ x and θ(ω1)

θ(ω0)
≤ rx prefer

(p
x
, tx) over all contracts in Mx, and the firm prefers to offer Mx′ over Mx to x′ ≺ x if type

(x′, θx) chooses (p
x
, tx) from Mx. In principle this can require setting tx(ω0) > 0, with a

positive net transfer in event ω0. �

Proofs of Theorems 2 and 3. By Proposition 2, the first-best allocation has the property that
Ma

x is a singleton for each x so is trivially agent incentive compatible. It must therefore be
the solution to (RP) with G(a) = F (W (a), π(a)). If the strong risk-order condition holds,
an application of Theorem 4 proves Theorem 3.

For Theorem 2, we show that if u(z, ω, x) is supermodular in z, x for all ω ∈ Ω, then
the first-best allocation is upward incentive compatible. Supermodularity implies that t∗x(ω)
is increasing in x for all ω. Therefore, selling (p∗, t∗x) is more profitable than (p∗, t∗x′) when
x′ � x, for all types. Upward incentice compatibility follows. By the weak risk-order
condition, we can apply Theorem 4 to complete the proof. �

Proof of Proposition 3

Let (pH , tH), (pL, tL) be an optimal policy. The firm’s participation constraint clearly
binds. The firm’s IC constraints require that

θL(tH − tL) ≥ pH − pL ≥ θH(tH − tL).
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If tH ≥ tL, this can only be true if the two contracts are identical since θH > θL. We show
that tH ≥ tL in any optimal allocation.

Suppose tL > tH . At most one of the two IC constraints can bind. Suppose

pH − pL = θL(tH − tL) > θH(tH − tL),

meaning that FIC-H is slack. The Lagrangian for the regulator’s problem is

L =µ[(1− θL)u(w − pL) + θLu(w − pH + tL − `L)]

+ (1− µ)[(1− θH)u(w − pH) + θHu(w − pH + tH − `H)]

+ λ[µ(pL − θLtL) + (1− µ)(pH − θHtH)] + γ(pL − θLtL − pH + θLtH),

where λ ≥ 0 is the multiplier for the participation constraint, and γ ≥ 0 is the multiplier for
the lone IC constraint. The necessary first-order conditions with respect to tL and tH are

u′(w − pL + tL − `L) = λ+
γ

µ
, u′(w − pH + tH − `H) = λ− γ

1− µ
θL
θH
.

Since pH − pL > θH(tH − tL) > tH − tL, we have

w − pH + tH − `H < w − pL + tL − `H < w − pL + tL − `L.

This implies that marginal utility marginal utility in the loss event is higher for type H than
for type L. From the first order conditions, this implies

γ

µ
< − γ

1− µ
θL
θH
,

which is impossible. We conclude that FIC-L is slack: pH − pL < θL(tH − tL).

We next show that tH = `H . If tH > `H , then H has higher wealth in the loss event than
in the no-loss event. Construct an alternative policy (pL, tL), (p′H , t

′
H) with p′H = pH − ε

and t′H = tH − ε
θH

. By construction, this leaves the firm’s profit unchanged, and FIC-H still
holds. FIC-L also holds because

pL − θLtL ≥ pH − θLtH > pH − θLpH − ε+
θL
θH
ε.

Concavity of u implies this allocation yields a strict welfare improvement. If tH < `H , then
H has higher wealth in the no-loss event than in the loss event. Construct an alternative
policy (pL, tL), (p′H , t

′
H) with p′H = pH + ε and t′H = tH + ε

θH
. By construction, this leaves

the firm’s profit unchanged, and FIC-H still holds. Because the constraint was slack, FIC-L
also holds for sufficiently small ε. Concavity of u again implies this allocation yields a strict
welfare improvement. We conclude that tH = `H . Moreover, this implies that tL > `H > `L,
so L has higher wealth in the loss event than in the no-loss event.

To complete the proof, we consider two cases. First, suppose FIC-H is slack. Construct
an alternative policy (p′L, t

′
L), (pH , tH) with p′L = pL − ε and t′L = tL − ε

θL
. By construction,
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this leaves the firm’s profit unchanged, and both FIC-L and FIC-H hold for small enough
ε since both constraints were slack. Concavity of u implies this allocation yields a strict
improvement, so the original allocation was not optimal.

Now suppose that FIC-H binds. The corresponding Lagrangian is

L =µ[(1− θL)u(w − pL) + θLu(w − pH + tL − `L)]

+ (1− µ)[(1− θH)u(w − pH) + θHu(w − pH + tH − `H)]

+ λ[µ(pL − θLtL) + (1− µ)(pH − θHtH)] + γ(pH − θHtH − pL + θHtL),

where λ ≥ 0 is the multiplier for the participation constraint, and γ ≥ 0 is the multiplier for
the lone IC constraint. The necessary first-order conditions with respect to pL, tL, and tH
are

(1− θL)u′(w − pL) + θLu
′(w − pL + tL − `L) = λ− γ

µ
,

u′(w − pL + tL − `L) = λ− γ

µ

θH
θL
, and u′(w − pH + tH − `H) = λ+

γ

1− µ
.

Substituting the second into the first gives

u′(w − pL) = λ− γ

µ

1− θH
1− θL

.

Note that
w − pL < w − pH = w − pH + tH − `H < w − pL + tL − `L,

which implies u′(w − pL) > u′(w − pH + tH − `H). This means

−γ
µ

1− θH
1− θL

>
γ

1− µ
,

which is impossible. Therefore the necessary conditions for optimality cannot be satisfied.
We conclude that tH ≥ tL as desired. �

Proof of Proposition 4

Consider the optimal contract under the mandate. We know that both types receive (p, t).
Because the firm’s participation constraint, will bind, we know p = (µθL + (1− µ)θH)t. It is
straightforward when θH ≈ θL to show that t ∈ (`L, `H). Consider the optimal contract with
a mandate when `H = w

θH
− ε for some ε > 0. In order for H to not receive negative infinite

utility, it must be that w − p + t > w
θH
− ε. Because, when θL ≈ θH , the optimal payment

p ≈ θHt, we get w − p < ε θH
1−θH

. As ε→ 0, L’s utility approaches −∞.

Suppose the regulator drops the mandate and only allows the firm to offer (p, t) =
(θH`H , `H). For `H high enough, the autarky outcome for L strictly higher utility than under
the mandate. H prefers the new contract to the previous mandate contract when θH ≈ θL
because t < `H and H benefits from moving to an zero-profit contract with undercoverage
to a zero-profit contract with full-coverage. �
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B Firm Uncertainty about Category

In the baseline model, the firm observes each agent’s category perfectly. However, it is
possible that firms may only possible partial information about an agent’s category. We
generalize the information structure to allow for this and discuss how the main results can
be extended. We then show that as the firm’s information about the agent’s category becomes
finer, consumer surplus increases in any efficient allocation.

We first need to introduce some additional notation. Write X = {x1, ..., xN}, with
x1 ≺ ... ≺ xN , and let an interval in X be a subset of consecutive elements of X. A
grouping Y , is a partition of X, where every group y ∈ Y is an interval. Y is ordered in
the natural way, according to �Y . For example, X = {x1, x2, x3}, Y = {{x1, x2}, {x3}}, and
{x1, x2} ≺Y {x3}. An agent in category x belongs to a unique group y. We write y(x) as
the group x belongs to, and µy for the conditional distribution of types (x, θ) in a group y.
The firm now observes which group each agent belongs to, and the firm’s choice of menu to
offer from a regulatory policy is measurable with respect to an agent’s group.

This generalization of the information structure allows us to study the precision of the
firm’s information in a natural way. An information structure Y is finer than Y ′ if Y is a
refinement of Y ′. The set of information structures Y is a bounded lattice under this partial
order: Y = {{x1}, ..., {xn}} is the maximum (which was the assumed information structure
in the body of the paper), and Y = {{x1, ...xn}} is the minimum.

We prove a comparative static result based on changes of the information structure—as
the firm’s information becomes finer, maximal consumer surplus under regulation increases.
Some definitions require a little adjustment. Given an information structure Y , the regu-
latory policy specifies a menu for each y ∈ Y . Define the menus Ma

y as the minimal menu
that needs to be offered to the group y in order to implement a.

Definition 8. The allocation a = {(p, t)x,θ}x,θ∈T is agent incentive compatible with
respect to the information structure Y , if

U(x, θ, (p, t)x,θ) ≥ U(x, θ, (p, t))

for every (x, θ) ∈ T and every (p, t) ∈Ma
y(x).

Given an information structure Y , the relaxed regulation problem in which we ignore
firm incentive constraints is:

max
a

W (a) (RP(Y ))

s.t. π(a) ≥ 0

a is agent incentive compatible w.r.t. Y

Let a∗(Y ) be the solution to this problem.
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Proposition 6. Let Y ∈ Y, and suppose the strong risk-order condition holds. Then there
exists a regulatory policy R = {Ma∗(Y )

y ∪ {(py, ty), (py, ty)}}y∈Y that implements a∗(Y ).

Moreover, suppose Y ′, Y ′′ ∈ Y, and Y ′ is finer than Y ′′. Then we have

W (a∗(Y ′)) ≥ W (a∗(Y ′)),

and W (a∗(Y )) > W (a∗(Y )).

Proof. The implementation is an immediate corollary of the proof of Theorem 4—the devi-
ation contracts are targeted towards the maximal risk type in a group. The weak welfare
improvement with finer information comes from the fact that a∗(Y ′′) is agent incentive com-
patible with respect to Y ′′. Therefore, it is agent incentive compatible with respect to Y ′

since agents’ choices in the minimal menus under are a weak subset of those under Y ′′, and
can be implemented under Y ′. The strict difference in maximal consumer surplus between
the maximal and minimal information structures follows from the strong risk-order condition
(more generally it holds whenever there are non-trivial differences between categories). �
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