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Unit-IV 

Cache Coherence and Synchronization 

Cache coherence problem 

An important problem that must be addressed in many parallel systems - any system that allows multiple 

processors to access (potentially) multiple copies of data - is cache coherence. The existence of multiple 

cached copies of data creates the possibility of inconsistency between a cached copy and the shared memory 

or between cached copies themselves. 

 

  

 

 

 

  

 

 

 

 Figure 4.1: Cache coherence problem in multiprocessor 

There are three common sources of cache inconsistency: 

• Inconsistency in data sharing: In a memory hierarchy for a multiprocessor system data inconsistency 

may occur between adjacent levels or within the same level. The cache inconsistency problem occurs 

only when multiple private cache are used.  Thus it is, the possible that a wrong data being 

accessed by one processor because another processor has changed it, and not all changes have yet 

been propagated. Suppose we have two processors, A and B, each of which is dealing with memory 

word X, and each of which has a cache. If processor A changes X, then the value seen by processor B 

in its own cache will be wrong, even if processor A also changes the value of X in main memory 

(which it - ultimately -should). 

 
 

Figure 4.2: Cache coherence problem 

In above example initially, x1 = x2 = X = 5. P1 writes X:=10 using write-through. 

P2 now reads X and uses its local copy x2, but finds that X is still 5. 
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Thus P2 does not know that P1 modified X. 

Thus the cache inconsistency problem occurs when multiple private cache are used and especially the 

problem arose by writing the shared variables. 

• Process migration (even if jobs are independent): This problem occurs when a process containing 

shared variable X migrates from process 1 to process2 using the write back cache on the right. Thus 

another important aspect of coherence is serialization of writes - that is, if two processors try to write 

'simultaneously', then (i) the writes happen sequentially (and it doesn't really matter who gets to 

write first - provided we have sensible arbitration); and (ii) all processors see the writes as occurring in 

the same order. That is, if processors A and B both write to X, with A writing first, then any other 

processors (C, D, E) all see the same thing. 

• DMA I/O – this inconsistency problem occur during the I/O operation that bypass the cache. This 

problem is present even in a uniprocessor and can be removed by OS cache flushes) 

• In practice, these issues are managed by a memory bus, which by its very nature ensures write 

serialization, and also allows us to broadcast invalidation signals (we essentially just put the 

memory address to be invalidated on the bus). We can add an extra valid bit to cache tags to mark 

then invalid. Typically, we would use a write-back cache, because it has much lower memory 

bandwidth requirements. Each processor must keep track of which cache blocks are dirty - that is, that 

it has written to - again by adding a bit to the cache tag. If it sees a memory access for a word in a 

cache block it has marked as dirty, it intervenes and provides the (updated) value. There are numerous 

other issues to address when considering cache coherence. 

 

One approach to maintaining coherence is to recognize that not every location needs to be shared (and in fact 

most don't), and simply reserve some space for non-cacheable data such as semaphores, called a coherency 

domain. 

Using a fixed area of memory, however, is very restrictive. Restrictions can be reduced by allowing the MMU 

to tag segments or pages as non-cacheable. However, that requires the OS, compiler, and programmer to be 

involved in specifying data that is to be coherently shared. For example, it would be necessary to distinguish 

between the sharing of semaphores and simple data so that the data can be cached once a processor owns 

its semaphore, but the semaphore itself should never be cached. 

 

In order to remove this data inconsistency there are a number of approaches based on hardware and 

software techniques few are given below: 

• No caches is used which is not a feasible solution 

• Make shared-data non-cacheable this is the simplest software solution but produce low performance if 

a lot of data is shared 

• software flush at strategic times: e.g., after critical sections, this is relatively simple technique but 

has low performance if synchronization is not frequent 

• hardware cache coherence this can be achieved by making memory and caches coherent 

(consistent) with each other,  in other words if the memory and other processors see writes then 

without intervention of the to software 

• absolute coherence all copies of each block have same data at all times 

• It is not necessary what is required is appearance of absolute coherence that is done by making  

temporary incoherence is OK (e.g., write-back cache) 

• In general a cache coherence protocols consist of the set of possible states in local caches, the state in 

shared memory and the state transitions caused by the messages transported through the 

interconnection network to keep memory coherent. There are basically two kinds of protocols 

depends on how writes is handled 
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Snooping Cache Protocol (for bus-based machines); 

With a bus interconnection, cache coherence is usually maintained by adopting a "snoopy protocol", where 

each cache controller "snoops" on the transactions of the other caches and guarantees the validity  of  the  

cached  data.  In a (single-)  multi-stage  network, however, the unavailability of a system "bus" where 

transactions are broadcast makes snoopy protocols not useful. Directory based schemes are used in this case. 

In case of snooping protocol processors perform some form of snooping - that is, keeping track of other 

processor's memory writes. ALL caches/memories see and react to ALL bus events. The protocol relies on 

global visibility of requests (ordered broadcast). This allows the processor to make state transitions for its 

cache-blocks. 

Write Invalidate protocol 

The states of a cache block copy changes with respect to read, write and replacement operations in the 

cache.  The most common variant of snooping is a write invalidate protocol. In the example above, when 

processor A writes to X, it broadcasts the fact and all other processors with a copy of X in their cache mark it 

invalid. When another processor (B, say) tries to access X again then there will be a cache miss and either 

• in the case of a write-through cache the value of X will have been updated (actually, it might not 

because not enough time may have elapsed for the memory write to complete - but that's another 

issue); or 

• in the case of a write-back cache processor A must spot the read request, and substitute the correct 

value for X. 

 
Figure 4.3: Write back with cache 

 

 
Figure 4.4:  Write through with cache 

An alternative (but less-common) approach is write broadcast. This is intuitively a little more obvious - when 

a cached value is changed, the processor that changed it broadcasts the new value to all other processors. 

They then update their own cached values. The trouble with this scheme is that it uses up more memory 
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bandwidth. A way to cut this is to observe that many memory words are not shared - that is, they will only 

appear in one cache. If we keep track of which words are shared and which are not, we can reduce the 

amount of broadcasting necessary. There are two main reasons why more memory bandwidth is used: in an 

invalidation scheme, only the first change to a word requires an invalidation signal to be broadcast, whereas 

in a write broadcast scheme all changes must be signaled; and in an invalidation scheme only the first change 

to any word in a cache block must be signaled, whereas in a write broadcast scheme every word that is 

written must be signaled. On the other hand, in a write broadcast scheme we do not end up with a cache miss 

when trying to access a changed word, because the cached copy will have been updated to the correct 

value. 

 
Figure 4.5: write back with broadcast 

If different processors operate on different data items, these can be cached. 

1. Once these items are tagged dirty, all subsequent operations can be performed locally on the cache without 

generating external traffic. 

2. If a data item is read by a number of processors, it transitions to the shared state in the cache and all 

subsequent read operations become local. 

In both cases, the coherence protocol does not add any overhead. 

 

Directory-based Protocols 

When a multistage network is used to build a large multiprocessor system, the snoopy cache protocols 

must be modified. Since broadcasting is very expensive in a multistage network, consistency commands are 

sent only to caches that keep a copy of the block. This leads to Directory Based protocols. A directory is 

maintained that keeps track of the sharing set of each memory block. Thus each bank of main memory can 

keep a directory of all caches that have copied a particular line (block). When a processor writes to a 

location in the block, individual messages are sent to any other caches that have copies. Thus the Directory-

based protocols selectively send invalidation/update requests to only those caches having copies—the 

sharing set leading the network traffic limited only to essential updates. Proposed schemes differ in the 

latency with which memory operations are performed and the implementation cost of maintaining the 

directory 

The memory must keep a bit-vector for each line that has one bit per processor, plus a bit to indicate 

ownership (in which case there is only one bit set in the processor vector). 

 
 

Figure 4.5: Directory based protocol 

These bitmap entries are sometimes referred to as the presence bits. Only processors that hold a particular 

block (or are reading it) participate in the state transitions due to coherence operations. Note that there may 

be other state transitions triggered by processor read, write, or flush (retiring a line from cache) but these 

transitions can be handled locally with the operation reflected in the presence bits and state in the directory. If 
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different processors operate on distinct data blocks, these blocks become dirty in the respective caches and all 

operations after the first one can be performed locally. 

If multiple processors read (but do not update) a single data block, the data block gets replicated in the caches 

in the shared state and subsequent reads can happen without triggering any coherence overheads. 

Various directory-based protocols differ mainly in how the directory maintains information and what 

information is stored. Generally speaking the directory may be central or distributed. Contention and long 

search times are two drawbacks in using a central  directory  scheme.  In  a  distributed-directory  scheme,  

the  information  about memory blocks is distributed. Each processor in the system can easily "find out" where 

to go for "directory information" for a particular memory block. Directory-based protocols fall under one of 

three categories: 

Full-map directories, limited directories, and chained directories. 

This full-map protocol is extremely expensive in terms of memory as it store enough data associated with each 

block in global memory so that every cache in the system can simultaneously store a copy of any block of 

data. It thus defeats the purpose of leaving a bus-based architecture. 

A limited-map protocol stores a small number of processor ID tags with each line in main memory. The 

assumption here is that only a few processors share data at one time. If there is a need for more 

processors to share the data than there are slots provided in the directory, then broadcast is used instead. 

Chained directories have the main memory store a pointer to a linked list that is itself stored in the caches. 

Thus, an access that invalidates other copies goes to memory and then traces a chain of pointers from 

cache to cache, invalidating along the chain. The actual write operation stalls until the chain has been 

traversed. Obviously this is a slow process. 

Duplicate directories can be expensive to implement, and there is a problem with keeping them consistent 

when processor and bus accesses are asynchronous. For a write-through cache, consistency is not a problem 

because the cache has to go out to the bus anyway, precluding any other master from colliding with its access. 

But in a write-back cache, care must be taken to stall processor cache writes that change the directory while 

other masters have access to the main memory. 

On the other hand, if the system includes a secondary cache that is inclusive of the primary cache, a 

copy of the directory already exists. Thus, the snooping logic can use the secondary cache directory to 

compare with the main memory access, without stalling the processor in the main cache. If a match is found, 

then the comparison must be passed up to the primary cache, but the number of such stalls is greatly reduced 

due to the filtering action of the secondary cache comparison. 

A variation on this approach that is used with write-back caches is called dirty inclusion, and simply requires 

that when a primary cache line first becomes dirty, the secondary line is similarly marked. This saves writing 

through the data, and writing status bits on every write cycle, but still enables the secondary cache to be 

used by the snooping logic to monitor the main memory accesses. This is especially important for a read-

miss, which must be passed to the primary cache to be satisfied. 

The previous schemes have all relied heavily on broadcast operations, which are easy to implement  on  a  

bus.  However,  buses  are  limited  in  their  capacity  and  thus  other structures  are  required  to  support  

sharing  for  more  than  a  few  processors.  These structures may support broadcast, but even so, broadcast-

based protocols are limited. 

The problem is  that broadcast is  an  inherently limited means of  communication. It implies a resource 

that all processors  have access to, which means that either they contend to transmit, or they saturate on 

reception, or they have a factor of N hardware for dealing with the N potential broadcasts. 

Snoopy  cache  protocols  are  not  appropriate  for  large-scale systems  because  of  the bandwidth 

consumed by the broadcast operations 

In a multistage network, cache coherence is supported by using cache directories to store information on 

where copies of cache reside. 
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A cache coherence protocol that does not use broadcast must store the locations of all cached  copies  of  

each  block  of  shared  data.  This  list  of  cached  locations whether centralized or distributed is called a 

cache directory. A directory entry for each block of data contains a number of pointers to specify the locations 

of copies of the block. Distributed directory schemes 

In scalable architectures, memory is physically distributed across processors.  The corresponding presence bits 

of the blocks are also distributed. Each processor is responsible for maintaining the coherence of its own 

memory blocks. Since each memory block has an owner its directory location is implicitly known to all 

processors. When a processor attempts to read a block for the first time, it requests the owner for the block. 

The owner suitably directs this request based on presence and state information locally available. When a 

processor writes into a memory block, it propagates an invalidate to the owner, which in turn forwards the 

invalidate to all processors that have a cached copy of the block. Note that the communication overhead 

associated with state update messages is not reduced. Distributed directories permit O(p) simultaneous 

coherence operations, provided the underlying network can sustain the associated state update messages. 

From this point of view, distributed directories are inherently more scalable than snoopy systems or centralized 

directory systems. The latency and bandwidth of the network become fundamental performance bottlenecks 

for such systems. 

 

Message routing scheme 

Store-and-Forward Routing packets are the basic unit of information flow in store and forward network. Each 

node is required to use a packet buffer and it is transmitted from the source to designation through a 

sequence of intermediate node. The intermediate node store the entire message in buffer before passing it on 

When a message is traversing a path with multiple links, each intermediate node on the path forwards the 

message to the next node after it has received and stored the entire message. Suppose that a message of size 

m is being transmitted through such a network. Assume that it traverses l links. At each link, the message 

incurs a cost th for the header and twm for the rest of the message to traverse the link. Since there are l 

such links, the total  time  is  (th  +  twm)l. Therefore,  for  store-and-forward  routing,  the  total 

communication cost for a message of size m words to traverse l communication links is. Latency = [(message 

length / bandwidth) + fixed switch overhead] * #hops 

In current parallel computers, the per-hop time th is quite small. For most parallel algorithms, it is less than 

twm even for small values of m and thus can be ignored. Wormhole routing in message passing was 

introduced in 1987 as an alternative to the traditional store-and-forward routing in order to reduce the size 

of the required buffers and to decrease the message latency. In wormhole routing, a packet is divided 

into smaller units that are called its (flow control bits) such that bits move in a pipeline fashion with the 

header bit of the packet leading the way to the destination node. When the header bit is blocked due to 

network congestion, the remaining bits are blocked as well. Switch passes message on before completely 

arrives and no buffering needed at switch. Latency (relative) independent of number of intermediate hops 

gives as below Latency = (message length / bandwidth) + (fixed switch overhead * #hops) Asynchronous  

pipelining:  The  pipelining  of  successive  flits  in  a  packet  is  done asynchronously using a handshaking 

protocol. 

 

Virtual channels : A virtual channel is logical link between two nodes. It is formed by a flit buffer in the source 

node, a physical channel between them and a flit buffer in the receiver n od e .  Four  flit  buffers  are  used  

at  the  source  node  and  receiver  node respectively. One source buffer is paired with one receiver 

buffer to form a virtual channel when the physical channel is allocated for the pair. Thus the physical 

channel is time shared by all the virtual channels. By adding the virtual channel the channel dependence 

graph can be modified and one can break the deadlock cycle. Here the cycle can be converted to spiral thus 

avoiding a deadlock. Virtual channel can be implemented with e i t h e r  u n i d i r e c t i o n a l   channel  or  

bidirectional  channels.     However  a  special arbitration line is needed between adjacent nodes 
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interconnected by bidirectional channel. This line determine the direction of information flow. The virtual 

channel may reduce the effective channel bandwidth available to each request. There exists a tradeoff 

between network throughput and  communication latency  in  determining the  degree of  using virtual 

channels. 

 

Flow control strategies: 

A routing mechanism: Determine the path a message takes through the network to get from source to 

destination. It takes as input a message's source and destination nodes. It may also use information about the 

state of the network. It returns one or more paths through the network from the source to the destination 

Classification based on route selection: 

 

A minimal routing mechanism : Always selects one of the shortest paths between the source and the 

destination. Each link brings a message closer to its destination but it can lead to congestion in parts of the 

network. 

A nonminimal routing scheme: This technique may route the message along a longer path to avoid network 

congestion. 

Classification on the basis on information regarding the state of the network: 

For  messaging passing  scheme the  for  smooth control on  network traffic flow  that involve no 

congestion or deadlock situation we require to develop some strategies such that if two or more packet 

collide at a node competing for the buffer the policies must be set   to resolve the conflict. These polices can 

be deterministic or adaptive routing algorithm. In deterministic routing the communication path is 

completely determined by a unique path for a message, based on its source and destination address. Thus 

here the path is uniquely predetermined in advance, independent of network condition. It does not use any 

information regarding the state of the network and hence may result in uneven use of the communication 

resources in a network. 

An adaptive routing scheme : it uses information regarding the current state of the network to determine the 

path of the message. It detects congestion in the network and routes messages around it. Adaptive routing 

may depend on the network condition and alternate paths are possible. In both types of routing deadlock free 

algorithm is desired.  

 

Vector Processing Principles 

In computing, a vector processor or array processor is a central processing unit (CPU) that implements an 

instruction set containing instructions that operate on one-dimensional arrays of data called vectors, 

compared to scalar processors, whose instructions operate on single data items. Vector processors can greatly 

improve performance on certain workloads, notably numerical simulation and similar tasks. Vector machines 

appeared in the early 1970s and dominated supercomputer design through the 1970s into the 1990s, notably 

the various Cray platforms. The rapid fall in the price-to-performance ratio of conventional microprocessor 

designs led to the vector supercomputer's demise in the later 1990s. 

 

As of 2015 most commodity CPUs implement architectures that feature instructions for a form of vector 

processing on multiple (vectorized) data sets, typically known as SIMD (Single Instruction, Multiple Data). 

Common examples include Intel x86's MMX, SSE and AVX instructions, Sparc's VIS extension, PowerPC's 

AltiVec and MIPS' MSA. Vector processing techniques also operate in video-game console hardware and in 

graphics accelerators. In 2000, IBM, Toshiba and Sony collaborated to create the Cell processor, consisting of 

one scalar processor and eight SIMD processors, which found use in the Sony PlayStation 3 among other 

applications. 
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Other CPU designs may include some multiple instructions for vector processing on multiple (vectorised) data 

sets, typically known as MIMD (Multiple Instruction, Multiple Data) and realized with VLIW (Very Long 

Instruction Word). Such designs are usually dedicated to a particular application and not commonly marketed 

for general-purpose computing. The Fujitsu FR-V VLIW/vector processor combines both technologies. 

 

Vector Instruction types 

 Vector-Vector Instructions 

 Vector-Scalar Instructions 

 Vector-Memory Instructions 

 Vector Reduction Instructions 

 Gather and Scatter Instructions 

 Masking Instructions 
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SIMD organization: distributed memory model and shared memory model 

There are various architecture supporting parallel processing exists these are boardly classified  as  

Multiprocessors  and  Multicomputers.  The  common  classification  are Shared-Memory Multiprocessors 

Models which include all UMA: uniform memory access (all SMP servers),   NUMA: nonuniform-memory-

access (Stanford DASH, SGI Origin 2000, Cray T3E) and  COMA: cache-only memory architecture (KSR) Which 

have very low remote memory access latency. 
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 Figure 4.6: Shared memory multiprocessor 

 

The Distributed-Memory Multicomputers Model must have a message-passing network,  highly  scalable  like    

NORMA  model  (no-remote-memory-access),  IBM SP2, Intel Paragon, TMC CM-5, INTEL ASCI Red, PC cluster  

 

 Figure 4.7: Distributed memory multiprocessor 
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Principles of Multithreading: Multithreading Issues and Solutions 

In computer architecture, multithreading is the ability of a central processing unit (CPU) or a single core in a 

multi-core processor to execute multiple processes or threads concurrently, appropriately supported by the 

operating system. This approach differs from multiprocessing, as with multithreading the processes and 

threads share the resources of a single or multiple cores: the computing units, the CPU caches, and the 

translation lookaside buffer (TLB). 

Where multiprocessing systems include multiple complete processing units, multithreading aims to increase 

utilization of a single core by using thread-level as well as instruction-level parallelism. As the two techniques 

are complementary, they are sometimes combined in systems with multiple multithreading CPUs and in CPUs 

with multiple multithreading cores. 

The multithreading paradigm has become more popular as efforts to further exploit instruction-level 

parallelism have stalled since the late 1990s. This allowed the concept of throughput computing to re-emerge 

from the more specialized field of transaction processing; even though it is very difficult to further speed up a 

single thread or single program, most computer systems are actually multitasking among multiple threads or 

programs. Thus, techniques that improve the throughput of all tasks result in overall performance gains. 

Two major techniques for throughput computing are multithreading and multiprocessing. 

 

Advantages 

If a thread gets a lot of cache misses, the other threads can continue taking advantage of the unused 

computing resources, which may lead to faster overall execution as these resources would have been idle if 

only a single thread were executed. Also, if a thread cannot use all the computing resources of the CPU 

(because instructions depend on each other's result), running another thread may prevent those resources 

from becoming idle. 

Disadvantages 

Multiple threads can interfere with each other when sharing hardware resources such as caches or translation 

lookaside buffers (TLBs). As a result, execution times of a single thread are not improved but can be degraded, 

even when only one thread is executing, due to lower frequencies or additional pipeline stages that are 

necessary to accommodate thread-switching hardware. 

 

Overall efficiency varies; Intel claims up to 30% improvement with its Hyper-Threading Technology, while a 

synthetic program just performing a loop of non-optimized dependent floating-point operations actually gains 

a 100% speed improvement when run in parallel. On the other hand, hand-tuned assembly language programs 

using MMX or AltiVec extensions and performing data prefetches (as a good video encoder might) do not 

suffer from cache misses or idle computing resources. Such programs therefore do not benefit from hardware 

multithreading and can indeed see degraded performance due to contention for shared resources. 

 

From the software standpoint, hardware support for multithreading is more visible to software, requiring 

more changes to both application programs and operating systems than multiprocessing. Hardware 

techniques used to support multithreading often parallel the software techniques used for computer 

multitasking. Thread scheduling is also a major problem in multithreading. 

 

Multiple-Context Processors  

Multiple context processor (mcp) architectures increase performance and reduce overhead by reducing the 

frequency of full context switches. In this study we accomplish this through hardware support for interprocess 

communication (IPC) and scheduling. Conventional scheduling techniques for single context processors do not 

adapt well to multiple context platforms. We present a new scheduling algorithm designed for multiple 

context processors which utilize information about task interaction between independent tasks (interprocess 

communication) to more efficiently schedule tasks on a mcp architecture, called IPC directed scheduling. 
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Simulation of the processor using software to simulate processor hardware was used to explore the efficacy of 

our design. Experimental results demonstrate the improved performance of mcp architectures over single 

context processors, and of IPC directed scheduling compared with conventional scheduling techniques. 

 

Superscalar architecture is becoming the norm in today's high performance microprocessor design. However, 

achievable instruction level parallelism in programs limits the scalability of such architectures. In this paper, 

we introduce the Multiple Context Multithreaded Superscalar Processor (MCMS), which is an extension of 

conventional superscalar processor architecture to support multithreading. This is motivated by the enormous 

potential instruction level parallelism present in multithreaded programs. A hardware implementation of 

multithreaded constructs is also proposed. Results from trace-driven simulation show that with the MCMS, 

instruction level parallelism is indeed increased significantly. A MCMS processor with four hardware contexts 

can produce a speedup of up to 2.5 times over superscalar processor with similar hardware resources. We 

found that the primary limitation shifts from data dependencies in the superscalar processor to resource 

contentions in MCMS. 
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