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Overview
These are the lecture notes for the first module in the Development Economics I option course.
This module precedes Firms and Development, which will be taught by Simon Quinn, and will in-
troduce students to the theory and empirics of production in developing countries. In my lectures,
I will zoom out a bit from the usual focus of development microeconomics on the firm and the
household, to think about firms in their economic environment. If there were a central question
in this module, and there isn’t, it would be: why do firms produce what they produce where they
produce it? One could think of this, articulated slightly differently, as the central question that
gives rise to development economics as a field: why do (people in) some places produce so much
more than others? Put yet another way, what are the factors that affect the spatial distribution of
economic activity?

It is probably obvious that four lectures will not be sufficient to answer these questions. As this is
a class with the aim of preparing students to be researchers, rather than trying to comprehensively
answer these questions, I will seek to expose students to some of the theoretical frameworks and
empirical methodologies that economists have used to investigate them. Each lecture will come
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with a list of readings. You will be expected to read the starred readings before the associated
lecture. The non-starred readings will give those who wish to dig deeper into a particular topic a
set of starting points, some of which will be discussed in the lectures and in these notes. For those
wishing to go even further, please write to me and I’ll be happy to recommend more readings,
though a few clicks in Google Scholar through the citations and papers that cite these will connect
you to more literature than you can possibly hope to read in one lifetime, let alone one term.

A quick word on theory, empirics and development economics. Perhaps more than with any other
branch of economics, development draws on a vast range of settings, theoretical frameworks and
empirical strategies. One of my advisers in grad school once defined development economics to
me as “anything that you can think of in economics, as long as it’s happening in a poor country.”
This means that it is particularly difficult to identify canonical models and core methodologies. I
have tried to select topics, models and empirical methods that give students a sense both of where
the field is coming from and where it is going (the former is often left out in the education of
economics graduate students), but if you have research interests that do not fit well into the models
taught in this course, you should not feel discouraged from pursuing them.

Finally, here is the lecture schedule so that there’s no confusion about timing and location:

MODULE 2: GEOGRAPHY AND DEVELOPMENT

Week 1 Lecture 1 Intra-firm Complementarities, Monday, 11 am – 1 pm
Human Capital and Allocation Seminar Room C

Week 1 Lecture 2 The Big Push and Agglomeration Thursday, 11 am – 1 pm
Seminar Room C

Week 2 Lecture 3 Infrastructure Monday, 11 am – 1 pm
Seminar Room C

Week 2 Lecture 4 Natural Resources Thursday, 11 am – 1 pm
Seminar Room C
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1 Lecture 1: Intra-firm Complementarities, Human Capital
and Allocation

In this lecture we’ll go through Kremer’s multiplicative theory of production and take a look at
some of the empirical papers that examine two major issues raised by this model: demand for
human capital and allocation.

1.1 References
• ? Kremer (1993)

• ? Duflo (2001)

• Lucas (1990)

• Jensen (2010)

• Gennaioli et al. (2013)

• Hsieh and Klenow (2009)

• Khwaja and Mian (2005)

• Banerjee and Duflo (2005)

1.2 The O-Ring Theory of Development
This was one of the few economics papers I had read before graduate school and it made me want
to be a theorist (briefly). In the next module you will discuss the growing literature on the role
of management in firm productivity. But aren’t firms generally comprised of many workers using
many inputs to conduct many different tasks? Even the production of relatively simple goods, such
as a ceramic mug, will involve multiple steps: shaping the clay, coating it in enamel, and firing it
in a kiln. A Boeing 737, one of the company’s smaller airplanes, is assembled from 367,000 parts,
and each of these is the result of various inputs and tasks.

Kremer (1993) uses this starting point to lend insight into an astonishing number of different facts
in development and labor markets. This paper is all about complementarities: my own productivity
is not innate but also the result of the productivity of those around me. This is the idea behind the
agglomeration economies that we will consider in the next lecture, but here we’ll think about it
within the firm.

The model is set up as follows: workers perform n distinct tasks. Worker skill is represented by q,
which is the expected quality relative to perfect execution of the task. This could be understood as
the probability of not breaking the product. For example a worker with quality q = 0.9 has a 10
percent chance of producing a good worth 0, and a 90 percent chance of passing along the good to
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1.2 The O-Ring Theory of Development

the next task in perfect condition.1 Capital is represented by k. B is output per worker if each task
is done perfectly. Thus, the production function for firms is represented by

y = kα(
n∏
i=1

qi)nB (1)

and the firm’s profit maximization problem is the following (note that price of the good is set to 1,
and wages are a function of worker skill):

max
k,{qi}

kα(
n∏
i=1

qi)nB −
n∑
i=1

w(qi) − rk. (2)

For simplicity capital is fixed at k∗, there is a fixed distribution of workers over the quality distri-
bution φ(q) (though this is relaxed when thinking about investment in skill) and labor is supplied
inelastically. The first-order condition for each skill level qi is

dw(qi)

dqi
=
dy

dqi
= (
∏
j 6=i

qj)nBk
α. (3)

Equilibrium is defined by a set of wage rates w(q) that satisfies the above FOC and the capital
rental rate r that fully utilizes the supply of capital k∗. Finding these is considerably more difficult
than in the production functions we usually deal with because the marginal product of labor of
a worker depends on skill levels of all of the other workers in the firm. Kremer solves this by
determining that the search for equilibria can be restricted to allocations where firms hire only a
single quality q of worker. Intuitively this is because firms with high skill workers in the first n− 1
tasks put the highest valuation on having a high skill worker in the final task; thus all of the highest
skill workers will sort into a single firm, the next highest skill workers will sort into a single firm,
etc. Mathematically, this is shown by differentiating the above FOC by all of the other tasks:

d2y

dqid(
∏

j 6=i qj)
= nBkα > 0. (4)

This greatly simplifies the FOC, which becomes

dw

dq
= qn−1nBkα. (5)

Here I’ll skip the solution of the capital market equilibrium conditions, as they do not add much to
the analysis. The one thing that should be said is that k is increasing in q, meaning that firms with
high skill workers will also use more capital. As capital is an additional multiplicative term in the
production function, the logic for this is exactly the same for firms employing workers of identical
quality.

1 Because the firm is treated as risk neutral, we do not need to worry about expectation operators or uncertainty.
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1.2 The O-Ring Theory of Development

How do we solve for the equilibrium wage schedule? As usual, we use the FOCs for capital and
labor, only here we use the simplified labor FOC rather than the intractable set of FOCs for all i.
Substituting in for k from the capital FOC gives us an expression of dw

dq
as a function of fundamental

parameters and q. This allows us to integrate over q to find

w(q) = (1 − α)(qnB)
1

1−α
(αn
r

) α
1−α + c (6)

In the paper Kremer shows mathematically why the constant of integration, c, must be zero due
to the zero profit condition for the economy as a whole, but it can also be argued from the zero
profit condition of the firm. If c represents the pay of a worker with q = 0, we know that the firm
employing such a worker will earn no revenue, and thus should be willing to pay him/her no wages.

We can use this model to think through a number of different features of the world. They are well
written up in the paper, so I’ll just give some thoughts and discussion questions of my own on the
implications and the model generally:

• The huge spread between income differentials in rich and poor countries is hard to account
for in standard models with just capital and labor. Lucas (1990) shows that if capital per
worker is to explain the wage difference between the US and India, returns to capital in
India should be 58 times higher than in the US. (This Lucas paper is very important to the
development literature and rather short, so be sure to read it.) Clearly this is not the case.
The O-Ring model suggests that the difference comes from the quality of workers and not
just the quantity of capital, though that certainly plays a role as well. This should lead us to
think more about human capital2, which I discuss below, and in fact a large share of Kremer’s
current research is on human capital accumulation. Further, this model allocates much more
capital to higher productivity workers, thus explaining differences in capital intensity as well.
This connects to Simon’s discussion of firm size and how higher productivity firms should
be larger.

• While it’s not clear exactly what literature has come from this paper, human capital and
disaggregation of the production function have become more important. A recent paper that
divides human capital in a firm into managerial and worker human capital is Gennaioli et al.
(2013), which points out that managerial human capital may show up in the data as profits
rather than as returns to education, thus biasing our results when we focus on wages. Both
the model and the empirics of this paper are worth a close read.

• What’s the point of having k in the model if it’s all about tasks?

• Kremer models the inputs into production as tasks done by labor, but one could just as easily
think of them as parts that go into a more complex product, like an airplane. Why, then,
do we talk about productivity in firms as if it is inherent in the firm and independent of its
context and trading partners?

2 Human capital is conspicuously absent from basic growth models, and was finally added to the Solow growth model
by Mankiw et al. (1992).
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1.3 Human Capital

1.3 Human Capital
Much of the current empirical work on human capital in development economics focuses on the
supply side of human capital: How do we raise the quality of schools? What makes teachers more
productive? But the O-Ring model, as we saw above, gives one possible explanation as to why
demand for education may be quite low when levels of education are low, even if skill is a concave
function of education and ∂skill

∂education is very high. Thus in this section we’ll look at two papers that
examine the demand for human capital. In the first, Duflo (2001) estimates the returns to education
in Indonesia by taking advantage of quasi-experimental variation in school construction. In the
second, Jensen (2010) experimentally tests for the impact of information on returns to education
on the demand for schooling.

1.3.1 Duflo 2001: Schooling and Labor Market Consequences of School Construction in
Indonesia

Because realized education is a function of personal characteristics that may themselves have an
impact on earnings (e.g. intelligence), estimating returns to education requires some source of
random variation. In this paper Duflo takes advantage of the large INPRES school construction
program in Indonesia, which provides plausibly random variation in schooling both over time and
across regions, to estimate the returns to education. The empirical design is a (by now fairly
standard) difference-in-differences. It is a very carefully done paper (a job market paper, in fact)
and is worth reading carefully to see how she addresses many potential criticisms. In a nutshell:

• Data: 1996 intercensal survey of Indonesia, covering approximately 200k households

• Variation: two sources

– Temporal: primary school construction of this program began in 1973, meaning that
intensity of treatment starts at zero for those old enough to no longer be in primary
school in 1973 and is increasing in time

– Spatial: the number of schools constructed was based on projections of child-age pop-
ulation and enrollment rates, generating variation in intensity of treatment

The main empirical specification is a difference-in-difference run three slightly different ways. The
basic specification estimates the impact of wages of school construction by comparing younger
(treated) cohorts to those individuals who were too old to benefit from the program:

yijk = c1 + α1j + β1k + (PjTi)γ1 + (CjTi)δ1 + εijk (7)

where yijk is the log wage in 1996 of individual i born in region j in year k, c1 is the constant,
α1j is a district fixed effect, β1k is a cohort fixed effect, Pj is the intensity of the program, Ti is
the dummy indicating whether the individual is a member of a young (treated) cohort, and Cj is
a vector of region-specific controls. The idea is that after controlling for both cohort and district
fixed effects, identification comes from the interaction of cohort (with those treated being young
enough to benefit from school construction) and treatment intensity (since even young cohorts can
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1.3 Human Capital

only benefit from schools that were actually built).

The next specification takes advantage of the fact that treatment intensity is a function of how many
years an individual can benefit from a school. The younger the cohort the more years of schooling
one can get from a new primary school.

yijk = c1 + α1j + β1k +
23∑
l=2

(Pj × dil)γ1l +
23∑
l=2

(Cj × dil)δ1l + εijk (8)

where dil is a dummy that indicates whether an individual is age l in 1974. The coefficients γil
should be interpreted as the specific effect of the program on a given cohort.

Finally, the third specification imposes the restriction that all cohorts that are too old to have bene-
fited from the program should have γil = 0 by omitting their fixed effect dummies, thus increasing
statistical efficiency. (Why does this work?)

yijk = c1 + α1j + β1k +
12∑
l=2

(Pj × dil)γ1l +
12∑
l=2

(Cj × dil)δ1l + εijk (9)

The main results of interest are as follows:

• Construction of schools increases years of schooling from .12 to .19 years.

• Wages increase 1.5 to 2.7 percent, translating into a 6.8 to 10.8 percent return to education.

Duflo proceeds to address a major concern with her empirical strategy: her estimates could be
biased if INPRES school construction affected not only the supply of education but also its qual-
ity. Think about this in terms of her two-stage estimation. If the quality of education increased
for all pupils, then this would be reflected in her reduced form estimation of the effect of school
construction on wages. However, her first stage estimation only captures the impact of school con-
struction on the number of years of education. Thus any higher wages that were actually the result
of improvements in quality would mistakenly be attributed to the changes in schooling, biasing her
results upwards. She addresses this concern by showing first that there was no systematic relation-
ship between changes in pupil-teacher ratios and INPRES school construction. Second, she shows
that the program did not affect the quantity of education for those who attained more than eight
years of schooling (see figure below) and those living in densely populated regions. If, however,
they received higher quality education, they should have received higher wages. She finds no evi-
dence for this.
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1.3 Human Capital
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distribution function of education provide infor- 
mation on the level at which the program was 
effective. In practice, for Sijkm, a dummy that 
indicates whether the individual i, born in re- 
gion j, in year k, completed m years of educa- 
tion or less, and for Pj, a dummy indicating 
whether the child was born in a high program 
region, I estimate the following equation: 

(4) Sijk,?, = c + aj + Pk + (Pj Ti) K,?, + 8 ijk 

The Km, for m = 0 to 19, are the values of the 
estimated impact of the program at each level of 
education. They are plotted in Figure 2 (the 95- 
percent confidence interval is plotted by broken 
lines). 

The shape of Figure 2 indicates at what level 
the program was effective. The effect is increas- 
ing until the sixth year of education, decreasing 
until the twelfth, and slightly increasing there- 
after. A maximum of about 6 percent of the 
sample living in high program regions were 
induced to complete at least primary school. 
This also shows some impact of the program on 
the probability of completing lower secondary 
school (1.5 percent of the sample is estimated to 
have been induced by the program to complete 

the 7th, 8th, and 9th grades or more). There is a 
negative difference in differences at the senior 
high-school level. 

The program increased average schooling 
through increasing primary schooling essen- 
tially. This provides additional evidence that the 
assumption underlying the identification strat- 
egy is reasonable as the estimated effect of the 
program for the levels of education that it did 
not target is small or nonexistent. The negative 
difference in differences at the senior high 
school level may indicate that some variable 
predicting the probability of attending senior 
high school is omitted from this regression (and 
changed in low program regions more than in 
high program regions). The program could also 
have induced more marginal people to complete 
primary school and move on to junior high 
school.4 However, the direct and indirect 
costs of junior high school were much higher 
than the costs of primary education and were 
not equalized across regions at the time. This 

4For example, Angrist and Imbens (1995) find that com- 
pulsory attendance laws in the United States induce a frac- 
tion of the sample to complete some college as a 
consequence of constraining them to complete high school. 

Discussion questions:

• Duflo points out that her estimates are close to those found in developed countries. How
does this fit with the O-Ring model?

• In a followup paper in 2004, Duflo finds that untreated older cohorts actually saw a fall in
wages as a result of this program. Why might this be the case? And is this problematic for
the interpretation of these results? What might the O-Ring model say about this?

• External validity: why might these results differ from estimates found in other contexts?
Issues to think about include overall growth rate of the economy, the quality of education
being provided and the level of existing education in the population.

1.3.2 Jensen 2010: The (perceived) returns to education and the demand for schooling

Economists treat education as an investment based on the expected costs and returns to education.
But if researchers have so much trouble estimating returns to schooling, then parents and students
must as well, particularly in low income countries where most people haven’t even heard of Mincer
regressions, let alone understand the endogeneity problems inherent in them.

There are many reasons to think that information may be a constraint on optimal educational de-
cisions in poor countries. Children tend to drop out of school at very young ages. Data on wages
are not generally available, and people in uneducated communities are unlikely to know many ed-
ucated people with higher paying jobs.

Jensen first uses a panel survey of eighth graders to show that in fact students’ estimates of returns
to education are significantly lower than returns estimated using earnings data. He then conducts
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1.4 (Mis)Allocation

an experiment to provide information on returns from the data to students at randomly chosen
schools. Here’s what was said to the students:

Before we end, I would like to provide you with some information from our study. In
January, we interviewed adults living in this community and all over the country.We
asked them about many things, including their earnings and education. We found that
the average earnings of a man 30 to 40 years old with only a primary school education
was about 3,200 pesos per month. And the average income of a man the same age who
completed secondary school, but did not attend university, was about 4,500 pesos per
month. So the difference between workers with and without secondary school is about
1,300 pesos per month; workers who finish secondary school earn about 41 percent
more than those who don’t. And people who go to university earn about 5,900 pesos
per month, which is about 85 percent more than those who only finish primary school.

Jensen estimates that exposure to this single paragraph raises educational attainment by .20 to .35
years. Further, there is reason to think that students may be more committed when actually in
school if demand for education has actually been increased, a concern with programs that focus
on inputs to education (such as conditional cash transfers that incentivize attendance) rather than
perceived returns to outputs.

Random thoughts and questions:

• Multiple surveys were carried out over four years to estimate medium-run schooling deci-
sions, and then it was another 5 years before the paper was published. Keep this in mind
when considering running field experiments in grad school!

• What sorts of biases might there be in Jensen’s reported returns to education? Two potential
sources: migration to the US and unobserved ability. Which ways might these factors bias
the estimates?

• With the increased availability of mobile phones, might this information problem be disap-
pearing?

• Were the students misled?

1.4 (Mis)Allocation
The O-Ring model also focuses attention on the matter of misallocation. Because the productivity
of each input is a function of the quality (or quantity, reinterpreting q) of all other inputs, the al-
location of inputs across firms becomes highly important for total output. To take a toy example,
suppose that y = q1q2. There are two firms that employ four workers in this economy: two with
q = 10 and two with q = 1. In this example, the optimal allocation is more than five times as
productive as the alternative: 101 vs 20. So what do we know about misallocation in developing
countries?
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1.4 (Mis)Allocation

Hsieh and Klenow (2009) use firm-level data in China and India to estimate the loss from mis-
allocation in manufacturing. Theoretically, they build a model of monopolistic competition with
heterogeneous firms, basically Melitz (2003) without trade. From this model they show that with
optimal allocation of capital, revenue productivity (TFPR) should be equal across firms unless
there are distortions in capital or output markets. This is intuitive: if capital has a higher return in
one firm than another, it should flow from the low TFPR firm to the high TFPR firm unless there
are barriers to such reallocation. (What might the sources of such barriers?) In other words, in
the distorted allocation of capital, some firms are too big and some firms are too small. The figure
below plots the distribution of TFPR in firms in India, China and the US.

MISALLOCATION AND TFP IN CHINA AND INDIA 1419
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FIGURE II
Distribution of TFPR

For India and China, Table III gives the cumulative percent-
age of the variance of TFPR (within industry-years) explained by
dummies for ownership (state ownership categories), age (quar-
tiles), size (quartiles), and region (provinces or states). The results
are pooled for all years, and are cumulative in that “age” includes
dummies for both ownership and age, and so on. Ownership is less
important for India (around 0.6% of the variance) than in China
(over 5%). All four sets of dummies together account for less than
5% of the variance of TFPR in India and 10% of the variance of
TFPR in China.

It is easy to see that TFPR is much more dispersed in India and China, although the US distribution
is far from what the model predicts. Hsieh and Klenow (2009) estimate losses from misallocation

10 samuel.asher@economics.ox.ac.uk



1.4 (Mis)Allocation

by estimating average productivity if dispersion were as great as in the US. They find that US levels
of efficiency would lead to an increase in productivity of approximately 30 to 50% in China and 40
to 60% in India. These numbers would be even larger if total capital then responded to aggregate
TFP gains. They also find that there is a strong positive relationship between TFPR and firm size
in China and India, and much weaker in the US, suggesting that firms in India and China may be
too small. This lends some support to the claim of Banerjee and Duflo (2005) that Indian policies
protect small firms and hobble large ones.

This result is somewhat surprising, as we often think that small firms are excluded from capital
markets while big firms may be able to take advantage of their size and political connections to
gain favorable treatment. Khwaja and Mian (2005) use loan-level data to test for the impact of
political connections in the provision of bank financing to 90,000 firms in Pakistan. Firms are
considered politically connected if politicians sit on their boards. Identification comes from using
firm fixed effects to estimate the diff-in-diff preferential treatment that a politically connected firm
receives when borrowing from a government bank by using both bank and firm fixed effects, as
can be seen in the following specification, with β1 as the coefficient of interest.

Yij = αi + α1j + β1Politicali ×GOVj + γ1Xij + γ1Xij ×GOVj + εij (10)

They find that political firms borrow 45% more and default on their loans more than 50% more.
They use these estimates to calculate the total loss to the Pakistani economy of such politically
motivated misallocation of capital, finding that the economy loses between 0.3 and 1.9 percent of
GDP every year.
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2 Lecture 2: Agglomeration Economies

2.1 References
• ? Murphy et al. (1989)

• ? Greenstone et al. (2010)

• Ellison et al. (2010)

• Kline and Moretti (2014)

• Deichmann et al. (2008)

• Poverty Traps

– Kraay and McKenzie (2014)

– Banerjee and Newman (1993)

2.2 The Issue of Agglomeration
According to Forbes, the 100 largest corporations in the world by market value are based in only
19 countries. This list of countries is very close to the list of the largest 19 countries by GDP (not
per capita). Why is this? Consider particular industries: why is it that so many financial services
firms are found in New York and London, or that manufacturing is so concentrated in the Ruhr
valley in Germany?

It is almost trivial to say that firms will locate where their profits will be highest. On the revenue
side, this will mean locations with high productivity and high demand for their products. On the
cost side, this will mean cheap inputs. The economics literature tends to think about the factors that
affect these forces in terms of two categories: natural advantage and agglomeration economies. In
this lecture we will consider the latter: the ways in which the presence of economic activity can
attract the presence of more economic activity, a virtuous cycle that can lead to multiple equilibria
and poverty traps.

2.3 A Brief Detour into Intellectual History
Before getting into the model itself, it is worth taking a moment to consider the intellectual history
of agglomeration and development. Paul Rosenstein-Rodan is widely credited with coining the
term “Big Push,” a situation in which growth in any sector will be limited by the size of the domes-
tic market, necessitating simultaneous investment and industrialization across many industries.3

Here’s the opening quote from that paper:

3 Rosenstein-Rodan (1943). MRU has a good quick audio overview: http://mruniversity.com/courses/development-
economics/paul-rosenstein-rodan
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2.4 Murphy, Shleifer, Vishny (1989)

‘I should like to buy an egg, please,’ she said timidly. ‘How do you sell them?’
‘Fivepence farthing for one and twopence for two,’ the Sheep replied. ‘Then two
are cheaper than one?’ Alice said in a surprised tone, taking out her purse. ‘Only you
must eat them both, if you buy two,’ said the Sheep. ‘Then I’ll have one, please,’ said
Alice, as she put the money down on the counter. For she thought to herself, ‘They
mightn’t be at all nice, you know.’ Through the Looking-Glass, Lewis Carroll

At the heart of this idea are increasing returns to scale. These can be within firms, as in Kremer
(1993), but also across them. The size of the market limits both the size and productivity of
firms, as famously pointed out by Adam Smith in his example of a pin factory. The necessity of
a Big Push was particularly popular among many developing countries soon after independence,
many of whom looked towards the rapid state-led capital-intensive industrialization of the Soviet
Union as a model for their countries. In one example, PC Mahalanobis, the primary architect of
India’s industrialization policies after independence, effectively reinvented Soviet economist A.G.
Feldman’s earlier Big Push model from the 1920s. The idea is still powerful in shaping today’s
development policies, such as Jeffrey Sachs’ Millennium Villages Project, around which a great
debate is currently raging among economists over both theory and methodologies of development.4

2.4 Murphy, Shleifer, Vishny (1989)
This paper is basically an attempt to formalize Rosenstein-Rodan’s theory and understand the con-
ditions under which it may apply. It is definitely a paper worth reading carefully, as it touches
on many other issues in development, particularly those in this module: size of the market, trans-
portation costs, infrastructure, etc. The authors consider a number of variants on a core model of
spillovers, not all of which I will discuss here.

This paper and model, at their core, are about the size of the domestic market and therefore, im-
plicitly, about transportation costs. In trade parlance, we are talking about a closed economy. If the
economy were open (i.e. zero transportation costs), then there would be no coordination problem.
There is a failure to realize increasing returns to scale only if there is a constraint preventing firms
from reaching their desired size.5

The basic setup of the model is as follows:

Assumption 1 (CONSUMPTION) A representative consumer has preferences expressed by a Cobb-

4 For a quick intro to this debate, see this article from the Economist: http://www.economist.com/node/21541001
5 It is worth thinking about import substitution in this light. At the risk of greatly oversimplifying, import substitution

was justified by planners across the world in order to guarantee sufficient demand for domestic industries. Overval-
ued currencies were pursued in order to facilitate the import of capital goods such as machinery. However, they also
made exports more expensive, thus making the industries uncompetitive in global markets and limiting their demand
to the domestic market, which in the context of a developing country will be very small, thus limiting economies of
scale.
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2.4 Murphy, Shleifer, Vishny (1989)

Douglas utility function defined over a unit interval of goods indexed by q:

U =

∫ 1

0

lnx(q)dq (11)

The focus of the model is on production decisions, so the authors specify a very simple utility
function for a representative consumer that creates a continuum of goods but ensures that all goods
have the same expenditure shares.

Assumption 2 (PRODUCTION) Each good is produced in its own sector, and each sector has two
types of firms. Cottage producers produce one unit of output with one unit of labor and operate
under perfect competition. Each sector has a single potential industrial firm with access to increas-
ing returns technology, which operates as a monopolist in its sector if it exists. Industrialization
requires a fixed cost investment of F units of labor and produces α > 1 units of output with every
additional unit of labor. Total labor is fixed at L units.

Again, production abstracts away from many features of economics models, such as capital and
decreasing returns to scale, in order to simplify the analysis. The monopolist is profit maximizing
which means, given the zero profits under cottage production, that industrialization will occur if
the market is large enough such that the profits from higher productivity offset the fixed cost of
industrialization. Wages across all sectors are fixed by the productivity of cottage production, thus
w = 1. Likewise, the price of the good is fixed at 1 by cottage production: any industrialized
monopolist cannot charge more and does not wish to charge less when capturing a fixed size of
market. Thus the budget constraint, which is also the value of total production y, is defined as
y = Π + L, where Π stands for total profits and L represents both the amount of labor in the
economy and total wages paid..

In equilibrium, every time a firm industrializes, it increases the size of the total economy: it pays
the same wages as before, but generates positive profits. Its profits become other sectors’ demand.
But despite this spillover, which is ignored by the profit-maximizing firm in its decision to indus-
trialize, there is a unique equilibrium and thus no need for a big push. Why is this? The intuition is
simple: if the first firm loses money by industrializing because the market is too small, its negative
profits shrink demand for all other sectors, making the next firm to industrialize even less prof-
itable. This is the first major result of the paper: a simple model of profit spillovers is not sufficient
to generate a multiple equilibrium poverty trap.

So under what conditions can such a trap arise? In the next subsection we’ll discuss other papers
that consider poverty traps on different levels, such as the individual or family. But this paper is
focused on demand and production. Fundamentally a poverty trap is only possible in this setup
when there are spillovers such that one firm’s profitability is a function of another firm’s production
in a way that the firm does not internalize.6 In game theory, games such as Schelling’s Meeting
6 Many other papers, mostly subsequent, have explored the theoretical conditions in which poverty traps may occur.

For an overview paper on the evidence for poverty traps, see Kraay and McKenzie (2014). For a quick walk through
the theory of poverty traps, see Chris Blattman’s slides: http://chrisblattman.com/files/2013/02/2-Introduction-to-
development-theory.pdf.
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Place game capture this coordination problem in an intuitive way.

One very simple way to generate multiple equilibria is via wage externalities. In the initial setup
of the model, above, industrialization causes no change in the wage, as the equilibrium wage is
determined by the competitive cottage sector. Now, however, the authors generate a factory wage
premium by assuming a disutility of leaving the farm: v. Thus factory workers must be paid
w = 1 + v, which makes them indifferent between their sector of work, necessary because labor is
mobile.

For the no industrialization equilibrium to exist, it must be that industrialization is unprofitable;
in other words, the revenue net of labor costs must not be enough to outweigh the fixed cost of
industrialization. Demand for each good is total income, which if no one else has industrialized
is equal to L. The margin on each good sold is 1 − 1+v

α
and the cost of investment is F (1 + v),

yielding the following inequality, which must hold in order for there to be an equilibrium with no
industrialization:

L(1 − 1 + v

α
) − F (1 + v) < 0. (12)

For total industrialization to be possible, it must be that positive profits are generated when every-
one industrializes. With all firms industrializing, output in each sector is α(L− F ) and total wage
payments are L(1+v), yielding

α(L− F ) − L(1 + v) > 0. (13)

With a bit of plugging and chugging on the algebra, you can see that if α is large relative to v (if
productivity gain are large relative to the increase in wages), then both equilibria are possible, even
though in total welfare terms the industrialized equilibrium strictly dominates. (Why? Think about
the profits.) This brings us back to the big push. In such situations, policies such as investment
subsidies can help to determine the equilibrium.

2.5 Ellison, Glaeser, Kerr
In this paper, the authors test between competing theories of why firms tend to cluster together.
Although without a formal model, it should not be mistaken for an atheoretical paper. The authors
clearly lay out the four leading reasons for colocation of industries and the empirical tests that they
imply.

Empirically, this paper is a good example of work that tests between theories of the world with-
out exogenous variation in a parameter of interest. For many development microeconomists, an
experiment is the methodological gold standard. As Angrist and Pischke say in Mostly Harmless
Econometrics: “The most credible and influential research designs use random assignment.” If the
researcher is not creating exogenous variation in some treatment through random assignment, the
research is attempting to recreate such variation through a natural experiment such as a regression
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discontinuity or random variation in rainfall. Seminar participants will often ask “what is the ideal
experiment that your methodology is attempting to imitate?” This paper does not do that.

EGK first estimate the propensity of two industries to locate near one another, which they use as
their left hand side variable. They then test between different theories of agglomeration by using
empirical proxies for different potential mechanisms. Marshall (1920) laid out three categories of
transportation costs that can lead to colocation of economic activity. This research then attempts
to differentiate between these channels using empirical proxies for Marshall’s mechanisms:

• Goods: proxied by input-output linkages

• People: proxied by the correlation of industry occupational employment shares

• Ideas: proxied by technology flow and patent citations

This is sometimes referred to as a horse-race paper: EGK regress pairwise colocation measures
on their various agglomeration proxies, in addition variables that capture natural advantage, to
differentiate between these theories. They find evidence for all three of Marshall’s theories of ag-
glomeration, with I-O linkages the strongest.

Finally, EGK use instrumental variables to overcome endogeneity concerns. The potential source
of endogeneity here is that industries may do business with one another because of colocation,
rather than the other way around. In order to address this EGK come up with instruments that
are not affected by colocation patterns in the US. For each of the three Marshallian agglomerative
forces they instrument for American proxies with indices from UK data.

What are the limits of this approach? Any non-Marshallian force that causes colocation of indus-
tries in the US may also do so in the UK. One example of such natural advantage that may cause
colocation, raised in the paper, is the ocean, which is likely to be as powerful a factor in firm lo-
cation decisions in the UK as it is in the US. More broadly, natural advantage may take on many
forms, and is thus difficult to control for.

2.6 Million Dollar Plants
The challenge with the previous paper is that we cannot see agglomeration in action. The ideal ex-
periment would involve randomly assigning locations to new plants in order to test for the impact
on the productivity of incumbent plans. Thus EGK cannot really say that manufacturing plants
have spillover effects on the productivity of nearby plants and via what channels. However, now
and then the world delivers a beautiful natural experiment and the data to take advantage of it (not
to mention the researchers to pull it all together).

Greenstone et al. (2010) construct a sample of paired counties: those that are the locations of large
manufacturing plant openings and similar locations that serve as the control group. The challenge
is that it is hard to define a suitable control group, as manufacturing plants are likely to open not
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only in areas with favorable economic conditions, but also with unobservable features that are
correlated with future productivity growth. However, Site Selection magazine publishes a feature
called “Million Dollar Plants,” which describes how a large plant decides where to locate, includ-
ing the chosen site and the one or two other finalists. These other finalists are the control group; the
empirical strategy could be thought of as a regression discontinuity with a very narrow bandwidth
around the cutoff and unobserved forcing variable. Like an experiment, this greatly simplifies the
empirical strategy by allowing a comparison of treatment and control groups without the need for
instrumental variables. Another way to think about this approach is as a matched-pair randomiza-
tion, the limit case of a stratified randomization that Simon will discuss briefly in his first lecture.

The authors use data from the Annual Survey of Manufacturers to estimate the impact of the
opening of this large plant on other plants in the county. They estimate that on average nearby
plants experience a 12 percent increase in TFP, although with high heterogeneity. This result also
takes a number of years to be realized, as demonstrated in the figure below. They then use the
various industry linkages discussed above in EGK to test for the channels by which such a large
increase in productivity could result from plant openings. Unlike EGK, they find no evidence
for input-output linkages, instead finding that spillovers are largest when firms share categories of
workers and are technologically similar.

identifying agglomeration spillovers 565

Fig. 1.—All incumbent plants’ productivity in winning versus losing counties, relative
to the year of an MDP opening. These figures accompany table 4.

log of output is regressed on the natural log of inputs, year by two-digit
SIC industry fixed effects, plant fixed effects, case fixed effects, and the
event time indicators in a sample that is restricted to the years t p
!7 through . The reported coefficients on the event time indi-t p 5
cators reflect yearly mean TFP in winning counties (col. 1) and losing
counties (col. 2), relative to the year before the MDP opened. Column
3 reports the yearly difference between estimated mean TFP in winning
and losing counties.

Figure 1 graphs the estimated coefficients from table 4. The top panel
separately plots mean TFP in winning and losing counties (cols. 1 and
2 of table 4). The bottom panel plots the differences in the estimated
winner and loser coefficients (col. 3 of table 4).

The figure has three important features. First, in the years before the
MDP opening, TFP trends among incumbent plants were very similar
in winning and losing counties. Indeed, a statistical test fails to reject

One of the policy implications is that large subsidies by municipalities can be efficient if they help
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firms internalize the spillovers of location choice. This has potentially large consequences for the
debate around decentralization. For example, India’s districts and cities have traditionally been run
by national or state bureaucrats who get transferred often and are not deeply tied to the local econ-
omy. Thus they may lack the information and incentives to try to attract firms with large positive
productivity spillovers to the area.

Discussion questions:

• How do we interpret these results if the winning municipalities were also making other
changes to boost local economic activity? How about if there are large differences in the
economic incentives offered by the treatment and control municipalities?

• How should we interpret the absence of input-output linkage spillovers in light of the impor-
tance of them in EGK?
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3 Lecture 3: Infrastructure
One of the assumptions in the models that we have looked at thus far is that of high costs of dis-
tance. In the O-Ring model, a firm in a developing country may have low productivity because it
cannot replace a low skill local worker with a higher skill worker from somewhere else. Jensen
(2010) discusses how low education social networks could limit the information that a child re-
ceives about the returns to education. Lecture 2 focused even more on distance: the premise of the
big push is that transport costs are high and thus in a given location, firms can be stuck in a low
productivity trap due to the small size of the local market. If firms could sell their goods anywhere,
the size of the local market would be irrelevant.

In this lecture, we will examine the role of infrastructure in influencing distance costs and the
workings of markets. I use the term “distance” costs rather than transportation costs because we
will discuss two different types of costs that increase with distance: the cost of moving goods and
people, and the cost of moving information. These should sound familiar: in the last lecture, these
were two of the three Marshallian agglomerative forces that Ellison et al. (2010) and Greenstone
et al. (2010) examined. The obvious place to start is transportation infrastructure, which is still
abysmal in many developing countries. For example, in 2001, one third of Indian villages did
not have a paved approach road, and there are reasons to believe this may be an underestimate.
We’ll look at two papers that consider the impact of railroad investments on areas that gained
connectivity, and a third on village feeder roads. While not discussed in these notes, I recommend
Limao and Venables (2001) as a very good discussion of the costs of poor infrastructure. We will
then turn to mobile phones, where Jensen (2007) demonstrates the importance of information flows
in the proper functioning of markets.

3.1 References
• ? Donaldson (n.d.)

• ? Jensen (2007)

• Limao and Venables (2001)

• Banerjee et al. (2012)

• Casaburi et al. (2013)

• Aker (2010)

3.2 Donaldson: Railroads of the Raj
Normally I would not make a working paper the focal point of a lecture, but this paper is forth-
coming in the AER and is so thorough that I’ve actually increased its share of this lecture since
last year. It has it all, using trade theory to generate a structural model that it takes to an original
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3.2 Donaldson: Railroads of the Raj

historical dataset of the Indian economy. The main research question is what impact the construc-
tion of the Indian railway network (“one of history’s great transportation infrastructure projects”)
had on the colonial Indian economy. In order to do this Donaldson assembled a massive amount of
data on British India: transportation maps, district-level price and land values, internal trade flows,
rainfall, etc. He estimates the impact of the expansion of the Indian railway network from its birth
in 1853 until 1930, coding each 20 km segment with its year of construction; see maps below.
This paper speaks to multiple literatures: a historical literature on the role of railroads in develop-
ment, a historical literature on the role of the British in the development of the Indian economy,
and a literature that seeks to understand the returns to transportation infrastructure using creative
identification strategies to get around the endogeneity concerns that plague research on many gov-
ernment investments: the correlation of investments with political favor, economic potential and
other unobserved spatial characteristics that render biased naive estimates of their impact.

1860 

1930 

1910 

1890 

1870 

1880 

1900 

1920 

Figure 1: The evolution of India’s railroad network, 1860-1930: These figures 
display the decadal evolution of the railroad network (railroads depicted with thick lines) in 
colonial India (the outline of which is depicted with thin lines).  The first railroad lines were laid in 
1853.  This figure is based on a GIS database in which each (approximately) 20 km long railroad 
segment is coded with a year of opening variable.  Source: Author’s calculations based on official 
publications.  See Appendix A for details. 

!

The first part of the paper develops a multi-region, multi-good trade model based on Eaton and
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3.2 Donaldson: Railroads of the Raj

Kortum (2002).7 In this model, there are D regions that trade K commodities, each available in
varieties index by j. (These varieties are not important for the analysis and do not exist in the data,
but are worth mentioning because various variables will be indexed by j.) The model is static,
meaning that there are no time subscripts, and assumptions will have to be made in order to apply
it to the panel data that Donaldson uses for his empirics.

Agents have Cobb-Douglas preferences, as given by their utility function

output and trade flows that refer to commodities, not individual varieties. While my empir-

ical setting will consider 70 years of annual observations, for simplicity the model is static; I

therefore suppress time subscripts until they are necessary.

Consumer Preferences:

Each region o is home to a mass (normalized to one) of identical agents, each of whom owns Lo

units of land. Land is geographically immobile and supplied inelastically. Agents have Cobb-

Douglas preferences over commodities (k) and constant elasticity of substitution preferences

over varieties (j) within each commodity; that is, their (log) utility function is
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k µk = 1. Agents rent out their land at the rate of ro per unit and use their income

roLo to maximize utility from consumption.

Production and Market Structure:

Each variety j of the commodity k can be produced using a constant returns to scale pro-

duction technology in which land is the only factor of production.15 Importantly, land is

homogeneous and can be allocated to the production of any variety of any commodity with-

out adjustment costs—consistent with a long-run interpretation that informs the empirical

analysis below. Let zk
o (j) denote the amount of variety j of commodity k that can be pro-

duced with one unit of land in region o. I follow Eaton and Kortum (2002) in modeling zk
o (j)

as the realization of a stochastic variable Zk
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commodity and region. The exogenous parameter Ak
o increases the probability of high pro-

ductivity draws and the exogenous parameter ✓k captures (inversely) how variable the (log)

15This is clearly an extreme assumption, made here for parsimony (though all results would be una↵ected if
agricultural production were a Cobb-Douglas aggregator of land and other inputs as long as those inputs are
immobile). However, if crops di↵er in their factor intensities (as in Heckscher-Ohlin models of trade), factor
intensities are endogenous to factor prices, or factors are mobile, then while the four results in Section 3.2
below would be una↵ected the procedure used to compute ⇡k

oot in equation (18), based on the factor market
clearing equilibrium of the model, would need to be altered. I return to the discussion of labor mobility in
Section 6.1 below.
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Trade costs T kod are modeled as iceberg costs, which means that T kod units of good k must be shipped
from origin region o for one unit to arrive in destination region k. Because of perfect competition,
the price of any good in its region of production (where trade costs T = 1) is the ratio of the land
rental rate to the realized productivity parameter: pko = ro

zko
. This price is, of course, stochastic

because it relies on the realization of stochastic variable Zk
o . Regions will not buy all goods from

all other regions, but rather only from the lowest-cost region after taking both realized productivity
and bilateral trade costs into consideration. The CDF of the potential price of good k sent from
origin region o to destination region d (potential because it is not necessarily the lowest price faced
by region d) is

k. But they are are indi↵erent about where a given variety is made—they simply buy from

the region that can provide the variety at the lowest cost (after accounting for trade costs).

I therefore solve for the equilibrium prices that consumers in a region d actually pay, given

that they will only buy a given variety from the cheapest source region (including their own).

The price of a variety sent from region o to region d, denoted by pk
od(j), is stochastic

because it depends on the stochastic variable zk
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Given this distribution of the actual prices paid by consumers in region d, it is straight-

forward to calculate any moment of the prices of interest. The price moment that is relevant

for my empirical analysis is the expected value of the equilibrium price of any variety j of

commodity k found in region d, which is given by
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).17 In my empirical application below I treat these expected prices as

equal to the observed prices collected by statistical agencies.18

Given the price distribution in equation (3), Eaton and Kortum (2002) derive two im-
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18 A second price moment that is of interest for welfare analysis is the exact price index over all varieties

of commodity k for consumers in region d. Given CES preferences, this is epk
d
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which is only well defined here for �k < 1 + ✓k (a condition I assume throughout). The exact price index is
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)]1/(1��k). That is, if statistical agencies sampled

varieties in proportion to their weights in the exact price index, as opposed to randomly as in the expected
price formulation of equation (4), then this would not jeopardize my empirical procedure because the exact
price index is proportional to expected prices.

11

The CDF of the actually realized price, meaning the lowest offered to region d, is the probability
that at least one price offered across allD regions is less than the price p, and thus can be expressed
by the following equation (note the subscript od becomes d, as this is the CDF for the lowest price
faced by region d)
7 Donaldson’s treatment of this model, and by extension mine here, go into less depth than Eaton and Kortum’s paper,

so it’s worth reading if trade is of particular interest to you.
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The equilibrium is characterized by the land rental rates ro that satisfy the budget constraint, which
here is the requirement that each region have balanced trade. In other words, each region can only
consume what it earns, and can only import goods of total value equivalent to what it exports. The
land rental rate in region 1 is the numeraire, thus there are D− 1 equations (region-specific budget
constraints) to solve for D − 1 land rental rates ro.

Donaldson derives predictions from his model to guide his empirics. In order to take the static
model to a panel dataset, he must assume that goods cannot be stored and that there is no inter-
regional lending, so that trade flows in a given year perfectly capture consumption of imported
goods. I will discuss three of these predictions below, along with the associated empirics, rather
than splitting the theory and empirics as he does in the paper.

Prediction 1: Under certain conditions, inter-district price differences are equal to trade costs.
Normally costs of trading would place an upper bound on price differences, but in the case of a
commodity that is only produced in a single place, the differential between the (log) price in origin
o and destination d is exactly equal to the trade cost between the two regions:

3.2 Four Results

In this section I state explicitly four important results that emerge from the model outlined

above, in the order in which they drive my empirical analysis (ie, Steps 1-4) below.

Result 1: Price di↵erences measure trade costs (in special cases):

In the presence of trade costs, the price of identical commodities will di↵er across regions. In

general, the cost of trading a commodity between two regions places only an upper bound on

their price di↵erential. However, in the special case of a homogeneous commodity that can

only be produced in one origin region, equation (4) predicts that the (log) price di↵erential

between the origin o of this commodity and any other region d will be equal to the (log) cost

of trading the commodity between them. That is:

ln po
d � ln po

o = ln T o
od, (7)

where the commodity label k is replaced by o to indicate that this equation is only true for

commodities that can only be made in region o. This result is important for my empirical work

below because it allows trade costs (T o
od), which are never completely observed, to be inferred.

But it is important to note that this result—essentially just the assumption of free arbitrage

over space, net of trade costs—is not a testable prediction in the absence of direct data on T o
od.

Result 2: Bilateral trade flows take the ‘gravity equation’ form:

Equation (5) describes bilateral trade flows explicitly, but I re-state it here in logarithms for

reference: (log) bilateral trade of any commodity k from any region o to any other region d is

given by

ln Xk
od = ln�k + ln Ak

o � ✓k ln ro � ✓k ln T k
od + ✓k ln pk

d + ln Xk
d . (8)

This is the gravity equation form for bilateral trade flows, which is common to many widely-

used trade models: bilateral trade costs reduce bilateral trade flows, conditional on importer-

and exporter-specific terms.

Result 3: Railroads increase real income levels:

In this model, welfare in district o is equal to its real income (per unit land area), Wo, which

is given by real land rents:20

Wo =
roQK

k=1(epk
o)

µk

.
=

roePo

. (9)

Unfortunately, the multiple general equilibrium interactions in the model are too complex to

20Recall that epk
o is the CES price index for commodity k in region o, defined in footnote 18.

13

Donaldson finds just such a product in eight types of salt that are each produced in unique loca-
tions. He constructs a network of four transportation options between all districts: river, coast, rail
and road. He then regresses log salt price on the effective distance between each district and the
source of that particular salt, using the lowest cost route between the two locations. Lowest cost,
of course, depends on the relative transportation costs for each mode of transport. In column 1 he
uses historical prices based on speed of travel to estimate the coefficient of interest using OLS, but
in column 2 he uses non-linear least squares (NLS) to determine the relative transportation costs
that minimize the sum of squared residuals in this regression. It should be noted that this greatly
increases the estimated coefficient, as we would expect if there is measurement error using the
historical prices.
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Prediction 2: Bilateral trade flows follow a “gravity equation,” meaning that that we should expect
trade between regions to be a decreasing function of the trade costs between them. Thus, as rail-
roads enter and lower costs of trade between two locations, we should expect to see trade increase.
The magnitude of this elasticity is exactly what Donaldson then estimates. To do so, he must use
as an input trade costs as a function of effective distance, given by the previous estimation. He
assumes that all commodities face the same relative trade costs across the different modes of trans-
port. This is a questionable assumption, but one that he shows is (perhaps surprisingly) not very
important, as controlling for the weight per value does little to change the estimates, as shown in
column two of the table below.
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Prediction 3: Reducing trade costs increase real income levels. Having established that railroads
lower trade costs and increase trade, Donaldson shows the impact of railroads on log real agricul-
tural income per capita. (Why only agriculture? For reasons of data availability, of course, but
also because the economy of India was primarily agricultural at this time.) He shows that railroad
access increases real income by approximately 16 percent, as shown in Table 4, below.
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Column 1 gives the main result, and columns 2-4 provide the results of the primary placebo tests
used by Donaldson to demonstrate that his results are not the result of endogenous placement of
railroads. As mentioned above, this is a major concern, as infrastructural investments are likely to
be correlated with economic and political factors that are unobservable to the econometrician. The
placebo test he uses is to test whether “ghost” rail lines, which were planned but never built, have
any predictive power on agricultural income. He argues that these results support his assumption
that railways placement was not correlated with unobserved economic factors, since the coeffi-
cients on these unbuilt railway lines are statistically insignificant and are much smaller than the
estimates on the built rail lines.
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Discussion questions:

• Donaldson uses land rents as a proxy for real income. What are the assumptions required for
this to be a valid proxy?

• How convincing is the placebo test of estimating the impact of “ghost” railroad lines never
built?

• How does historical work like this inform our understanding of current economic develop-
ment? Put differently, what issues of external validity might there be?

• Income is actually measured as agricultural income at the district level. What biases might
this introduce into Donaldson’s estimation?

– Consider the possibility that railroads change not the level of income but rather the
growth rate. How would this change the estimation?

• Donaldson ends the paper discussing a potential direction for future work: the effect of
transportation infrastructure on welfare via reduced volatility. How might we be able to
estimate such effects?
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3.3 Banerjee, Duflo and Qian, 2012: On the Road
The economic impact of infrastructure is notoriously difficult to study, in large part because it is
hugely expensive and thus determined by many economic and political considerations. Policy-
makers have thus far proven reluctant to let economists randomize the placement of roads and rail
lines, and that’s probably a very good thing.8 However, a recent and growing literature uses cre-
ative empirical strategies to generate plausibly unbiased estimates of the impact of infrastructure
on local economic activity. In this paper, Banerjee et al. (2012) examine both the short- and long-
run impacts of the Chinese railway network on areas “quasi-randomly” assigned to proximity to
rail lines, which I discuss in more detail below.

The empirical punchline of this paper is that railroads have a level effect on income but not on
growth during China’s rapid growth between 1986 and 2006. This is a real strength of this paper:
the authors are able to observe both income levels and growth, often conflated due to data limita-
tions. They are also able to examine long run effects, potentially hugely important if adjustment
costs create lags in the response of economic activity to new infrastructure.

3.3.1 The Model

The authors write a model in order to understand how lowering transport costs will influence the
spatial distribution of economic activity. The key to the model is that different goods and capital
have different levels of mobility. The basic setup is as follows:

• There is one metropolis, M distant regions and N connected regions

• Each region produces a tradable and a nontradable good

• Price of tradable good fixed on the world market at p

Transport costs mean that the effective prices faced by exporters vary by their location. In the
metropolis the price they receive is p, in connected regions p(1 − d1) and in unconnected regions
p(1 − d2) where d2 > d1. Likewise, capital flows with a cost from rural areas to the metropolis.
Thus the opportunity cost of capital in the city is r, in connected regions r(1− ρd1) and in uncon-
nected regions r(1− ρd2). The parameter ρ captures the cost of moving capital relative to moving
the tradable good. Labor is assumed to be fixed in a location.

Production is Cobb-Douglas with an extra term for average capital in the region (K̄), in the tradition
of urban economics. The profit maximization of a firm in region i is thus:

max
L,K

p(1 − di)AK
αL1−αK̄β − wL− rK(1 − ρdi), (14)

where di is 0 in the metropolis, d1 in connected regions and d2 in unconnected regions. Differ-
entiating with respect to L and K generates the two first order conditions. Additionally there is
8 One notable exception is Gonzalez-Navarro and Quintana-Domeque (2014), which examines the impact of urban

street paving on household investment and consumption.
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a capital market clearing condition, which says that total demand for capital must equal the total
amount of capital in the economy:

MKD +NKC +KM = K. (15)

Some plugging and chugging (not too much) yields the following relationship between capital and
labor in location i:

K1−α−β
i =

p(1 − di)

r(1 − ρdi)
AαL1−α

i (16)

As labor is fixed in a given location, output is determined by capital. We are thus interested in how
equilibrium capital varies with respect to di and ρ. We can see that the sign of ∂K

∂di
will depend on

the value of ρ. If capital is less mobile than goods (ρ > 1) then distant regions will actually have
more capital (and output) per worker than connected regions. If on the other hand capital is more
mobile than goods (ρ < 1), then connected regions will have more capital per worker. In essence,
the problem comes down to whether it is cheaper for regions to export capital or to export goods.

It should be pointed out that this paper is not testing the model, per se, but rather using the model
to generate predictions and make sense of them. Other models may very well generate similar
predictions. Casaburi et al. (2013) takes a very different approach, generating predictions from
a set of canonical models and differentiating between them using evidence on the heterogeneous
impacts of rural road construction on market prices.

3.3.2 Empirics

Infrastructure is not built at random: it targets places of high economic potential and political influ-
ence. The authors solve this endogeneity problem with the clever use of straight lines. They draw
straight lines between a set of important historical cities and four treaty ports that were granted by
the Chinese government to the Western powers following the Opium Wars. These ports became
loci of trade. When railroad construction began, it naturally sought to connect the major economic
centers in the country. Abstracting away from geography and other factors that may determine the
cost of benefits of railroad placements, straight lines are the shortest distances between cities and
thus the lowest cost routes. Of course the railways were influenced by local geography and thus did
not perfectly follow the straight lines (as seen in the map below) but the lines provide us with an
instrument for proximity to a rail line, thus overcoming concerns of endogeneity in the placement
of the lines. In essence, some areas were accidentally treated with railroads simply because they
happened to lie on the shortest route between two important, faraway cities.
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Figure 1: Lines and Transportation Infrastructure

46

The first finding is that distance from a railway line is associated with significantly lower per capita
GDP, with an elasticity of -0.0672. On growth, however, they authors find no effect of distance on
GDP per capita growth during China’s boom 1986-2006. Estimates from firm-level data support
these findings. Evidence from household income suggest that inequality increases with proximity
to the railway, which they take to be further evidence that factor mobility limits the localization of
economic benefits of transport infrastructure, in accordance with the model.

Discussion questions:

• How are railroads different from highways and how might that change the optimal empirical
strategy?

• The map shows that the authors use the straight line instrument beyond the final cities con-
nected, but only for some. What concerns does this raise?
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• The authors use the model to conclude that capital is less mobile than goods. What are the
reasons why this might be the case? Why might we expect it to be the opposite?

• How might the subsequent policy response over the decades after the construction of the
railroads affect our interpretation of the results? How does the fact that much economic
activity is centrally planned in China affect this?

3.3.3 Casaburi, Glennerster and Suri, 2013

This paper represents a very different methodological approach to estimating the impact of infras-
tructure than Donaldson or Banerjee et al. Casaburi et al. (2013) investigate not the large railroads
and highways that have been the focus of much of the literature, but smaller rural feeder roads that
connect villages to the outside world. Instead of estimating the economic impact of these roads,
the authors utilize the dramatic reduction in transport costs brought about by a rural road program
in Sierra Leone to test models of agricultural market structure. The primary outcome is the price
of agricultural goods at the local market. They start with the recognition that lowered transport
costs for both traders and farmers could induce various responses in not only agricultural supply,
but also in competition among traders, thus affecting both the size of agricultural surplus and its
division between seller (farmer) and buyer (trader).

Empirically, their strategy is to use a regression discontinuity (RD) design, which was possible
because of the way that the program was structured:

“. . . To structure the use of its funds, the EU created a priority ranking for each of 47
eligible roads based on an index of quantitative economic data. The highest-ranked
roads were chosen in order until at least (or as close to) a total of 150 km of roads
had been assigned to each district. A total of 31 roads were ultimately selected to be
renovated.”

Effectively, they are comparing similar areas, some of which received roads because they were
above the cutoff and some of which did not because they fell just below the cutoff. What might we
be concerned about here? How could and do the authors address these concerns in the data? This
paper goes to great lengths to convince the reader that their estimates are unbiased. Here are the
two tests that they, and many other RD papers, conduct to support their identification assumptions:

• McCrary test to show continuity in density around the cutoff

• Test for discontinuity of baseline characteristics around cutoff

While the RD is an off-the-shelf empirical technique, this paper is more novel for using it to
carefully test between four different models of agricultural market structure:

• Bertrand oligopsony: free entry of traders and perfect information means that the farmers
capture all of the gains from trade and from lower transport costs
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• Bilateral bargaining with lock in: producers and traders split the surplus with γ representing
the Nash bargaining weight of the trader. (Note: the previous model is a special case of this
model with γ = 0.

• Cournot oligopsony: producers vary in distances they must travel, and thus only those with
low enough distances participate in the market. The authors consider variants of the model
with both a fixed number of of traders, M , and endogenous entry where traders have a fixed
cost of entry, K.

• Search frictions a la Mortensen (2003): endogenous entry of traders, with search frictions
modeled as each producer bid matched to a single random producer.

These models produce different comparative statics that are tested with the data. These are, as
quoted from the paper:

1. The equilibrium price change in response to a change in rural road transport
costs: ∂p

∂τ

2. Heterogeneity in this price response by the distance traveled on the major road,
x: ∂2p

∂τ∂x

3. Heterogeneity in this price response by market level productivity, σ: ∂2p
∂τ∂σ

The results best support a model with endogenous trader entry and search costs. On average, mar-
ket prices decrease in response to road construction, in opposition to the Bertrand and Cournot
models. (Why?) The authors find that these price drops are strongest in markets that are farthest
away from cities and in areas of lower productivity, as well as areas with lowest cell phone pen-
etration. Intuitively, the lower the expected profits, the fewer traders find it worthwhile to enter,
resulting in high margins for the few that do. Thus, markets are particularly uncompetitive in these
areas and gain the most from increased competition when roads are built. The findings here point
to potential substitutibility of infrastructural investments; the returns on roads are highest when in-
formation from cell phones is not available. Of course one could imagine the opposite for power:
both roads and electricity are probably required for manufacturing to take place in a given location.
This consideration of information leads beautifully into our final topic of this lecture...

3.4 Information as a Cost of Distance
Before finishing this lecture, I want to spend a little bit of time thinking about other transaction
costs that may be particularly relevant in a developing economy. Roads are not the only forms of
infrastructure that are weak in developing countries. The past decade has seen enormous gains in
access to telephony, often with significant government policies to encourage access to poor, rural
households. For example, India has a very competitive private market in cell phones, but the state-
owned and money-losing firm BSNL continues to serve nearly 100 million rural subscribers whom
the government has feared may not have access to mobile telephony otherwise.
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How are markets affected by such improvements in information and communication technology
(ICT) infrastructure? Many papers have come out in recent years on the subject, but Jensen (2007)
is particularly significant both because it led the way in terms of identification and because, like
Casaburi et al. (2013) it tests the predictions of economic theory. As Jensen points out, much core
economic theory is predicated on perfect information:

Economists have long emphasized that information is critical for the efficient func-
tioning of markets. For example, two of the most well-known results in economics,
the First Fundamental Theorem of Welfare Economics (i.e., competitive equilibria are
Pareto efficient) and the “Law of One Price” (LOP) (i.e., the price of a good should
not differ between any two markets by more than the transport cost between them) rely
heavily on the assumption that agents have the necessary price information to engage
in optimal trade or arbitrage.

Mobile phone service was introduced in Kerala, India between 1997 and 2001. Towers placed in
coastal towns provided coverage up to twenty-five km off of the coast, the range in which most
fishing takes place. By 2001 most fishing boats, wholesale and retail traders were using cell phones
to arrange transactions. This provides a natural experiment to test for the impact of improved in-
formation on prices.
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sea.18 In general, phones were bought by the largest boats first,
since they faced the largest potential gains to arbitrage and were
also more likely to be able to afford the phones, which were
initially expensive (as much as $100 US).

Our empirical analysis compares how changes in the out-
comes of interest (price dispersion, waste, and welfare) corre-
spond to the staggered introduction of mobile phones across the
regions. We can break the sample into four time periods: period 0

18. Both fishermen and buyers report that it is extremely rare for a negoti-
ated deal at sea to be broken later, largely due to the need to establish a credible
reputation.

FIGURE II
Spread of Mobile Phone Coverage in Kasaragod, Kannur,

and Kozhikode Districts

892 QUARTERLY JOURNAL OF ECONOMICS

The empirical strategy is as follows:

• Surveys were conducted among 300 fishing boats every week between Sept 1996 and May
2001.

• Towers were phased in gradually between 1997 and 2000, creating variation in treatment
status in both space and time (see figure).
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• The design is thus a diff-in-diff, using fixed effects for both region and time period, in ad-
dition to location characteristics to get the estimating equation of interest, with βrp as the
estimated treatment effect. The estimation equation is the following:

Yrt = α+
2∑
r=1

βrRegionr +
3∑
p=1

βpPeriodp +
2∑
r=1

3∑
p=1

βrpRegionr × Periodp + γZrt + εrt (17)

The findings accord beautifully with economic theory. Once autarkic fisherman begin to sell their
fish outside of the local market. Price spreads across markets decline by over 75 percent. Like-
wise price dispersion within regions decline enormously, with standard deviations within a region
dropping from 62-69 percent of mean price to less than 14 percent. Waste, defined as unsold fish,
drops from 5-8 percent of fishermen to zero. As usual, a graph (below) reveals the treatment effect
more convincingly than a regression table.

FIGURE IV
Prices and Mobile Phone Service in Kerala

Data from the Kerala Fisherman Survey conducted by the author. The price series represent the average 7:30–8:00 A.M. beach price
for average sardines. All prices in 2001 Rs.
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Discussion questions:

• Is it possible that phones are having effects via channels other than market information?
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• The empirical strategy here is a quite simple one. What assumptions are required for βrp to
be an unbiased estimate of the impact of phone introduction?

• Aker (2010) finds a smaller reduction in the price dispersion of grain in Niger following the
introduction of mobile phones. What factors might explain this difference? How would we
expect these results to vary by the type of product, e.g. wheat, manufactured goods, etc?
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4.1 References
• ? Matsuyama (1992)

• ? Michaels (2010)

• Foster and Rosenzweig (2004)

• Gollin et al. (2002)

• Nunn and Qian (2011)

• van der Ploeg (2011)

4.2 The Model: Matsuyama, 1992
Thus far, we have considered complementarities in production at the level of the firm, spillovers
across firms and the ways in which transportation costs of goods and information can influence the
functioning of markets. But what about natural advantage? The role of natural endowments in the
growth of economies has been at the center of development economics for decades. In the recent
debate, our very own Paul Collier has been a leading proponent of the idea that natural features
play an important role in determining which countries are being left off of the ladder of develop-
ment. Being landlocked greatly raises transport costs. Natural resources can create poverty out
of abundance, as we’ll discuss below. But the natural advantage most focused on by development
economists has been agriculture. This is for various reasons, including the fact that the majority of
people in low-income countries is employed in the agricultural sector, as well as the fact that low
agricultural productivity, while challenging, is easier to address than being landlocked.

But what is the role of agricultural productivity (or natural resource wealth generally) in structural
transformation? Matsuyama (1992) lays out the competing arguments. The positive view draws
on ideas of the big push that we have already considered:

. . . based in part on the experiences of the Industrial Revolution in Britain, there are
positive links between agricultural productivity and industrialization. First, rising pro-
ductivity in food production makes it possible to feed the growing population in the
industrial sector. With more food being produced with less labor, it releases labor for
manufacturing employment. Second, high incomes generated in agriculture provide
domestic demand for industrial products. Third, it increases the supply of domestic
savings required to finance industrialization.

On the other hand, productivity in agriculture could crowd out growth in other industries:
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Economic historians . . . found their answer in the Law of Comparative Advantage,
which implies a negative link between agricultural productivity and industrialization
. . . According to this view, the manufacturing sector has to compete with the agricul-
ture sector for labor. Low productivity in agriculture implies the abundant supply of
“cheap labor” which the manufacturing sector can rely on.

Matsuyama’s big insight is that both of these are possible, depending on transportation costs. To
some extent this model brings together lectures two and three. When transportation costs are high,
modeled here in the limit as a closed economy with no trade, agricultural productivity frees up
workers to be employed in manufacturing. When transport costs are low, modeled as a small open
economy facing global prices, agricultural productivity shrinks the size of the manufacturing sec-
tor by increasing real wages and thus the costs faced by domestic manufacturers attempting to
compete in a global market.

Here is how he sets up the model. I find his notation somewhat challenging, but will keep it as he
does to make comparison to the paper easier:

Assumption 3 (PRODUCTION) There are two sectors in the economy, Agriculture and Manufac-
turing. Labor supply is constant and normalized to one. Production in the two sectors is given by

XMt = MtF (nt)

XA
t = AG(1 − nt)

where nt is the share of labor working in manufacturing, X i
t represents the output of sector i

in time t. f(0) = 0, f ′ > 0, f ′′ < 0 for f = F,G.

In order to simplify the model, labor is assumed as the only input. Notice the t subscript on the
productivity of manufacturing. This leads to the next assumption:

Assumption 4 (TECHNOLOGICAL CHANGE) Agricultural productivity,A, is fixed. In manufac-
turing, however, knowledge accumulates via learning by doing, characterized by the productivity
growth path Ṁt = δXM

T .

Because of this endogenous growth, manufacturing exhibits increasing returns to scale: productiv-
ity next period is a function of how much is produced this period.
Because there is only one input, the labor market equilibrium defines the productive equilibrium:

AG′(1 − nt) = ptMtF
′(nt) (18)

Thus far, we have only examined the supply side of the equation. We can now turn to the demand
side.
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Assumption 5 (PREFERENCES) All consumers share identical preferences given by

W =

∫ ∞
0

[βlog(cAt − γ) + log(cMt )]e−ρt, (19)

where β, γ, ρ > 0 and cit denotes consumption of good i at time t.

It is important to note two things. First, the parameter γ makes the preferences non-homothetic
to reflect Engel’s law: income elasticity of demand for food is less than one. This is often called
Stone-Geary preferences: there is a minimum amount of food, γ, below which marginal utility is
infinity. However, we assume here that agricultural productivity is high enough to produce enough
food without using all of the workforce:

AG(1) > γL > 0 (20)

Second, as a log utility function is a monotonic transformation of Cobb-Douglas, we know that
each good will receive a fixed share of income, after minimum agricultural consumption has been
satisfied.

In a closed economy, we use the equal income shares combined with the labor market equilibrium
to remove endogenous price in order to characterize the labor market allocation as a function of
only fundamental parameters:

φ(nt) = G(1 − nt) − βG′(1 − nt)F (nt)/F
′(nt) = γL/A. (21)

It is easy to see that φ′(nt) < 0: φ(0) = G(1) and φ(1) < 0. (This is assuming that φ is monotonic,
which is harder to show but possible.) Since A enters in the denominator on the right hand side,
we can conclude that ∂nt

∂A
> 0. In other words, the higher is agricultural productivity, the higher the

share of labor that is allocated to manufacturing. This has the added benefit of increasing growth,
since the rate of growth is an increasing function of the size of the manufacturing sector.

We turn now to the case with trade, where the market we analyze is a small (price-taking) open
economy. The setup is the same, apart from characterizing the world economy:

Assumption 6 (WORLD ECONOMY) The world economy is identical to the home economy ex-
cept that its technological parameters are given byA∗ andM∗

t . Labor is immobile across economies
and there are no technological spillovers.

The world economy has its own labor market equilibrium:

A∗G′(1 − n∗t ) = ptM
∗
t F
′(n∗t ) (22)

Combining this with the labor market equilibrium equation from the home market yields the fol-
lowing equation, which sets nt.

F ′(nt)
G′(1 − nt)

=
AM∗

t

A∗Mt

F ′(n∗t )
G′(1 − n∗t )

(23)
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We can see from this equation that n is determined by comparative advantage. The left hand side
is decreasing in n, so the size of the manufacturing sector is increasing in the relative productivity
of global agriculture. More importantly, we can take the derivative of this equation with respect to
time to yield (

G′′(1 − nt)

G′(1 − nt)
+
F ′′(nt)
F ′(nt)

)
ṅt = δ[F (n∗) − F (nt)] (24)

We know that the expression in the parentheses on the LHS is negative. We can therefore conclude
that if n > n∗, employment share in manufacturing and productivity will grow faster in the home
economy than in the world. This is the key and somewhat non-obvious result, though it should be
unexpected at this point: with trade, the larger the share of manufacturing the more an economy
will specialize in manufacturing, due to the increasing returns from learning by doing. We know
from earlier that higher agricultural productivity leads to lower employment in manufacturing, thus
creating the potential not just for specialization but for permanently lower growth.

Finally, Matsuyama shows that high agricultural productivity can actually have the perverse effect
of reducing welfare in an open economy. It is a lot of math for a relatively simple and intuitive
point, so it’s best done in words: high agricultural productivity crowds out manufacturing output
but raises overall welfare at first. However, growth comes from learning by doing in manufacturing
in this model; agricultural productivity, A, remains constant. Thus, for a low enough discount rate
δ, current labor allocations will be weighted towards agriculture, since the gains from employment
in manufacturing accrue in part to later periods. There can be a poverty trap that comes from this
intertemporal spillover: the economy will stay specialized in agriculture and little growth will oc-
cur because a low proportion of the labor force is allocated to manufacturing.

So sayeth the model. But is it true? Despite being so central to the practice of development eco-
nomics, the literature has found it difficult to explore empirically. Agricultural productivity is not
randomly assigned to countries or regions; it tends to correlate with other economic inputs such as
education and quality of infrastructure. Thus it tends to grow with the economy, making it difficult
to determine causality. In the next paper we’ll examine one attempt to answer the question, before
moving on to consider other forms of natural resource wealth.9

Discussion Questions

• Why could high agricultural productivity lead to lower welfare only in the open economy
case?

• How would the predictions of the model change if capital were an input into the manufac-
turing production function?

• Why does Matsuyama make preferences non-homothetic?

9 For a comprehensive summary of the relationship between agricultural productivity and development, see Doug
Gollin’s handbook chapter: Gollin (2009)
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4.3 Foster and Rosenzweig, 2004
Foster and Rosenzweig have a series of papers examining the impact of India’s Green Revolution,
which was a massive increase in agricultural productivity and incomes, largely the result of the
widespread adoption of high-yield variety (HYV) seeds. Foster and Rosenzweig (1996) demon-
strated that these gains in agricultural productivity increased returns to and investment in schooling.
In his Lecture 3, Simon discusses Foster and Rosenzweig (1995), where the authors use data on
HYV seed adoption to test a model of learning by doing and learning from others. In the paper we
discuss here, Foster and Rosenzweig (2004) set out to test whether agricultural productivity gains
led to more or less local industry.10 Their model, written up formally in a working paper called
Agricultural Development, Industrialization and Rural Inequality and described in this paper, is
a variant on Matsuyama’s that includes capital as a productive input, creating the possibility that
agricultural surpluses can facilitate manufacturing growth when there are credit constraints.

Their empirical strategy can be summarized as follows:

• Dataset: Additional Rural Income and Rural Economic Development Surveys (panel), plus
rainfall data

• Sample: households in 240 villages across 15 states, 1971-1999

• Variation: suitability to adoption of high yield variety seeds in four crops. The authors
create an index of such suitability, which they define as a village-specific measure of how
high agricultural productivity would be if all land were irrigated.

The specification that they run is

yit = β1HY Vit + β2(year = 1971) + β3(year = 1982) + β4town71 × (year = 1982) +
β5town71 × (year = 1999) + Zitβ + µi + εit,

where yit is the outcome of interest, HY V is the log of the HYV index, town71 is a dummy for
whether there is a town within 10 km in 1971, the Zit vector contains various other controls and
µi is a village-specific fixed effect. The coefficient of interest is

¯
1, the estimate of the impact of

potential HYV productivity gains on the outcomes of interest. The authors first confirm that their
“exogenous” shock to local agricultural productivity does in fact raise agricultural income. They
then ask whether it also increases non-agricultural economic outcomes, with results in the table
below.

Taking the coefficients seriously (should we?), high agricultural productivity seems to crowd out
other economic activity: high HYV suitability is associated with a lower likelihood of a factory in
the village and less nonfarm wage income (at least in column five). In the next table they show
that while nonfarm income may be lower, total income is not, thus suggesting that agricultural

10 I recommend working through the model, but beware there are some mistakes in their solution.
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TABLE 2

Estimates of the Determinants of Village Factory Presence, Log of Mean Nonfarm Wage Income, and Log of Mean Business Income, 1971–99

Dependent Variable

Factory in Village Log of Nonfarm Wage Income Log of Business Income

GLS FE FE GLS FE FE GLS FE FE

Log of HYY yield index !.00543
(.29)

!.0719
(2.87)

!.0481
(1.98)

.127
(1.07)

!.246
(2.14)

!.102
(.80)

.270
(2.02)

.105
(.75)

!.131
(.92)

Yearp1982 .0558
(1.56)

.114
(2.81) …

!.0086
(.04)

.522
(2.22) …

1.02
(4.80)

1.17
(4.81) …

Yearp1999 .0755
(2.00)

.178
(3.48) …

2.01
(8.23)

2.81
(10.9) …

!.367
(1.15)

!.0844
(.26) …

Distance to town in
1971 # yearp1982
(km x 10-3) .0905

(1.49)
.0530
(.69)

.0593
(.82)

1.27
(3.82)

.326
(.88)

.149
(.41)

.208
(.81)

.150
(.33)

.348
(.75)

Distance to town in
1971 # yearp1999
(km x 10-3) .179

(2.71)
.141

(1.77)
.0003
(.01)

.468
(2.26)

!.495
(1.43)

!.600
(1.78)

.617
(1.48)

.534
(1.05)

.877
(1.75)

Constant .141
(1.35) … …

4.29
(6.42) … …

2.68
(3.54)) … …

State/year interactions
included No No Yes No No Yes No No Yes

Number of observations 705 705 705 705 705 705 705 705 705

Note.—Estimation procedures are GLS, generalized least squares, and FE, fixed effects. Huber/White estimates of absolute values of t-ratios are in parentheses.

productivity increases still have a positive effect on overall earnings.

Are these results surprising in light of the model we examined? The answer depends on how open
we think village economies are. Villages certainly trade agricultural goods, and migration rates
during the period are very low, mirroring the assumptions in Matsuyama’s model of a small open
economy.

Discussion questions:

• Is the village the right geographic unit to be considering here? What happens if village
economies are closely tied to nearby towns, such that labor and capital are mobile between
village and town?

• Why does the HYV suitability index assume that all farmland is irrigated?

• Why is it time specific? Is there any problem with generating the HYV index using the same
villages that are the sample?

• Why must the regression specification include village fixed effects?
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4.4 Point-source natural resources
Agriculture is not the only location-specific natural resource that may crowd in or crowd out other
economic activity; point source natural resources like oil or mineral wealth may play a similar role.
Matsuyama’s model could just as easily be interpreted as a model of subsoil mineral wealth.

Of course, there are various ways in which mining is very different from agriculture. First, the for-
mer tends to be capital intensive, while the latter is labor intensive, at least in developing countries.
Second, mining tends to be a major source of government revenue for governments so endowed,
while agriculture tends to be taxed lightly if at all. Third, world mineral prices fluctuate much
more than agricultural prices, exposing economies that depend on them to high levels of volatility.

Michaels (2010) attempts a similar exercise to Foster and Rosenzweig (2004). The context is oil in
the American South.11 There is a huge debate on the economic and political impacts of natural re-
source abundance; a good overview is van der Ploeg (2011), on the reading list. Michaels focuses
on the economic side, asking whether oil-abundant counties got onto a fundamentally different
growth path compared with those without oil.

The uncertainty hinges on many of the forces that we have discussed in these past four lectures.
Potential benefits of oil include demand effects a la Big Push and linkages with upstream and
downstream industries a la EGK. Potential costs include increases in property and other input
costs, volatility, corruption and pollution. The discovery of oil offers a particularly good setting
for studying this question because technological developments suddenly made oil and oil explo-
ration economically important. At the end of the day this is a simple difference-in-differences
paper: Michaels compares oil-rich and oil-poor adjacent counties, before and after the discovery
of oil, and must argue that his controls account for any differences between these counties. Think
back to Lecture 1. This is essentially the same empirical strategy as used by Duflo (2001), where
the equivalent for her treated cohorts (cohorts young enough to benefit from school construction
and born in the places that received schools) are oil counties after the advent of the oil industry.
His map below is a good starting point for investigating this claim.

11 There is a growing body of historical work asking questions that speak to economic development in a rich country
setting. One of the reasons for this is that, in general, there is far batter data in countries such as the US, even
historically, compared to developing countries. Rick Hornbeck has some very good papers of this sort.
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counties, distance to nearest ocean and distance to nearest navigable river. These
variables were clearly unaffected by the oil industry and they control for potentially
spurious determinants of outcomes that might be correlated with oil abundance.
I therefore also use them to estimate cross-section regressions where the outcomes (log
population, share of manufacturing in employment, log average manufacturing wages,
and percentage of blacks, all measured in 1890, and the percentage of children aged
14–18 in school in 1880) are measured before oil was discovered.15

In addition to the controls listed above, I also present regressions that control for the
time varying effects of the following variables: an indicator for having any urban
population in 1890, an indicator for having a college town or city whose first college was
established before 1890, an indicator for non-zero employment in railroads in 1880,
average farm size in 1945 and the fraction of land are cultivated in 1945.16 The addi-
tional controls also include a time varying measure of fraction of non-white population
in county (which may capture various effects due to the historical legacy of large-scale
plantations and slavery in some of the states I analyse). The inclusion of these addi-
tional controls is helpful for studying the effects of oil abundance if they are spuriously
correlated with oil abundance. But at least some of these controls may themselves be
affected by oil abundance, so adding them creates a problem of over-controlling,
especially for regressions using outcomes from 1880 or 1890. In practice, as I discuss
below, estimates with and without the additional controls typically look very similar to
each other.

Colorado

Kansas
Missouri

Arkansas

New
Mexico

Tennessee

Alabama

Texas
Oklahoma

Louisiana
Florida

Mississippi

Fig. 2. Map of Counties in Sample
Notes. Oil-abundant counties (dark grey), adjacent counties (light grey) and other nearby
counties (white), state boundaries (black).

15 A limitation of this approach is that county boundaries changed after 1890.
16 I control for time-varying effects of farm size since these might affect endogenous investments in

education (Galor et al., 2009).
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It is clear that oil-rich counties are highly spatially correlated, particularly in Texas and Oklahoma.
These may differ is ways other than oil from the adjacent non-oil counties. Michaels first addresses
this by showing that oil-rich and oil-poor countries were similar across a range of variables before
the discovery of oil.

Michaels finds that oil abundant counties ended up with significantly higher income, a larger man-
ufacturing sector, higher populations and greater infrastructure. Reassuringly, these effects were
not present in the years before oil was discovered, as demonstrated by the figure below.
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But if these results explain the behaviour of employees, they still leave open the
question of why employers were willing to pay higher wages and why employment
density was higher not only in mining (and manufacturing) but even in agriculture. It
is these questions that I examine next.

3.4. Why Were Oil Abundant Counties Attractive for Employers?

One potential explanation for the higher incomes in oil abundant counties is that they
compensate a better educated workforce.34 As Table 6 shows, in 1940 oil abundant
counties appear to have had a slightly better educated population, as measured by the
fraction of people who were at least high graduates. In specifications (1) and (2), the
difference is about 2–3 percentage points and statistically significant, while in specifica-
tion (3) the difference is smaller in magnitude, negative and insignificant. Over time, it
appears that the advantage of oil abundant counties in terms of education eroded and
by 1990 there are no statistically significant differences in any of the three
specifications. It thus appears that education, at least as measured using the fraction of
high school graduates, is not a particularly important determinant of the productive
advantage that oil abundant counties have.35

0.02

0.04

0.06

0.08

0.10

0.12

0.14

0.16

0.18
Ln(Median Family Income)
Ln(Per Capita Income)
Ln(Average Mfg. Wage)

–0.02

0.00
1890 1900 1910 1920 1930 1940 1950 1960 1970 1980 1990

Fig. 3. Differences in Income and Wages between Oil-Abundant Counties and Other Counties
Notes. The coefficients in this Figure are taken from separate cross-section regressions for a
fixed subsample of 451 counties. All the regressions include the baseline controls.

34 Note that this still could not explain why industries unrelated to mining chose to locate in the oil
abundant counties.

35 The discussion paper (Michaels, 2006) explores some of the mechanisms that may have slowed down the
accumulation of education in oil abundant counties between 1940–190. On the demand side, I find that
changes in industry structure, namely the growth in the share of agriculture, have some explanatory power.
On the supply side, both selective migration and slower accumulation of education by natives appear to have
contributed. At the same time, I find that oil abundant counties, being richer, also taxed more and spent
more on education.
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Within Matsuyama’s framework, these positive growth effects suggest that transportation costs in
some inputs or goods must have been high, undoubtedly true in the early 20th century South. But
Michaels focuses on other channels by which natural resources may cause local growth. Michaels
suggests that agglomeration economies were likely causes, but that they are difficult to examine
given limitations of data. He does show, however, that oil abundance attracted more educated
workers and made counties approximately twice as likely to receive airports and major highways,
thus in one fell swoop tying together the four lectures of this module.

Discussion questions

• How might the spatial correlation of oil-rich counties cast doubt on the identification as-
sumptions? Do state fixed effects address these concerns?

• Oil abundance must be discovered. Is this fact a problem for the paper?

• Michaels runs his main specification on the full sample and then excluding immediate adja-
cent counties. What is the tradeoff from excluding the closest counties?
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