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Please keep your answers brief and to the point.

1. (a) Using system calls and interrupts as examples, clearly explain the difference between syn-

chronous and asynchronous events.

(b) Describe the mechanism by which a user’s program gets back a return value from a kernel

function at the end of a system call.

(c) What is the difference between the type of information stored by the OS in the u area and

the proc structure of a process?

(d) Using your answer above, explain in 1-2 lines each whether the following items of informa-

tion should be stored in the proc structure or the u area. (i) process state (ii) open

file descriptors (iii) disk quota and resource limits.

(e) Consider the following sequence of steps used by the kernel to effect a context-switch from

process P to P
′.

1. Run the scheduling algorithm. Let P ′ be the selected process.

2. If P == P
′, goto 5.

3. Save context of P .

4. Restore context of P ′.

5. Return to user mode.

(i) Now consider a context switch from process P
′′ to P . Clearly explain what problem

arises if, in step 4, the context of P is restored faithfully using exactly the values saved

in step 3 during the switch from P to P
′.

(ii) How should the above sequence of steps be changed to circumvent this problem? (Your

answer should clearly explain what happens in your modified scheme at the individual

machine instruction level.)

[2+3+1+3+2+4=15]

2. (a) Recall that the Shortest Job First (SJF) scheduling algorithm cannot be used in the Op-

erating Systems typically used in desktop computers. Describe an approximate version of

this algorithm that can be used in such OSs.

(b) Briefly describe an operating environment in which the original SJF scheduling algorithm

can be used.

[2+2=4]
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3. (a) How is the static priority of a process determined under the Linux 2.6 kernel? What is

its default value? For conventional processes, what possible values can the static priority

take?

(b) In a system running the Linux 2.6 kernel, what happens to a process when it exhausts its

allocated time quantum? Your answer should cover all possible scenarios.

(c) Draw a diagram of the main data structure(s) that is/are used by the Linux 2.6 scheduler

to select the next process to run.

(d) Using the diagram, explain briefly why this scheduler is called a Θ(1) scheduler.

[2+2+3+1=8]

4. (a) Let waitb() and signal b() be the usual semaphore operations for binary semaphores. Show

how you would implement a counting semaphore along with the usual wait() and signal()

operations using the waitb() and signal b() functions.

(b) How many binary semaphores does your implementation need? Briefly justify (in 1-2 lines)

the need for each binary semaphore.

[6+2=8]
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