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Pace of Innovation is Accelerating 
 



 

Computing Power grows Exponentially 
 



 

Growth of Machine-Generated Data 
 

Machine-generated data is changing the game 



Predicting the Future  

 
 
“I think there is a world market for maybe five computers”  
 

 – Thomas Watson, Chairman of IBM, 1943 
 

 
 



Predicting the Future, continued  

 
“Computers in the future may weigh no more than 1.5 tons”  
 

 –Popular Mechanics (magazine), 1949 
 

 
 



Predicting the Future, continued  

 
“There is no reason anyone would want a computer in their home”  
 

 –Ken Olson, founder of DEC, 1977 

 
 



Predicting the Future, continued  

 
“640K ought to be enough for anybody”  
 

 –Bill Gates, 1981 

 
 



Predicting the Future, continued  

 
“Prediction is difficult, especially about the future”  
 

 –Yogi Berra (famous New York baseball player) 

 
 



Three Challenges for 21st Century Analytics 

•  How to deal with massive amounts of noisy data? 
  
•  How to deal with risk and uncertainty? 

•  How to deal with operational, near-real time problems?  
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Airline Revenue Management 

One idea, many related names: 
–  “Pricing and Seat Inventory Management in 

Passenger Air Travel” 
–  Revenue Management 
–  Yield Management 
–  Demand Chain Management 
–  Demand Management 
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What is Revenue Management? 

•  “Selling the right seat to the right passenger at the 
right price and at the right time”   
–  Rob Freund 

•  “Control and management of reservations inventory 
in a way that increases company profitability”  -- 
–  Barry Smith, AA 
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Special Features of the Economics  
of Airline Management 

•  Huge sunk and fixed costs 
–  Airplanes, gate facilities, fuel costs 

•  Very low variable costs per passenger 
•  Near-perfect competition on many routes 

–  Near-perfect information, zero cost of information, symmetric 
information 

•  No inventories of “product” 
–  An empty seat is a lost revenue opportunity forever 
–  Highly perishable inventory 
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Pricing Example 
•  Flight has 200 seats 

–  Y-fare is PY = $400, demand is DY = 100 
–  Q-fare is PQ = $100, demand is DQ = 100 

•  Pricing Options: 
–  Set P = $100, revenue is $20,000 = $100 x 200 
–  Set P = $400, revenue is $40,000 = $400 x 100 
–  If we can figure out how to charge Q-fare 

customers $100 and Y-fare customers $400, 
revenue is $50,000 = $100 x 100 + $400 x 100 
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Pricing Example, continued 
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Pricing and Product Differentiation 

•  In order to do differential pricing, one needs to have 
differential products 

•  Make “flexibility” part of the product: 
–  Expensive ticket (Y-fare): 

•  no restrictions on weekend stay 
•  no restrictions on advanced purchase 
•  no restrictions on changing ticket 

–  Inexpensive ticket (Q-fare):   
•  Requires a Saturday night stay-over 
•  14 day advanced purchase 
•  restrictions/penalties for changing ticket after purchase 
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Pricing and Seat Protection 
•  Problem:  once you create inexpensive Q-fare prices, 

you must be careful not to sell off the entire seat 
inventory to low-fare demand 

•  You must protect some number of seats for late-
arriving high-fare customers 

•  How many seats to protect for late-arriving high-fare 
customers? 
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How to Determine Seat Protection Level 

Let  L  denote the number of seats protected for high-fare demand 
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$Low fare

$High fare

$0

Reject low-fare 
request  (protect 
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Accept low-fare 
request (do not 
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high fare
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seat L+1 to 
 high fare
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low-fare 
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Determining the Seat Protection Level, continued 
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Simple but careful analysis yields that the 
optimal seat protection level  L  must satisfy: 

Example: 
   
   If DY ~ Normal(µ = 28, σ = 5.5), then  L = 30 .   



Curious Implication 
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•  Seat protection level L does not depend on 
demand for Q-fares 

•  L does depend on price PQ  

•  L does not in general depend on the size of 
the aircraft  
 

 



In Practice Problem is More Complex 
In practice many flights share the same aircraft 
In practice each flight has multiple fare classes 
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Historical Timeline of Revenue Management 

•  1978:  American Airlines develops SABRE 
reservations system for global airline industry and 
introduces differential fares 

•  1980s: first Revenue Management (RM) software 
used at AA, developed by Bob Phillips at DFI, Inc. 

•  1992: virtually every airline has implemented revenue 
management 

•  Late 1990s:  RM starts to permeate other industries 
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Other Applications of Revenue Management 
 •  Hotel industry 

•  Cruise lines 
•  Car rental industry 
•  Freight transportation (rail, ship, truck) 
•  Broadcasting, etc. 

All of these industries have: 
–  Advance reservations systems 
–  Range of prices/services 
–  Perishable inventory 
–  Heterogeneous demand for flexible service 
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Impact at AA 
Robert L. Crandall, then-Chairman, President, and CEO of AMR 

and American Airlines (1992):    
 “I believe that yield management is the single most important 
technical development in transportation management since we 
entered the era of airline deregulation in 1979....  The 
development of yield management was a key to American 
Airline's survival in the post-deregulation environment.” 

 
 “The development of the American Airline's yield-management 
system has been long and sometimes difficult, but this 
investment has paid off.  We estimate that yield management 
has generated  $1.4 billion in incremental revenue in the last 
three years alone.  This is not a one-time benefit.” 

26 



Outline 
•  Airline Revenue Management 

–  Pricing and Seat Inventories in passenger air travel 

 
•  Pricing and Stock Management in E-Retailing 

–  How to update prices in e-retailing to optimize revenues 

•  Webpage Ranking 
–  How and why internet search engines perform so well 

•  Advertising Display mechanisms on the internet 
–  How to most efficiently choose display advertising 

27 



Pricing in E-Retailing: An Example 
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•  TheNextBigThing.com (TNBT) is an Internet shopping site 
that markets new products from inventors and small high-
tech companies. 

•  A new product is selected every week to be the featured 
product for the week. 

•  Suppose TNBT has chosen “Health-in-Hand,” a high-tech 
exercise monitor that works with a smart-phone, as the 
featured product of the week.  
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Product Selection Problem - Details 

•  7-day sales cycle 

•  Shipment size is 1,000 units 

•  TNBT has just received the entire shipment 

•  Demand is correlated from day to day 

•  Price can be re-set each day 

•  Any unsold product at the end of the week has a 
salvage value of $22/unit 
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Correlated Demand from Day to Day 

•  The demand for this product is correlated from 
day to day.   

•  High demand yesterday will be more likely to 
result in high demand today. 

•  Low demand yesterday will be more likely to 
result in low demand today. 
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Demand and Price 
Demand for Health-in-Hand: 

•  There are 5 possible demand levels: Low (1) to High (5) 

•  At each of the six prices, the demand can be one of 5 possible 
values, each corresponding to one of the demand levels 

•  As price varies, so does the demand 

Low Medium High 
Price 1 2 3 4 5 

$30.00  230 235 240 245 250 

$35.00  210 215 220 225 230 

$40.00  165 170 175 180 185 

$47.00  130 135 140 145 150 

$55.00  80 85 95 105 110 

$65.00  65 70 75 80 85 
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Example of Demand Correlation from Day to Day 

Demand Level Today 

Low: 1 2 3 4 High: 5 

Low: 1 0.50 0.30 0.20 0 0 

2 0.25 0.50 0.15 0.10 0 

3 0.10 0.15 0.50 0.15 0.10 

4 0 0.10 0.15 0.50 0.25 

High: 5 0 0 0.20 0.30 0.50 

D
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d 
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l 
Ye
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er

da
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Demand levels are correlated from day to day: 
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Demand Distribution for Day 1 

Demand Distribution for Day 1 

Low: 1 2 3 4 High: 5 
0.2 0.2 0.2 0.2 0.2 

For Day 1, there is an equal probability of realizing any of the 
demand levels 
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Pricing Strategy 

•  What decision do we need to make on day 1? 

•  Is day 1 different than any other day? 

•  What decision(s) do we need to make on days 2, 
3, 4, 5, 6, 7 ? 
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Pricing Strategy 

•  What will influence the pricing decision on day 1? 

Starting Stock  Optimal 1st Day Price 
 600   ? 
 500   ? 
 400   ? 
 300   ? 
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Example of a Pricing Strategy 

“Here is what you should do: 
 

 On days  1, 2, 3  set price to  $65 
 On days  4, 5  set price to  $47 
 On day  6  set price to  $40 
 On day  7  set price to  $35  ” 

 
•  Could this be a description of an optimal 

strategy? 
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Another Example of a Pricing Strategy 

“Here is what you should do: 
 

 Start with a price of $65 
 If the demand level is low (1 or 2) for two straight 
days, then lower the price to the next price point. 

 
 Otherwise maintain the same price.” 

 
Could this be a description of an optimal strategy? 
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Another Type of Pricing Strategy 
“Here is what you should do: 

  
•  Start with a price of $65 

•  On every day t , do the following: 
•  Given: 

•  yesterday’s price Pt-1 , and 
•  yesterday’s demand level l   (from 1 to 5)  at price Pt-1 

 
•  If:   
(current stock level)/(days left in week) > (93)(7 + l  ),  
 
then decrease the price to the next value.” 

 
Could this be a description of an optimal strategy? 
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Yet Another Type of Pricing Strategy 
“Here is what you should do: 

  
•  Start with a price of $65 

•  When the stock level falls to: 

  525  lower price to  $55 
  390  lower price to  $47 
  265  lower price to  $35 ” 

 
Could this be a description of an optimal strategy? 
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Demand and Price 
Demand for Health-in-Hand: 

•  There are 5 possible demand levels: Low (1) to High (5) 

•  At each of the six prices, the demand can be one of 5 possible 
values, each corresponding to one of the demand levels 

•  As price varies, so does the demand 

Low Medium High 
Price 1 2 3 4 5 

$30.00  230 235 240 245 250 

$35.00  210 215 220 225 230 

$40.00  165 170 175 180 185 

$47.00  130 135 140 145 150 

$55.00  80 85 95 105 110 

$65.00  65 70 75 80 85 
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Example of Demand Correlation from Day to Day 

Demand Level Today 

Low: 1 2 3 4 High: 5 

Low: 1 0.50 0.30 0.20 0 0 

2 0.25 0.50 0.15 0.10 0 

3 0.10 0.15 0.50 0.15 0.10 

4 0 0.10 0.15 0.50 0.25 

High: 5 0 0 0.20 0.30 0.50 
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Demand levels are correlated from day to day 
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A “Dynamic” Pricing Strategy 
•  …  
  
•  If we are in day 5 and stock level is 420 and yesterday’s demand level was 

was 4, then set today’s price to $40 
 
•  If we are in day 5 and stock level is 415 and yesterday’s demand level was 

was 4, then set today’s price to $35 
 
•   … 
  
•  If we are in day t and stock level is U and yesterday’s demand level was µ, 

then set today’s price to  ___ 
  
•   … 

  Make these statements for all days, all stock levels, and all previous 
days’ demand levels. 
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Dynamic Optimization Model 
Let P denote the price decision for day t 

Let     denote the current demand level and 

 Lt-1 be the demand level for the previous day (t-1) 

 where  Lt-1,     = 1, …, 5 

Let DP(   ) denote the demand for the product for the chosen 
price P and the demand level  

			 = 1,…, 5 

Let Q(Lt-1, 	) be the probability of realizing demand level    in 
the current day, given that the demand level in the 
previous day was Lt-1 	

ℓ

ℓ

ℓ

ℓ

ℓ

ℓ ℓ
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Value Function 

Let Jt(Ut, Lt-1) denote the value function for day t, where 

 Ut is the stock level at the beginning of day t 

 Lt-1 is the demand level for the previous day (t-1) 

Jt(Ut, Lt-1) is the optimal expected value of revenues from 
day t through the end of the week, given that it is now 
the beginning of day t, and there are Ut units of 
product in stock, and the previous demand level is Lt-1 . 
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Dynamic Optimization Recursion 

The value function for day t is given by: 
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However, when the stock level falls to 0, there are no 
more items left to sell regardless of the demand. 
 
Therefore, the equation is actually: 
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Optimized Price for Day 1 

Health-in-Hand 

Price to set on Day 1: $47 
Optimized Expected 

Revenue $52,349 
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The Optimal Pricing Strategy 
•  …  
  
•  If we are in day 5 and stock level is 385 and yesterday’s demand level was 

was 4, then set today’s price to $47 
 
•  If we are in day 5 and stock level is 380 and yesterday’s demand level was 

was 4, then set today’s price to $65 
 
•   … 
  
•  If we are in day t and stock level is U and yesterday’s demand level was     , 

then set today’s price to  ___ 
  
•   … 

  Make these statements for all days, all stock levels, and all previous 
days’ demand levels. 

 
 

ℓ
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Final Comments 

•  Dynamic optimization models compute the optimal 
decisions and associated Expected Monetary Values 

•  Dynamic optimization models are very powerful 

•  Dynamic optimization models can be very 
computationally intensive 

•  When the models/systems become too complex, one 
needs to use “approximate dynamic optimization” 
methods to solve for very good (but necessarily 
optimal) pricing decisions 



Outline 
•  Airline Revenue Management 

–  Pricing and Seat Inventories in passenger air travel 

 
•  Pricing and Stock Management in E-Retailing 

–  How to update prices in e-retailing to optimize revenues 

•  Webpage Ranking 
–  How and why internet search engines perform so well 

•  Advertising Display mechanisms on the internet 
–  How to most efficiently choose display advertising 

49 



Internet Search 

Probability, Internet Search, and the 
Success of Google 
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Model of Taxi Cabs at Three Locations 
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Next Location: 

A B C 

A .70 .30 

B .90 .10 

C .50 .50 

Current 
Location: 

A 

C B 

.70 
.30 

.10 

.50 

.90 

.50 



Computing Likelihoods 
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Current 
Location: 

Likelihood of 
Current 
Location 

 
Current 
Location 

Next Location: 
A B C 

Pa A .70 .30 
Pb B .90 .10 
Pc C .50 .50 

Likelihood of Next Location: Pb * .90 + Pc * .50 Pa * .70 + Pc * .50 Pa * .30 + Pb * .10 



Probability Distribution of Visited Locations 
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Location: 

A B C 

1 0 0.700 0.300 

2 0.780 0.150 0.070 

3 0.170 0.581 0.249 

4 0.647 0.244 0.109 

5 0.274 0.508 0.219 

… … … … 

50 .438 .392 .170 

N
um

be
r o

f T
rip

s 

Start at location A, compute the probability distribution 
of being at locations A, B, and C after 1, 2, 3, … trips: 

A 

C B 

.70 
.30 

.10 

.50 

.90 

.50 



Probability Distribution of Visited Locations 
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Location: 

A B C 

1 0.500 0.500 0 

2 0.450 0.350 0.200 

3 0.415 0.415 0.170 

4 0.459 0.376 0.166 

5 0.421 0.404 0.176 

… … … … 

50 .438 .392 .170 

N
um

be
r o

f T
rip

s 

Start at location C, compute the probability distribution 
of being at locations A, B, and C after 1, 2, 3, … trips: 

A 

C B 

.70 
.30 

.10 

.50 

.90 

.50 



Probability Distribution of Visited Locations 

•  Regardless of where a taxi cab starts, eventually the probability 
distribution of her/his current location will be: 

 
 
•  Furthermore, it is true that: 

–  43.8% of all cabs’ current locations are at location A 
–  39.2% of all cabs’ current locations are at location B 
–  17.0% of all cabs’ current locations are at location C 
 

•  This is a property of a probabilistic system known as a Markov 
Chain (typically taught in first graduate course in probability) 

55 

Location 
A B C 

Probability .438 .392 .170 
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Internet Search Outline 

•  Google’s brief history 

•  The World Wide Web 

•  Web Search Processes 

•  Key Idea:  Page Rank via probability of visiting 

•  The Technology edge 
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Google’s Brief History 

•  1996 – Sergei Brin and Larry Page, then graduate 
students at Stanford, started Google 

•  1996-2001 – Google had 5 different CEOs 

•  no effective model for generating revenue 

•  2001 – Eric E. Schmidt, then CEO of Novell, became CEO 
of Google 

•  2003 – Google became a publicly traded company 

•  Today: market capitalization of $195B, 7th largest company 
in USA 



Google Financial Data 
Year Revenue ($M) Net Income ($M) 
2003 1,466 106 
2004 3,189 399 
2005 6,139 1,465 
2006 10,605 3,077 
2007 16,594 4,204 
2008 21,796 4,227 
2009 23,651 6,520 
2010 29,321 8,505 
2011 37,905 9,737 
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Google, continued 
•  2004: 250 million searches of 600 million total (2009:  

1 billion searches of 2 billion total) 
•  Sizable portion of searches are for products and 

services that searcher will eventually purchase 
•  High income users spend more time on the internet 

and purchase more products online 
•  Web technology enables advertisers to track the 

success of their web-based placements 
•  Advertisement ad-word programs with click-thru 

payment enables advertisers to ensure greater return 
on advertisements than traditional media 
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The World-Wide Web 
•  Huge:  2004: 10 billion pages, 2009: 55 billion pages 
•  Dynamic:  40% of web pages change weekly, 23% of 

dot-com pages change daily 
•  Self-organized: anyone can post a webpage; data, 

content, format, language, alphabets are 
heterogeneous 

•  Hyperlinked:  makes focused, effective search a 
reality 
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Web Search Process Basics 
•  Crawler Module – “spiders” scour the web gathering 

new information about pages and returning them to 
central repository 

•  Indexing Module – extracts vital information (title, 
document descriptor, keywords, hyperlinks, images) 

•  Query Module – inputs user query, outputs ranked 
list of pages 

•  Ranking Module – ranks pages in an ordered list.  
This is the most important component of the search 
process. 
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Indexing Module 
•  Creates a gigantic “table” 

•  Over 55 billion rows, and 225,000 columns 
•  Google’s name is a play on googol 

–  1 googol = 10100 
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Words 
Page finance rates Sloan Par … 

Sloan.mit.edu x x 
NYSE.com x x x 
Golf.com x 

… 
… 



Query Module 

•  Query “finance rates Sloan” 
– 938,000 pages found 

•  Need to rank the pages in a way that accords 
with natural intuition and so is relevant to the 
user 
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A Simple Page Ranking Module 
•  Assign numerical weights w1, w2, w3 to a page-word 

combination 
–  w1 is weight if word is in title of page 
–  w2 is weight if word is one of the “key words” in 

the document description 
–  w3 is weight of number of times the word appears 

on the page 
•  Add up weights for each page and rank accordingly 
•  Does not work very well 

–  invites “gaming” the method 
–  easy for websites to manipulate their ranking 
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Page Ranking by Popularity 

•  Determine/estimate which pages are visited 
most frequently 
– create a ranked list of all 55 billion pages 

•  Response to search query is comprised of 
those pages with the queried word 
combinations, ranked by popularity of page 

•  Challenge: how to reliably estimate the 
popularity of each and every web page? 
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World Wide Web is a Graph 

•  Vertices are pages 
•  Arcs are hyperlinks 
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Web User Model 

Model:  users go from page 
to page with equal probability 
among all hyperlinks from their 
current page 

 
If I start at page C, I go to  
page A, B, or E each with  
probability  p = 0.333 
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Web Graph Model, continued 

•  Think of a hyperlink as a recommendation: a 
hyperlink from my homepage to yours is my 
endorsement of your webpage 

•  A page is more important if it receives many 
recommendations 

•  But status of recommender also matters 
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Web Network Model, continued 

•  An endorsement from Warren Buffet probably does 
more to strengthen a job application than 20 
endorsements from 20 unknown teachers and 
colleagues 

•  However, if the interviewer knows that Warren Buffet 
is very generous with praise and has written 20,000 
recommendations, then the endorsement drops in 
importance 
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Model Probability Table 
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Next Page: 

A B C D E F 

A .5 .5 

B 1.0 

C .333 .333 .333 

D .5 .5 

E .5 .5 

F .5 .5 

C
ur

re
nt

 P
ag

e 

B 

C 

E 

D 

F 

A 



Probability Distribution of Visited Pages 
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Page: 

A B C D E F 

1 
0 0.5 0.5 0 0 0 

2 
0.167 0.167 0 0.5 0.167 0 

3 
0 0.083 0.083 0.25 0.25 0.333 

4 
0.194 0.028 0 0.375 0.153 0.25 

5 
0.125 0.097 0.097 0.229 0.188 0.264 

… … … … … … … 

50 .140 .093 .070 .295 .171 .233 

N
um

be
r o

f C
lic

k-
Th

ru
s 

Start on page A, compute the probability distribution 
of visited pages after 1, 2, 3, … click-thrus: 

B 

C 

E 

D 

F 

A 



Probability Distribution of Visited Pages 
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Page: 

A B C D E F 

1 
0 0 0 0.5 0 0.5 

2 
0.25 0 0 0.25 0.25 0.25 

3 
0.125 0.125 0.125 0.25 0.125 0.25 

4 
0.167 0.104 0.063 0.313 0.167 0.187 

5 
0.115 0.104 0.083 0.281 0.177 0.240 

… … … … … … … 

50 .140 .093 .070 .295 .171 .233 

N
um

be
r o

f C
lic

k-
Th
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s 

Start on page E, compute the probability distribution 
of visited pages after 1, 2, 3, … click-thrus: 

B 

C 

E 

D 

F 

A 



Probability Distribution of Visited Pages 

•  Regardless of where a user starts, ultimately the user’s 
probability distribution of visited pages will be: 

 
•  What about all users?  14% of all users will be visiting page A, 

9.3% will be visiting page B, …, 23.3% will be visiting page F 
 
•  This is a property of a probabilistic system known as a Markov 

Chain (typically taught in a first graduate course in probability) 
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Page 
A B C D E F 

Probability .140 .093 .070 .295 .171 .233 



Probability Distribution and Page Ranking 

•  The probability that a page is visited is equivalent to its 
popularity: 

•  This is how Google does its page ranking 
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Page 
A B C D E F 

Probability .140 .093 .070 .295 .171 .233 
Popularity Order: 4 5 6 1 3 2 

Page Rank: 4 5 6 1 3 2 



Page Rank Innovation   

•  Brin and Page proposed the idea of ranking pages using this 
simple method 

–  Page filed for a patent in 1998 

•  Method is “easy” to compute 
–  Just do the arithmetic for 55 billion pages 

–  Challenging from a computational engineering point of view 
–  But a simple concept based on simple probability 
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The Technology Edge 

•  Simple but powerful use of probability distributions 
•  Brilliantly implemented 
•  Created a very powerful brand 

–  “just google it” 

•  Would there be a search business without the 
mathematics? 

•  For advertising, distinguish between free search and 
sponsored links 

•  Next piece of the story: models of Google ad-words 
auctions and strategies …. 
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Web-based Advertising 

Google’s Edge:  AdWords and 
Optimization Models 
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Google Advertising and AdWords 
•  Google AdWords was launched in 2000 to generate some 

revenue 

•  Original idea proposed by Bill Gross from Idealab 

•  Advertisers run campaign themselves 

•  AdWords provides approximately 97% of Google’s revenue 

•  Total advertising revenue was $37 billion in 2011 

•  Excellent online site for advertisers: 
–  Heavy traffic – attracts largest group of potential buyers 
–  Google maintains clean and clear tone of results page 
–  Works for huge companies and small local businesses 
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Google Advertising Revenue 
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How Online Advertising Works 
•  Advertisers place bids for search queries 

•  Google determines the placement (order) of the advertisements 

•  Ads are displayed as “sponsored links” on the results page 

•  Advertisers only pay if a user clicks on their ad 

•  The amount advertisers pay Google is determined by a 
“generalized second-price auction” 
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Generalized Second-Price Auctions 
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•  “Generalized” because there are multiple items being 
auctioned at the same time 
–  Not just bidding for one item 
–  First position, second position, third position, etc. 

•  “Second price” because bidder pays the price of the 
bidder below her/him 

•  Also known as a “Vickrey Auction” 



Vickrey Auctions 
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•  Named after Professor William Vickrey (Columbia) 
–  Won the Nobel prize in Economics in 1996 
–  Announced in 1996 just 3 days before he passed away 

•  Amount advertiser pays per click (PPC) depends on 
position 
–  Pay minimum amount required to keep position 
–  This is the price of the bidder ranked below you (plus 1 cent 

more) 



Click-Through-Rates (CTRs) 
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•  Even though an ad is displayed, it might not be clicked on 

•  Click-Though-Rate (CTR) is the probability that an ad will be clicked on each time it 
is displayed on a results page 

•  Higher rate for ads placed in higher positions on the page 

•  CTRs for our example: 

 Position on Page Click-Through-Rate 

First 0.08 

Second 0.05 

Third 0.025 

Fourth 0.01 

Fifth 0.005 



Google’s Optimization Problem 
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•  Objective: Maximize revenue 
•  Decisions: Which ads to display for each query and what 

position (order) to display them 
–  Since revenue is pay-per-click, it does not make sense to just 

display the ads with the highest bids 
–  Google wants to display ads that people will click on 
–  Introduce a Quality Score (QS) for each bidder and query 
–  Order position of ads by (bid x QS) 

•  Constraints: 
–  Cannot exceed advertisers’ budgets 
–  Cannot display more ads in any position than the number of 

queries 



Example: Hotels near MIT 
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•  Time Horizon: 1 day 
–  Viewed over multiple days, this is a dynamic optimization problem 

•  Three Queries:  
–  “hotel near MIT” 
–  “MIT hotel” 
–  “Cambridge hotel” 

•  Four Bidders:  
–  Kendall Hotel 
–  Marriott Boston/Cambridge 
–  Royal Sonesta 
–  Hotel Marlowe 

•  Two positions to display on the results page 
             
           (In reality, more bidders, more queries, and more positions) 



Bids, Budgets, and Queries 
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Hotel 

Bid  
Daily Budget “hotel near MIT” “MIT hotel” “Cambridge hotel” 

Kendall $8 $12 $0 $10 

Marriott $25 $15 $25 $50 

Sonesta $15 $0 $15 $20 

Marlowe $15 $20 $10 $30 

Queries/
day 

15 20 25 



Quality Score (QS) 
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•  Quality Score for each bidder and query 
•  Accounts for CTR, account history, relevance of the ad, 

quality of the webpage, other private information 
•  Minimum is 1, Maximum is 10, Average is 7 

Quality Score (QS) 

Hotel “hotel near MIT” “MIT hotel” “Cambridge hotel” 

Kendall 9 9 7 

Marriott 5 5 7 

Sonesta 6 7 8 

Marlowe 8 8 10 



Summary Data Table 
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Hotel 

Bid and Quality Score (QS)  
 

Daily 
Budget 

“hotel near MIT” “MIT hotel” “Cambridge hotel” 

Bid QS Bid QS Bid QS 

Kendall $8 9 $12 9 $0 7 $10 

Marriott $25 5 $15 5 $25 7 $50 

Sonesta $15 6 $0 7 $15 8 $20 

Marlowe $15 8 $20 8 $10 10 $30 

Queries/
day 

15 20 25 



Bidding Landscapes 
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•  Ordered set of bidders for each query 
•  Bidders for “hotel near MIT”: Kendall, Marriott, Sonesta, Marlowe 

–  Order by QS x bid 
•  Kendall 

–  QS x bid = 9 x 8   = 72 
•  Marriott 

–  QS x bid = 5 x 25 = 125 
•  Sonesta 

–  QS x bid = 6 x 15 = 90 
•  Marlowe 

–  QS x bid = 8 x 15 = 120 
 

•  Bidding Landscape for “hotel near MIT” is:  
                     {Marriott, Marlowe, Sonesta, Kendall} 



Ordered Bidding Landscapes 
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Hotel 

Bid x QS and Order 
“hotel near MIT” “MIT hotel” “Cambridge hotel” 

Bid x QS Order Bid x QS Order Bid x QS Order 

Kendall 72 4 108 2 0 - 

Marriott 125 1 75 3 175 1 

Sonesta 90 3 0 - 120 2 

Marlowe 120 2 160 1 100 3 



Bidding Landscapes and Slates 
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•  “hotel near MIT” 
–  Bidding Landscape is {Marriott, Marlowe, Sonesta, Kendall} 

•  “MIT hotel” 
–  Bidding Landscape is {Marlowe, Kendall, Marriott} 

•  “Cambridge hotel” 
–  Bidding Landscape is {Marriott, Sonesta, Marlowe} 

•  Suppose we can display at most k = 2 positions  
–  (k is the number of positions on the results page) 

•  For “hotel near MIT” we can display any of the following ordered “slates”: 
•  { Marriott, Marlowe } 
•  { Marriott, Sonesta } 
•  { Marriott, Kendall } 
•  { Marlowe, Sonesta } 
•  { Marlowe, Kendall } 
•  { Sonesta, Kendall } 
•  { Marriott } 
•  { Marlowe } 
•  { Sonesta } 
•  { Kendall } 

•  These are called the “slates” for the query “hotel near MIT” 



Slates 
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“hotel near MIT” “MIT hotel” “Cambridge hotel” 

Slate Slate Slate 

{Marriott, Marlowe} {Marlowe, Kendall} {Marriott, Sonesta} 

{Marriott, Sonesta} {Marlowe, Marriott} {Marriott, Marlowe} 

{Marriott, Kendall} {Kendall, Marriott} {Sonesta, Marlowe} 

{Marlowe, Sonesta} {Marlowe} {Marriott} 

{Marlowe, Kendall} {Kendall} {Sonesta} 

{Sonesta, Kendall} {Marriott} {Marlowe} 

{Marriott} 

{Marlowe} 

{Sonesta} 

{Kendall} 



Decision Variables 
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•  For each query, we need to decide how many times 
each slate will be displayed 

•  xij = number of times slate j is displayed for query i 
(these will be integer decision variables) 

•  10 decision variables for “hotel near MIT” 
•  6 decision variables for “MIT hotel” 
•  6 decision variables for “Cambridge hotel” 



Decision Variables for Slates 
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“hotel near MIT” “MIT hotel” “Cambridge hotel” 

Slate Variable Slate Variable Slate Variable 

{Marriott, Marlowe} x10 {Marlowe, Kendall} x20 {Marriott, Sonesta} x30 

{Marriott, Sonesta} x11 {Marlowe, Marriott} x21 {Marriott, Marlowe} x31 

{Marriott, Kendall} x12 {Kendall, Marriott} x22 {Sonesta, Marlowe} x32 

{Marlowe, Sonesta} x13 {Marlowe} x23 {Marriott} x33 

{Marlowe, Kendall} x14 {Kendall} x24 {Sonesta} x34 

{Sonesta, Kendall} x15 {Marriott} x25 {Marlowe} x35 

{Marriott} x16 

{Marlowe} x17 

{Sonesta} x18 

{Kendall} x19 



Query Constraints 
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•  Cannot display more slates than the (expected) number of times 
the query is asked 

•  One constraint for each query: 

 “hotel near MIT”: 
x10 + x11 + x12 + x13 + x14 + x15 + x16 + x17 + x18 + x19 ≤ 15 
 
“MIT hotel”: 
x20 + x21 + x22 + x23 + x24 + x25 ≤ 20 
 
“Cambridge hotel”: 
x30 + x31 + x32 + x33 + x34 + x35 ≤ 25 



Determining the Price-per-click (PPC) 
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•  How much should advertisers pay per click? 
•  Depends on the query and the position of the ad 
•  Consider the query “hotel near MIT” 

–  Marriott got the first position since 5 x 25 > 8 x 15 
•  This will still be true if their bid price P satisfies: 5 x P > 8 x 15 
•  They needed to have bid at least  P = $24 + .01 = $24.01 
 

–  Marlowe got the second position since 8 x 15 > 6 x 15 
•  This will still be true if their bid price P satisfies: 8 x P > 6 x 15 
•  They needed to have bid at least  P = $11.25 + .01 = $11.26 

•  Do this for every query and every bidder 



Derived Values of Price-Per-Click (PPC) 
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•  Note that the PPC might be higher for a bidder lower on the bidding 
landscape 

•  Bottom ad in the bidding landscape pays PPC = $0.01 

 
Hotel 

Price-Per-Click 
“hotel near MIT” “MIT hotel”  “Cambridge hotel” 

Kendall $0.01 $8.34 -- 
Marriott $24.01 $0.01 $17.15 
Sonesta $12.01 -- $12.51 
Marlowe $11.26 $13.51 $0.01 



Budget Constraint for Each Bidder 
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•  Each time a slate is displayed, the expected revenue to Google (which 
equals the cost to the advertiser) is the PPC times the CTR for each ad in 
the slate 

•  Each bidder’s budget constraint must be satisfied 
•  For Marlowe we have 

                 11.26 x ( 0.05*x10 + 0.08*x13 + 0.08*x14 + 0.08*x17 )   
 
              + 13.51 x (0.08*x20 + 0.08*x21 + 0.08*x23 ) 
 
              +   0.01 x ( 0.05*x31 + 0.05*x32 + 0.08*x35 )  ≤ 30 
 
 

•   Similar budget constraint for other bidders Kendall, Marriott, Sonesta 
 

        

 
 



Objective Function 

100 

•  Maximize the revenue to Google 

•  Add up over all slates:   
            (expected revenue of slate) x (number of displays of slate) 

•  Consider query “hotel near MIT” and slate {Marriott, Marlowe}:   
–  Slate decision variable is x10  
–  Marriott contributes $24.01 x .08 
–  Marlowe contributes $11.26 x 0.05 
–  Total expected revenue is  
                       $2.4838 = $24.01 x .08 + $11.26 x 0.05 



(Expected) Revenue per Display 
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“hotel near MIT” “MIT hotel” “Cambridge hotel” 

 
 

Slate 

Revenue 
per 

Display 

 
 

Slate 

Revenue 
per 

Display 

 
 

Slate 

Revenue 
per 

Display 

{Marriott, Marlowe} $2.4838 {Marlowe, Kendall} $1.4978 {Marriott, Sonesta} $1.9975 

{Marriott, Sonesta} $2.5213 {Marlowe, Marriott} $1.0813 {Marriott, Marlowe} $1.3725 

{Marriott, Kendall} $1.9213 {Kendall, Marriott} $0.6677 {Sonesta, Marlowe} $1.0013 

{Marlowe, Sonesta} $1.5013 {Marlowe} $1.0808 {Marriott} $1.3720 

{Marlowe, Kendall} $0.9013 {Kendall} $0.6672 {Sonesta} $1.0008 

{Sonesta, Kendall} $0.9613 {Marriott} $0.0008 {Marlowe} $0.0008 

{Marriott} $1.9208 

{Marlowe} $0.9008 

{Sonesta} $0.9608 

{Kendall} $0.0008 



Google’s Completed Optimization Model 
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Maximize revenues: 
   
 = 2.4838x10 + 2.5213x11 + 1.9213x12 + 1.5013x13 + 0.9013x14 + 0.9613x15 + 1.9209x16 + 0.9008x17 + 0.9608x18 + 0.0008 x19 
 + 1.4978 x20 + 1.0813 x21 + 0.6677 x22 + 1.0808 x23 + 0.6672 x24 + 0.0008 x25  
 + 1.9975 x30 + 1.3725 x31 + 1.0013 x32 + 1.3720 x33 + 1.0008 x34 + 0.0008 x35 
 
subject to: 
 
Kendall budget:                                      0.01x (0.05*x12+ 0.05*x14+ 0.05*x15+ 0.08*x19) +8.34x(0.05*x20+ 0.08*x22+ 0.08*x24)  ≤ 10 
 
Marriott budget: 
24.01x (0.08*x10+ 0.08*x11+ 0.08*x12+ 0.08*x16) +0.01x(0.05*x21+ 0.05*x22+ 0.08*x25) + 17.15x( 0.08*x30+ 0.08*x31+0.08*x33)  ≤ 50 
 
 
Sonesta budget:                              12.01x (0.05*x11+ 0.05*x13+ 0.08*x15+ 0.08*x18)   + 12.51x( 0.05*x30+ 0.08*x32+0.08*x34)  ≤ 20 
 
Marlowe budget: 
11.26x (0.05*x10+ 0.08*x13+ 0.08*x14+ 0.08*x17) +13.51x(0.08*x20+ 0.08*x21+ 0.08*x23) + 0.01x( 0.05*x31+ 0.05*x32+0.08*x35)  ≤ 30 
 
Queries for “hotel near MIT”:                 x10 + x11 + x12 + x13 + x14 + x15 + x16 + x17 + x18 + x19 ≤ 15 
Queries for “MIT hotel”:                                                             x20 + x21 + x22 + x23 + x24 + x25 ≤ 20 
Queries for “Cambridge hotel”:                                                x30 + x31 + x32 + x33 + x34 + x35 ≤ 25 

  
x10 , x11 , x12 , x13 , x14 , x15 , x16 , x17 , x18 , x19 , x20 , x21 , x22 , x23 , x24 , x25 , x30 , x31 , x32 , x33 , x34 , x35  integers 

   



Optimal Solution 
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“hotel near MIT” “MIT hotel” “Cambridge hotel” 

 
Slate 

Optimal 
Value 

 
Slate 

Optimal 
Value 

 
Slate 

Optimal 
Value 

{Marriott, Marlowe} 10 {Marlowe, Kendall} 20 {Marriott, Sonesta} 21 

{Marriott, Sonesta} {Marlowe, Marriott} {Marriott, Marlowe} 

{Marriott, Kendall} 1 {Kendall, Marriott} {Sonesta, Marlowe} 4 

{Marlowe, Sonesta} 3 {Marlowe} {Marriott} 

{Marlowe, Kendall} {Kendall} {Sonesta} 

{Sonesta, Kendall} 1 {Marriott} {Marlowe} 

{Marriott} 

{Marlowe} 

{Sonesta} 

{Kendall} 

Optimal revenue value = $108.13 



 Thank you 
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Key Messages/Objectives 
•  Past: The DMD approach to the world.  
•  Message: Analytics do not simply help on the 

margin, creates a key competitive  Edge.  
•  Goal: illustrate the process and its  impact.  
•  Method: Starting with a real world example, 

teach you the core methodology that created 
the edge; teach you modern data mining tools 
(in R).  

•  Aspiration: Inspire you to use Analytics in  
your own organization or start your own 
business and change the world.  

 
 



Opportunity for Analytics 

•  This is a time of great opportunity; IBM 
is betting its future in Analytics. 

•  In my experience, huge demand for 
Analytics.  

•  A time of great opportunity and 
challenge.  

•  It is my belief that Analytics will change 
the way companies compete.   

 
 
 



Massive Data and Analytics 
•  Business intelligence, data mining 

–  integrated by optimization 

•  Fraud detection 

•  Predictive Policing 

•  Tax audit and compliance 

•  Personalized medicine 



Risk And Uncertainty 

•  Systemic Risk 

•  Modeling uncertainty 

•  Optimization under uncertainty 



Real Time Optimization 
•  Traditionally optimization has been used primarily for 

planning and strategic decisions 

•  Need for near real-time response requires new 
methods be created and incorporated in operational 
systems 

•  Examples: air traffic irregular operations, air-traffic 
management, financial systems decisions, medical 
analyses, disaster management 



Conclusions 
•  This is a time of great opportunity: 

–  Indeed, IBM is betting its future in Analytics! 

•  This is a time of great challenge, huge demand 

•  Keys to success: 
•  Embrace the breadth of OR 
•  Work with applications that can make a difference  

 
 
 


