
Lecture 16: Moderators, Mediators,
and Causal Explanation

POL-GA 1251
Quantitative Political Analysis II

Prof. Cyrus Samii
NYU Politics

April 3, 2018

1 / 45



Motivation

I A single effect may give rise to different interpretations.
I E.g., economic conditions and civil conflict: “greed”?

“grievance”? state capacity?

I Different interpretations have different normative implications.
I How can we sort between different interpretations?
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Motivation

I Different interpretations have different observable implications
beyond the reduced form cause-effect relationship.

I “⇒ effects should be stronger for certain types.”
I “⇒ effects should be transmitted through certain pathways.”
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Motivation
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4 / 45



Motivation

T YW=1

T YW=0

5 / 45



Motivation

T YW=1

T YW=0

M

6 / 45



Motivation

T YW=1

T YW=0

M

I M =“Mediator”
I W =“Moderator”
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Motivation

I Today: mediation, mechanisms, direct effects.
I Next time: moderators and effect heterogeneity.
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Mediation

I Following Imai et al. (2010, 2011) notation.

I Random sample of size N.
I Treatment Ti assigned randomly conditional on covariates, Xi.
I Mediator Mi with potential values Mi(t) for Ti = t.
I Potential outcomes, Yi(t,m) for Ti = t and Mi = m.
I We observe as data Xi,Ti,M(Ti),Yi(Ti,M(Ti)).
I For exposition, suppose Ti = 0,1 (everything generalizes).
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Mediation

Different types of effects:
I “Total effect.”
I “Mediation effect,”
I “Direct effect.”
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Mediation

Different types of effects:
I “Total effect”:

Gross effect of T on Y.

I Define unit level “total effect” (CME):

τi = Yi(1,Mi(1))−Yi(0,Mi(0))

I Average total effect (ATE):

τ̄(t) = E [τi(t)] = E [Yi(1,Mi(1))−Yi(0,Mi(0))].
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Mediation

Different types of effects:
I “Mediation effect”:

Extent that effect of T on Y is transmitted via M.

I Define unit level “causal mediation effect” (CME):

δi(t) = Yi(t,Mi(1))−Yi(t,Mi(0))

I Average casual mediation effect (ACME):

δ̄ (t) = E [δi(t)] = E [Yi(t,Mi(1))−Yi(t,Mi(0))].
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Mediation

I “Direct effect”:

Extent that effect of T on Y travels through channels
that bypass M.

I Define unit level (natural) “direct effect” (DE):

ζi(t) = Yi(1,Mi(t))−Yi(0,Mi(t))

I Average direct effect (ADE):

ζ̄ (t) = E [ζi(t)] = E [Yi(1,Mi(t))−Yi(0,Mi(t))].
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Mediation

I Now,

τ̄ = E [Yi(1,Mi(1))−Yi(0,Mi(0))]

= E [Yi(1,Mi(1))−Yi(1,Mi(0))︸ ︷︷ ︸
δi(1)

+Yi(1,Mi(0))−Yi(0,Mi(0))︸ ︷︷ ︸
ζi(0)

]

= E [Yi(1,Mi(1))−Yi(0,Mi(1))︸ ︷︷ ︸
ζi(1)

+Yi(0,Mi(1))−Yi(0,Mi(0))︸ ︷︷ ︸
δi(0)

]

⇒ τ̄ = δ̄ (t)+ ζ̄ (1− t).

I Therefore, identification of any two identifies the third.
I We know identifying conditions for τ̄ . What about for the others?
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Identification

I Imai et al. focus on identifying δ̄ , which by implication
identifies ζ̄ .

I “Sequential ignorability” assumption (SI):

{Yi(t′,m),Mi(t)} ⊥⊥ Ti|Xi = x (1)

Yi(t′,m)⊥⊥Mi(t)|Ti = t,Xi = x (2)

for t, t′ = 0,1, all x ∈X , with 0 < Pr[Ti = 1|Xi = x] and
0 < p(Mi(t) = m|Ti = t,Xi = x) for t = 0,1 and all x ∈X and
m ∈M .

I The various identification strategies we’ve studied imply (30)
and get us τ̄ .

I Second part, (30), is what’s new.
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Mediation

CAUSAL MEDIATION ANALYSIS 55

τ̄ ≡ E{Yi(1,Mi(1)) − Yi(0,Mi(0))} = δ̄(t) + ζ̄ (1 − t)
for t = 0,1 where ζ̄ (t) = E(ζi (t)).

The causal mediation effects and natural direct ef-
fects differ from the controlled direct effect of the me-
diator, that is, Yi(t,m) − Yi(t,m

′) for t = 0,1 and
m ≠ m′, and that of the treatment, that is, Yi(1,m) −
Yi(0,m) for all m ∈ M (Pearl, 2001; Robins, 2003).
Unlike the mediation effects, the controlled direct ef-
fects of the mediator are defined in terms of specific
values of the mediator, m and m′, rather than its poten-
tial values, Mi(1) and Mi(0). While causal mediation
analysis is used to identify possible causal paths from
Ti to Yi , the controlled direct effects may be of inter-
est, for example, if one wishes to understand how the
causal effect of Mi on Yi changes as a function of Ti .
In other words, the former examines whether Mi medi-
ates the causal relationship between Ti and Yi , whereas
the latter investigates whether Ti moderates the causal
effect of Mi on Yi (Baron and Kenny, 1986).

3.2 The Main Identification Result

We now present our main identification result using
the potential outcomes framework described above. We
show that under a particular version of sequential ig-
norability assumption, the ACME is nonparametrically
identified. We first define our identifying assumption:

ASSUMPTION 1 (Sequential ignorability).

{Yi(t
′,m),Mi(t)} ⊥⊥ Ti |Xi = x,(4)

Yi(t
′,m) ⊥⊥ Mi(t)|Ti = t,Xi = x(5)

for t, t ′ = 0,1, and all x ∈ X where it is also assumed
that 0 < Pr(Ti = t |Xi = x) and 0 < p(Mi(t) = m|Ti =
t,Xi = x) for t = 0,1, and all x ∈ X and m ∈ M.

Thus, the treatment is first assumed to be ignorable
given the pre-treatment covariates, and then the me-
diator variable is assumed to be ignorable given the
observed value of the treatment as well as the pre-
treatment covariates. We emphasize that, unlike the
standard sequential ignorability assumption in the lit-
erature (e.g., Robins, 1999), the conditional indepen-
dence given in equation (5) of Assumption 1 must hold
without conditioning on the observed values of post-
treatment confounders. This issue is discussed further
below.

The following theorem presents our main identifi-
cation result, showing that under this assumption the
ACME is nonparametrically identified.

THEOREM 1 (Nonparametric identification). Un-
der Assumption 1, the ACME and the average natural
direct effects are nonparametrically identified as fol-

lows for t = 0,1:

δ̄(t) =
! !

E(Yi |Mi = m,Ti = t,Xi = x)

{dFMi |Ti=1,Xi=x(m)

− dFMi |Ti=0,Xi=x(m)}dFXi (x),

ζ̄ (t) =
! !

{E(Yi |Mi = m,Ti = 1,Xi = x)

− E(Yi |Mi = m,Ti = 0,Xi = x)}
dFMi |Ti=t,Xi=x(m)dFXi (x),

where FZ(·) and FZ|W(·) represent the distribution
function of a random variable Z and the conditional
distribution function of Z given W .

A proof is given in Appendix A. Theorem 1 is quite
general and can be easily extended to any types of
treatment regimes, for example, a continuous treatment
variable. In fact, the proof requires no change except
letting t and t ′ take values other than 0 and 1. Assump-
tion 1 can also be somewhat relaxed by replacing equa-
tion (5) with its corresponding mean independence as-
sumption. However, as mentioned above, this identifi-
cation result does not hold under the standard sequen-
tial ignorability assumption. As shown by Avin, Sh-
pitser and Pearl (2005) and also pointed out by Robins
(2003), the nonparametric identification of natural di-
rect and indirect effects is not possible without an addi-
tional assumption if equation (5) holds only after con-
ditioning on the post-treatment confounders Zi as well
as the pre-treatment covariates Xi , that is, Yi(t

′,m) ⊥⊥
Mi(t)|Ti = t,Zi = z,Xi = x, for t, t ′ = 0,1, and all
x ∈ X and z ∈ Z where Z is the support of Zi . This
is an important limitation since assuming the absence
of post-treatment confounders may not be credible in
many applied settings. In some cases, however, it is
possible to address the main source of confounding by
conditioning on pre-treatment variables alone (see Sec-
tion 6 for an example).

3.3 Comparison with the Existing Results
in the Literature

Next, we compare Theorem 1 with the related identi-
fication results in the literature. First, Pearl (2001, The-
orem 2) makes the following set of assumptions in or-
der to identify δ̄(t∗):

p(Y (t,m)|Xi = x) and
(6)

p(Mi(t
∗)|Xi = x) are identifiable,

Yi(t,m) ⊥⊥ Mi(t
∗)|Xi = x(7)

(Imai et al. 2010 p. 55)
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Mediation

Y(t,m)T t M(t)m

X

{Yi(t′,m),Mi(t)} ⊥⊥ Ti|Xi = x

Yi(t′,m)⊥⊥Mi(t)|Ti = t,Xi = x
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Mediation

Y(t,m)T t M(t)m

{Yi(t′,m),Mi(t)} ⊥⊥ Ti|Xi = x

Yi(t′,m)⊥⊥Mi(t)|Ti = t,Xi = x
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Mediation

Y(t,m)M(t)m

{Yi(t′,m),Mi(t)} ⊥⊥ Ti|Xi = x

Yi(t′,m)⊥⊥Mi(t)|Ti = t,Xi = x
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Identification

Lemma:
I We have

{Yi(t′,m),Mi(t)} ⊥⊥ Ti|Xi

⇒ Yi(t′,m)⊥⊥ Ti|Xi and Mi(t)⊥⊥ Ti|Xi

As such,
p[Ti|Xi] = p[Ti|Yi(t′,m),Mi(t),Xi]

and
p[Ti|Xi] = p[Ti|Mi(t),Xi]

in which case p[Ti|Yi(t′,m),Mi(t),Xi] = p[Ti|Mi(t),Xi] and so

Ti ⊥⊥ Yi(t′,m)|Mi(t),Xi.
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Identification

ACME: δ̄ (t) = E [Yi(t,Mi(1))−Yi(t,Mi(0))].

I Under SI, Yi(t,Mi(t′)) counterfactual obeys:

E [Yi(t,Mi(t′))|Xi = x] =
∫

E [Yi(t,m)|Mi(t′) = m,Xi = x]dFMi(t′)|Xi=x(m)

(lemma) =
∫

E [Yi(t,m)|Mi(t′) = m,Ti = t′,Xi = x]dFMi(t′)|Xi=x(m)

(30) =
∫

E [Yi(t,m)|Ti = t′,Xi = x]dFMi(t′)|Ti=t′,Xi=x(m)

(30),(lemma) =
∫

E [Yi(t,m)|Ti = t,Xi = x]dFMi(t′)|Ti=t′,Xi=x(m)

(30) =
∫

E [Yi(t,m)|Mi(t) = m,Ti = t,Xi = x]dFMi(t′)|Ti=t′,Xi=x(m)

=
∫

E [Yi|Mi = m,Ti = t,Xi = x]dFMi|Ti=t′,Xi=x(m)

I That is, weighted average of outcomes in t but with weights from
dist. of m in group t′.
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Identification

ACME: δ̄ (t) = E [Yi(t,Mi(1))−Yi(t,Mi(0))].

I Plugging this in, ACME is identified as,

δ̄ (t)=E X{
∫

E [Yi|Mi =m,Ti = t,Xi = x](dFMi|Ti=1,Xi=x(m)−dFMi|Ti=0,Xi=x(m))}

I Using outcomes from group t.
I Weighting by distributions of M in groups t and t′

I Taking the difference.
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Identification

I When Mi = 0,1:

δ̄ (t) = E X{E [Yi|Mi = 0,Ti = t,X](Pr[Mi = 0|Ti = 1,X]−Pr[Mi = 0|Ti = 0,X])

+E [Yi|Mi = 1,Ti = t,X](Pr[Mi = 1|Ti = 1,X]−Pr[Mi = 1|Ti = 0,X])}
= E X{(E [Yi|Mi = 1,Ti = t,X]−E [Yi|Mi = 0,Ti = t,X])︸ ︷︷ ︸

γ(t,x)

× (Pr[Mi = 1|Ti = 1,X]−Pr[Mi = 1|Ti = 0,X])︸ ︷︷ ︸
β (x)

}

= βγ(t).

(where X is shorthand for Xi = x)
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Identification

ADE: ζ̄ (t) = E [Yi(1,Mi(t))−Yi(0,Mi(t))].

I By similar arguments

ζ̄ (t) =E X[
∫
{E [Yi|Mi = m,Ti = 1,Xi = x]

−E [Yi|Mi = m,Ti = 0,Xi = x]}dFMi|Ti=t,Xi=x(m)]

I Differences across treatment and control, weighting by
distribution of M in group t.
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Estimation

I Classical approach uses linear structural equation models
(Barron & Kenny, 1986):

Mi = α +βTi +X′iδ + εi

Yi = λ +ωTi + γMi +X′iζ +νi,

with δ̄ (0) = δ̄ (1) = βγ and ζ̄ = ω .
I Fit via OLS. Standard errors easy to derive.
I Consistency requires homogeneity, functional form (nb: no

interaction), and SI to be true.
I Modest generalization adds the interaction:

Yi = γb +ωbTi + γbMi +X′iζb +κTiMi +νbi,

with δ̄ (t) = β (γb + tκb) and ζ̄ = ωb +κ(α + tβ ).
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Estimation

I Non-parametric or semi-parametric methods can relieve us of
homogeneity and functional form assumptions.

I E.g., for Mi = 0,1, Ti = 0,1, within strata defined by Xi = x,
compute:

γ̂(t) =
∑

N
i=1 YiI(Mi = 1,Ti = t)

∑
N
i=1 I(Mi = 1,Ti = t)

− ∑
N
i=1 YiI(Mi = 0,Ti = t)

∑
N
i=1 I(Mi = 0,Ti = t)

β̂ =
∑

N
i=1 MiI(Ti = 1)

∑
N
i=1 I(Ti = 1)

− ∑
N
i=1 MiI(Ti = 0)

∑
N
i=1 I(Ti = 0)

(could be done with series of simple regressions or a single
interacted regression)

I Then ˆ̄
δ (t) = β̂ γ̂(t). Similar for ζ̄ (t).

I Standard errors from delta method or bootstrap.
I Imai et al. demonstrate approaches for general Ti and Mi.
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Discussion

I All seems great. What’s the problem?
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Mediation

Y(t,m)T t M(t)m

X

{Yi(t′,m),Mi(t)} ⊥⊥ Ti|Xi = x

Yi(t′,m)⊥⊥Mi(t)|Ti = t,Xi = x
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Mediation

Y(t,m)T t M(t)m

{Yi(t′,m),Mi(t)} ⊥⊥ Ti|Xi = x

Yi(t′,m)⊥⊥Mi(t)|Ti = t,Xi = x
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Mediation

Y(t,m)M(t)m

{Yi(t′,m),Mi(t)} ⊥⊥ Ti|Xi = x

Yi(t′,m)⊥⊥Mi(t)|Ti = t,Xi = x
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Discussion

Y(t,m)T t M(t)m

U

I Randomization or CIA wrt T does not identify mediation effect.
I Need a distinct control strategy to address mediation confounds.
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Discussion

Y(t,m)T t M(t)m

U

I Mediation confounding could be endogenous to T .
I “Effect of ethnic diversity on conflict mediated through economic

growth?”
I Diversity lowers growth directly through communication barriers

but also indirectly through mistrust, but the latter also affects
conflict in a more direct way...

I If so, controlling only for pre-treatment variables is inadequate.
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Discussion

YT t M(t)m

X

I Do we have the causal ordering correct?
I Cross-sectional outcome data cannot rule out that we have

misspecified this.
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Discussion

I Typically, neither the data nor design provide immediate ways to
judge the plausibility of SI, absence of post-treatment
confounding, or causal ordering.

I Has to come from other substantive information.
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Sensitivity Analysis

I Imai et al. develop methods for sensitivity analysis.
I They consider sensitivity to pre-treatment confounders that we

fail to include in the Xi vector.
I Helpful to a certain extent, but leaves open post-treatment

confounding and causal ordering questions.
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Experimental Designs for ACME?

I Suppose you randomize Ti on a population and estimate effect on
Mi, and then randomize Mi on that population and estimate
effects on Yi.

I Does this identify ACME?

I No. E.g., ACME accounts for the fact that...
I ...for some people, T has no effect on M. For such people, the

effect of M on Y is not part of the ACME.
I ...or, T may have a negative effect on M for some, and positive

effect on others.
I We would need to match up such heterogeneous effects on M to

corresponding effects of M on Y to identify the ACME. This is
not straightforward.

I Experimental designs and associated assumptions are quite
subtle (Imai et al. 2011).
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Other causal quantities

I Imai et al. focused on the ACME and an average “natural” direct
effect (ADE) that allowed the mediator value to vary by i:

ζ̄ (t) = E [Yi(1,Mi(t))−Yi(0,Mi(t))]

I Acharya et al. (2015) consider an average “controlled” direct
effect:

ACDE(m) = E [Yi(1,m)−Yi(0,m)].

I ACDE considers interventions on both treatment and mediator.
I “ACDE [asks] ‘what would the average effect of treatment be if

we were to force the mediator be m for all units in the
population?’ while the [ADE asks] ‘what would the average
effect of treatment be if we forced every unit to take the value of
the mediator it would have taken with no treatment?”’
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Other causal quantities

I Acharya et al. (2015) work with a weaker sequential ignorability
assumption:

{Yi(t′,m),Mi(t)} ⊥⊥ Ti|Xi = x

Yi(t′,m)⊥⊥Mi(t)|Ti = t,Xi = x,Zi = z

for t, t′ = 0,1, all x ∈X , with 0 < Pr[Ti = 1|Xi = x] and
0 < p(Mi(t) = m|Ti = t,Xi = x,Zi = z) for t = 0,1 and all x ∈X
and m ∈M .
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Other causal quantities
I “In short, if the assumptions hold to separately estimate the

effects of Ti and Mi on Yi, then sequential unconfoundedness
holds.”

I To make estimation simpler, they also invoke a “no interactions”
assumption:

E [Yi(t,m)−Yi(t,m′)|Xi = x,Ti = t,Zi = z]

= E [Yi(t,m)−Yi(t,m′)|Xi = x,Ti = t]
(3)

for t = 0,1, all x ∈X , m ∈M , and z ∈Z .
I Then, procedure is then to (i) estimate effect of Mi versus Mi = 0

conditional on (Ti,Xi,Zi), (ii) “demediate” Yi by subtracting off
the relevant mediator effect, and then (iii) estimating effect of Ti

on the demediated Yi. This yields the ACDE.
I Without the no interactions assumption, ACDE is still identified,

but estimation is more complicated.
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Discussion

Yes, But What’s the Mechanism? (Don’t Expect an Easy Answer)

John G. Bullock and Donald P. Green
Yale University

Shang E. Ha
Brooklyn College of the City University of New York

Psychologists increasingly recommend experimental analysis of mediation. This is a step in the right
direction because mediation analyses based on nonexperimental data are likely to be biased and because
experiments, in principle, provide a sound basis for causal inference. But even experiments cannot
overcome certain threats to inference that arise chiefly or exclusively in the context of mediation
analysis—threats that have received little attention in psychology. The authors describe 3 of these threats
and suggest ways to improve the exposition and design of mediation tests. Their conclusion is that
inference about mediators is far more difficult than previous research suggests and is best tackled by an
experimental research program that is specifically designed to address the challenges of mediation
analysis.

Keywords: mediation, experiments, causal inference, indirect effects

Supplemental materials: http://dx.doi.org/10.1037/a0018933.supp

A common criticism of experiments is that they reveal but do
not explain causal relationships. Consider experimental demon-
strations that social rejection causes aggressive behavior (DeWall,
Twenge, Gitter, & Baumeister, 2009). Does the effect occur be-
cause rejection makes people angry, because it makes them more
likely to perceive others’ actions as hostile, or for other reasons?
Such a question implies a search for mediators, variables that
transmit the causal effects of other variables. Mediation analysis
has a long history in the natural and social sciences (Blau &
Duncan, 1967; Fisher, 1935; Lazarsfeld, 1955), but it is now more
common in psychology than in any other discipline. The best-
known article on the subject, by Baron and Kenny (1986), is the
most frequently cited article in the history of the Journal of
Personality and Social Psychology, and mediation analysis is now
almost mandatory for new social-psychology manuscripts
(Quiñones-Vidal, López-Garcia, Peñaranda-Ortega, & Tortosa-
Gil, 2004).

Because of its prominence, mediation analysis has attracted
more than the usual amount of scrutiny. The method advanced by
Baron and Kenny (1986), although still widely used, has been
subject to a host of criticisms that have led to refinements (e.g.,
Mathieu & Taylor, 2006; Maxwell & Cole, 2007; McDonald,
1997; Shrout & Bolger, 2002). Some critics, going further, cham-
pion experimental methods of mediation analysis on the ground

that they permit stronger conclusions about mediation (Spencer,
Zanna, & Fong, 2005; Stone-Romero & Rosopa, 2008; see also
Aronson, Wilson, & Brewer, 1998, p. 105).

These are important developments, but they leave unresolved
fundamental concerns about mediation analysis that increasingly
animate statisticians (e.g., Robins, 2003; Rubin, 2005). For reasons
explained below, applications of the Baron-Kenny method and
other nonexperimental methods are likely to produce biased esti-
mates of mediation effects. But even experiments cannot overcome
certain threats to inference that arise only in the context of medi-
ation analysis or that are especially problematic in that context.
The accuracy of experimental mediation analysis depends on the
ability of experimenters to manipulate one mediator without ma-
nipulating others. Even when experimenters succeed in targeting a
particular mediator, their estimates of indirect effects typically
apply to an unknown subset of subjects in their sample. And when
the effects of treatments and mediators vary among subjects within
a sample, even experimental designs can misstate the extent of
mediation.

These problems are striking because they arise even in settings
that are very favorable to mediation analysis: experiments in which
both a treatment and a mediator are manipulated. Persistent threats
to inference do not imply that mediation analysis is hopeless, but
they do imply that impediments to understanding mediation are
fundamental, rather than the consequences of particular statistical
procedures or research designs. In practice, it is often impossible to
draw conclusions about mediation without invoking strong and
untestable assumptions. And even when these assumptions are
invoked, the data requirements for persuasive mediation analysis
typically entail drawing on numerous studies. Throughout this
article, we therefore urge readers to think of mediation analysis as
a cumulative enterprise. Persuasive conclusions about mediation
are difficult to reach under any circumstances, but they are most
likely to be reached when they derive from an experimental
research program that addresses the particular challenges of me-
diation analysis—challenges that we describe here.
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Discussion

δi(t) = Yi(t,Mi(1))−Yi(t,Mi(0))

I If Mi(1) = Mi(0) for all i (sharp null), then δi(t) = 0 for all i, and
so δ̄ (t) = 0.

I If sharp null doesn’t hold or even stronger, E [Mi(1)−Mi(0)] 6= 0
(reject average null), then we cannot immediately reject δ̄ (t) 6= 0.

I This doesn’t necessarily tell us anything about the sign of the
ACME.

I Nonetheless, these tests on Mi(t) are identified in an experiment
or when CIA holds.

I Thus, we can probe plausibility of mediating effects be just
estimating effects of T on M.
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Discussion

Y(t,m)T t M(t)m

Supposing CIA or random assignment.
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Y(t,m)T t M(t)m

We can of course estimate the effect of T on Y .
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And we can of course estimate the effect of T on M.
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Discussion

I The effect of T on M allows us to assess plausibility of whether
M is mediating the effect of T on Y .

I Bullock et al. and Green et al. distinguish between this kind of
well-identified but inconclusive analysis and assumption-laden
analysis that provides an illusion of conclusiveness.
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