
Representation Learning and Adversarial Generation of 3D Point Clouds

Panagiotis Achlioptas 1 Olga Diamanti 1 Ioannis Mitliagkas 1 Leonidas Guibas 1

Abstract
Three-dimensional geometric data offer an excel-
lent domain for studying representation learning
and generative modeling. In this paper, we look
at geometric data represented as point clouds.
We introduce a deep auto-encoder (AE) network
for point clouds, which outperforms the state of
the art in 3D recognition tasks. We also de-
sign GAN architectures to generate novel point-
clouds. Most importantly, we show that by train-
ing the GAN in the latent space learned by the
AE, we greatly boost the GAN’s data-generating
capacity, creating significantly more diverse and
realistic geometries, with far simpler architec-
tures. The expressive power of our learned em-
bedding, obtained without human supervision,
enables basic shape editing applications via sim-
ple algebraic manipulations, such as semantic
part editing and shape interpolation.

1. Introduction
Deep learning architectures like AutoEncoders (AEs)
(Rumelhart et al., 1988; Kingma & Welling, 2013) and
Generative Adversarial Networks (GANs) (Goodfellow
et al.; Radford et al., 2015; Denton et al., 2015; Che et al.,
2016), are successful at learning complex data represen-
tations and generating realistic samples. They have been
predominantly applied on unsupervised learning (Radford
et al.), natural image synthesis (Nguyen et al., 2016) and
modalities like text, video and audio.

In this paper we focus on a largely unexplored modality
in the context of generative modeling: three-dimensional
shape data. Object-centered 3D data are great for gener-
ative modeling: they are a relatively pure form of input
focused on largely single objects, as opposed to e.g. im-
age data, where background clutter, and occlusions inter-
act, introducing many semantic interpretation challenges.
Arguably, of all the available digital representations of ob-
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jects, 3D models are the closest to the actual physical ob-
ject. In contrast, the content of an image conforms to the
geometry of the sensor, not that of meaningful semantic en-
tities in the world. 3D data have already attracted research
interest, see (Ioannidou et al.) and references therein.

Encoding representations for 3D include view-based pro-
jections (Su et al.; Wei et al.; Kalogerakis et al.), volu-
metric grids (Qi et al., b; Wu et al., b) and graphs (Bruna
et al.; Henaff et al.; Defferrard et al.; Yi et al., b). We
choose point clouds, as they provide a homogeneous, ex-
pressive and compact representation of surface geometry,
easily amenable to geometric operations. These properties
make them attractive from a learning point of view. In addi-
tion, they come up as the output of common range-scanning
acquisition pipelines.

We build an end-to-end pipeline for 3D point clouds that
uses an AE to create a latent representation, and a GAN
to generate new samples in that latent space. Our AE is
designed with a structural loss tailored to unordered point
clouds. Our learned latent space, while compact, has excel-
lent class-discriminative ability: per our classification re-
sults, it outperforms recent GAN-based representations by
4.3%. In addition, the latent space allows for vector arith-
metic, which we apply in a number of shape editing scenar-
ios, such as interpolation and structural manipulation.

An issue with GAN-based generative pipelines is that train-
ing GANs is notoriously hard and unstable (Salimans et al.,
2016). We argue that jointly learning the representation and
training the GAN is unnecessary in our modality. We pro-
pose a workflow that first learns a representation by train-
ing an AE with a compact bottleneck layer, then trains a
plain GAN in that fixed latent representation. We point to
theory (Arjovsky & Bottou, 2017) that supports this idea,
and verify it empirically: we show that GANs trained in
our learned AE-based latent space generate better results,
even with a generator and discriminator as shallow as a sin-
gle hidden layer. Within a handful of epochs, we generate
geometries that are recognized in their right object class
at a rate close to that of ground truth data. Importantly,
we report significantly better diversity measures (10x di-
vergence reduction) over the state of the art, establishing
that we cover more of the original data distribution.
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Figure 1. Qualitative results using our generative pipeline. Top - Examples of airplanes produced by our latent-space GAN. Mid-
dle/Bottom - Point cloud editing applications using vector arithmetic on the AE latent space: shape part editing and interpolation.

2. AE-based Representations for Point Clouds
We start by describing our AutoEncoder design, tailored to
3D point clouds. The input to the AE is a shape, repre-
sented as a list of 2048 points (2048× 3 matrix). We draw
samples from the ShapeNet repository (Chang et al.) and
pre-center all shapes into a sphere of diameter 1. Classic
AE architectures that work well on images, are not suitable
for this modality (see Appendix A). For example, the lack
of a natural order in a point cloud poses a challenge for
defining convolutional operators; recent work on point-set
learning (Qi et al. (a)) gives up on convolutions altogether.

Instead, we exploit the fact that the models in ShapeNet
within a given class can be pre-aligned to allow convolu-
tions. A simple lexicographic ordering of the point coordi-
nates is sufficient to impose an approximate neighborhood
structure on the point set. Then we can apply convolution
operators on the ordered set. This approach also lifts the re-
quirement for explicitly imposing permutation invariance:
the ordered point clouds for similar and pre-aligned shapes
are likely to be similar. Enforcing this simple topology
leads to significantly better auto-encoding reconstruction
error. Specifically, we observe better preservation of high-
frequency geometric detail at the output of the decoder.

The encoder architecture follows the principle of (Sprin-
genberg et al.): convolution layers followed by ReLUs,
with increasing strides. The last convolution layer is fol-
lowed by a column-wise maximum to produce a 512-
dimensional vector which is the basis for our latent space.
The decoder passes this 512 dimensional variable through 3
connected layers with ReLUs, to produce the 2048×3 out-
put. We use a structural loss based on an efficient approxi-
mation of the earth movers’ distance (EMD - Fan et al., cf.
Appendix A). We found EMD to be more representative of
geometric shape differences than image-based losses.

3. Generative Networks for Point Clouds
Raw Point Cloud GAN The first version of our genera-
tive model operates directly on the raw 2048 × 3 point set
input — to the best of our knowledge this work is the first to
present a GAN for point clouds. We will refer to this gen-
erative model as r-GAN. The architecture of the discrimi-
nator consists of a set of multi-layer perceptron (MLP) lay-
ers similar to (Qi et al., a) with leaky ReLUs (Maas et al.,
2013), followed by a dropout layer (Srivastava et al.) and
then a set of fully connected layers leading to the final sig-
moid output of the discriminator. The generator takes as
input a 512-dimensional noise vector and proceeds by mir-
roring the structure of the AE decoder to map the input into
a 2048× 3 output.

Latent-Space GAN. In our latent-space GAN (l-GAN),
instead of operating on the raw point cloud input, we pass
it through our pre-trained AutoEncoder, trained separately
for each object class with the EMD loss function.
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Both the generator and the discriminator of the GAN then
operate on the 512-dimensional bottleneck variable of the
AE. Finally, once the GAN training is over, the output of
the generator is decoded to a point cloud via the AE de-
coder. The architecture for the l-GAN is significantly sim-
pler than the one of the r-GAN. We found that very shal-
low designs for both the generator and discriminator (in
our case, 1 hidden layer for the generator and 2 for the dis-
criminator) are sufficient to produce realistic results.
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Intuition. There are a number of reasons why we would
want to use this factored architecture, which separates rep-
resentation from generation. AEs are a mature and stable
tool: training an AE to learn a complex representation is
considered an easy task that does not require much tuning
and monitoring. Training a big GAN, on the other hand,
is very demanding in terms of computer (and man) hours.
Another advantage of using an AE to learn the represen-
tation, is the freedom to select a good structural metric.
This proves to be particularly important in our modality
(see Section 4.1). In order to train a GAN, we need to use
one of the established GAN objectives, losing out on poten-
tial opportunities for domain-specific structure. Similarly,
there are fewer restrictions in the architectures that can be
used in a workable AE.

Finally, training a GAN in the latent space is much faster
and much more stable. The inset provides some intuition
with a toy example,
where the data live in
a 1D circular mani-
fold. The density in
red is the result of
training a GAN’s gen-
erator in the original, 2D, data space. The most com-
monly used GAN objectives are equivalent to minimizing
the JSD between the generator and data distributions. Un-
fortunately, the JSD is part of a family of divergences that
become unbounded when there is support mismatch, which
is the case in the example: the GAN places a lot of mass
outside the data manifold. On the other hand, when train-
ing a small GAN in the fixed latent space of a trained AE
(blue), the overlap of the two distributions improves signifi-
cantly. According to recent theoretical advances (Arjovsky
& Bottou, 2017) this should improve stability.

4. Experimental Evaluation
4.1. Evaluating the latent representation

A common technique for evaluating the quality of unsuper-
vised representation learning algorithms is to apply them as
a feature extractor on supervised datasets and evaluate the
performance of linear models fitted on top of these features.
We use this technique to evaluate the performance of the
latent “features” computed by our AE. For this experiment
to be meaningful, the AE was trained across all different
shape categories: we used 57,000 models from ShapeNet
from 55 categories of man-made objects. To obtain fea-
tures for an input 3D shape, we feed forward to the net-
work its point-cloud and extract the 512-dimensional bot-
tleneck layer vector. This feature is then processed by a
linear classification SVM trained on the de-facto 3D clas-
sification benchmark of ModelNet (Wu et al., b). Table 1
shows comparative results. Note that previous state of the

art (Wu et al., a) uses several layers of a GAN to derive
a 7168-long feature; our 512-dimensional feature is more
intuitive and parsimonious.

Method MN40 MN10
SPH [Kazhdan et al., 2003] 68.2% 79.8%

LFD [Chen at al., 2003] 75.5% 79.9%
T-L Network [Girdhar et al., 2016] 74.4% -
VConv-DAE [Sharma et al., 2016] 75.5% 80.5%

3D-Gan [Wu et al., 2016] 83.3% 91.0%
ours, EMD loss 84.4% 95.3 %
ours, CD loss 85.7% 95.0%

Table 1. Classification performance on ModelNet40 and Model-
Net10. All methods train a linear SVM based on features derived
in an unsupervised fashion.

Recall (Section 1) that our decoupling of latent representa-
tion from generation allows flexibly choosing the AE loss,
which can improve the learned feature. We exploit this
by experimenting with the CD distance. On ModelNet10,
which includes primarily larger objects that ModelNet40,
an AE trained with the EMD loss performs slightly better
than the one trained with CD. On the other hand, when the
variation within the collection increases, CD produces bet-
ter results. This is perhaps due to its more discrete nature,
which allows it to understand rough edges and high fre-
quency geometric details. Finally, note that since our AEs
were not trained on ModelNet, this experiment also demon-
strates the domain-robustness of our learned features.

4.2. Evaluating the GANs

For the adversarial networks we trained a GAN per object
category, with 3.5-7K models per category. The AEs in
this case were trained using the EMD loss, which tends to
create more realistic results.

Evaluating and interpreting probabilistic generative models
is a genuinely hard task which has attracted much attention
recently (Theis et al.). Quantitative measurements based
on empirically estimated log-likelihoods have been shown
to poorly capture the efficacy of generative methods. Sal-
imans et al. (2016) introduced the inception score, which
correlates well with how a human would evaluate the real-
ism of synthetic images. Inspired by the inception score,
we leverage a classification network to produce a confi-
dence on how much our synthetic point-clouds belong to
a given object’s class. We use PointNet (Qi et al., a), which
is the state of the art for classifying point clouds.

On the other hand, since GANs are often prone to mode-
collapse, we also need to characterize how well they even-
tually cover the ground-truth distribution. For this we
use two evaluation metrics: the domain-specific Minimum
Matching Distance (MMD) and the more standard Jensen
Shannon Divergence (JSD). Details on both these metrics
can be found in the appendix. In both cases, lower metric
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Figure 2. Evaluating the GAN architectures on the chair category from ShapeNet. The classification score (left) measures fidelity of the
generated objects. J-S divergence / MMD ( middle / right) measure diversity (smaller values indicate more diversity). For scale, we also
plot the JS response to two random noise distributions (uniform and gaussian). “MIT” refers to the method of (Wu et al., a).

values signal that the generated distribution better aligns
to the true data distribution. Note that the relatively small
training set size (compared to image datasets) allows us to
sample the generator with the same number of data used
for training, which reduces sampling uncertainty. Figure 2
shows quantitative results for the chair category.

Comparisons. To the best of our knowledge this is the
first work proposing GANs on point-cloud data. To con-
trast our models against other 3D generative methods, we
compare to a recent voxel-grid based approach (Wu et al.,
a). We convert their voxel grid output into a point-set with
2048 points, by performing farthest-point-sampling on the
isosurface of the grid values. Per the authors’ sugges-
tion, we used an isovalue parameter of 0.1 and isolated the
largest connected component from the isosurface.

Discussion. The performance of r-GAN is generally bet-
ter in terms of its diversity (as measured by JSD and MMD)
to the state of the art method of Wu et al. (a), while also
creating realistic-looking results, as shown by the classifi-
cation score. The l-GAN outperforms all methods, both in
terms of classification and diversity, and does so with sig-
nificantly less training epochs (of the order of 50 or less). It
is also worth noting that the training time for one epoch of
the l-GAN is approximately an order of magnitude smaller
than for the r-GAN, due to its much smaller architecture
and dimensionality. Our better MMD and JSD scores indi-
cate that the l-GAN is less prone to mode collapse. Finally,
the behaviour of the r-GAN, especially in terms of classifi-
cation, is visibly more unstable; as argued in Section 1, this
showcases a typical issue that arises when training GANs.

We acknowledge that since (Wu et al., a) operates on voxel
grids, it is not necessarily on equal standing when it comes
to generating point clouds. Additionally, the PointNet clas-
sifier was trained on ShapeNet, and Wu et al. (a) often gen-
erates shapes that only rarely appear in ShapeNet. In con-
juction with their higher tendency for mode collapse, this
partially accounts for the lower classification scores.
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Figure 3. Training iwGANs (left) and vanilla GANs (right) in
the latent space of pretrained, fixed AEs with bottlenecks of size
32, 64, 128, 256, 512. Lower JSD values signal that the GAN dis-
tribution is closer to the data distribution. Working in a fixed,
small space speeds up GAN training without sacrificing fidelity.

4.3. Effect of latent space size on GAN training

In this experiment, we validate the hypothesis: training a
GAN in a smaller latent space is more stable. Specifically,
we fully train AEs with size 32, 64, 128, 256, 512 and fix
the resulting models and latent spaces. Then we evaluate
the performance of GAN training in those latent spaces.
The results, as seen in Figure 3, suggest that in our modal-
ity, pre-training an AE to get a small latent space and using
it to train a small GAN is the most efficient way to get a
generative model. In this experiment we do not control for
the varying representational capacity of the AEs. In Sec-
tion C we repeat the same experiment, but use early stop-
ping to ensure all AEs yield the same EMD loss.

4.4. Qualitative Results

We show some results using our latent-space GANs in Fig-
ure 1. We also use the latent space representation for edit-
ing shape parts, and shape interpolation. We noticed that
l-GAN produces crisper and less noisy results than the r-
GAN; demonstrating another advantage of using a good
structural loss on the decoupled, pre-trained AE. Technical
details on these results can be found in the appendix.
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A note on the evaluation of generative models. CoRR.

Wei, Lingyu, Huang, Qixing, Ceylan, Duygu, Vouga, Eti-
enne, and Li, Hao. Dense human body correspondences
using convolutional networks. In 2016 IEEE Conference
on Computer Vision and Pattern Recognition, CVPR
2016, Las Vegas, NV, USA, June 27-30, 2016, pp. 1544–
1553. doi: 10.1109/CVPR.2016.171.

Wu, Jiajun, Zhang, Chengkai, Xue, Tianfan, Freeman,
Bill, and Tenenbaum, Josh. Learning a probabilistic la-
tent space of object shapes via 3d generative-adversarial
modeling. In Lee, D. D., Sugiyama, M., Luxburg, U. V.,
Guyon, I., and Garnett, R. (eds.), Advances in Neural
Information Processing Systems 29, pp. 82–90. Curran
Associates, Inc., a.

Wu, Zhirong, Song, Shuran, Khosla, Aditya, Yu, Fisher,
Zhang, Linguang, Tang, Xiaoou, and Xiao, Jianxiong.
3d shapenets: A deep representation for volumetric
shapes. In IEEE Conference on Computer Vision and
Pattern Recognition, CVPR 2015, Boston, MA, USA,
June 7-12, 2015, pp. 1912–1920, b. doi: 10.1109/CVPR.
2015.7298801.

Yi, Li, Kim, Vladimir G., Ceylan, Duygu, Shen, I-Chao,
Yan, Mengyan, Su, Hao, Lu, Cewu, Huang, Qixing,
Sheffer, Alla, and Guibas, Leonidas J. A scalable active
framework for region annotation in 3d shape collections.
ACM Trans. Graph., (6):210:1–210:12, a.

Yi, Li, Su, Hao, Guo, Xingwen, and Guibas, Leonidas J.
Syncspeccnn: Synchronized spectral CNN for 3d shape
segmentation. CoRR, b.

A. Background
In this section we give some background and introduce the
basic building blocks for our work.

AutoEncoders AutoEncoders (AE - inset) are deep ar-
chitectures that aim to reproduce their input. They are espe-
cially useful, when they contain a narrow bottleneck layer
between input and output. Upon successful training, the
bottleneck layer corresponds to a low-dimensional repre-
sentation, a code for the dataset. The Encoder (E) learns
to compress a data point x into its latent representation, z.

The Decoder (D) can then reproduce x from its encoded
version z.

E Dzx x

G x

DATA
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Figure 4. AE and GAN architectures.

Generative Adversarial Networks. GANs are the state
of the art in generative models. The basic architecture (in-
set) is based on a adversarial game between a generator
(G) and a discriminator (D). The generator aims to syn-
thesize samples that look indistinguishable from real data
(drawn from x ∼ pdata) by passing a randomly drawn sam-
ple z ∼ pz through the generator function G. The discrim-
inator tries to tell synthesized from real samples.

The most commonly used losses for the discriminator and
generator networks are:

J (D)(θ(D),θ(G)) = −Ex∼pdata logD(x)

−Ez log (1−D (G(z))) (1)
J (G)(θ(D),θ(G)) = −Ez logD(G(z)) (2)

where θ(D),θ(G) are the parameters for the discriminator
and the generator network respectively.

Challenges specific to point cloud geometry. Point
clouds as an input modality present a unique set of chal-
lenges when building a network architecture. As an exam-
ple, the convolution operator – now ubiquitous in image-
processing pipelines – requires the signal (in our case, ge-
ometry) to be defined on top of an underlying grid-like
structure. Such a structure is not available in raw point
clouds, which renders them significantly more difficult to
encode than e.g. images or voxel grids. Recent classifi-
cation work on point clouds (PointNet (Qi et al., a)) by-
passes this issue by circumventing 2D convolutions alto-
gether. Another issue with point clouds is that they are an
unordered representation - permuting a set of points still
describes the same shape. This complicates comparisons
between two point sets, which would typically be needed
as part of a loss function. This unordered-ness of point
clouds also creates the need for making the encoded fea-
ture permutation invariant.

Point-Set distances. Two permutation-invariant metrics
for comparing unordered point sets have been proposed
in the literature (Fan et al.). On the one hand, the Earth
Mover’s distance (EMD) (Rubner et al.) is the solution
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of an assignment optimization problem which attempts to
smoothly transform one set to the other. For two subsets
S1 ⊆ R3, S2 ⊆ R3, their EMD is defined by

dEMD(S1, S2) = min
φ:S1→S2

∑
x∈S1

‖x− φ(x)‖2. (3)

where φ is a mapping. Interpreted as a loss, EMD is differ-
entiable almost everywhere. On the other hand, the (still
differentiable but more computationally efficient) Cham-
fer (pseudo)-distance (CD) involves assigning each point
in one set to its nearest neighbor in the other set.

dCH(S1, S2) =
∑
x∈S1

min
y∈S2

‖x− y‖22 +
∑
y∈S2

min
x∈S1

‖x− y‖22.

(4)

B. Metrics for Mode Collapse Detection
The measures for detecting mode collapse are defined as:
MMD. Minimum Matching Distance. For every 3D
point-set in the ground-truth we find its closest point-set
in the synthetic dataset. Closeness between point sets is
computed by the Chamfer distance (CD). We report the av-
erage of the minimum CDs over all matched shape pairs
as the final value. Reporting the CD also helps remove any
bias from using the EMD as the structural loss for the AE’s.

JSD. The Jensen Shannon Divergence of empirically es-
timated random variables defined on 3d space. Our training
data are pre-aligned in 3D space, and thus also the gener-
ated data; this enables measuring coactivation patterns. We
consider a 283 regularly-spaced voxel grid around the gen-
erated point-sets, and counting the number of points in each
voxel. The resulting per-voxel counts constitute the random
variable vectors, on which we measure coactivation.

C. Extra experiments
In this section we include some experiments that did not
make it to the main body, due to the space limitation.

Training GANs in small, fixed latent spaces Here we
repeat the GAN-training experiment from Section 4.2,
with added control for variations in representational power
of the AEs. Specifically, we pre-train AEs with size
32, 64, 128, 256, 512 and stop them when they achieve a
common EMD loss (the minimum value achieved by all of
them). Then we evaluate the performance of GAN training
in those latent spaces. The results are presented in Figure 5.

D. Applications of the latent space
representation

For shape editing applications, we use the embedding we
learned with the EMD-AE trained across all 55 object
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Figure 5. Training iwGANs (left) and vanilla GANs (right) on
the chair class in the latent space of fixed AEs with bottlenecks
of size 32, 64, 128, 256, 512. This experiment replicates the pro-
tocol used to produce Figure 3, with the following difference: we
control for potential differences in the representational power of
the different AEs. To do that, we perform early stopping during
the AE training to ensure that all AE models achieve the exact
same EMD loss. The results again show that working in a fixed,
small latent space, makes GAN training faster without sacrificing
fidelity as measured by JSD.

classes, not separately per-category. This showcases its
ability to encode features for different shapes, and enables
interesting applications involving different kinds of shapes.

Editing Shape Parts. We use the shape annotations of
Yi et al.(Yi et al., a) as guidance to modify shapes. As an
example, assume that a given object category (e.g. chairs)
can be further subdivided into two sub-categoriesA and B:
every object A ∈ A possesses a certain structural property
(e.g. has armrests, is four-legged, etc.) and objects B ∈
B do not. Using our latent representation we can model
this structural difference between the two sub-categories by
the difference between their average latent representations
xB − xA, where xA =

∑
A∈A

xA, xB =
∑
B∈B

xB . Then,

given an object A ∈ A, we can change its property by
transforming its latent representation: xA′ = xA+xB−xA,
and decode xA′ to obtain A′ ∈ B. This process is shown
in Figure 1, middle. Note that the volume of chairs with
armrests is on average 10% larger than the chairs without,
which is reflected in the output of this process.

Interpolating Shapes. By linearly interpolating between
the latent representations of two shapes and decoding the
result we obtain intermediate variants between the two
shapes. This produces a “morph-like” sequence with the
two shapes at its end points (Figure 1, bottom). Our la-
tent representation is powerful enough to support removing
and merging shape parts, which enables morphing between
shapes of significantly different appearance. Our cross-
category latent representation enables morphing between
shapes of different types, cfg. the second row for an inter-
polation between a bench and a sofa. More results follow
below.



GANs for 3D point clouds

Figure 6. Generative results using our latent-space GAN. Note the variability and fidelity of the result.

Figure 7. Interpolating between different point clouds, using our latent space representation. Note the interpolation between structurally
and topologically different shapes.


