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Preface

The phone rang. It was a radiologist in my department. She had heard I had
been working on segmentation. She had acquired some hundred abdominal CT
scans for a research study and she wanted to know the exact volume of the liver
and of cysts in the liver in each one. Not something she could measure with
the standard workstations in our department. The researchers of the study had
proposed to manually outline the liver in several sections, using a free software
tool that was in use at our radiotherapy department. But wouldn’t it be possible
to do this in as more effective and efficient way?

It is not unusual for researchers in the area of medical image analysis to
receive such requests for support. Standard clinical workstations today have
substantially more capabilities than five or ten years ago, but they still lack many
tools that could be extremely handy in clinical practice or research, like, in this
case, segmenting the liver. Fortunately, I could tell her about the first Grand
Challenge workshop I co-organized for MICCAI in 2007, where segmentation
of the liver in CT scans was one of the two tasks addressed. As of today, over
50 results have been submitted on www.sliver07.org and the best automatic
methods show excellent performance, on par with the best interactive methods
and with manual segmentations. The radiologist was very happy to hear this but
asked a few questions: “Can I use these methods, is the software available? Are
you sure the methods would work as well on my data, from patients that have
enlarged livers with multiple cysts? Is there also software to segment the cysts
that has been so thoroughly tested and compared with other approaches?” Alas,
I had to answer no to each question. This short true story is anecdotal evidence
for some firm beliefs of mine: We need a large repository of validated algorithms
for a wide variety of common tasks in medical image analysis, this validation
should be carried out in a fair and meaningful way, and these algorithms should
become available for clinical research and use in clinical routine.

We are not there yet, but the series of Grand Challenge workshops, orga-
nized in conjunction with the MICCAI conferences since 2007 have been impor-
tant steps towards establishing a validated image analysis algorithm repository.
These proceedings present the results of three challenges that were part of the
fourth installment of this workshop. For the first time, the challenges were not
all focused on segmentation; one of them is about registration. All challenges
pertain to highly relevant tasks in medical image analysis, namely the registra-
tion of chest CT scans (EMPIRE10, http://empire10.isi.uu.nl), the segmentation
of knee cartilage from MRI (SKI10, http://ski10.org), and the segmentation of
the parotid glands from radiotherapy treatment planning CT scans (Head &
Neck Auto-segmentation Challenge 2010, http://www.grand-challenge2010.ca).
Detailed information about the workshop, the challenges and previous contests
that have been organized in conjunction with MICCAI and other conferences
can be found at http://www.grand-challenge.org.

The editors of these proceedings would like to thank many people for their
help in organizing this workshop and the individual contests. The team that or-
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ganized EMPIRE10 challenge consisted of Keelin Murphy and Josien Pluim from
University Medical Center Utrecht, The Netherlands, Bram van Ginneken from
Radboud University Nijmegen Medical Centre, The Netherlands, Joe Reinhardt
and Kai Ding from the Department of Biomedical Engineering, The University of
Iowa, Sven Kabus from Philips Research, Hamburg, Germany, and Xiang Deng
from Siemens Corporate Technology China, Beijng, China.

SKI10 was organized by Tobias Heimann from the German Cancer Research
Center, Heidelberg, Germany, Bryan Morrison from Biomet Inc., Warsaw, IN,
the company that made the datasets available, Simon Warfield from Harvard
Medical School, Boston, MA, and Martin Styner and Marc Niethammer from
the University of North Carolina at Chapel Hill, NC.

The Head & Neck Auto-segmentation Challenge 2010 was organized by Vla-
dimir Pekar from Philips Research North America, Canada, and John J. Kim,
Stéphane Allaire, Arish A. Qazi, and David A. Jaffray, all from the Princess
Margaret Hospital, University Health Network, Canada.

The support of three sponsors, Siemens, Philips and Chili Radiology, is gladly
acknowledged. This allowed us to print these proceedings for all workshop partic-
ipants and to award cash prizes to the best performing teams in each challenge.

But most of all, I would like to thank all the teams who were brave enough to
participate. I hope that most teams will be able to join in the live contest during
the workshop at MICCAI in Beijing where a set of new cases will be processed
in three hours. I’m sure we’ll have a lot of fun.

Bram van Ginneken
Nijmegen, August 11, 2010
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Evaluation of Methods for Pulmonary Image
Registration: The EMPIRE10 Study

Keelin Murphy1, Bram van Ginneken2, Joseph M. Reinhardt3, Sven Kabus4,
Kai Ding3, Xiang Deng5, and Josien P.W. Pluim1

1 University Medical Center, Utrecht, The Netherlands
2 Radboud University Nijmegen Medical Centre, The Netherlands
3 Department of Biomedical Engineering, The University of Iowa

4 Philips Research, Hamburg, Germany
5 Corporate Technology, Siemens Ltd., China

Abstract. EMPIRE10 is a public platform for fair and meaningful com-
parison of registration algorithms which are applied to a database of
intra-patient thoracic CT image pairs. Participants download 20 datasets
from the internet, register them, and return the results for independent
evaluation. Evaluation is carried out in four separate categories and par-
ticipants are ranked according to their performance. All results are pub-
lished on the EMPIRE10 website [1]. The Grand Challenge workshop
at MICCAI 2010 [2] brings participants together to register a further 10
scan pairs live on site and for discussion and collaboration opportunities.

1 Introduction

For many years researchers have worked on registration algorithms for medical
imaging applications [3, 7, 10, 11, 14, 24]. One such application is the alignment
of intra-patient thoracic CT images, in particular of the lung and its associated
structures. The lungs are highly deformable organs making accurate registration
of them a challenging task requiring a non-rigid registration approach. How-
ever there are many scenarios in which intra-patient pulmonary registration is
clinically useful. Registration of follow-up (temporally distinct) breathhold in-
spiration scans makes visual comparison of these scans a much easier and less
error-prone task for a radiologist. For well-aligned images, automatic methods
of comparison for analysis of disease progression etc. may even be considered.
Breathhold inspiration scans may also be aligned and compared with breath-
hold expiration scans to enable improved monitoring of airflow and pulmonary
function via CT images. Where 4D data is available (i.e. numerous CT images
representing various phases in a breathing cycle) these images may be registered
in order to obtain information about the deformations that occur during respi-
ration. Such information may be useful for example in understanding the effects
of a particular disease on (regional) lung elasticity.

The inability to compare registration algorithms in a meaningful way is a ma-
jor obstacle to further development and improvement in the research community.
Although many researchers have published articles demonstrating the results of
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their registration algorithms, they are largely based on proprietary datasets,
even with differing image modalities. Furthermore their methods of evaluating
their registrations, which is a highly complex task in itself, are diverse, further
complicating the task of comparing algorithm results. Some authors have under-
taken the task of running a number of different algorithms on a fixed dataset in
order to compare the algorithm performances in a reliable manner [5, 8, 9, 23].
The drawback to this approach, however, is that the configuration of algorithm
parameters for a specific task is frequently a non-trivial problem which is best
understood by those who developed the method. Ideally the algorithm should
be implemented and configured by those who are thoroughly familiar with all
aspects of its behaviour. There have been some initiatives in the past which
provided common datasets and evaluation methods for the evaluation of regis-
trations of brain images [4, 6, 21], while allowing the users to configure and run
their own registration algorithms on the data. Brain registration is, however,
quite a different topic to pulmonary registration, primarily because of the much
smaller deformations which are encountered in brain data, many of which can
be resolved with a rigid or affine registration.

The EMPIRE10 (Evaluation of Methods for Pulmonary Image REgistration
2010) challenge [1] described in this article provides a public platform for fair
and meaningful comparison of registration algorithms applied to thoracic CT
data. This challenge, organised in conjunction with the Grand Challenge work-
shop at MICCAI 2010 [2], invites participants to download a set of 20 thoracic
CT intra-patient scan pairs and register them using their own registration algo-
rithms. The aim of the registration is to align the lung volumes and structures
outside the lungs are not considered during the registration evaluation. The scans
have been selected by the organisers to represent a broad variety of problems
of the type encountered in clinical practice. Participants calculate deformation
fields and submit them to the EMPIRE10 organisational team for independent
evaluation. The deformation fields are evaluated over four individual categories:
Lung boundary alignment, fissure alignment, correspondence of manually anno-
tated point pairs and presence of singularities (folding or tearing). Evaluation
results are available on the EMPIRE10 website [1]. At the MICCAI workshop
participants are requested to register a further 10 scan pairs live on site within
3 hours. The workshop session is also designed to foster discussion and collabo-
ration between researchers involved in this field.

2 Materials

The materials for this challenge were gathered from a variety of sources to try
to include as broad a variety as possible of the scenarios encountered in clinical
practice. Thus, scans may be taken at various phases in the breathing cycle (full
inspiration, full expiration, phase from 4D breathing data). Subjects may exhibit
lung disease or appear healthy. Data from a variety of scanners is included and
a variety of different slice-spacings occur.

12



In this section we describe in detail the properties of the 20 scan pairs regis-
tered by the participants in their own facilities. The remaining 10 scan pairs to
be registered live at the MICCAI workshop are from the same range of sources
and have a similar variety of properties. Each scan pair is taken from a single
subject, i.e. only intra-patient registration is considered in this challenge. In all
cases the scan data was cropped using a bounding box around the lungs before
distribution. This was done to reduce the size of the files to be downloaded since
the regions outside the lungs were to be excluded from consideration during
registration and evaluation. The remainder of this section describes the 20 scan
pairs categorised by type. The IDs of the scan-pairs, which are provided when
downloading, are supplied in italics.

2.1 Breathhold Inspiration Scan Pairs

Six of the twenty scan pairs (02,03,09,11,15,19 ) consisted of two breathhold
inspiration scans. These scans were made as part of the Nelson Study [22]. In
these 6 pairs the follow up scans were made between 9 and 14 months after the
baseline scan. A low-dose protocol was used (30mAs) and the scanner was either
Philips Brilliance 16P or Philips Mx8000 IDT 16 in each case. Slice thickness
was 1mm with slice-spacing of 0.70mm. Pixel spacing in the X and Y directions
varied from 0.68mm to 0.78mm with an average of 0.73mm.

2.2 Breathhold Inspiration and Expiration Scan Pairs

A further 6 scan pairs (01,07,08,14,18,20 ), also taken from the Nelson Study [22]
were made up of a breathhold inspiration scan and a breathhold expiration scan,
made in the same session. The inspiration scan was created using a low-dose
protocol (30mAs) while the expiration scan was ultra-low-dose (20mAs). The
scanner used was Philips Brilliance 16P with slice thickness of 1mm and slice
spacing of 0.70mm. Pixel spacing in the X and Y directions varied from 0.63mm
to 0.77mm with an average value of 0.70mm.

2.3 4D Data Scan Pairs

Three of the scan-pairs (13,16,17 ) (excluding the ovine data - see section 2.4)
consisted of two individual phases from a 4D dataset. In each case the phases
were chosen to be as distinct as possible, i.e. at opposing ends of the breathing
cycle. The first two of the scan pairs were from a GE Discovery ST multislice
PET/CT scanner while the third [19] was from a Philips Brilliance CT 16 Slice
scanner. The 2 4D scans from the GE scanner had a total dose of 100mAs each,
while the third scan had a total dose of 400mAs. Since each scan pair came
from a 4D dataset the spacing was identical for the two scans in the pair. Slice-
spacing was 1.25mm, 2.50mm and 2.00mm for the three scan pairs respectively,
with pixel spacing in the X and Y directions at 0.98mm in all cases.
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2.4 Ovine Data Scan Pairs

Two scan pairs (04,10 ) were ovine (sheep) data from a single 4D dataset. Sixty-
seven metallic markers, 1.40mm in diameter, had been surgically implanted in
the sheep lungs approximately 6 weeks before scanning. The markers were im-
planted mainly in the left upper lobe and right lower lobe. Airway pressure was
regulated during scanning on a Philips MX8000 Quad Scanner with the sheep in
supine position. The first scan pair consists of the scan taken at airway pressure
8 cm H2O paired with the scan at airway pressure 16 cm H2O, while the second
scan pair is made up of the scan taken at airway pressure 8 cm H2O paired with
the scan at airway pressure 24 cm H2O. Slice spacing was 0.60mm with in-plane
pixel spacing of 0.47mm in both directions.

The metallic markers which were visible in the scans were identified and their
locations noted. They were subsequently disguised using a hole filling technique
in order that participants could not identify them and registration algorithms
would not be guided by them. The marker locations were used in the registration
evaluations (see section 3.3) .

2.5 Contrast - Non-Contrast Scan Pairs

One pair of scans (06 ) was used in which contrast material was present in one
of the scans but not in the other. These scans were both made on a Siemens
SOMATOM Sensation CT 64-slice scanner. The contrast scan (arterial phase)
was acquired approximately 30 seconds after the non-contrast scan. Slice spacing
was 1.50mm with pixel spacing in the X and Y directions of 0.60mm.

2.6 Artificially Warped Scan Pairs

Since registration algorithms are difficult to evaluate in a quantitative way, a
frequently employed method (e.g. [15,16,20]) is to apply a known artificial trans-
formation to a single dataset and then attempt to register the original scan with
the result. In this case the ground truth is known so evaluation is more reliable.
For this reason 2 scan-pairs (05,12 ) were included in the EMPIRE10 challenge
which consisted of an original scan and the same scan with an artificial thin-
plate-spline warp applied to it.

The procedure for warping a scan artificially was as follows: A pair of breath-
hold inspiration scans from the Nelson Study [22] were acquired. One hundred
well-dispersed landmark points were identified automatically in the baseline scan
and matched semi-automatically in the follow-up scan. Landmark identification
and matching was done according to the method described in [12, 13]. A thin-
plate-spline model was created using the 100 pairs of matching points. Using
this thin-plate-spline model the baseline image was warped to create an image
with the same image size and spacing as the follow up scan. The anatomical
appearance of this warped scan was also naturally somewhat similar to that of
the follow up scan. This method was used in order to ensure that the artificial
warp would result in an image with a realistic appearance. Regions around the
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edge of the warped image where no data values could be assigned were cropped
away. The scan pair distributed to the challenge participants consisted of the
original baseline scan and the artificially warped version of this scan.

The scans were created using either Philips Mx8000 IDT 16 or Philips Bril-
liance 16P scanners. Slice-spacing was 0.70mm while in-plane pixel spacing varied
from 0.66mm to 0.80mm with an average value of 0.74mm.

3 Evaluation

Evaluation of registration algorithms was carried out in four different ways as
described in the remainder of this section. Note that for the EMPIRE10 challenge
the image to be deformed is referred to as the ‘moving image’ while the reference
image is known as the ‘fixed image’.

Participants were asked to declare whether their method was fully automatic
(processed all scan pairs with the same parameter set), semi-automatic (required
different parameters for different scan-pairs), or interactive (required more sig-
nificant user interaction such as manual alignment, defining corresponding point
pairs etc.) and this information is shown on the challenge website [1].

3.1 Alignment of Lung Boundaries

Aligning the boundaries of the lungs correctly is one of the most fundamental
expectations of a pulmonary CT registration algorithm. The lung boundary is
easily defined in CT in most regions, with the notable exception of the medi-
astinal (central) region. Analysis is therefore restricted to the peripheral regions
where the obvious density change between lung parenchyma and chest wall oc-
curs.

The lungs in all images were segmented using an automatic algorithm from
van Rikxoort et al. [17]. Lung segmentations were checked and altered manually
where necessary. The lung boundary defined by the lung segmentations was
extracted and a distance transform image was generated from the boundary
image. The mediastinal region of the left lung was masked out by a sphere
centred at the centre-of-mass of both lungs combined. The radius of this sphere
was defined by the Euclidean distance from the centre-of-mass of both lungs
combined to the centre-of-mass of the left lung. The mediastinal region of the
right lung was masked out in a similar manner and all voxels within either sphere
are excluded from further processing.

Next, points within 20mm of the lung boundary were marked, excluding
those within 2mm of the boundary to allow for minor inaccuracies in the lung
segmentation. Points inside and outside the lung boundaries were distinguished
using the lung segmentation image and marked with different values vin and vout
respectively. These markings constituted the reference standard for checking lung
boundary alignment. See figure 1(a) as an example.

Each participant submits deformation field data for each registration carried
out. Using this data, it is possible to calculate for each point pfixed marked with
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vin or vout in the fixed image, which point preg in the moving image has been
aligned with this location. If pfixed is marked with vin and preg is marked with
vout then a unit penalty is incurred. Similarly the reverse situation where pfixed
is marked with vout and preg is marked with vin also incurs a unit penalty.

Error in lung boundary alignment is calculated as the percentage of checked
points for which penalties were incurred. This value is given as the the overall
score in the lung boundary alignment category. For information, the errors in the
left lung, right lung, upper lung and lower lung are also calculated and displayed
on the participant’s results page on the challenge website [1].

3.2 Alignment of Major Fissures

Fissures are plate-like structures which divide the lungs into regions called lobes.
Since fissures represent important physical boundaries within the lungs their
registration is included as a category in the EMPIRE10 challenge. To simplify
the evaluation, particularly for poor quality data where minor fissure structures
may be difficult to see, we evaluate the registration of the major fissures only.
Each lung contains a single major fissure dividing it into an upper and a lower
section.

The fissures in all images were segmented using an automatic algorithm from
van Rikxoort et al. [18]. Fissure segmentations were checked and altered manu-
ally to exclude minor fissures and any erroneous markings. Gaps in the segmen-
tation were not always filled so the resulting segmentation may be incomplete
but does not contain any non-fissure structures. A distance transform image was
generated from the resulting fissure segmentation image.

Next, points within 20mm of the fissure segmentation were marked, excluding
those within 2mm of the fissure to allow for minor inaccuracies in the segmen-
tation. Points which were not directly above or below a fissure voxel (looking in
the axial direction) were excluded in order to prevent the marked regions wrap-
ping around the edges of the fissure plates. For each marked point p, the closest
point pfiss on the fissure segmentation was determined. Points above and below
the fissure are distinguished by comparing the axial components of p and pfiss.
Different values, vabove and vbelow were used to mark points above and below
the fissure respectively. These markings constituted the reference standard for
checking fissural alignment. See figure 1(b) as an example.

Using the deformation data submitted by the participant, it is calculated for
each point pfixed marked with vabove or vbelow in the fixed image which point preg
in the moving image has been aligned with this location. If pfixed is marked with
vabove and preg is marked with vbelow then a unit penalty is incurred. Similarly
the reverse situation where pfixed is marked with vbelow and preg is marked with
vabove also incurs a unit penalty.

Error in fissure alignment is calculated as the percentage of checked points
for which penalties were incurred. This value is given as the overall score in the
fissure alignment category. For information, the errors in the left lung and right
lung are also calculated and displayed on the participant’s results page on the
challenge website [1].
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(a) (b)

Fig. 1. a: Lung boundary reference standard. The boundary itself is marked in blue and
surrounded by a 2mm gap. Regions outside the lung are marked in cyan, and inside the
lung are marked in green. Red regions indicate locations where a sample registration
algorithm has made errors in aligning the lung boundary. b: Fissure reference standard.
Colour coding is analogous to that in the left hand image with regions above and below
the fissure marked in green and cyan respectively.

3.3 Correspondence of Annotated Landmark Pairs

A well-distributed set of 100 distinctive landmark points was automatically
defined in the fixed image from each scan pair. Each point pfixed was then
matched with the corresponding point pmoving in the moving image using a
semi-automatic method. The methods for defining and matching the points are
described in Murphy et al. [12, 13]. The software used is publicly available at
http://isimatch.isi.uu.nl An example of the point distribution is shown in fig-
ure 2(a). The points were marked by at least 3 observers independently, and
any location where the observer opinions differed by 3mm or more was checked
a final time by an observer who could see all previous annotations on a single
screen and accept or reject each one independently. The rejected points were not
included in the reference standard, all other points were retained. By accepting
more than one observer opinion as truth, we acknowledge that in most cases it is
not possible to identify a matching point with perfect accuracy. This is related
to many issues such as image quality, voxel size and the partial volume effect.

The deformation data submitted by each participant is used to calculate for
each of the defined points pfixed in the fixed image which point preg in the moving
image has been aligned with this location. The point preg is then compared
(using Euclidean distance) with the reference standard point pmoving. Where
several acceptable options for pmoving are defined, the pmoving that is closest to
preg is used as the reference. Note that preg was rounded to the nearest voxel
location before distance calculation. Since all observer marks are made without
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sub-voxel accuracy this ensures that an algorithm which agrees precisely with a
particular observer can obtain an error of zero.

The distance d from pmoving to preg is calculated in mm for each of the
annotated point pairs. The overall error in the landmarks category is given by
the average of all the distances d in the scan-pair. For information, the minimum
distance, the maximum distance, the average distances in the upper lungs and in
the lower lungs are also calculated and displayed on the participant’s results page
on the website [1]. The average distance in each of the three orthogonal directions
(Anterior-Posterior, Superior-Inferior and Left-Right) are also calculated and
displayed.

There are a few scan-pairs that were treated as special cases in terms of
the evaluation using landmark pairs. For the ovine data the landmark locations
were given by the fiducial markers as described in section 2.4 and not manually
annotated as for the other data. Furthermore, for the artificially warped data (see
section 2.6) the landmark pairs which were used to specify the thin-plate-spline
model were used as the reference standard in landmark evaluation, meaning that
just one (completely precise) matching point was available for each landmark
defined.

3.4 Singularities in the Deformation Field

The final category of evaluation is designed to analyse how physically plausible
the registration deformation is. Some registration algorithms may appear to align
visible structures very well, but in doing so may require physically impossible
deformations. In particular we expect that a deformation should be bijective,
i.e. define a one-to-one correspondence between points in the fixed image and
points in the moving image. Regions where the deformation field is not bijective
are commonly referred to as singularities (folding or tearing).

Each participant submits deformation field data for each registration carried
out. The determinant of the Jacobian of the deformation field, j, is calculated at
every point. This specifies for each point whether local expansion or contraction
has taken place. Where j < 1 local contraction is implied, j = 1 implies no
change and j > 1 implies local expansion. Figure 2(b) shows an example of a
colour coded Jacobian image. All points within the lung volume are checked and
any location where j ≤ 0 is a singularity in the deformation field. For each such
point a unit penalty is incurred. Points outside the lung volume are disregarded.

The overall error in the singularities category is given by the percentage of
checked points for which penalties were incurred. For information, the errors in
the left lung, the right lung, the upper lung and the lower lung are also calculated
and reported on the participant’s results page on the website [1].

4 Scoring and Ranking

Error scores in the four individual categories are calculated as described in sec-
tion 3. A score is awarded to each participant for each scan-pair in each category.
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(a) (b)

Fig. 2. a: An example of the landmark points identified in a fixed scan. Landmarks have
been projected onto a single slice and markers are increased in size for visualization.
b: A colour coded Jacobian image with the scale going from 0.5 (red) to 1.5 (blue). In
this example there are no pixels at or below 0, so no singularities were detected.

Since these scores are based on independent measures there is no obvious way
to combine them into a single participant score. A ranking system was therefore
devised in order to measure a participant’s overall performance and to compare
participants with each other.

The ranking scheme works as follows for a theoretical group of n participants:
The error score of a participant for scan-pair s and category c is compared with
the corresponding error score of all other participants. The participant is then
awarded a ranking rsc for that scan-pair and category. Where all participants
have different error scores, the participant with the lowest error will be ranked
1 while the participant with the highest error will be ranked n. If there are
ties in some participant scores then the ranks must be re-arranged such that
those participants rank equally. This is done as follows: For simplicity assume
that distinct rankings have been initially assigned, with participants with equal
scores obtaining adjacent rankings (randomly assigned among them). Each group
of participants with equal scores is then examined, their ranks are averaged, and
the average rank is assigned to each one of them. For example scores of 0.1, 0.5,
0.5, 2 would result in rankings of 1, 2.5, 2.5, 4.

When all ranks rsc have been assigned for individual scan pairs and categories
they can be averaged over all scan-pairs to give each participant an average
ranking rc per evaluation category. Finally the per-category rankings can be
averaged over the 4 evaluation categories to give the participant a final average
ranking r. These final rankings are used to place the participants, with the lowest
ranking in 1st place and the highest in nth place. If there is a tie in final rankings
the placement value will be calculated by averaging in the same way as described
above for rankings.
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5 Results and Discussion

Results from a total of 34 algorithms from 23 research groups were submitted
for the first 20 scan-pairs. Two algorithms were classed as semi-automatic while
the remainder were fully automatic. The algorithms were evaluated and ranked
as described in previous sections and the results published on the EMPIRE10
website [1]. Very few algorithms had noteworthy problems with singularities
in the deformation field, while most also scored well in the alignment of lung
boundaries. Fissure alignment appeared to be somewhat more difficult, with even
the best algorithms showing minor errors in many of the scan pairs. Evaluation
on the corresponding landmarks gave some error in almost every case. However,
some algorithms achieved a perfect score for landmark matching in cases 05 and
12 which were the artificially deformed datasets. This implies either that the
registration task was easier for those cases since the deformation was artificial,
or that the reference standard being more precise improved the algorithm scores,
or most likely, a combination of these two factors.

The degree of interest in this challenge emphasises the fact that non-rigid
registration remains a very active research topic and that researchers continue
to have difficulties in evaluating the performance of their algorithms. By provid-
ing this platform for evaluation we hope to have advanced understanding and
enabled development in this field of research.
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Léon Bérard Cancer Center and CREATIS lab, Lyon, France. Datasets 13 and
16 are courtesy of the Department of Radiation Oncology, Stanford University
School of Medicine and Philips Research.

References

1. http://empire10.isi.uu.nl.
2. http://www.grand-challenge.org/index.php/MICCAI 2010 Workshop.
3. L. G. Brown. A survey of image registration techniques. ACM Computing Surveys,

24:325–376, 1992.
4. G.E. Christensen, X. Geng, J.G. Kuhl, J. Bruss, T.J. Grabowski, I.A. Pirwani,

M.W. Vannier, J.S. Allen, and H. Damasio. Introduction to the non-rigid image
registration evaluation project (NIREP). In Third International Workshop on
Biomedical Image Registration. LNCS, volume 4057, pages 128–135, 2006.

5. X. Gu, H. Pan, Y. Liang, R. Castillo, D. Yang, D. Choi, E. Castillo, A. Majumdar,
T. Guerrero, and S.B. Jiang. Implementation and evaluation of various demons
deformable image registration algorithms on a GPU. Phys Med Biol, 55(1):207–
219, Jan 2010.

20



6. P. Hellier, C. Barillot, I. Corouge, B. Gibaud, G. Le Goualher, D. L. Collins,
A. Evans, G. Malandain, N. Ayache, G. E. Christensen, and H. J. Johnson. Ret-
rospective evaluation of intersubject brain registration. IEEE Trans Med Imaging,
22(9):1120–1130, Sep 2003.

7. D. L. Hill, P. G. Batchelor, M. Holden, and D. J. Hawkes. Medical image registra-
tion. Phys Med Biol, 46:R1–45, 2001.

8. S. Kabus, T. Klinder, K. Murphy, B. van Ginneken, C. Lorenz, and J.P.W. Pluim.
Evaluation of 4D-CT lung registration. MICCAI, 12(Pt 1):747–754, 2009.

9. A. Klein, J. Andersson, B.A. Ardekani, J. Ashburner, B. Avants, M. Chiang, G.E.
Christensen, D.L. Collins, J. Gee, P. Hellier, J. Song, M. Jenkinson, C. Lepage,
D. Rueckert, P. Thompson, T. Vercauteren, R.P. Woods, J.J. Mann, and R.V.
Parsey. Evaluation of 14 nonlinear deformation algorithms applied to human brain
MRI registration. Neuroimage, 46(3):786–802, Jul 2009.

10. H. Lester and S. R. Arridge. A survey of hierarchical non-linear medical image
registration. Pattern Recognition, 32:129–149, 1999.

11. J. B. A. Maintz and M. A. Viergever. A survey of medical image registration. Med
Image Anal, 2:1–36, 1998.

12. K. Murphy, B. van Ginneken, S. Klein, M. Staring, B.J. de Hoop, M.A.Viergever,
and J.P.W. Pluim. Semi-automatic construction of reference standards for evalu-
ation of image registration. Medical Image Analysis, In Press, 2010.

13. K. Murphy, B. van Ginneken, J.P.W. Pluim, S. Klein, and M. Staring. Semi-
automatic reference standard construction for quantitative evaluation of lung CT
registration. MICCAI, 11(Pt 2):1006–1013, 2008.

14. J. P. W. Pluim, J. B. A. Maintz, and M. A. Viergever. Mutual-information-based
registration of medical images: a survey. IEEE Trans Med Imaging, 22(8):986–
1004, 2003.

15. J. A. Schnabel, C. Tanner, A. D. Castellano-Smith, A. Degenhard, M. O. Leach,
D. Rodney Hose, D. L. G. Hill, and D. J. Hawkes. Validation of nonrigid image
registration using finite-element methods: application to breast MR images. IEEE
Trans Med Imaging, 22(2):238–247, 2003.

16. M. Urschler, S. Kluckner, and H. Bischof. A Framework for Comparison and
Evaluation of Nonlinear Intra-Subject Image Registration Algorithms. In IJ -
2007 MICCAI Open Science Workshop, 2007.

17. E. M. van Rikxoort, B. de Hoop, M. A. Viergever, M. Prokop, and B. van Ginneken.
Automatic lung segmentation from thoracic computed tomography scans using a
hybrid approach with error detection. Medical Physics, 36(7):2934–2947, 2009.

18. E. M. van Rikxoort, B. van Ginneken, M. Klik, and M. Prokop. Supervised en-
hancement filters: application to fissure detection in chest CT scans. IEEE Trans
Med Imaging, 27(1):1–10, 2008.

19. J. Vandemeulebroucke, D. Sarrut, and P. Clarysse. The POPI model, a point-
validated pixel-based breathing thorax model. In XVth ICCR, 2007.

20. H. Wang, L. Dong, J. O’Daniel, R. Mohan, A. S. Garden, K. Kian Ang, D. A.
Kuban, M. Bonnen, J. Y. Chang, and R. Cheung. Validation of an accelerated
‘demons’ algorithm for deformable image registration in radiation therapy. Phys
Med Biol, 50(12):2887–2905, Jun 2005.

21. J. West, J. M. Fitzpatrick, M. Y. Wang, B. M. Dawant, C. R. Maurer Jr., R. M.
Kessler, R. J. Maciunas, C. Barillot, D. Lemoine, A. Collignon, F. Maes, P. Suetens,
D. Vandermeulen, P. A. van den Elsen, S. Napel, T. Sumanaweera, B. Harkness,
P. F. Hemler, D. L. G. Hill, D. J. Hawkes, C. Studholme, J. B. A. Maintz, M. A.
Viergever, G. Malandain, X. Pennec, M. E. Noz, G. Q. Maguire Jr., M. Pollack,

21



C. A. Pelizzari, R. A. Robb, D. Hanson, and R. P. Woods. Comparison and
evaluation of retrospective intermodality image registration techniques. J. Comp.
Assist. Tomogr., 21:554–566, 1997.

22. D. M. Xu, H. Gietema, H. de Koning, R. Vernhout, K. Nackaerts, M. Prokop,
C. Weenink, J. Lammers, H. Groen, M. Oudkerk, and R. van Klaveren. Nodule
management protocol of the NELSON randomised lung cancer screening trial.
Lung Cancer, 54(2):177–184, 2006.

23. M.A. Yassa and C.E.L. Stark. A quantitative evaluation of cross-participant reg-
istration techniques for MRI studies of the medial temporal lobe. Neuroimage,
44(2):319–327, Jan 2009.
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Lung CT Image Registration Using
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Abstract. Given the importance of quantifying kinematics in the lung
and segmenting its complex structure, various algorithms have been pro-
posed in the literature for inter-subject and intra-subject lung registra-
tion. in this work, we describe the use of our ANTS open source software
package in the EMPIRE10 challenge. Specifically, we describe the results
of applying a subset of possible algorithmic configurations focusing on
ANTS diffeomorphic transformation models: greedy Symmetric Normal-
ization and exponential mappings. Both of which have been described
in the literature and ultimately placed 1st and 11th respectively in the
pre-conference portion of the EMPIRE10 challenge evaluating 34 total al-
gorithms. The results show that our general image registration algorithm
is able to achieve the state-of-the-art performance and is reproducible by
using the same set of parameters in a fully automatic and open source
pipeline.

1 Introduction

According to the American Lung Association, one in seven deaths in the United
States is attributed to lung disease, and more than 35 million Americans live with
chronic lung disease ([1]). Image techniques like multi-slice computed tomogra-
phy provide a noninvasive way to study pulmonary morphology and function.

To accurately quantitfy both global and regional assessments of lung biome-
chanics from image data, automatic non-rigid image registration algorithm plays
an important role. It computes a transformation mapping between two configu-
rations of the lung at inspiration and expiration, from which measures of local
deformation can be calculated and compared within and across subjects.

Various lung image registration algorithms have been proposed in the litera-
ture. A small sample includes optical flow ([2, 3]), compressed optical flow ([4]),
Laplacian-filtered image ([5, 6]), free-form deformation ([7, 8]). In this paper we
are interested in diffeomorphic transformations which, by definition, preserve
topology. Topology preservation is fundamental to making comparisons between
objects in the natural world as such transformations permit comparisons to be
made across time points in an individual’s disease process or to study devel-
opment patterns across a large population. This fits naturally for the study of
pulmonary kinematics. Some recent work on applying diffeomorphic transforma-
tion models on lung image registration includes [9, 10].
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In this paper we apply two different diffeomorphic models to the data sets
provided for the EMPIRE10 lung registration evaluation [11], using our open-
source toolbox ANTS (Advanced Normalization Tools, [12]). Built on the ITK
(Insight Segmentation and Registration Toolkit [13]) framework, this software
package comprises a suite of tools for image normalization and template build-
ing based on previously published research. The results indicate that ANTS
provides a competitive set of registration tools for intra-subject lung CT image
registration.

2 Methods

A useful classification schema of image registration techniques is based upon the
following three principal components ([14, 15]):

– the transformation model,
– the similarity (or correspondence) measures, and
– the optimization strategy.

In general, image registration is the process of finding the optimal transforma-
tion, φ, within a specified transformation space which maps each x of image
I(x) to a location in image J (z) such that a specified cost function, C, defined
on I, J and φ, is minimized.

One typical setting of lung CT image registration for pulmonary kinemat-
ics consists of two chest CT images at different phases of a breathing cycle of
the same subject (i.e. the scenario in EMPIRE10 [11]). Following a commonly
adopted two-step strategy, our registration pipeline begins with an affine trans-
formation for initial global alignment, which precedes a deformable diffeomorphic
transformation with increased degrees of freedom.

2.1 Affine Transformation

The affine transformation is optimized with respect to translation, rotation, scal-
ing and shearing. The successive optimization of each component allows for in-
dividual control over increasing degrees of freedom.

The given lung masks of each image pair were the input to the affine reg-
istration. For these binary masks, mutual information([16, 17]) was used as the
similarity function. More implementation details about the affine registration
can be found in [18].

2.2 Diffeomorphic Transformations

In contrast to many other transformation models which reside in the domain of
vector spaces, a diffeomorphism is a differentiable mapping with a differentiable
inverse. Modeling transformations with diffeomorphisms ensures certain unique
and desirable topological properties.
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We assume that the diffeomorphism, φ, is defined on the image domain, Ω,
and maintains an affine transform at the boundary such that φ(∂Ω) = A(Id)
where A(Id) is an affine mapping applied to the identity transformation. φ,
over time, parameterizes a family of diffeomorphisms, φ(x, t) : Ω × t → Ω,
which can be generated by integrating a time-dependent, smooth velocity field,
v : Ω × t → R

d, through the ordinary differential equation (o.d.e.)

dφ(x, t)
dt

= v(φ(x, t), t), φ(x, 0) = x. (1)

The deformation field yielded by φ is u(x) = φ(x, 1) − x.
The following minimizing variational form was proposed for optimization in

diffeomorphic normalization for inexact image matching in [19–21]:

v∗ = argmin
v

{∫ 1

0

||Lv||2dt + λ

∫
Ω

||I ◦ φ(x, 1) − J ||2dΩ

}
. (2)

The first term on the right represents a mathematical metric between I and
J given an appropriate norm, L, on the velocity field, v. The second term is the
image similarity metric of square intensity difference with weight λ accounting for
the inexact matching. To accommodate a variety of medical image normalization
tasks, one typically encounters more complex intensity transfers between one
anatomical instance J and another instance I. This leads to the generalization
of Equation (2):

v∗ = argmin
v

{∫ 1

0

||Lv||2dt + λ

∫
Ω

Π∼(I, φ(x, 1),J )dΩ

}
(3)

where Π∼ is a similarity metric depending on the images and the mapping and
λ controls the degree of exactness in the matching.

Symmetric Normalization Exploiting the fact that the diffeomorphism, φ,
can be decomposed into two components φ1 and φ2, [22] constructs a symmetric
alternative to Equation (3). This leads to the symmetric variant of Equation (3)

{v∗
1, v

∗
2} =argmin

v1,v2

{∫ 0.5

0

(||Lv1(x, t)||2 + ||Lv2(x, t)||2) dt

+ λ

∫
Ω

Π∼ (I ◦ φ1(x, 0.5),J ◦ φ2(x, 0.5)) dΩ

}
. (4)

The corresponding symmetric Euler-Lagrange equations are similar to [20]. Find-
ing v1

∗ minimizes the variational energy from t = 0 whereas v2
∗ minimizes from

t = 1. Thus, gradient-based iterative convergence deforms I and J along the
geodesic diffeomorphism, φ, to a fixed point midway between I and J thus
motivating the denotation of the solution strategy as Symmetric Normalization
(SyN).
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In practice to reduce the significant computational and memory cost of the
dense-in-time gradient calculations and requisite reintegration of the diffeomor-
phisms after each iterative update, we offer a greedy variant as a lower-cost
alternative:

∇Π =
∂

∂φi
Π∼(I(φ−1

1 (x, 0.5)),J (φ−1
2 (x, 0.5))) (5)

for i ∈ {1, 2}. φ1(x, 0.5) and φ2(x, 0.5) are then updated from the previous
iteration according to

φi(x, 0.5) = φi(x, 0.5) + δ(K � ∇Π(φi(x, 0.5))). (6)

where δ is a user-specified step parameter. K is the Green kernel of L, which
is approximated by a Gaussian kernel ([23]). The gradient is then mapped back
to the origin of each diffeomorphism to update the full mapping by enforcing
φ−1(φ(x, 1)) = x.

Exponential Mapping Ashburner introduced DARTEL (Diffeomorphic Anatom-
ical Registration using Exponentiated Lie algebra) as a rapidly computed alter-
native to time parameterized diffeomorphic schemes ([24]). The key difference
between a time-varying diffeomorphism and a diffeomorphism generated by an
exponential mapping ([24]) is that the exponential mapping maintains only a
single vector field that is constant in time.

By exponentiation of a constant velocity field, a diffeomorphism can be gen-
erated from the following o.d.e (cf Equation (1))

dφ(x, t)
dt

= v(φ(x, t)), φ(x, 0) = x. (7)

Note that there is no explicit time parameter in the velocity field. Theoretically,
restricting the velocity field to be constant in time reduces the size of the space
that may be generated ([25]).

2.3 Cross Correlation Similarity Metric

Previous research uses optical flow ([2, 3]) or its variant ([4]), which implicitly
assumes the intensity consistency between two image. However, for the lung
imaging, the image pair are usually from two breathing phases, in which the local
density changes are linearly reflected in the intensity changes. In this case, the
invariance of cross correlation to the linear intensity change makes it a suitable
similarity function. Furthermore we compute cross correlation in a neighborhood
around each voxel to accommodate the inhomogeneity of the density changes
throughout the whole lung. The local cross correlation is integrated over the lung
volume as the overall similarity in the diffeomorphic transformation. One may
write the (squared) cross-correlation for the diffeomorphic image registration as:

Π∼(I,J ) = CC(x) =
(
∑

i(I(xi) − μI(x))(J (xi) − μJ(x)))2∑
i(I(xi) − μI(x))2

∑
i(J (xi) − μJ(x))2

, (8)
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where x is at the center of N3 square window, μ is the mean value within the
window centered at x and xi iterates through that window.

2.4 Optimization Strategy

The affine registration of the binary lung masks was used to initialize the trans-
form. We composed the affine transformation with the deformable transforma-
tion field before performing any interpolation or downsampling. In this way, the
image warping never required more than a single image interpolation step and
was able to always refer back to the original full-resolution image sources.

The greedy Symmetric Normalization and the exponential mapping were
then used separately for the following diffeomorphic deformable registrations.
Both the affine and the two diffeomorphic image registrations were computed
using our open source toolbox ANTS ([12]). For the diffeomorphic registration,
the intensity values outside the lung masks were set to zeroes. The intensity
values inside the lung masks were normalized to the range of [0, 1] by the linear

adjustment:
max(I) − I

max(I) − min(I)
.

For both the affine and diffeomorphic registration, the gradient descent was
used in the optimization. Convergence during the optimization is achieved if the
slope of linear regression of the cost values of last 12 iterations is close to zero. A
multi-resolution approach was applied in both steps to accelerate computation
speed and avoid trapped in local minimum.

3 Results

The dataset of 20 pairs of chest CT scans was provided in the EMPIRE10
competition ([11]), as part of MICCAI 2010 Grand Challenges. Each pair of scans
is taken from a single subject, in other words no inter-subject registrations are
included. The scans come from a variety of sources and are provided by several
different institutions. Scans may be taken at various phases in the breathing
cycle (full inspiration, full expiration, phase from 4D breathing data). Subjects
may exhibit lung disease or appear healthy. Data from a variety of scanners
are included and a variety of voxel sizes occur. In addition to the CT data,
binary lung masks are provided for each scan. The lung masks are automatically
generated using an algorithm by van Rikxoort et al. [26]. They have been visually
checked and manually corrected where necessary.

We reported results of two methods in this paper. Both used the same affine
registration on the lung masks to initialize the deformation. In the step of dif-
feomorphic registration, the first method used greedy SyN (noted as gsyn) and
the second used exponential mapping (noted as exp). The registration process
was fully automatic. The same set of parameters was used across all image pairs.
The affine registration applied a four-level image pyramid and 104 locations were
sampled in computing the mutual information of the lung binary masks. A five-
level image pyramid was applied in both gsyn and exp. The neighborhood radius
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Lung Boundaries Fissures Landmarks Singularities
Scan
Pair

Score Rank Score Rank Score Rank Score Rank Time

01 0.00 6.00 0.00 1.00 1.18 2.00 0.00 11.50 6h 28m
02 0.00 11.00 0.00 15.00 0.34 3.00 0.00 12.50 8h 13m
03 0.00 5.50 0.00 12.50 0.29 1.00 0.00 12.00 7h 1m
04 0.00 2.50 0.00 16.50 0.84 4.00 0.00 14.00 7h 52m
05 0.00 13.00 0.00 16.00 0.00 5.50 0.00 13.50 3h 44m
06 0.00 16.00 0.00 15.00 0.30 7.00 0.00 14.00 2h 40m
07 0.00 1.50 0.08 2.00 1.14 1.00 0.00 10.00 7h 47m
08 0.00 4.00 0.00 3.50 0.59 3.00 0.00 12.50 7h 40m
09 0.00 2.00 0.00 6.50 0.50 2.00 0.00 13.00 7h 7m
10 0.00 1.50 0.00 15.00 1.55 12.00 0.00 13.50 8h 26m
11 0.01 13.00 0.00 4.00 0.65 4.00 0.00 11.50 6h 1m
12 0.00 10.00 0.00 13.50 0.00 1.50 0.00 14.50 6h 32m
13 0.00 3.00 0.07 7.00 0.76 3.00 0.00 13.00 2h 6m
14 0.00 2.00 0.21 2.00 0.80 1.00 0.00 9.50 8h 11m
15 0.00 8.00 0.00 7.00 0.58 1.00 0.00 12.50 5h 9m
16 0.00 3.50 0.01 10.00 0.93 5.00 0.00 13.50 55m
17 0.00 6.50 0.07 30.00 0.64 3.00 0.00 14.00 1h 22m
18 0.00 1.00 0.00 1.00 0.94 1.00 0.00 21.00 12h41m
19 0.00 14.00 0.00 12.00 0.45 3.00 0.00 14.50 7h 9m
20 0.00 3.50 0.14 1.00 0.83 1.00 0.00 10.50 7h 42m

Avg 0.00 6.37 0.03 9.52 0.66 3.20 0.00 13.05

Average Ranking Overall 8.03
Final Placement 1
Table 1. Results using greedy SyN for each scan pair, per category and overall.
Rankings and final placement are from a total of 34 competing algorithms. The
total running time for each pair is shown on the last column.

in computing cross correlation was 2 voxels. The Gaussian regularization kernel
width was 6 voxels.

The deformation fields were evaluated in four categories: lung boundaries,
fissure alignments, labeled landmarks and singularities in the deformation. More
details about the evaluation and ranking protocol can be found in [11]. Table 1
shows the evaluation results of our greedy Symmetric Normalization model gsyn.
Table 2 shows the corresponding results for the exponential mapping model.
Computation was performed on a Linux workstation of Intel Xeon QuadCore
CPU at 3GHz with 16 GB main memory.

Out of the 34 submitted algorithms, our gsyn got the first placement in
the overall ranking and exp got the 11th. Greedy SyN outperformed exponen-
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Lung Boundaries Fissures Landmarks Singularities
Scan
Pair

Score Rank Score Rank Score Rank Score Rank Time

01 0.00 2.50 0.21 14.00 2.46 13.00 0.01 27.00 8h 27m
02 0.00 11.00 0.00 15.00 0.44 13.00 0.00 12.50 10h 3m
03 0.00 5.50 0.00 12.50 0.41 14.00 0.00 12.00 8h 23m
04 0.00 2.50 0.00 16.50 1.59 20.00 0.00 28.00 10h11m
05 0.00 13.00 0.00 16.00 0.00 5.50 0.00 13.50 6h 54m
06 0.00 16.00 0.00 2.00 0.37 16.00 0.00 14.00 4h 7m
07 0.00 6.00 1.44 18.00 2.82 15.00 0.00 25.00 8h 53m
08 0.00 4.00 0.04 15.00 1.16 17.00 0.00 26.00 8h 31m
09 0.00 6.00 0.00 20.00 0.59 14.00 0.00 13.00 8h 5m
10 0.00 1.50 0.00 15.00 3.00 20.00 0.03 28.00 9h 16m
11 0.04 16.00 0.09 16.00 1.15 13.00 0.00 25.00 8h 14m
12 0.00 10.00 0.02 28.00 0.27 20.00 0.00 14.50 5h 14m
13 0.00 3.00 0.06 2.50 1.08 18.00 0.00 13.00 2h 41m
14 0.00 3.00 5.78 20.00 2.35 10.00 0.01 26.00 9h 13m
15 0.00 8.00 0.00 7.00 0.64 13.00 0.00 12.50 7h 56m
16 0.00 3.50 0.01 8.50 1.38 20.00 0.00 13.50 1h 8m
17 0.00 6.50 0.05 16.00 0.98 16.00 0.00 14.00 2h 2m
18 0.00 4.00 0.90 9.00 2.93 16.00 0.00 24.00 7h 45m
19 0.00 14.00 0.00 26.00 0.50 13.00 0.00 29.00 9h 32m
20 0.00 3.50 1.99 10.00 1.70 10.00 0.00 25.00 8h 52m

Avg 0.00 6.97 0.53 14.35 1.29 14.82 0.00 19.77

Average Ranking Overall 13.98
Final Placement 11
Table 2. Results using exponential mapping for each scan pair, per category
and overall. Rankings and final placement are from a total of 34 competing
algorithms. The total running time for each pair is shown on the last column.

tial mapping, which shows the benefit using time-dependent velocity field over
constant-in-time velocity field in this application. In general, greedy SyN gave a
satisfactory registration result. Most fissures and lung boundaries were aligned
well with error close to zero. There are almost no singularities in the deformation
fields due to the theoretical properties of diffeomorphic transformation models.
1 The average displacement of the manually labeled landmarks was within one

1 Some Jacobian values of the deformation fields were reported as negative, which are
contradictory to the definition of diffeomorphism. A closer examination at these val-
ues shows that they are on the image boundaries, where the numerical computation
of Jacobian values may not be accurate.
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(a) Fixed image (b) Warped image

Fig. 1. Example of bad registration shown in enlarged image region. The vessels
and the fissure in the upper region do not align well. The remaining lower region,
however, has a good registration.

voxel for most pairs after registration. An example of bad result is illustrated in
Fig.1, where the vessels in the upper half of the image were not aligned.

4 Discussion

In this paper we applied two diffeomorphic transformation models to the data
provided by the EMPIRE10 challenge. Cross correlation was used as the similar-
ity function to compensate the intensity change in the lung volumes at different
breathing phases. By carefully choosing the parameters, e.g. the cross correla-
tion window size and the Gaussian regularization kernel width, for the specific
application, our general image registration algorithm is able to achieve a com-
petitive result among other state-of-the-art methods, with the greedy Symmetric
Normalization ranked No.1 and the exponential mapping ranked No.11 in the
final outcome involving a total of 34 algorithms.

The whole registration pipeline was built on ANTS, an open-source toolbox
and publicly available. We should note that as a general purpose image regis-
tration software, ANTS has demonstrated success in other applications [27, 28].
Besides the image preprocessing, the programming of registration pipeline in-
volved simple scripting, which makes the results reproducible. We believe that
such an open source toolbox could benefit the research community and promote
the idea of reproducible research, as described by Dr. Kovacevic ([29]), which
“refers to the idea that, in ”‘computational’ sciences, the ultimate product is
not a published paper but, rather, the entire environment used to produce the
results in the paper (data, software,etc.).”

There are still places to improve in the accuracy of current registration re-
sults. As shown in Fig.1, some blood vessels and fissures were not aligned. More
domain specific knowledge, like the positions of the vessels and fissures from
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lung anatomy segmentation, should be utilized to improve upon current general
registration techniques. The running time cost for our diffeomorphic approaches
is very high (see last column in Table 1 and 2). The running time is linear to
the volume size multiplied by the number of iterations. This can be improved
by exploring possibilities of multi-threading computation and GPU technology
in the future implementation.
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Lung registration using the NiftyReg package

Marc Modat, Jamie McClelland and Sébastien Ourselin
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Abstract. The EMPIRE 2010 grand challenge is a contest on lung im-
age registration. This paper describes the implementation that has been
used by the Niftyreggers team, as well as the results. The registrations
were performed using a block-matching approach and the free-form de-
formation algorithm for global and local registration respectively.

1 Introduction

This paper presents the method and results for the Niftyreggers team’s entry to
the EMPIRE 2010 (Evaluation of Methods for Pulmonary Image Registrations
2010) grand challenge. The EMPIRE 2010 challenge, its goals, and the datasets
used are explained elsewhere [1]. This paper details the methods used, including
both the generic algorithms that can be used for many different registration
tasks, and the specific protocols and parameters used for registering the EMPIRE
2010 datasets. It then discusses the results obtained and where and how these
may be further improved in the future.

The NiftyReg package contains a global as well as a local registration al-
gorithm. The global registration is based on a block-matching technique, as
proposed by Ourselin et al. [2]. The local registration is based on the Free-Form
Deformation (FFD) algorithm presented by Rueckert et al. [3]. The FFD tech-
nique has been re-factored by Modat et al. [4] in order to decrease the computa-
tion time, make the algorithm suitable for a Graphics Processing Units (GPU)
implementation and improve the convergence trough an analytical formulation.

2 Method

2.1 Global registration

The block-matching algorithm for global (rigid or affine) registration can be
thought of as a two-step process. The first consists in finding correspondences
between sub-volumes of the two images to register. The second step deals with
extracting from these correspondences some parameters for global deformation.
These parameters correspond to rotation and translation when a rigid registra-
tion is performed and rotation, translation, scaling and shearing when an affine
transformation is required.

The reference image R and the transformed floating image F (T), where T
represents the transformation, are divided into small sub-volumes, or blocks.
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The similarity between each block in R and its neighbourhood in F (T) is as-
sessed using any intensity-based similarity measure. The block in F (T) with
the highest similarity is chosen as the corresponding block to the block in R.
The global parameters are then extracted from these correspondences through
a least trimmed square (LTS) regression method. The LTS method is robust to
outliers [2]. The trimming constant is set to obtain 50% of the corresponding
points as inliers. An iterative least square estimation is used to minimise the
LTS criterion. This optimisation technique is computation efficient as each least
square iteration has an analytical solution.

Once the correspondences and the transformation parameters have been eval-
uated, the global transformation is updated and the floating image is warped.
This is done either until convergence of the transformation parameters or until a
user-defined maximal number of iterations is reached. We also used a multi-scale
approach where the first levels of registration are performed on down-sampled
images. Thus decreases the computation time and increases the capture range
of the method.

The final global registration parameters can then be used to initialise the
local registration scheme.

2.2 Local Registration

The FFD algorithm is composed of three main parts: a deformation model, an
objective function and an optimisation scheme.

Deformation model The deformation model is based on a lattice of control
points μ overlaid on the reference image R. The deformation field T(x) at each
voxel position x can be computed from the control point positions through a
cubic B-Spline interpolation scheme.

The cubic B-Spline interpolation scheme has the advantage of being C2 con-
tinuous, which means that analytical first and second derivatives of the deforma-
tion model exist and can be computed, which helps the registration optimisation
problem.

Objective function The positions of the control points μ are displaced until
an objective function is optimised. This function is, in the classical FFD scheme,
composed from the normalised mutual information (NMI) as a metric and the
bending energy (BE) as a penalty term. The NMI is a similarity measure based
on entropy, whose computation is performed through a joint-histogram. Its opti-
misation leads to maximise the amount of information that one image has about
another. As such, it does not require a linear relationship between the reference
and floating image voxel intensities and is thus suitable for multi-modal image
registration. The BE is computed from the cubic B-Spline deformation model
and favours smooth warping between both images. For this application, we also
add a second penalty term based on the squared Jacobian determinant in order
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to ensure a one-to-one mapping. The objective function O(R, F (T); μ) we used
was then defined as:

O(R, F (T); μ) = (1α − β) ×
(H(R) + H(F (T))

H(R, F (T))
(1)

− α ×
∑
x∈R

(
∂2T(x)

∂x2

)2

+
(

∂2T(x)
∂y2

)2

+
(

∂2T(x)
∂z2

)2

+2 ×

((
∂2T(x)

∂xy

)2

+
(

∂2T(x)
∂yz

)2

+
(

∂2T(x)
∂xz

)2
)

− β ×
∑
x∈R

log (|Jac(T(x))|)2

where α and β are user-defined weights, H and H(F (T)) are the marginal en-
tropies and H(R, F (T)) the joint entropy.

Optimization scheme In order to optimise O(R, F (T); μ), we used a conju-
gate gradient descent scheme. The gradient is computed analytically for each
component of the function. The gradient of the NMI is assessed as described in
[4]. Briefly, a Parzen window scheme is used to fill a joint-histogram. This allows
us to calculate the derivative of the joint histogram and then the derivatives
of the joint and marginal intensity probabilities. These derived probabilities are
used to compute the derivatives of the joint and marginal entropies and subse-
quently the NMI gradient. All these computations are performed in a voxel-wise
referential and then the node-wise gradient is extracted through convolution by
a cubic spline kernel.

The BE is defined as the sum of the squared second derivatives of the defor-
mation model. Its gradient can be easily computed at each voxel position using
the chain rule, as described in [4]. For greater efficiency, we only approximate
the BE itself and its gradient at the control position as suggested by Rolhf-
ing et al. [5]. It allows reducing the amount of computation since there are less
control points than voxels and the spline basis values can be pre-computed. The
Jacobian-based penalty term is also computed only at the control point positions
to improve the algorithm efficiency. In contrast to Rolhfing et al. [6], who used
an approximated gradient of their objective function, we compute the gradient
of the Jacobian-based penalty term analytically. It can be done as:

∂
(∑

x∈R log (|Jac(T(x))|)2
)

∂μi,j,k

= 2 × log (det(Jac(T))) (2)

×Tr
(

Jac−1(T)
∂Jac(T)
∂μi,j,k

)
,

where i, j and k correspond to the control point indices respectively along the
x-, y- and z-axis and Tr(.) the trace operator.
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Since the Jacobian-based penalty term is, in our case, approximated and
its gradient weighted against the NMI and BE derivatives, it does not strictly
ensure non-folding and thus a one-to-one mapping. Previous work by Karacali
et al. [7], aimed at correcting a deformation field for folding. We introduce a
folding correction scheme performed concurrently with the registration process.
For each voxel, which corresponds to a negative Jacobian determinant, we com-
pute its influence on its neighbourhood control points and change the control
point positions in order to increase the determinant value. This is done using
the Jacobian determinant gradient itself. This scheme is used, using an approx-
imation, each time the Jacobian-based penalty term reports some folded voxel
and without approximation at the end of each level of a pyramidal approach.

2.3 Implementation

The code is available on http://sourceforge.net/projects/niftyreg and can be
freely downloaded and compiled using Linux, MacOs or Windows. The code is
based on the NIfTI-1.1 library [8], it thus deals with nifti and analyze formats.

Figure 1 presents the organisation in the framework as a diagram of the
main functions. The code has been implemented using C/C++ and CUDA from
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Fig. 1. Diagram of the NiftyReg framework main functions

NVidia. There are two versions of the code: a CPU- and a GPU-based im-
plementation. We refer readers to [4, 9] for more details about the GPU-based
implementation.
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3 Application

In order to perform the lung registrations between the different stages of the
respiratory motion we used the previously described package using identical
parameters for all the cases.

It consists of 1 global registration stage and 3 consecutive local registration
stages. Figure 2 shows the result of the different stages applied to the first pair
of scans. For each stage, the result of the previous stage was used to initialise the
transformation. we have ensured that the total registration time for all stages is
reasonable as there is a time constraint of 3 hours in which to perform another 10
registrations at the workshop. Furthermore, we always ensure that all stages of
the registration can fit onto the GPU memory. Parameters were first determined
using trial and error and previous experience of lung CT registration [10].

Floating image Global result First local Result

Reference image Third local result Second local Result

Fig. 2. Illustration of the different registration steps for case 01.

3.1 Global registration stage

A block matching approach was preferred since it allows feature alignment in
the lung rather than global alignment of external lung volume boundaries. We
obtained a better initialisation for the local registration than using a global
scheme.

The size of the block was set to 43 voxels and the neighbourhood area of
a block has been defined such that the block in the reference image and the
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block in the floating image always overlap by at least one voxel. As a measure of
similarity we used cross-correlation. This has the advantage of being suitable for
local intensity difference when used locally. In order to decrease the computation
time and increase the robustness, only the blocks in the reference image with
the highest variability were considered. They correspond to contrast areas. Only
half of the possible blocks were then considered. Moreover, we used the provided
reference lung mask to ignore any correspondences outside of the region of in-
terest. Due to the large number of voxels, we only performed the two first levels
of a three-level pyramidal approach. The TLS optimisation was considering 50%
of the correspondence as inliers and thus 50% as outliers.

3.2 First local registration stage

The previously obtained global registration parameters were used to initialise the
control point position. The aim of the initial local registration was to quickly
register the main structures in the lung.

This has been done performing only 2 registration levels of a 4-level pyramidal
approach. In other words, warping was performed on 3-time and twice down-
sampled images. The control point spacing has been set to 6 voxel-width. The
maximal number of iterations per level was set to 500 and the weight of the
bending-energy penalty term to 0.01%. After computation of the NMI gradient,
it is smoothed using a Gaussian kernel with standard deviation set to half the
control point spacing size (3 voxels width). Moreover the reference image mask
was used to ignore every voxel outside of the mask from the similarity measure
computation, thus allowing the algorithm to align the lung features rather than
the lung boundaries. No penalty term based on the Jacobian determinant has
been used for this stage.

3.3 Second local registration stage

The second local registration stage was performed on twice down-sampled input
images. In contrast to the previous stage, no mask is used, which ensure the
algorithm aims at aligning the border of the lungs. Structures outside the lungs
can move differently than the lungs during respiration. So that they do not affect
the registration, all voxels outside the lung mask are set to 0 Hu (approximately
soft tissue). The NMI gradient is still smoothed with the same kernel size, the
bending-energy weight is set the 0.1% and the Jacobian-based penalty term is
introduced with the same weight. The maximal number of iteration is set to 500.
The aim of this stage was to quickly align the border of the lung.

3.4 Third local registration stage

Whereas the previous two stages aimed to coarsely align the internal structures
and the lung borders, the goal of the final stage was to established a detailed
alignment of the entire lung. This last stage was performed using three levels in
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the pyramidal approach: 3-time, twice and once down-sampled images. No mask
was used, the penalty term weights were both set to 0.1% and no smoothing was
performed on the NMI gradient field. The maximal number of iterations was set
to 300 for each of the three levels. Since the registration was never performed
at full image resolution due to the contest time constraint; we ensured that the
produced transformation did not generate any folding. This was done by running
our folding correction scheme at full resolution as a post-registration step.

4 Results

Table 1 shows the registration accuracy evaluation for the 20 pairs of images
provided for the EMPIRE challenge. Evaluation has been performed by the
EMPIRE 2010 (Evaluation of Methods for Pulmonary Image Registration 2010)
board. Different criteria have been assessed such as lung boundary, fissure and
landmark alignment. The singularities of the deformation field have also been
evaluated using the Jacobian maps of the deformation.

Each registration was performed using our CPU-based single-threaded im-
plementation. A computer cluster was used to assess the deformations, we are
thus unable to report a specific architecture, but the range of processor clocks
was 1.8 to 3 GHz. For comparison, the registrations were also performed using
our GPU-based implementation. Moreover, it should be noted that we are plan-
ning to use the same graphical card (NVidia Quadro FX 2800m) on the same
laptop during the workshop. Note that the global registration and the folding
correction step require to much memory to be performed on the GPU. Table 2
reports the mean computation times for each architecture.

5 Discussion - Conclusion

The results in table 1 indicate that our registrations performed well in all the
datasets. The method ensured that there were no singularities in any of the re-
sults. Our method was successful at aligning the lung boundaries, with less than
0.01 % error for any dataset. Although the proposed pipeline also performed
reasonably well on the fissure and landmark evaluation, there were still some
problematic cases. From visual inspection of the datasets before and after reg-
istration, we were able to draw some conclusions about the misalignment. All
registrations appeared to align most of the lungs with no errors larger than the
voxel size. However, some results contained particular regions, often near the
back or base of the lung or near the fissures between different lobes that were
misaligned, and leading to worse scores.

The amount of deformation changed greatly between datasets. Examination
of the global results showed that for some cases the deformation could be rea-
sonably well approximated by an affine transformation, whereas for others the
deformation varied locally from one region to another, and could not be well
approximated by an affine transformation. Datasets with the largest local vari-
ation tend to have the poorer results; in particular datasets 7 and 14, but also
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Lung Boundaries Fissures Landmarks Singularities

Scan Pair Score Rank Score Rank Score Rank Score Rank

01 0.00 2.50 0.00 4.00 1.23 3.00 0.00 11.50

02 0.00 11.00 0.00 15.00 0.45 14.00 0.00 12.50

03 0.00 5.50 0.00 12.50 0.45 16.00 0.00 12.00

04 0.00 9.00 0.00 16.50 0.94 9.00 0.00 14.00

05 0.00 13.00 0.00 16.00 0.03 17.00 0.00 13.50

06 0.00 16.00 0.00 7.00 0.26 4.00 0.00 14.00

07 0.00 1.50 1.69 20.00 1.38 3.00 0.00 10.00

08 0.00 4.00 0.00 9.00 0.71 5.00 0.00 12.50

09 0.00 9.00 0.00 6.50 0.56 10.00 0.00 13.00

10 0.00 6.00 0.00 15.00 1.11 6.00 0.00 13.00

11 0.00 4.00 0.01 9.00 0.84 10.00 0.00 11.50

12 0.00 20.00 0.00 13.50 0.05 10.00 0.00 14.50

13 0.00 3.00 0.09 16.00 0.74 1.00 0.00 13.00

14 0.00 1.00 2.86 10.00 1.23 3.00 0.00 9.50

15 0.00 8.00 0.00 23.00 0.63 7.00 0.00 12.50

16 0.00 3.50 0.00 5.00 0.93 6.00 0.00 13.50

17 0.00 14.00 0.04 12.00 0.59 1.00 0.00 14.00

18 0.00 3.00 0.04 2.00 1.22 2.00 0.00 10.50

19 0.00 14.00 0.00 30.00 0.54 16.00 0.00 14.50

20 0.00 3.50 0.74 4.00 1.06 2.00 0.00 10.50

Avg 0.00 7.57 0.27 12.30 0.75 7.25 0.00 12.50

Average Ranking Overall 9.90

Final Placement 2
Table 1. Results for each scan pair, per category and overall. Rankings and final
placement are from a total of 34 competing algorithms.

to a smaller degree datasets 1, 18, and 20. In these datasets some regions of the
lungs expanded/contracted considerably (Fig. 3). Theses deformations induced
changes in the density of the lung tissue and hence changes in intensity in the
CT images. Visual examination of the results indicate that when there were large
intensity changes in one region but not in another region close by (e.g. adjacent
lobes) the registrations failed to recover the correct deformation (Fig. 3). This
appeared to be the main cause of most of the errors that were observed. Other
factors that appeared to contribute to the registration errors in some datasets
were some relatively homogenous regions of the images which had few features
to guide the registrations and sliding between adjacent lobes (Fig. 3).

As already mentioned the submitted results were performed using the CPU-
based implementation. Table 2 shows that the CPU registration times are ac-
ceptable for the on-site registrations, with all 20 registrations taking just over 6
hours. Table 2 shows that the GPU-based implementation achieves a speed up
for all the stages of the registration where it was used, but especially for stage
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Computation time CPU-based implementation GPU-based implementation

Global registration 1.40 (0.57) NA

Local registration 1 1.28 (0.47) 1.06 (0.41)

Local registration 2 1.32 (0.84) 0.83 (0.36)

Local registration 3 12.25 (5.13) 1.56 (0.27)

Folding correction 1.16 (0.57) NA

Table 2. Mean computation time in minutes (and standard deviation) of the different
registration stages.

Floating image Reference image Result image

Fig. 3. Comparing the floating and reference images it can be seen that the lower lobe
is deforming much more than the upper lobe, some regions contract more than others
(such as near the back of the lung and just above the fissure) causing a larger increase
in CT intensity in these regions, and that the two lobes are sliding past each other
along the fissure.

3, which is the most computationally demanding stage, and where a speed up of
greater than 7.8 times was achieved. The average total registration time is just
under 6 minutes for the GPU-based implementation, so it should be possible to
register the 10 datasets on-site in approximately 1 hour, well within the 3 hour
time limit. It should be noted that one of the datasets (dataset 2) was too large
for final local registration stage to be run on the GPU. This can be detected
prior to running the registration, and when the memory requirements are too
great for the GPU-based implementation, the CPU-based implementation can
be used instead.

Better registration accuracy might be possible by modulation of the image
intensities according the volume change, as suggested by Yin et al. [11]. The
use of a locally weighted metric [12] or a local similarity measure [13] might also
improve the registration result. To account for sliding between different lobes the
lobes could be segmented and registered separately [14]. We intend to investigate
each of these approaches to improve the registrations in the future.
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Abstract. Image registration is an important research area within pul-
monary image analysis. Accurate registration is critical to post-analysis
of lung mechanical properties and useful for clinical applications. To im-
prove registration accuracy, we design a nonrigid registration algorithm
to preserve both parenchymal tissue volume and vesselness measure. In
addition, the transformation is regularized using a Laplacian constraint.
Comparison experiments are performed and evaluation statistics demon-
strate this algorithm has achieved better registration accuracy in the
alignment of lung boundaries, fissures, and landmarks. Visual inspection
shows obvious improvement on matching accuracy in the lung regions
near the thoracic cage. This algorithm also results in physiologically more
plausible Jacobian patterns.

1 Introduction

The respiratory system’s function is to provide gas exchange. Understanding
the ventilation patterns of lung parenchyma is important for many clinical ap-
plications such as disease detecting and therapy planning [1]. Imaging allows
non-invasive study of lung behaviors, and image registration can be used to
match images acquired at different inflation levels to examine the mechanical
properties of lung parenchyma. Therefore, accurate registration techniques of
thoracic CT images is useful in practice and also challenging due to the elas-
tic nature of lung deformation. Christensen et al. [2] used the sum of squared
intensity difference (SSD) consistent linear elastic image registration to match
images across cine-CT sequences, and estimate rates of local tissue expansion
and contraction. Yin et al. [3] proposed a new similarity cost function preserving
the lung tissue volume and compared the new cost function driven registration
with SSD driven registration in the estimation of regional lung function. Cao et

* Joseph M. Reinhardt is a shareholder in VIDA Diagnostics, Inc.
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al. [4] utilized the rich information of vessel locations and shapes, and introduced
a similarity criterion to help match the vessel structures.

In this paper, we design a registration algorithm which combines the simi-
larity criteria of preserving tissue volume and vesselness measure together, and
uses a Laplacian constraint to regularize the transformation. This algorithm is
used to register data sets from 20 different subjects. Comparison experiments
demonstrates its ability to accurately catch lung deformations during respiration
on various kinds of data.

2 Methods

2.1 Data Acquisition

Twenty pairs of volumetric chest CT scans are used in the study. Each pair of
scans is taken from a single subject, which may exhibit lung disease or appear
healthy. Data are acquired from a variety of scanners and thus contain a variety
of image resolutions. The parenchyma regions for each scan are identified as lung
region masks. Full details of data acquisition for each subject are described in [5].

2.2 Image Registration and Transformation Parameterization

Image registration is used to find an optimal spatial transform that maps points
from the moving image Imov to the corresponding points in the fixed image Ifix.
Let x = [x1, x2, x3]T define a voxel coordinate in the image domain. Transforma-
tion h is a 3 × 1 vector-valued function defined on the voxel lattice. At location
x in the fixed image, h(x) gives its corresponding location in the moving image.

The B-Spline based parameterization is chosen to represent the transforma-
tion. Let φi = [φx(xi), φy(xi), φz(xi)]T be the coefficients of the i-th control
point xi on the spline lattice G along each direction. The transformation is
represented as

h(x) = x +
∑
i∈G

φiβ
(3)(x − xi), (1)

where β(3)(x) = β(3)(x)β(3)(y)β(3)(z) is a separable convolution kernel. β(3)(x)
is the uniform cubic B-Spline basis function.

2.3 Intensity-based Matching Criterion

The intensity matching criterion is used to register similar grayscale patterns in
two images. CT intensity is a measure of tissue density and therefore changes as
the tissue density changes during inflation and deflation. To take the variation
of intensity during respiration into account, the sum of squared tissue volume
difference (SSTVD) [3] is used as the intensity similarity criterion to preserve
tissue volume. This similarity criterion aims to minimize the local difference of
tissue volume inside the lungs scanned at different pressure levels. Assume the
Hounsfield units (HU) of CT lung images are primarily contributed by tissue
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and air. Then, the tissue volume in a voxel at position x can be estimated as
V (x) = v(x) HU(x)−HUair

HUtissue−HUair
where v(x) is the volume of voxel x. It is assumed

that HUair = −1000 and HUtissue = 55. The intensity similarity metric SSTVD
is defined as [3]

CSSTVD =
∫
Ω

[Vfix(x) − Vmov(h(x))]2 dx (2)

=
∫
Ω

[
vfix(x)

Ifix(x) + 1000
1055

− vmov(h(x))
Imov(h(x)) + 1000

1055

]2

dx

where Ω denotes the lung region of the target image. The Jacobian of a trans-
formation J(h) estimates the local volume changes resulted from mapping an
image through the deformation. Thus, the tissue volume in image Imov and Ifix

are related by vmov(h(x)) = vfix(x) · J(h(x)).

2.4 Feature-based Matching Criterion (SSVMD)

Blood vessels have larger HU than that of parenchymal tissues. This intensity
contrast is low at small vessels and thus gives almost no contribution to intensity-
based similarity metric. In order to better utilize the information of vessel loca-
tions, we use the vesselness measure (VM) extracted from intensity image.

The vesselness measure is based on the analysis of eigenvalues of the Hessian
matrix of image intensity. The eigenvalues, ordered by magnitude |λ1| ≤ |λ2| ≤
|λ3|, are geometrically interpreted as principal curvatures and can be used to in-
dicate the shape of underlying object. In 3D lung CT images, isotropic structures
such as parenchyma tissues are associated with three similar non-zero positive
eigenvalues while tubular structures such as blood vessels are associated with
one negligible eigenvalue and two similar non-zero negative eigenvalues [6]. The
vesselness measure is computed from the Frangi’s vesselness function [6]

F (λ) =

{
(1 − e−

R2
A

2α2 ) · e
−R2

B
2β2 · (1 − e

− S2

2γ2 ) if λ2 < 0 and λ3 < 0
0 otherwise

(3)

with RA = |λ2|
|λ3| , RB = |λ1|√

|λ2λ3|
, S =

√
λ2

1 + λ2
2 + λ2

3. α, β, γ control the sen-

sitivity of the vesselness measure. The experiments in this paper use α = 0.5,
β = 0.5, and γ = 5.

The vesselness image is rescaled to [0, 1] and can be considered as a probability-
like estimate of vesselness features. Larger vesselness value indicates the under-
lying object is more likely to be a vessel structure. As shown in Figure 1, the
vesselness measurement enhances blood vessel information. The sum of squared
vesselness measure difference (SSVMD) is designed to match similar vesselness
patterns in two images. Given Fmov and Ffix as the vesselness measures of im-
ages Imov and Ifix, respectively, this cost function is formed as

CSSVMD =
∫
Ω

[Ffix(x) − Fmov(h(x))]2 dx. (4)

Mismatch from vessel to tissue structures will result in a larger SSVMD cost.
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(a) (b)

Fig. 1. The vesselness images calculated from lung CT grayscale images. (a) A trans-
verse slice of FRC data. (b) The vesselness measure of slice in (a).

2.5 Laplacian Regularization Constraint (LAP)

Enforcing constraints on the transformation helps generate physiologically more
meaningful registration results. Continuum mechanical models such as linear
elasticity can be used to regularize the transformations. In this paper, a Lapla-
cian operator is used to regularize the displacement fields u where u = h(x)−x.
This regularization term is formed as

CLAP =
∫
Ω

||∇2u(x)||2dx. (5)

where ∇ =
[

∂
∂x1

, ∂
∂x2

, ∂
∂x3

]
and ∇2 = ∇ · ∇ =

[
∂2

∂x2
1

+ ∂2

∂x2
2

+ ∂2

∂x2
3

]
. Using linear

elasticity differential operator can help smooth the transformation, and help
eliminate abrupt changes in the displacement fields.

2.6 Multi-Resolution Scheme and Estimation

A spatial multiresolution procedure from coarse to fine is used in the registra-
tion in order to improve speed, accuracy and robustness. The multiresolution
strategy used in the experiments proceeds from low to high resolution starting
at one-fourth the spatial resolution and increases by a factor of two until the full
resolution is reached. Meanwhile, a hierarchy of B-Spline grid spacings from large
to small is used. The multiresolution scheme for minimizing the total cost func-
tion is listed in Table 1. The images and grid spacing are refined alternatively.

For each pair of lung CT images, registrations using three cost functions are
performed for comparison. They are three algorithms driven by: (1) CSSTVD, (2)
CSSTVD + ρ1CSSVMD, (3) CSSTVD + ρ1CSSVMD + ρ2CLAP. For convenience, we
will name them Alg. 1, Alg. 2 and Alg. 3, respectively. The experiments in this
paper use ρ1 = 0.75, and ρ2 = 0.01.
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Image resolution B-Spline grid size Max. Iteration

1/4 128 mm −→ 64 mm −→ 32 mm −→ 16 mm 4000

1/2 16 mm −→ 8 mm 400

1 8 mm −→ 4 mm 40

Table 1. Multi-Resolution Scheme

The similarity cost functions are optimized using a limited-memory, quasi-
Newton minimization method with bounds (L-BFGS-B) [7] algorithm which is
well suited for optimization with a high dimensional parameter space. This algo-
rithm allows bound constraints on the independent variables. Choi and Lee [8]
have proposed the sufficient conditions to guarantee the local injectivity (one-
to-one property) of functions parameterized by uniform cubic B-Spline, which is
used here in the optimization to constrain the B-Spline coefficients so that the
transformation maintains the topology of two images. According to their anal-
ysis, the displacement fields are locally injective all over the domain if B-Spline
coefficients satisfy the condition that φx ≤ δx/K, φy ≤ δy/K, φz ≤ δz/K, where
δx, δy, δz are the B-Spline grid sizes along each direction, and K is a constant
approximately equal to 2.479772335.

3 Experiments and Results

Processing starts by resampling the input fixed and moving images to a voxel
size of 1 mm × 1 mm × 1 mm. After resampling, an affine registration is first
applied to initialize the matching process from the moving image Imov to the
fixed image Ifix. It is implemented within ITK’s registration framework using
mutual information similarity measure, linear interpolation, and regular step
gradient descent optimizer. No masks are used in the affine registration. Then
the B-Spline based registration algorithm described in Section 2 is applied on the
lung parenchyma regions. After the registration is done, the displacement fields
are then resampled to the original voxel size as that of Ifix. All three algorithms
are fully automatic, and the parameters are fixed for all registration pairs. For
each registration, the three algorithms use the same common parameter settings.

All the registration results are evaluated in the following four separate as-
pects: (1) alignment of the lung boundaries, (2) alignment of the major fissures,
(3) alignment of correspondence of annotated point pairs, (4) analysis of singu-
larities in the deformation field. Full details of the evaluation methods can be
found in [5]. The results for Alg. 1, Alg. 2, and Alg. 3 are listed in Table 2, Ta-
ble 3, and Table 4, respectively. In general, a lower score is better than a higher
score, and is associated with a higher rank.

For comparison of the three registration algorithms, the rank statistics are
plotted in Figure 2 (a) through all 20 subjects. Figure 2 (b) shows the box-plot
of rank statistics resulted from three algorithms. Alg. 3 performs best according
to the four evaluation aspects.
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(a)

(b)

Fig. 2. (a) Rank statistics resulted from three registration methods on alignment of
lung boundaries, fissures, landmarks, and singularity of Jacobian; (b) Box-plot of rank
statistics resulted from three algorithms through four evaluation aspects.
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An example of registration results on a sagittal slice is illustrated in Figure 3.
The fused images of a fixed slice (colored red) and its deformed slice (colored
green), and their corresponding Jacobian maps resulted from three registration
algorithms are shown for comparison. Large matching errors are reduced after
adding the SSVMD constraint. Laplacian term helps regularize the transforma-
tion, and further increase the matching accuracy. In order to reveal the lung
tissue deformation pattern, the Jacobian was used to estimate the local tissue
deformation (and thus, specific volume change) of the transformation field de-
rived by image registration [9, 10]. Using a Lagrangian reference frame, local
tissue expansion corresponds to a Jacobian greater than one and local tissue
contraction corresponds to a Jacobian less than one.

Lung Boundaries Fissures Landmarks Singularities

Scan
Pair

Score Rank Score Rank Score Rank Score Rank

01 0.00 2.50 0.18 13.00 1.64 6.00 0.00 11.50

02 0.00 23.00 0.00 15.00 0.38 9.00 0.00 12.50

03 0.02 31.00 0.00 12.50 0.37 12.00 0.00 27.50

04 0.00 14.00 0.00 16.50 1.28 15.00 0.00 14.00

05 0.11 32.00 0.00 16.00 0.02 16.00 0.00 13.50

06 0.00 16.00 0.00 29.50 0.40 19.00 0.00 14.00

07 0.03 17.00 1.23 17.00 2.59 13.00 0.00 10.00

08 0.00 4.00 0.31 20.00 0.76 8.00 0.00 12.50

09 0.00 3.00 0.00 24.00 0.57 13.00 0.00 13.00

10 0.00 10.00 0.00 30.00 1.52 10.00 0.00 13.50

11 0.00 7.00 0.17 19.00 0.66 5.00 0.00 11.50

12 0.00 10.00 0.00 13.50 0.08 18.00 0.00 14.50

13 0.00 20.00 0.09 14.00 0.86 11.00 0.00 13.00

14 0.01 11.00 0.15 1.00 1.60 4.00 0.00 9.50

15 0.00 8.00 0.00 28.00 0.67 15.00 0.00 12.50

16 0.00 3.50 0.08 18.00 1.14 15.00 0.00 13.50

17 0.00 26.00 0.02 1.50 0.83 11.00 0.00 14.00

18 0.04 16.00 0.96 10.00 2.76 13.00 0.00 10.50

19 0.00 14.00 0.00 12.00 0.49 12.00 0.00 14.50

20 0.00 11.00 4.40 20.00 2.80 16.00 0.00 10.50

Avg 0.01 13.95 0.38 16.52 1.07 12.05 0.00 13.30

Average Ranking Overall 13.95

Final Placement 10

Table 2. Alg. 1 results for each scan pair, per category and overall. Rankings and final
placement are from a total of 34 competing algorithms.
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4 Discussion

Tables 2 - 4 and Figure 2 show that adding the SSVMD cost function and the
Laplacian regularization term helps improve the registration accuracy comparing
with using basic SSTVD similarity cost alone. Alg. 2 utilizes enhanced vessel-
ness information and uses SSVMD to help match the vessels. Compared with
Alg. 1, Alg. 2 achieves higher ranks on fissure and landmark alignment, but not
on boundary alignment. This demonstrates that SSVMD can help match struc-
tures within the lung more accurately. Alg. 3 has a Laplacian term combined to
regularize the displacement fields to be elastic, which makes the transformation
more mechanically meaningful. Among the three algorithms, Alg. 3 achieves the
best rank on alignment of lung boundaries, fissures, and landmarks. All three

Lung Boundaries Fissures Landmarks Singularities

Scan
Pair

Score Rank Score Rank Score Rank Score Rank

01 0.00 8.00 0.03 8.00 1.23 4.00 0.00 11.50

02 0.00 24.00 0.00 15.00 0.35 5.00 0.00 12.50

03 0.02 32.00 0.00 12.50 0.36 10.00 0.00 27.50

04 0.00 17.00 0.00 16.50 1.10 11.00 0.00 14.00

05 0.12 33.00 0.00 16.00 0.01 12.00 0.00 13.50

06 0.00 16.00 0.00 21.00 0.34 11.00 0.00 14.00

07 0.00 12.00 0.48 7.00 1.43 4.00 0.00 10.00

08 0.00 4.00 0.01 13.00 0.57 2.00 0.00 12.50

09 0.00 1.00 0.00 18.50 0.61 17.00 0.00 13.00

10 0.00 14.00 0.00 15.00 1.18 8.00 0.00 13.50

11 0.00 2.00 0.00 3.00 0.69 7.00 0.00 11.50

12 0.00 10.00 0.00 13.50 0.07 16.00 0.00 14.50

13 0.00 21.00 0.08 12.00 0.90 12.00 0.00 13.00

14 0.02 13.00 0.28 3.00 1.89 7.00 0.00 9.50

15 0.00 8.00 0.00 24.00 0.64 11.00 0.00 12.50

16 0.00 7.00 0.05 14.00 1.08 14.00 0.00 13.50

17 0.00 29.00 0.03 4.50 0.83 12.00 0.00 14.00

18 0.01 14.00 0.17 6.00 1.84 7.00 0.00 10.50

19 0.00 14.00 0.00 12.00 0.50 14.00 0.00 14.50

20 0.00 10.00 1.82 8.00 1.90 12.00 0.00 10.50

Avg 0.01 14.45 0.15 12.12 0.88 9.80 0.00 13.30

Average Ranking Overall 12.41

Final Placement 5

Table 3. Alg. 2 results for each scan pair, per category and overall. Rankings and final
placement are from a total of 34 competing algorithms.
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algorithms perform almost the same on evaluation of Jacobian singularity. This
is because the B-Spline coefficients are bounded to ensure the injectivity of the
transformation in their optimization process.

Figure 3 shows a case where the parenchyma regions are difficult to register
due to the large discrepancies between low dose image acquired during inspira-
tion (moving image) and ultra-low dose image acquired during expiration (fixed
image). The parenchyma around lung boundaries are unsatisfactorily aligned
using basic SSTVD metric alone, shown as the scattered red and green colors in
the arrow pointing regions in Figure 3 (a). Their associated Jacobian patterns
are also distorted. Those mismatches are much better aligned when SSVMD
is used, as shown in Figure 3 (c). The reason for this is that blood vessels in
those regions near lung boundaries are usually small and have low intensity con-

Lung Boundaries Fissures Landmarks Singularities

Scan
Pair

Score Rank Score Rank Score Rank Score Rank

01 0.00 2.50 0.05 12.00 1.37 5.00 0.00 11.50

02 0.00 11.00 0.00 15.00 0.36 6.00 0.00 12.50

03 0.01 30.00 0.00 12.50 0.35 9.00 0.00 26.00

04 0.00 19.00 0.00 16.50 0.90 5.00 0.00 14.00

05 0.09 30.00 0.00 16.00 0.01 12.00 0.00 13.50

06 0.00 16.00 0.00 21.00 0.29 5.00 0.00 14.00

07 0.00 7.00 0.04 1.00 1.19 2.00 0.00 10.00

08 0.00 4.00 0.00 11.00 0.43 1.00 0.00 12.50

09 0.00 4.00 0.00 6.50 0.56 12.00 0.00 13.00

10 0.00 16.00 0.00 15.00 1.01 5.00 0.00 13.50

11 0.00 1.00 0.00 1.00 0.64 3.00 0.00 11.50

12 0.00 10.00 0.00 13.50 0.05 12.00 0.00 14.50

13 0.00 22.00 0.08 11.00 0.82 8.00 0.00 13.00

14 0.00 4.00 0.48 4.00 2.14 9.00 0.00 9.50

15 0.00 8.00 0.00 17.00 0.63 6.00 0.00 12.50

16 0.00 10.00 0.07 16.00 1.03 12.00 0.00 13.50

17 0.00 23.00 0.04 9.50 0.78 10.00 0.00 14.00

18 0.00 6.00 0.08 4.00 1.44 3.00 0.00 10.50

19 0.00 14.00 0.00 12.00 0.46 7.00 0.00 14.50

20 0.00 3.50 0.79 5.00 1.34 5.00 0.00 10.50

Avg 0.00 12.05 0.08 10.97 0.79 6.85 0.00 13.22

Average Ranking Overall 10.77

Final Placement 3

Table 4. Alg. 3 results for each scan pair, per category and overall. Rankings and final
placement are from a total of 34 competing algorithms.
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Fig. 3. The fused images of a fixed slice (colored red) and its deformed slice (colored
green) resulted from three registration methods: (a) Alg. 1, (c) Alg. 2, and (e) Alg. 3.
And their corresponding Jacobian maps are shown in (b), (d), and (f), respectively.
Arrows denote regions of large discrepancies between the fixed and deformed slice. Note
that the errors in these regions are reduced after adding the SSVMD and Laplacian
constraint to the registration algorithm.
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trast, and thus contribute little to conventional intensity similarity criterion.
The vesselness measurement enhances blood vessel information and strengthens
contribution of small vessels near the thoracic cage. Using SSVMD also helps
correct the distortion of Jacobian patterns in some extent. However, matching
errors and distortion in the Jacobian map still exist in the region pointed by
red arrow. Combined with Laplacian constraint, Alg. 3 has the least matching
errors in the result shown in Figure 3 (e). Since its displacements are regularized
during optimization, the resulting transformation is much smoother, which re-
sults in less sudden changes and thus less distortions. Figure 3 (f) also suggests
that the parenchymal tissues near the fissure have larger deformations, and the
vessel structures have less volume changes comparing with parenchymal tissues
during respiration.

5 Conclusion

We have described a regularized registration algorithm by preserving both tissue
volume and vesselness measure. To evaluate the usage of the constraints SSVMD
and LAP, experiments are performed to register the same groups of data using
registration algorithms driven by SSTVD, SSTVD + SSVMD, and SSTVD +
SSVMD + LAP. Results are presented to show that adding SSVMD and LAP
constraints effectively improves the registration accuracy and provides a more
reliable pattern of local lung tissue deformation. The purpose of adding SSVMD
and LAP in the registration process is that it can help correct the mismatches
of small vessels and their surrounding lung tissues. In this paper, the Laplacian
operator is used to regularize the displacements to illustrate the importance
and effectiveness of regularizing the transformations during registration process.
More complicated continuum mechanical models [11, 12] can be used to regular-
ize the transformations and will be tested in the future.
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Abstract. Registration of the lungs in thoracic CT images is required
in many fields of application in medical imaging, for example for motion
estimation, analysis of pathology progression or the generation of shape
atlases.
In this paper, we present a robust registration approach that has been
optimized for the registration of thoracic CT data. The algorithm con-
sists of an initial shape-based adjustment of lung surfaces followed by an
intensity-based diffeomorphic image registration.
The approach is evaluated based on 20 CT scans provided for the EM-
PIRE10 study for pulmonary image registration. A fourth place out of
34 participants suggests a good applicability for the registration of lung
CT images.

Keywords: registration, thin plate splines, diffeomorphisms, EMPIRE10

1 Introduction

Lung registration on the base of thoracic CT data is an essential part of many
applications in medical imaging and used for example for estimation of respira-
tory motion [16], image reconstruction [7], analysis of tumor or nodule growth in
follow-up examinations or the generation of shape and motion atlases of the lung
[8]. Its clinical relevance is underlined by the huge number of recent publications
dealing with this topic.

With the aim of establishing a platform for in-depth validation of different
registration approaches, the challenge “Evaluation of Methods for Pulmonary
Image Registration 2010” - EMPIRE10 was initiated in the course of MICCAI
2010 conference. An objective comparison of registration approaches is realized
by applying the algorithms on the same set of 20 CT images and evaluating
the results with the same criteria. These criteria include the alignment of lung
boundaries and fissures, average landmark distances and analysis of singularities
in the displacement field.

In this paper, a fully automatic registration approach is presented and evalu-
ated using the EMPIRE10 platform. The algorithm consists of two steps. First,
a coarse pre-registration is performed combining a registration of surface points
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Fig. 1. Outline of the algorithm.

with a thin plate spline interpolation. Second, an image-based diffeomorphic
registration algorithm is applied.

In the EMPIRE10 study, the approach reached a final placement of four
out of 34 participating algorithms, which demonstrates its applicability for the
registration of lung CT images.

This paper is organized as follows: In section 2, pre-registration (Sect. 2.1)
and diffeomprohic registration (Sect. 2.2) are introduced. Some details of the
implementation and the required parameters are explained in section 2.3. The
results of the EMPIRE10 evaluation are presented in section 3 and the paper
concludes with a discussion in section 4.

2 Methods

The goal of image registration is to calculate a transformation ϕ : ΩF → ΩM

that deforms a moving image IM : ΩM → R to match a fixed image IF : ΩF → R,
where ΩM , ΩF ⊂ R

3 denote the domains of fixed and moving image, respectively.
In the context of EMPIRE10, the transformation is specified by a displacement
field u(x) with ϕ(x) = x+ u(x) and x ∈ ΩF .

The registration method presented in this paper is outlined in figure 1 and
basically consists of two steps. First, a surface-based pre-registration is performed
combining a coarse affine alignment with a following nonlinear registration of the
lung surfaces. In a second step, a dense diffeomorphic registration of the CT data
is performed.

These steps are detailed in the following.

2.1 Pre-registration

Pre-registration is based on binary lung masks MF : ΩF → {0, 1} and MM :
ΩM → {0, 1} of fixed and moving image. While these are provided for the EM-
PIRE10 study and therefore assumed to be known in this work, several applicable
approaches for automatic lung segmentation have been proposed in the past [10,
13].
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The pre-registration consists of four steps. In the first step, surface models
SF and SM of the lungs are generated from the lung segmentation masks. These
surface models are constructed by the Marching Cubes algorithm, followed by
a triangle decimation and a surface smoothing to obtain smooth surfaces with
appropriate surface normals and to reduce the computational complexity in the
following steps. Second, the surface models SF and SM are coarsely aligned by
an affine pre-registration using the Iterative-Closest-Point (ICP) algorithm [5].
The resulting affine transformation ϕaff is used as initialization for a symmetric
non-linear surface registration algorithm related to the Geometry-Constrained
Diffusion presented in [1]. Finally, the resulting point correspondences are used
to generate a dense transformation ϕpre based on a thin plate spline (TPS)
interpolation.

Due to space constraints and to avoid redundancy, we refer to [9] for a detailed
description of these steps.

2.2 Diffeomorphic Variational Registration

The intrinsic registration is done using a variational diffeomorphic approach,
which has been used before in several works.

Diffeomorphic transformations ϕ ∈ Diff(Ω) guarantee that the topology
of the objects is preserved and they are therefore often used in computational
anatomy to describe and analyze physiological processes. For the sake of effi-
ciency, it was proposed to constrain ϕ to the subgroup of diffeomorphisms that
are parametrized by a stationary velocity field v [15]. The transformation ϕ is
then given by the solution of the stationary flow equation at time t = 1 [2]:

∂

∂t
φ(x, t) = v(φ(x, t)) and φ(x, 0) = x . (1)

The solution of eq. (1) is given by the group exponential map ϕ(x) = φ(x, 1) =
exp(v(x)), which can be computed very efficiently using the scaling-and-squaring
algorithm [3].

The problem of image registration can now be understood as finding a para-
metrizing velocity field v, so that the diffeomorphic transformation ϕ = exp(v)
minimizes a distance D between moving and fixed image with respect to a desired
smoothness S of the transformation:

J [ϕ] = D[IM , IF ;ϕ] + αS[ϕ] .

Using the diffusion regularization S[ϕ] = ∫
Ω
‖∇v‖2dx (with ϕ = exp(v)), the

iterative registration algorithm 1 can be derived. The force term f is defined by:

fIF ,IM◦ϕ(x) = − (IF (x)− IM ◦ϕ(x))∇IM ◦ϕ(x)
κ2(IF (x)− IM ◦ϕ(x))2 + ‖∇IM ◦ϕ(x)‖2 , (3)

with κ2 being the reciprocal of the mean squared spacing. Even though the exact
energy term D to this force is unknown for the particular choice of κ, previous
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Algorithm 1 Diffeomorphic registration

Set v0 = 0, ϕ0 = Id and k = 0
repeat

Compute the update step fIF ,IM◦ϕk

Update the velocity field and perform a diffusive regularization:

vk+1 = (Id− ταΔ)−1
(
vk + τfIF ,IM◦ϕk

)
(2)

Calculate ϕk+1 = exp(vk+1)
Let k ← k + 1

until a stop criterion is fulfilled, i.e. the algorithm converges

studies showed a considerably better performance then with the standard sum
of squared differences (SSD) [14]. This can be explained by the normalization of
the gradient, which leads to a better registration of regions with low contrast.
Moreover, the masks are used to restrict force calculation to the inside of the
lung by setting f(x) = 0 for all x with MF (x) = 0. The update of the velocity

field v is performed using (2), where τ is the step width. The term (Id− ταΔ)
−1

is related to the diffusion regularization S and can be computed efficiently using
additive operator splitting (AOS) [11].

We have chosen this registration approach because of three reasons: First, in
comparison to the conventional demons registration, the diffeomorphic approach
prevents singularities from arising in the displacement field. Second, even though
a diffeomorphic registration was not mandatory for the challenge, it is required
in many applications, where for example the inverse of the transformation is
needed or statistics have to be done on transformations [8]. The third reason
is related to runtime and memory requirements: due to the size of the 4D CT
images, diffeomorphic registration algorithms using non-stationary vector fields,
e.g. [4], are not feasible.

2.3 Algorithmic and implementation details

In the following section, some details and implementation specifications of the
algorithm are discussed. These considerations have been made with respect to the
EMPIRE10 test data and choices may differ for other applications. For example,
fixed and moving images provided for the challenge are always cropped close to
the lung borders, leading to ΩF 	= ΩM . This aspect requires a special handling,
which might not be advisable if IF and IM represent different time frames of a
4D data set as it is generally the case if registration is used for motion estimation.
In fact, the whole pre-registration may be dispensable in this case.

Still, the number and diversity of the data sets considered for the study
guarantee a certain generality of the observations and statements below.

Initialization The algorithm can be seen as the concatenation of three registra-
tion steps: an affine alignment, a surface-based adjustment and the image-based
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diffeomorphic registration. In principle, each step could be initialized with the
results of the preceding one. However, the further velocity vectors point outside
the domain ΩF of the fixed image, the more notable extrapolation errors occur
during calculation of the exponential map exp(v). This is especially considerable
for the scaling-and-squaring algorithm, but also holds for other implementations,
e.g. the Euler step approach [6].

As a result, the diffeomorphic registration is not initialized with the result
of the pre-registration ϕpre. Instead, the fixed image IF is registered with the
warped image IpreM := IM ◦ ϕpre. By this, velocities and accordingly the extrap-
olation error remain comparatively small. To calculate the final displacement
field, the resulting transformation ϕdiff is concatenated with ϕpre using linear
interpolation. However, this procedure introduces an interpolation error and is
not recommended if, e.g., fixed and moving image are frames of a 4D data set.

Histogram matching A histogram matching between fixed and moving im-
age was performed before the diffeomorphic registration to overcome gray value
deviations due to different modalities or respiration-induced lung compression.

Multi resolution strategy Amulti resolution strategy is applied for the diffeo-
morphic registration. More precisely, the image is recursively smoothed (Gaus-
sian smoothing, σ = 1.0) and its size divided by two in each dimension. A number
of three levels provided the best results on average, however, this approach could
potentially be optimized depending on the actual image size and and by choosing
a scaling factor independently for each dimension.

Stop-criterion The affine ICP registration stops either after a maximal number
of iterations (kmax = 50) or if the mean point distance is below a threshold (t =
0.01). The same holds for the non-linear surface registration, where kmax = 50
and t = 10−5 are chosen.

For the stop criterion of the variational registration, the mean squared differ-
ence (MSD) of fixed and warped moving image is considered. If no improvement
of the MSD can be achieved over the last k iterations, registration is stopped
(here: k = 10). However, on the finest level, this approach can be very time
consuming due to the high computational cost of each iteration and the slow
convergence of the registration. Therefore, on this level a least squares linear re-
gression on the MSD values of the 20 most recent iterations is performed. If the
slope of the fitted line is below a certain threshold (here: t = 10−5), registration
is aborted.

Parameter determination Parameter values have generally been determined
empirically and are chosen to be fixed for all test data sets. Test runs were not
limited to the EMPIRE10 data sets, and so registration of other thoracic CT
images should lead to similar registration quality using the parameter values
described hereinafter.
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The values of parameters introduced by the pre-registration, the histogram
matching or the multi resolution strategy can be easily determined empirically.
Tests showed that the algorithm is robust with respect to them.

A reasonable choice for the step with is τ = 1.0, which provides fast enough
convergence while maintaining stability. The latter is explained by the chosen
force term (3), which restricts the maximal magnitude of the force vectors to
half of the mean pixel spacing.

The most considerable choice is the value of the regularization parameter
α. This usually implies a trade-off between the different validation metrics, e.g.
landmark distance vs. boundary alignment. In this work, emphasis is put on the
mean landmark distance, because we consider this to be the most significant
metric with respect to registration accuracy. For quantifying the registration
error, automatically detected landmarks where used [9]. A value of α = 0.7
provided the best results on average.

3 Results

The evaluation criteria for pulmonary image registration in the EMPIRE10 study
are (see ref. [12]):

(1) alignment of the lung boundaries,
(2) alignment of the major fissures,
(3) correspondence of annotated point pairs and
(4) analysis of singularities in the deformation field.

The results are detailed in table 1.
Computation times strongly depend on the image size and the number of

iterations performed with respect to the stop criterion. For the EMPIRE10 data
sets, registration was done on a Intel Xeon machine with 2.67GHz and 24GB
RAM. The affine alignment took between 12 sec (dataset 17) and 65 sec (dataset
14), the surface registration between 8 min and 70 min and the diffeomorphic
registration between 2 min and 150 min. Please note that the surface registration
is currently realized in a very basic implementation with a huge potential for
optimization.

4 Discussion

The results show that algorithm presented in this paper is highly applicable for
the registration of thoracic CT images.

The pre-registration introduced in section 2.1 emerged to be essential for the
success of the diffeomorphic registration. This has mainly two reasons: First,
most of the image pairs show considerable differences between moving and fixed
image, which results from a notable shift in patient position on the one hand
and from the cropping of the images on the other hand. This demands for a well
pre-alignment. The second reason is related to the usage of the masks during the

60



Lung Boundaries Fissures Landmarks Singularities

Scan
Pair

Score Rank Score Rank Score Rank Score Rank

01 0.00 7.00 0.00 2.00 2.12 9.00 0.00 24.00

02 0.00 11.00 0.00 15.00 0.35 4.00 0.00 12.50

03 0.00 5.50 0.00 12.50 0.33 5.00 0.00 12.00

04 0.00 7.00 0.00 16.50 0.97 10.00 0.00 14.00

05 0.00 13.00 0.00 16.00 0.00 5.50 0.00 13.50

06 0.00 16.00 0.00 21.00 0.38 17.00 0.00 14.00

07 0.04 18.00 0.32 4.00 1.46 5.00 0.00 10.00

08 0.00 10.00 0.00 7.00 0.75 7.00 0.00 12.50

09 0.00 5.00 0.00 6.50 0.53 5.00 0.00 13.00

10 0.00 6.00 0.00 15.00 1.20 9.00 0.00 13.50

11 0.00 11.00 0.00 8.00 0.66 6.00 0.00 11.50

12 0.00 28.00 0.00 13.50 0.00 5.00 0.00 14.50

13 0.00 10.00 0.06 4.00 0.86 10.00 0.00 26.00

14 0.01 10.00 2.01 5.00 1.79 6.00 0.00 9.50

15 0.00 8.00 0.00 7.00 0.65 14.00 0.00 12.50

16 0.00 8.00 0.04 12.00 0.97 8.00 0.00 13.50

17 0.00 6.50 0.04 7.50 0.67 4.00 0.00 14.00

18 0.07 20.00 0.07 3.00 2.25 10.00 0.00 10.50

19 0.00 14.00 0.00 12.00 0.61 21.00 0.00 14.50

20 0.11 23.00 1.97 9.00 1.26 4.00 0.00 21.00

Avg 0.01 11.85 0.22 9.82 0.89 8.22 0.00 14.32

Average Ranking Overall 11.05

Final Placement 4
Table 1. Results for each scan pair, per category and overall. Rankings and final
placement are from a total of 34 competing algorithms.

image-based registration: if fixed and moving image mask don’t coincide with
each other, registration errors may be introduced at the boundaries. Therefore,
a simple affine alignment is not adequate.

Assuming a good pre-registration, the diffeomorphic approach behaves very
robust and provides especially good results for fissure alignment and landmark
distances.

In the tests, singularities occurred in the displacement fields for three of the
test cases. These were introduced by the TPS interpolation and the point-based
surface registration, which currently do not guarantee diffeomorphic transforma-
tions. This point will be adressed in future work.
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Abstract. Deformable image registration is a key enabling technology
for advanced treatment of lung cancer patients, as it can facilitate mo-
tion estimation, structure segmentation, as well as dose tracking and
accumulation. In this work, we developed a hybrid feature-constrained
deformable registration method and applied it to tackle the EMPIRE10
(Evaluation of Methods for Pulmonary Image Registration 2010) lung
image registration challenge. The method uses the results of feature de-
tection and matching based on robust 3D SURF descriptors to guide
an intensity-based deformable image registration. The initial registra-
tion result is further refined by a hybrid MI/NSSD deformable registra-
tion process. The proposed method is fully automatic and does not re-
quire pre-segmentation of any lung structures. Validation results on the
EMPIRE10 data showed that our method performed very well among
34 competing algorithms. Future improvement is possible with adaptive
parameter selection, site-specific feature detection methods, and better
deformation models.

1 Introduction

Lung cancer is the leading cause of cancer death worldwide, with deaths exceed-
ing 1 million cases every year [1]. Radiation therapy (RT) plays an important
role in both the curative and palliative treatment of lung cancer patients. More
advanced RT techniques, such as 4D or adaptive radiotherapy, offer even better
tumor control by taking into account respiration-induced lung and tumor motion
as well as physiological and geometric changes of tumors and normal anatomy
over the course of treatment.

Deformable or nonlinear image registration has been recognized as a key en-
abling technology for the successful implementation of adaptive RT [2]. By def-
inition, image registration is the process of establishing spatial correspondences
between two images. The correspondence information can be used to charac-
terize patient-specific tumor or lung motion, thus reducing uncertainties related
to target volume definition. The estimation of respiratory motion itself is also
beneficial for assessing pulmonary functions [3]. The anatomical correspondence
can also be used to map daily treatment dose to a reference frame, allowing
cumulative dose to be computed and compared against original treatment plan.
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A large variety of nonlinear image registration methods have appeared in the
literature, and many have been applied for the registration of lung CT images
(cf. [3–9] and references therein). In general, existing registration methods can be
broadly classified into three categories: feature-based methods, intensity-based
methods, and hybrid methods that combine the previous two. Feature-based
methods rely on the detection and matching of isolated image features such
as points, curves, or surface patches. Such methods are usually more efficient
to compute, but an interpolation method is needed to get the image correspon-
dences at non-feature locations. In addition, the automatic detection and match-
ing of a large set of features for the purpose of detailed nonlinear registration
is not an easy task. Intensity-based methods directly use the image intensity
values to derive image matching, which can be easily made fully automatic and
can exploit the full image information. However, such methods tend to have
high computational cost, and they typically require a good starting point for the
registration optimization due to the large number of local optima in a typical
non-linear image matching function. Consequently, hybrid methods have also
been proposed, which aim to integrate the merits of both feature- and intensity-
based methods [6, 8].

In this work, we have developed a novel feature-constrained hybrid deformable
registration method for lung CT images. Incorporating features have been proven
beneficial for thoracic image registration due to the presence of rich anatomical
landmarks in the lung region, such as the blood vessel trees and the bronchial
airways [10, 6, 8]. But instead of trying to segment out these anatomical struc-
tures, we use a more generic feature detection method and rely on a robust
feature descriptor recently proposed in the computer vision literature for auto-
matic feature point matching. The feature matching result is then used to help
constrain an intensity-based nonlinear image registration procedure. In the fol-
lowing, we first present the proposed method and then summarize our results
for the EMPIRE10 data.

2 Methods

The overall method consists of four major steps: a global rigid registration, fea-
ture point detection and matching, a feature-constrained mutual-information
(MI) deformable registration, and finally another dense deformable registration
to further refine the results. The major reason for the two separate deformable
registration steps is to deal with the large size of the EMPIRE10 data. In par-
ticular, most of the EMPIRE10 data have sub-millimeter resolution and very
large image sizes. To improve computation speed and reduce memory usage, we
first down-sample the input images to an isotropic, lower resolution of 1.5 mm3.
The first three steps are all performed on the low resolution data. The resulting
deformation field is then upsampled to the original resolution and refined at the
last deformable registration step. In order to handle large image size at the last
step, the full image domain is first divided into 8 slightly overlapping sub-regions
(10-voxel margin on each side). Each sub-region is computed separately, but the
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final deformation field in the overlapping area is taken as the average of results
from neighboring subregions. In the next, we detail each of the four steps and
explain the parameters we used for processing the EMPIRE10 data.

2.1 Rigid Registration

The rigid registration step aims to correct for global differences in position and
orientation between the two input images of each subject. To find the optimal
transformation parameters (three rotations and three translations), we maxi-
mize the global MI between the two images using a multi-resolution stochastic
gradient-descent optimization scheme [11]. This scheme exploits the fact that
the rigid registration is an over-constrained problem since the number of trans-
formation parameters is far less than the number of voxels in the image domain.
Thus, at each iteration, the stochastic scheme uses only a very small subset of
random image samples to estimate the image similarity metric and the trans-
formation parameters, which leads to a highly efficient algorithm that usually
takes only a few seconds on a modern desktop computer. As mentioned earlier,
this step was performed on down-sampled version (1.5 mm3 isotropic resolution)
of the original images. Three resolution levels were used for the multi-resolution
computation. At each resolution level, 100 random samples and 32 histogram
bins were used to estimate the MI for the stochastic gradient optimization.

2.2 Feature Point Extraction and Matching

Many existing feature-based lung registration methods require the segmentation
of the blood vessel trees or airways [10, 6, 8]. Instead, we follow a more generic
approach and use a simple 3D landmark detector for feature point extraction.
In particular, we use a structure-tensor-based 3D Förstner operator as recom-
mended in [12]. The same feature detector was also used in [5] for lung CT image
registration and in [13] for registering liver images. However, we adopt a different
feature descriptor in the feature matching stage, and the overall nonlinear reg-
istration method proposed here is also different from the previous work, which
will become clear later.

The 3D Förstner operator assigns a cornerness measure, denoted by F (x),
for each image voxel x, which can be defined by the following equation:

F (x) = det(C)/trace(Cadj), (1)

with
C = ∇I(∇I)T ,

where Cadj denotes the adjugate matrix of C. ∇I is the gradient of the input
image I, and ∇I(∇I)T represents the average of the structure tensor ∇I(∇I)T

in a local neighborhood of voxel x. We used a 3×3×3 neighborhood to compute
the local average in this EMPIRE10 study.

After the cornerness measure F is computed for every image voxel, we extract
feature points as the subset of image voxels whose F -value is a local maximum
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within a local neighborhood of size 5 × 5 × 5. For illustration, Fig. 1 shows the
detected feature points on (approximately) corresponding slices of two separate
images of one subject.

Fig. 1. Illustration of feature point detection. Blue dots show detected feature points
on the respective sagittal slices of two images of the same subject.

To perform feature point matching, a feature descriptor is needed in order
to assign a unique characteristic for each feature point. The SIFT descriptor
introduced by Lowe [14] has become very popular and been widely adopted by
the medical imaging community [5, 13, 15, 16]. A major drawback of the SIFT
descriptor is its long computation time and large feature size in 3D. In this
work we use instead the SURF (Speeded Up Robust Features) descriptor that is
proposed more recently by Bay et al. [17], and extend it to 3D. First, we take a
16× 16× 16 neighborhood for each detected feature point, and further divide it
into sixty-four 4×4×4 sub-regions. Second, for each subregion, a six-dimensional
description vector v is computed to characterize the local intensity structure:

v = (
∑

gx,
∑

gy,
∑

gz,
∑

|gx|,
∑

|gy|,
∑

|gz|),

where gx, gy, and gz denote the three components of the image gradient vec-
tor. The sub-region descriptors are then concatenated together to form a 384-
dimensional feature vector, which is further normalized to a unit vector to get
the final SURF descriptor for each feature point.

The correspondences between feature points of two input images are estab-
lished by finding nearest-neighbors (NNs) in the 384-dimensional vector space.
Two extra steps are performed to help eliminate false matches as proposed in
the original SIFT paper [14]. First, a distance ratio r is computed after the NN
search, which is the ratio of the smallest distance value to the second-smallest. A
match is rejected if r is greater than a given threshold (0.6 is used in this study).
Second, a symmetric criterion is applied, which performs the NN search in two
directions and a matched pair (p,q) is kept only if it satisfies the NN-optimality
in both directions.
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2.3 Feature-constrained MI Deformable Registration

The matched feature points are usually sparse, thus insufficient to derive a full
image correspondence map. Instead, we use the feature-matching results to help
constrain an intensity-based image registration method. We adopt the MI as the
intensity-based image similarity measure at this step due to its ability to handle
intensity variations that often exist between a pair of lung images. The MI of
two images I and J measures the degrees of dependence between I and J and
can be approximated as (cf. [11]):

MI(I, J) =
1
N

∑
x

log
[

pI,J(I(x), J(T (x)))
pI(I(x))pJ (J(T (x)))

]
, (2)

where N denotes the total number of image points within the overlapped region
of the two images and T denotes the image transformation model. The functions
pI,J(·, ·) and pI(·), pJ(·) denote the joint and marginal image intensity distribu-
tions respectively. A non-parametric transformation model is used at this step
where the image transformation is modeled directly as a vectorial displacement
field U, such that T (x) = x + U(x) for every image point x.

To incorporate feature-matching constraints, the total objective function for
estimating the optimal deformation field is formulated as:

J (I, J,U) = −MI(I, J,U) + λ‖∇U‖2 + μ
∑
x∈S

‖U(x) − V(x)‖2, (3)

where S indicates the set of feature points with established correspondences, and
V denotes the displacements at these points as given by the feature matching
results. ‖∇U‖2 denotes the L2 norm of the gradients of U, which enforces a
smooth deformation field. The two weighting factors, λ and μ, control the relative
strength of each term. Their values are not explicitly set but reflected in the
parameter selection of the optimization process as will become clear later.

The optimal deformation field is computed iteratively using a “pair-and-
smooth” strategy, which alternates between optimizing the MI similarity metric
and satisfying the regularization and feature constraints. In addition, we adopt a
compositive update scheme, where the deformation field U is updated according
to the following equation:

Un = Un−1 ◦ (Id + un) + un; (4)

or equivalently,

Un(x) = Un−1(x + un(x)) + un(x), ∀x. (5)

In Eq. (4), Id denotes the identity transformation and “◦” denotes transforma-
tion composition. un is a local update field at the n-th iteration. A benefit of the
compositive update scheme is that the total deformation field U can be easily
guaranteed to be a diffeomorphic mapping. At each iteration, un is computed to
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maximize the MI between image I and the deformed image Jn = J ◦ (Id + Un),
i.e., to maximize

MI(I, Jn ◦ (Id + un)) =
1
N

∑
x

log
[

pI,Jn(I(x), Jn(x + un(x)))
pI(I(x))pJn (Jn(x + un(x)))

]
�
=

1
N

∑
x

SMI(I(x), Jn(x + un(x))). (6)

In the above equation, SMI(·, ·) denotes a point-wise MI measure (cf. [18]).

x

I

x x

x

x x

x

x

n
J

Fig. 2. A 2D illustration of explicit local search. The open circles indicate the image
point under consideration and its current correspondence in the other image. The
crosses indicate the neighbors involved in the forward search. The solid circles indicate
the neighbors involved in the backward search.

As explained in our earlier work [18], the optimal update un(x) at each image
location x can be found by searching the local neighbors of x in the deformed
image Jn and finding the neighbor x′ that maximizes SMI(I(x), Jn(x′ = x +
un(x))) (cf. Fig. 2). This simple explicit neighbor search scheme avoids the
difficulty in determining the optimal time step size as needed for a traditional
gradient-descent optimization approach. It also eliminates the need to compute
derivatives of either the images or the image intensity distributions. A symmetric
version of the local update scheme was designed in [18] that further improves
the convergence rate of the registration method (cf. Fig. 2).

After the update field is found, we smooth it with a spatial Gaussian filter
(a fixed kernel width of 1-voxel is used in this study). We then update the
total deformation field according to Eq. (4). To satisfy the feature constraint,
we simply set Un(x) = V(x) at the feature point locations. To help eliminate
any remaining outliers undetected in the feature matching step, the previous
assignment is performed only at points where the original difference ‖Un(x) −
V(x)‖ is less than a given threshold, for which we have used a fixed value of
50 mm throughout this study. Finally, to ensure smoothness of the deformation
field, we perform a spatially weighted Gaussian smoothing of Un:

Un ← Gσ ∗ (W ·Un)/Gσ ∗ W, (7)

where W is a spatially-varying weighting function, with high value (1.0) at
matched feature point locations and low (0.01) otherwise. We use a relatively
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large Gaussian smoothing kernel size (σ = 2 voxels) to help extend the effects
of feature-constraint to a larger neighborhood.

To further improve computational speed, a multi-resolution scheme is also
applied at this step. For the EMPIRE10 study, we used three resolution levels.
The number of histogram bins for the MI computation was set to 32, 64, and
100 respectively for the three levels from coarse to fine.

2.4 Final Dense Deformable Registration

In this last step, we aim to further refine the deformation field estimation from
the previous step on the original image resolution. No feature-based constraint is
applied at this step since the feature points were detected on the lower resolution
images. In order to align structure boundaries better while still being robust to
image intensity changes, we have designed a hybrid image matching metric to be
used at this step, which is a combination of the MI metric and a new normalized-
sum-of-squared-differences (NSSD) metric:

JH(I, J,U) = −MI(I, J,U) + w · NSSD(Ĩ , J̃ ,U), (8)

where w denotes a relative weighting of the two terms, and U is a dense deforma-
tion field that is defined at every voxel of the fixed image. From our experience,
this hybrid similarity measure provides better alignment of image edges than us-
ing the MI metric alone since the latter cannot account for local image contrast
changes. The NSSD metric is an edge-based alignment metric, which is defined
as follows:

NSSD(Ĩ , J̃ ,U) =
1
N

∑
x

‖Ĩ(x) − J̃(T (x))‖2, (9)

where

Ĩ(x) =
I(x) − μI(x)

σI(x)
, (10)

and μI = Gσ ∗ I and σ2
I = Gσ ∗ (I − μI)2 denote the local intensity mean and

local intensity variation for image I. Similar notations hold for image J . We call
Ĩ and J̃ the normalized local offset images as implied by Eq. (10).

A similar iterative and compositive update scheme as in Section 2.3 is applied
to compute the optimal deformation field for Eq. (8). But unlike in the previous
section, two separate update fields are computed at each iteration step. The
first update field optimizes the MI-term and is computed in exactly the same
way as explained in Section 2.3. A second update field is computed in a similar
fashion to optimize the NSSD term, since this term can also be expressed as the
summation of N independent point-wise terms as indicated in Eq. (9). Hence, the
explicit search scheme is applied again to find an update field un that optimizes
NSSD(Ĩ , J̃n◦(Id+un)). The two update fields are simply averaged to get the final
update field, which is then used to update the total deformation field following
Eq. (4). To ensure smoothness of the computed deformation field, we regularize
it with a uniform Gaussian filter at each iteration. A kernel size of 1-voxel is
used in all the experiments.
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3 Results and Discussions

To evaluate the performance of the proposed method, we applied it to the 20 pairs
of lung CT images provided by the EMPIRE10 workshop. Each pair of scans
was taken from a single subject but the whole data sets came from a variety of
sources including different institutes with different scanners and protocols. Most
of the data have a fine sub-millimeter image resolution (≈ 0.7mm isotropic), but
a few have a lower resolution larger than 1 mm. More details of the data can
be found in the summary paper by the workshop organizers [19]. In addition to
the original CT image data, a pre-segmented binary mask of the lung is also
provided for each image. However, our method does not require pre-segmention
of the lung and hence these lung masks were ignored when generating the results
presented below.

Evaluation of the image registration results was carried out by the work-
shop organizers independently. Performance measures were computed in four
categories: alignment of the lung boundaries, alignment of the major fissures,
correspondence of annotated point pairs, and singularities in the deformation
field. Details of the evaluation criteria can also be found in [19].

Table 1 summaries the performance of our method and the comparison
against other 33 competing algorithms. Overall, our method performed well in
each of the four categories, and achieved a final overall ranking of 6 among all
34 algorithms. The use of feature-based constraints clearly helped reducing the
landmark error for difficult cases such as Subjects 01, 14, and 18. We note that
we have used a fixed set of parameters for all the image data. In particular,
deformation field regularization was set relatively low in order to handle large
deformations. This low regularization effectively increases the degrees of freedom
of the deformation model and renders the method more sensitive to image noise
and other artifacts, which is possibly the main reason for the relatively worse
performance of our method for the easy cases (i.e., small lung deformation) such
as Subject 06.

The feature descriptors applied in this work are robust to local deformations
to some extent; large deformations can still prevent the detection of all correct
matches. Due to computation time considerations, the feature matching is cur-
rently only performed once after the linear registration step. It may be beneficial
to repeat the feature matching several times during the iterative estimation of
the deformation field.

We are still working on implementing the proposed registration method on
GPU in order to improve the computational speed. For the results presented
above, only the last hybrid MI/NSSD deformable registration step was computed
on GPU using a CUDA-based implementation, and the other three steps were
computed on CPU. The computation time was approximately proportional to
the input image size. For a pair of images of fine resolution such as Subject
10, the linear registration step took about 3 seconds, the feature detection and
matching about 2.5 minutes, the feature-constrained MI deformable registration
about 2 minutes, and the last hybrid MI/NSSD deformable registration about
2.3 minutes (for 8 sub-regions in total). The total computation time for this case
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was about 7 minutes. The time was recorded on a HP xw8400 desktop computer
equipped with an Intel Xeon Quad-core 2.66 GHz CPU and a NVIDIA GTX
280 graphics card.

Lung Boundaries Fissures Landmarks Singularities

Scan
Pair

Score Rank Score Rank Score Rank Score Rank

01 0.01 16.00 0.03 9.00 1.17 1.00 0.00 11.50

02 0.00 11.00 0.00 15.00 0.49 17.00 0.00 12.50

03 0.00 5.50 0.00 12.50 0.49 17.00 0.00 12.00

04 0.00 20.00 0.00 16.50 1.12 14.00 0.00 14.00

05 0.00 13.00 0.00 16.00 0.03 18.00 0.00 13.50

06 0.00 16.00 0.00 15.00 0.49 27.00 0.00 14.00

07 0.00 10.00 1.99 21.00 1.73 6.00 0.00 10.00

08 0.00 8.00 0.22 19.00 0.77 9.00 0.00 12.50

09 0.00 7.00 0.07 30.00 0.59 15.00 0.00 13.00

10 0.00 12.00 0.00 15.00 2.24 17.00 0.00 13.50

11 0.02 14.00 0.07 14.00 0.78 8.00 0.00 11.50

12 0.00 10.00 0.00 13.50 0.05 11.00 0.00 14.50

13 0.00 9.00 0.07 9.00 0.95 15.00 0.00 13.00

14 0.01 12.00 3.21 14.00 1.12 2.00 0.00 9.50

15 0.00 8.00 0.00 7.00 0.70 17.00 0.00 12.50

16 0.00 20.00 0.00 2.50 1.02 11.00 0.00 13.50

17 0.00 6.50 0.05 16.00 0.83 13.00 0.00 14.00

18 0.01 11.00 0.80 8.00 1.49 4.00 0.00 10.50

19 0.00 14.00 0.00 12.00 0.62 22.00 0.00 14.50

20 0.00 9.00 2.86 17.00 1.46 8.00 0.00 10.50

Avg 0.00 11.60 0.47 14.10 0.91 12.60 0.00 12.52

Average Ranking Overall 12.70

Final Placement 6
Table 1. Results for each scan pair, per category and overall. Rankings and final
placement are from a total of 34 competing algorithms.

4 Conclusion

We have developed a fully automated, hybrid nonlinear image registration meth-
ods for intra-subject registration of lung CT images. Promising results were
obtained when tested on the EMPIRE10 data. Future work includes adaptive
parameter selection and investigating other feature detection methods. It is also
desirable to incorporate proper physical deformation models to further improve
the registration accuracy.
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Pulmonary Image Registration with elastix

using a Standard Intensity-Based Algorithm
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Abstract. Accurate registration of thoracic CT is useful in clinical
terms and also challenging due to the elastic nature of lung tissue defor-
mations. The goal of the EMPIRE10 challenge (Evaluation of Methods
for Pulmonary Image Registration 2010), a workshop of the MICCAI
2010 conference, is to provide a platform for in-depth evaluation and fair
comparison of available registration algorithms for this application.
To this end we registered to the challenge with team RubberBand. The
goal of our submission is to determine what a standard, but fully au-
tomatic, intensity-based image registration algorithm can achieve com-
pared to the competition.
The algorithm, implemented in elastix, optimises the normalised corre-
lation criterion, using a fast, parameter-free and robust stochastic opti-
misation procedure. A combination of an affine and two nonrigid B-spline
transformations models the spatial relationship. The approach is embed-
ded in a multi-resolution framework for both the image data and the
transformation. No explicit regularisation is used.
Of the 34 submitted algorithms, our contribution achieved the 7-th place
with an average rank of 13.13 (best 8.03, worst 31.46). The incorporation
of a regularisation term may improve the ranking of the algorithm, since
our final score was most negatively influenced by the score for folding.

Key words: pulmonary image registration, evaluation, elastix

1 Introduction

The registration of pulmonary CT data has drawn considerable interest from
many research groups. In addition, many registration algorithms already exist,
of which it is currently unclear which perform best on pulmonary data, or which
parts of algorithms are beneficial for robustness, precision and accuracy.

In order to compare the performance of the several algorithms, the EM-
PIRE10 team organised a challenge. The EMPIRE10 website (http://empire10.
isi.uu.nl) states: There are a number of benefits to comparing algorithms in
this way:

� Corresponding author: m.staring@lumc.nl
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– All algorithms will be applied to exactly the same set of data.
– Any algorithm parameters or settings will be chosen by those familiar with

the algorithm and expert in its configuration.
– The resulting registrations will be independently evaluated using the same

criteria for all participants.

The authors registered to the challenge under the team name “RubberBand”,
referring to the registration package elastix, developed previously by the au-
thors [1]. Executables and source code of elastix are publicly available from
the website http://elastix.isi.uu.nl, under the BSD license, which allows
free academic and commercial use and permits modification of the source code.
A manual for elastix and an example of usage can also be downloaded. In
addition, we created a “parameter file database”, which is a collection of param-
eter files that proved successful, together with a short description of the clinical
application for which they were used. The parameter file database can be found
through the website3 and elastix-users are encouraged to upload their own
settings. A default parameter file can also be found here.

The goal of our contribution is to determine what a standard and generic,
but fully automatic, intensity-based image registration algorithm can achieve
compared to the competition. How will this relatively simple, general purpose
algorithm compare to more advanced registration algorithms that are tailored
to the specific application?

2 Methods

In this paper we adopt the formulation of image registration as an optimisation
problem:

μ̂ = argmin
μ

C(Tμ; IF , IM ), (1)

where IF and IM denote the fixed and moving image, respectively, Tμ is the
spatial transformation relating the two and parameterised by the vector of pa-
rameters μ, and C is the cost function or similarity measure that defines the
quality of alignment.

Image registration is performed in three stages:

1. Affine registration using the original data, without the use of lung masks.
This is done to get a coarse global alignment of the entire anatomy. Lung
masks are not used, to exploit all anatomy.

2. Nonrigid registration using the processed data (see “Masking” below for
an explanation), without the use of lung masks. Our experiments revealed
that the use of lung masks at an early stage had a negative impact on lung
boundary alignment in case of large offsets (i.e. large differences in inspiration
level).

3 http://elastix.isi.uu.nl/wiki.php
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3. Nonrigid registration using the processed data, and with the use of the lung
mask of the fixed image. From our experiments we learned that the match
of smaller structures within the lung is improved by using a lung mask.

Several choices for the different registration components are made:

Cost function C: Normalised Correlation Coefficient (NCC), which is suitable
for mono-modal image registration, but can compensate for global intensity
differences due to differences in inspiration level. It is defined as:

NCC(μ; IF , IM ) =

∑
xi

(
IF (xi)− IF

) (
IM (Tμ(xi))− IM

)
√∑

xi

(
IF (xi)− IF

)2 ∑
xi

(
IM (Tμ(xi))− IM

)2 , (2)

where xi are samples drawn from the fixed image, with IF = 1
|ΩF |

∑
xi

IF (xi)

the average grey-value, and similarly for IM .
It is possible to include regularisation in the cost function: C = NCC+ αR,
with a suitable choice for R, for example the bending energy, penalising the
second order derivatives [2]. For the specific application at hand, regularisa-
tion would have been beneficial for some data sets (appearance of smearing
effects). However, it requires manual setting of an additional data-dependent
parameter α, which is not a trivial choice, and additionally it increases the
computation time. Therefore, for the sake of simplicity regularisation was
omitted, at the cost of a deduction of points in the evaluation (singularities
in the deformation field).

Transformation: An affine registration is performed prior to nonrigid regis-
tration to accommodate for global offset and differences in inspiration level.
Subsequent nonrigid transformations are modelled by B-splines [2], embed-
ded in a multi-grid setting. The latter require the setting of the grid spacing
and the definition of a multi-grid strategy. For stage 2 the grid spacing was
set to 80, 80, 40, 20, and 10 mm in each direction for each resolution, re-
spectively. For stage 3 we used 80, 40, 20, 10, and 5 mm. See Table 1 for an
overview.

Optimisation: To optimise (1) we opt for an iterative procedure, called adap-
tive stochastic gradient descent (ASGD) [3]:

μk+1 = μk − γ(tk)g̃k, (3)

Table 1. Parameter settings for stages 1-3, resolution levels R1-R5.

Stage Iterations R1 R2 R3 R4 R5

1. Affine 1000

2. Nonrigid without mask 1000 Grid spacing (mm) 80 80 40 20 10
Downsample factor 16 8 4 2 1

3. Nonrigid with mask 2000 Grid spacing (mm) 80 40 20 10 5
Downsample factor 4 3 2 1 1
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with k the iteration number, and g̃k an approximation of the cost function
derivative ∂C/∂μk. The derivative is approximated by random sampling of
the fixed image with a relatively small number of samples [4]. The scalar γ(tk)
determines the step size, where γ(·) is a decaying function and tk is defined

by tk+1 =
[
tk + f(−g̃T

k
g̃k−1)

]+
, with [·]+ = max(·, 0), and f(·) a sigmoid

function. The use of the inner product g̃T

k
g̃k−1 for determining the step size

makes the optimisation procedure adaptive (dependent on the estimated
progress), and the registration more robust. Details can be found in [3]. The
stop condition is a user-defined maximum number of iterations K. We used
K = 1000, 1000, 2000 iterations for each of the three stages, respectively (see
Table 1). Other settings of ASGD were left to their defaults.

Sampling strategy: A relatively small number of samples (2000) are drawn
randomly each iteration from the fixed image (off the voxel grid), to compute
g̃k.

Interpolation: During registration a linear interpolator is used to compute the
spatial derivative of the moving image ∂IM/∂x, required for computing g̃k.

Hierarchical strategy: For the image data Gaussian pyramids are used with
sub-sampling, to increase robustness. For the B-spline transform a multi-
grid approach is used, starting with a coarse control point grid in the first
resolution, only capable of modelling coarse deformations. In subsequent res-
olutions the B-spline grid is gradually refined, thereby introducing the capa-
bility to match smaller structures. For all stages 5 resolutions were used, with
isotropic down-sampling of the data, since the data was mostly isotropic. For
stage 1 and 2 the images were down-sampled with a factor of 16, 8, 4, 2, and
1, for each resolution, respectively. For stage 3 the factors were 4, 3, 2, 1,
and 1. See Table 1 for an overview.

Masking: In the last step of the registration procedure we have used lung
masks, which were created automatically by the EMPIRE10 organisers. The
fixed and moving image data were processed in the following way: all vox-
els that are more than 2 voxels outside the lung segmentation (provided by
EMPIRE10) are given the intensity value 0. This was done to mitigate the
effect the ribs have on the transformation within the lungs, observed in ear-
lier experiments. The ribs move discontinuously from the lung field during
inspiration and can therefore not be used as guidance. The image gradient
∂IM/∂x is relatively high at the ribs, influencing the deformation field, and
propagating its effect into the lungs causing misalignment of fissures and
vessels. This preprocessing step eliminates that problem.

The above image registration algorithm is fully automatic. Exact elastix

settings that were used in the experiments have been made available via the pa-
rameter file database, see http://elastix.isi.uu.nl/wiki.php, see par0011.
The registration settings for each experiment can be inspected in detail, and the
parameter files can be downloaded for reproducing our results or for use in other
applications.
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3 Experiments and Results

Data sets and the scoring methodology are described in [5].

3.1 Runtime

All registration were performed on an Intel Xeon W3520 @ 2.66 GHz, 4GB
RAM, Windows 7 64 bit. The mean run time of elastix for each stage is given
in Table 2. On average the registration took 16 minutes, 20 seconds, of which
5 minutes, 18 seconds were spent to automatically compute the optimisation
parameters by the ASGD optimiser. The computation time in stage 3 is longer
than that of stage 2 due to a doubling in the number of iterations and a more
involved computation of Tμ(x), since at stage 3 Tμ(x) is a composition of three
transforms.

3.2 Results

Visual inspection of the affine registration showed that all scans were success-
fully matched globally. Automatic scoring was performed on the final result after
stage 3, by the EMPIRE10 organisers. The results are given in Table 3. They are
divided in four categories: lung boundary match, fissure match, landmark preci-
sion, and the presence of singularities in the deformation field. A comparison to
other participants can be found at http://empire10.isi.uu.nl/mainResults.
php. Overall, of the 34 submitted algorithms, our contribution achieved the 7-th
place with an average rank of 13.13 (best 8.03, worst 31.46).

The results for the lung boundary match are very good. Never an overall error
of more than 0.006% was obtained, with an average of 0.001%. This resulted in
a final rank of 11.15/34, at the same level of competing algorithms, except for
the two with final rank 1 and 2. Two poor scores for lung boundary overlap are
suspected to be due to breathing artifacts in the CT scan (scans 13, 16).

With respect to the fissures our errors are slightly higher than those of other
submissions with final rank 1 - 10. Scans 07 (noise), 14 (diffuse areas), 18 and
20 were especially difficult. An average error of 0.50% was obtained, with corre-
sponding rank 13.62 (min 9.52, max 16.52 in 1-10).

Table 2. Average runtime in seconds for each stage of the registration.

registration ASGD
stage mean min max mean min max

1. Affine 56 30 70 5 3 8
2. Nonrigid without mask 216 150 286 84 45 138
3. Nonrigid with mask 708 511 1279 229 70 720

total 980 318
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Lung Boundaries Fissures Landmarks Singularities

Scan

Pair
Score Rank Score Rank Score Rank Score Rank

01 0.00 9.00 0.00 3.00 1.72 7.00 0.00 11.50

02 0.00 11.00 0.00 15.00 0.33 1.00 0.01 29.00

03 0.00 13.00 0.00 12.50 0.34 7.00 0.00 12.00

04 0.00 11.00 0.00 16.50 0.79 2.00 0.00 14.00

05 0.00 13.00 0.00 16.00 0.02 15.00 0.00 29.00

06 0.00 16.00 0.00 7.00 0.32 9.00 0.00 14.00

07 0.00 3.00 1.01 15.00 3.15 17.00 0.02 27.00

08 0.00 4.00 0.36 21.00 0.59 4.00 0.00 12.50

09 0.00 11.00 0.00 21.00 0.54 6.00 0.00 27.00

10 0.00 15.00 0.00 15.00 0.96 4.00 0.00 27.00

11 0.00 3.00 0.14 18.00 0.60 1.00 0.01 27.00

12 0.00 23.00 0.00 13.50 0.00 1.50 0.00 14.50

13 0.00 23.00 0.07 10.00 1.03 17.00 0.21 32.00

14 0.00 5.00 3.60 17.00 3.32 16.00 0.11 28.00

15 0.00 16.00 0.00 7.00 0.63 8.00 0.00 12.50

16 0.00 21.00 0.00 6.50 0.76 4.00 0.02 28.00

17 0.00 6.50 0.05 19.50 0.71 8.00 0.01 29.00

18 0.00 2.00 2.74 16.00 2.28 11.00 0.00 10.50

19 0.00 14.00 0.00 12.00 0.40 1.00 0.00 14.50

20 0.00 3.50 2.13 11.00 1.36 6.00 0.00 10.50

Avg 0.00 11.15 0.50 13.62 0.99 7.27 0.02 20.47

Average Ranking Overall 13.13

Final Placement 7
Table 3. Results for each scan pair, per category and overall. Rankings and final
placement are from a total of 34 competing algorithms.

Regarding the landmark distance error our submission performs very well:
there are 6 algorithms that perform better in terms of average score, and only 3
in terms of average rank. This resulted in a final rank of 7.27.

The weakest point of our submission is the presence of singularities in the
deformation field as measured by a negative determinant of the Jacobian ∂T /∂x.
Our submission reaches an average rank of 20.47 out of 34, which is about 7 worse
than submissions with a final rank around ours (1 - 10). A more detailed analysis
revealed that 10/20 scans score poor, and the remaining 10 obtained a perfect
score of 0% folding. Of the 10 poor results 1/10 was due to a streaking artifact
in the CT scan (scan 13), 5/10 were due to higher noise levels and especially
diffuse scan areas (scans 07, 10, 11, 14, 16), and the remaining 4/10 (scans 02,
05, 09, 17) showed no visual appearance of a smearing effect.
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4 Discussion and Conclusion

The goal of our contribution was to determine what a standard and generic,
but fully automatic, intensity-based image registration algorithm can achieve
compared to the competition. The results are good in terms of lung boundary
alignment, landmark alignment, and fissure alignment. The worst scores were
obtained in the category ‘Singularities’. This is due to the omission of a regular-
ising term in the cost function. We expect that the use of a regularisation term
will bring the folding score up to par with competing algorithms, which would
improve the final placement from 7 to around 5. This will however increase the
complexity of the algorithm somewhat, and introduce an extra parameter. An-
other possibility would be to include hard constraints on the determinant of the
Jacobian of the transformation, as in [6].

There seems little a-priori performance bias to certain scan protocols. We
observed not much difference between the registration quality of low dose (LD)
scan pairs, or LD-ULD scan pairs. Additionally, the two sheep datasets and the
artificially warped data were registered with similar quality as the other scans.
The algorithm however performed less well on data containing diffuse areas, or
areas with little structure, which is not a surprising observation.

In conclusion, a standard, fully automatic, intensity-based image registration
algorithm achieved a ranking of 7 out of 34, with room for improvement in the
category ‘Singularities’. The implementation is publicly available from http:

//elastix.isi.uu.nl.
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Abstract. This note describes an elastic registration algorithm in a
multi-resolution setting designed for CT lung data sets. Initialized by
an affine pre-registration of the lungs, the algorithm minimizes simul-
taneously a similarity measure (the sum of squared differences) and a
regularizing term (the Navier-Lamé operator). Due to its efficient im-
plementation the algorithm is able to register a typical data set (with
about 0.7 mm voxel resolution) within 25 minutes on a desktop PC. The
algorithm is ranked no. 8 out of 34. On follow-up data sets the mean
target registration error is below 0.5 mm and reaches subvoxel accuracy.

1 Introduction

Motion field estimation in the context of this challenge can be understood as a
black box with two image scans on the input side and a deformation vector field
(DVF) on the output side. The two image scans belong to the same patient and
consist either of reconstructions of two respiratory states or of a baseline scan
in conjunction with a follow-up scan (see [1] for further details). The process of
motion field estimation is equivalent to aligning the two scans. Any differences
occuring due to different patient positioning or different respiratory states can
be removed such that – after applying the resulting DVF – the anatomical lung
structures in both scans are aligned with each other. However, other differences
such as imaging artifacts (e.g., due to respiratory or cardiac motion), recon-
struction artifacts, noise, or pathological changes (e.g., due to emphysematous
tissue, edema, emerging or dissolving lung nodules) cannot be aligned. Here, a
correspondence of structures does not exist and such a problem is, from a mathe-
matical point of view, not well-defined. In practice, motion field estimation tries
to ignore non-corresponding regions, typically by regularizing the registration
problem.

Image registration of medical data has a long history, for a detailed overview
we refer to the literature (e.g., [2–4] and references therein). Registration meth-
ods can be classified according to either (i) the dimension of image structures
(features) used for the registration task or (ii) the dimension of the search space
from which the DVF is taken from. The algorithm described in this note follows
a volumetric approach (i.e., no subset of features such as points or surfaces are
extracted from the dataset, instead the entire voxel information is used) and can
be classified as non-parametric, i.e., a transformation from a function space is
chosen instead of using a combination of basis functions such as b-splines or thin
plate splines.
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2 The Algorithm

The volumetric, non-parametric, non-rigid registration approach described in
the following is fully-automatic. Unless otherwise noted, parameters are fixed
for all registrations.

Let R and T denote the two images (defined on some domain Ω ⊂ R
3) to be

registered with R being the reference (or fixed) image and T being the template
(or moving) image. The corresponding binary lung masks are denoted by MR

and MT . Let u : R3 → R
3 describe a DVF pointing from the reference image

onto the template image such that the displaced template image is aligned with
the reference image.

2.1 Pre-processing

Human anatomy causes motion field estimation being a challenging problem for
lung applications. This holds in particular for the lung-rib interface with on the
one side the lung parenchyma following the breathing motion and on the other
side the ribs staying in place or even moving in opposite direction. Since typically
image structures with high contrast (ribs) get better aligned than structures
with little contrast (lung vessels), this can lead to unrealistic motion of near-
pleura lung regions. To circumvent mis-alignment of parenchymal structures a
lung mask can be used or, as done here, a simple transfer function is applied
to the image intensity scale. By choosing a smooth transfer function, such that
intensities smaller than 0 HU are preserved and intensities larger than 0 HU are
mapped to 0 HU, bone structures become of similar intensity than surrounding
tissue and, therefore, the rib cage does not influence lung motion any longer.

The approach described in this note follows a multi-resolution strategy, both
to increase robustness and to reduce computational effort. To this end, reference
and template image as well as the lung masks are each embedded into an image
pyramid with the original resolution labeled as level 0 and downsampled versions
labeled as levels 1,2 and so on. Downsampling involves Gaussian smoothing and
depends on both the image size and the voxel size. If the voxel size is (almost)
isotropic, downsampling reduces the image size by a factor 2 in each dimension.
Anisotropic data (e.g., high in-plane resolution but thick slices) are downsampled
in-plane as often as the voxel size becomes almost isotropic. The total number
of pyramid levels depends on the original image size. Downsampling stops if
the image size in each dimension is below 20 voxels. Therefore, a typical CT
dataset results in an image pyramid with four to five levels (including the original
resolution).

On the highest pyramid level (corresponding to the coarsest resolution) the
center of gravity is determined for both lung masks. From the difference in the
center positions a vector is determined which serves as initial translation of
the template image. For most lung data this pre-processing step is redundant,
however, under special circumstances image geometries can differ largely such
that the lung masks do not overlap at all.
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2.2 Affine Registration

Affine registration is suited for rough alignment of two images. For lung data,
affine registration is in particular useful for patient cases where the patient po-
sitioning between baseline and follow-up scan differs (e.g., by rotation in the
axial plane) or where the breathing amplitude is large resulting in a scaling in
cranio-caudal direction. To balance between runtime on the one hand and suf-
ficient image content on the other hand, this registration step is carried out on
the second coarsest level only.

Let φ : R12 × R
3 → R

3 denote an affine voxel transformation where a vec-
tor p ∈ R

12 collects three translation parameters (initialized by the translation
determined in the pre-processing step), three rotation angles, three scaling pa-
rameters as well as three shear parameters. Affine registration then aims at
minimizing the sum of squared differences between the reference lung mask and
the transformed template lung mask,∫

Ω

[MR(x)−MT (φ(p, x))]
2dx

φ→ min .

This minimization problem is solved using a Gauß-Newton approach in conjunc-
tion with Armijo’s stepsize rule.

2.3 Elastic Registration

Unlike the affine registration, the elastic registration as the core step uses the CT
data and not the lung mask data. It is initialized by the affine transformation
given by p and starts on the coarsest level of the image pyramid. After registra-
tion on this level, the computed deformation is upsampled to the resolution of
the next level, followed by another registration. The finest level is automatically
determined based on the image size. Typically, elastic registration is skipped for
the finest level.

Elastic registration tries to find a DVF u : R3 → R
3 such that the displaced

template image Tu(x) := T (φ(p, x) + u(x)) minimizes both a certain similarity
measure D and a regularizing term S. By adding a regularizing term, the regis-
tration problem is well-posed [4]. For D we choose the sum of squared differences,

D[u] :=
1

2

∫
Ω

[R(x)− Tu(x)]
2dx ,

while for S an elastic regularizer [5] based on the Navier-Lamé equation is em-
ployed,

S[u] :=
∫
Ω

(
μ

4

3∑
i,j=1

(∂xj
ui(x) + ∂xi

uj(x))
2 +

λ

2
(∇ · u(x))2

)
dx .

The elastic regularizer assumes that the underlying images can be characterized
as an elastic and compressible material. Its properties are modeled by the so-
called Lamé constants λ, μ.
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By combining the similarity measure and the regularizing term (to be eval-
uated on each voxel of the respective resolution level), the registration problem
is formulated as minimizing the joint functional

D[u] + S[u] u→ min .

Based on calculus of variations a system of non-linear partial differential equa-
tions is to be solved,

μΔu+ (μ+ λ)∇ · ∇u = ∇Tu(R− Tu) . (1)

For the discretization of (1) finite differences in conjunction with Neumann
boundary conditions have been chosen. The resulting system of linear equa-
tions consists on one hand of a sparse, symmetric and highly structured matrix
arising from the regularizer and, on the other hand, of a so-called force vector
corresponding to the similarity measure (see [6] for further details). The system
of equations is then linearized and iteratively solved by a conjugate gradient
scheme. The iteration is stopped if the update in u is below 0.05 mm for all
positions indicating convergence.

2.4 Post-processing

For the purpose of the EMPIRE10 challenge, post-processing only involves the
upsampling of the computed DVF to the original resolution.

2.5 Computational Demand

The experiments for this study are computed using MATLAB on a desktop PC
(2.83 GHz, 3 MB RAM). The average time for pre-/post-processing (including
I/O) was below 2 minutes, the affine registration took less than one minute, and
the elastic registration was completed within 22 minutes.

3 Results

The proposed registration method was applied to a set of 20 data sets, including

– 6 data sets acquired at breathhold inspiration and breathhold expiration on
the same day,

– 7 data sets acquired at breathhold inspiration (baseline and follow-up),
– 3 data sets showing two respiratory phases out of a respiratory-gated breath-

ing sequence,
– 2 data sets showing two respiratory phases out of a respiratory-gated breath-

ing sequence from a sheep (regulated breathing),
– 2 data sets with one image acquired at breathhold inspiration and the other

image artificially generated by a thin-plate spline interpolation.
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Lung volumes range from 2.2 l to 11.6 l for the human data sets (1.7 l to 2.4 l
for the sheep data sets), relative lung volume changes (the difference of lung
volume in both images divided by the larger volume) are as expected highest
for the breathhold inspiration/expiration data sets (36%±9%) and lowest for
the follow-up data sets (6%±7%). The data sets taken out of a respiratory-gated
breathing sequence show a moderate relative lung volume change of 10%±7% for
the human scans and of 23%±4% for the sheep scans. The artificial generation of
the second scan nearly preserved the lung volume (relative change of 1%±1%).

The resulting DVFs are evaluated according to the matched lung boundary,
the matched fissures, the target registration error, and singularities (see [1] for
a detailed explanation). For each of these four criteria a score is generated and
a rank is attached to this score. Scores and rankings are summarized in Tab. 1.

Lung Boundaries Fissures Landmarks Singularities

Scan
Pair

Score Rank Score Rank Score Rank Score Rank

01 0.08 21.00 0.66 19.00 3.02 16.00 0.00 11.50

02 0.00 11.00 0.00 15.00 0.38 7.00 0.00 12.50

03 0.00 5.50 0.00 12.50 0.37 11.00 0.00 12.00

04 0.00 2.50 0.00 16.50 1.39 18.00 0.00 14.00

05 0.00 13.00 0.00 16.00 0.09 20.00 0.00 13.50

06 0.00 16.00 0.00 7.00 0.23 2.00 0.00 14.00

07 0.02 14.00 0.21 3.00 1.94 9.00 0.00 10.00

08 0.00 17.00 0.00 10.00 0.90 11.00 0.00 12.50

09 0.00 12.00 0.00 18.50 0.55 9.00 0.00 13.00

10 0.00 5.00 0.00 15.00 2.33 18.00 0.00 13.50

11 0.01 12.00 0.01 10.00 0.82 9.00 0.00 11.50

12 0.00 10.00 0.00 13.50 0.44 22.00 0.00 14.50

13 0.00 12.00 0.09 15.00 0.76 2.00 0.00 13.00

14 0.02 14.00 3.40 16.00 3.13 14.00 0.00 20.00

15 0.00 8.00 0.00 15.00 0.64 12.00 0.00 12.50

16 0.00 15.00 0.22 25.00 1.01 10.00 0.00 13.50

17 0.00 17.00 0.06 25.50 0.86 14.00 0.00 14.00

18 0.01 13.00 3.68 19.00 2.71 12.00 0.00 10.50

19 0.00 14.00 0.00 12.00 0.47 9.00 0.00 14.50

20 0.05 19.00 2.96 18.00 2.82 17.00 0.00 22.00

Avg 0.01 12.55 0.56 15.07 1.24 12.10 0.00 13.62

Average Ranking Overall 13.33

Final Placement 8
Table 1. Results for each scan pair, per category and overall. Rankings and final
placement are from a total of 34 competing algorithms.
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Fig. 1. Residuum shown for coronal slices of case 7 (left) and case 3 (right). Note the
mis-aligned lung tips for case 7.

3.1 Lung boundary alignment

The lung boundary is perfectly matched in eight scan pairs. In five scan pairs
the percentage of points for which a penalty was incurred, is below 0.001%.
An error between 0.002% and 0.086% was observed for the remaining seven
scan pairs including all inspiration/expiration data sets as well as one follow-up
data set with a larger relative lung volume change (21%). The reason for these
errors can be located in the tips of the lungs as highly compressible regions for
which the globally chosen values of the material parameters are not optimal. For
illustration, Fig. 1 displays the residuum image (R − Tu) for coronal slices of
case 7 (inspiration/expiration, relative lung volume change of 36%) and case 3
(follow-up, relative lung volume change of 8%). In the left view the mis-alignment
of the lung tips is clearly visible.

3.2 Fissure alignment

The lung fissures are exactly matched in seven scan pairs. For six scan pairs the
alignment fails for more than 0.1% of the fissure voxels (3.7% at maximum).
Similar to the lung boundary alignment, these scan pairs (except one) are in-
spiration/expiration data sets. On the one hand, the larger breathing motion
certainly makes fissure alignment more challenging, on the other hand the result
reflects the fact that no specific fissure detection is included in the algorithm.

3.3 Target registration error

The achieved target registration error (TRE) reflects both the breathing am-
plitude and the voxel resolution. Inspiration/expiration data sets were matched
worse but still with a mean error of 2.42±0.85 mm being superior to the majority
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of the algorithms participating in the challenge. Follow-up data sets are regis-
tered with an error of 0.49±0.20 mm indicating subvoxel accuracy. The higher
TRE of 0.88±0.13 mm for the data sets taken out of respiratory-gated breathing
sequences reflects the higher voxel resolution of about 1 mm in-plane and 1.25
to 2.5 mm slice thickness. The registration accuracy for the two sheep data sets
(1.39 and 2.33 mm, respectively) can be still improved. Based on inspection of
the residuum image, the error can be traced back to mis-aligned fissure regions:
while the fissures themselves are exactly matched, the sliding along the fissures
is observed to be much higher than in the human datasets, either due to different
anatomy or due to regulated breathing.

3.4 Singularities

In general, the use of a regularizer prevents the DVF from singularities, however,
the regularizer acts as a soft constraint and therefore does not guarantee a DVF
without any singularity. In this study, two data sets suffered from singularities to
a very little amount (less than 0.0002%) occuring in the tips of the lungs while
the remaining lungs were free of singularities.

3.5 Local lung ventilation

Local lung ventilation is closely related to the detection of singularities since
both computations rely on the determinant of the Jacobian of the DVF. Beside
from the variety of applications in diagnosis and therapy of lung diseases, local
lung ventilation can serve as further validation criterion since it extends regis-
tration validation to functional validation [7]. A striking example is presented
in a recent comparison study [8] where different registration methods achieved
similar TREs but resulted in ventilation maps varying from overall contraction
of the lungs (reflecting the underlying exhalation) to non-realistic mixtures of
contracting and expanding lung regions. Although it might be difficult to derive
a quantitative validation measure based on local lung ventilation, functional lung
validation has the potential to make lung registration more applicable to clini-
cal tasks such as the detection of non-cancer diseases or adaptive radiotherapy
planning.

The local lung ventilation is displayed for some cases of the study in Fig. 2.
For better visualization the reference image from the original CT data is over-
layed as iso-intensities (determined for −200 HU). The first example (case 18
shown in first row) is chosen from the inspiration/expiration data sets. The esti-
mated ventilation is large throughout the lungs. Except for a contracting region
visible in the sagittal view which corresponds to the mis-aligned tips of the lungs,
all parts of the lungs are expanding as it is expected during inhalation. Vessel
tree structures are less or not ventilated (white spots), moreover a ventral-dorsal
gradient is visible. From the set of follow-up data sets, case 3 is shown as second
example. Its relative lung volume change of 8% is reflected by a lower ventilation.
The ventilation map is homogeneous except for a region in the lower right lung.
The third example case is a sheep data set (case 4). A ventral-dorsal gradient
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Fig. 2. Local lung ventilation maps for cases 18 (inspiration/expiration), 3 (follow-
up), 4 (sheep data), and 12 (artifical deformation) shown from top to bottom. Positive
values indicate expansion while negative values are related to contraction. The maps
are overlayed with iso-intensities (−200 HU) derived from the reference scan.
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is clearly visible. Compared to the first example, ventilation for the sheep case
is more homogeneous, probably induced by the regulated breathing. The venti-
lation map of the last example (case 12) results from an artificially generated
data set. Unlike the other examples, expanding and contracting lung regions are
present, moreover, ventilation is not reduced in voxels belonging to the vessel
tree.

4 Conclusion

A fully-automatic, multi-resolution, volumetric, non-rigid, non-parametric regis-
tration approach consisting of a pre-processing step, an affine registration step,
and an elastic registration step is proposed in this note. Motivated by the use of
a linear elastic model and the efficient implementation, the approach is named
“Fast Elastic Image Registration”. The approach is ranked no. 8 out of 34.
On follow-up data sets the mean target registration error is below 0.5 mm and
reaches subvoxel accuracy. The employed linear elastic model makes the ap-
proach well-suited for local lung ventilation estimation.

References

1. Murphy, K., van Ginneken, B., Reinhardt, J., Kabus, S., Ding, K., Deng, X., Pluim,
J.: Evaluation of methods for pulmonary image registration: The EMPIRE10 study.
In: Grand Challenges in Medical Image Analysis. (2010)

2. Maintz, J., Viergever, M.: A survey of medical image registration. Medical Image
Analysis 2(1) (1998) 1–36

3. Hajnal, J., Hawkes, D., Hill, D.: Medical image registration. CRC Press (2001)
4. Modersitzki, J.: Numerical methods for image registration. OUP (2004)
5. Broit, C.: Optimal Registration of Deformed Images. PhD thesis, University of

Pennsylvania (1981)
6. Kabus, S.: Multiple-Material Variational Image Registration. PhD thesis, Univer-

sität zu Lübeck (2007)
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Abstract. The registration of thoracic images is a common but still
challenging problem with critical clinical applications (e.g. radiotherapy
and diagnosis). In the context of the EMPIRE10 challenge, we briefly
introduce in this paper our registration method based on the diffeomor-
phic demons algorithm. Although fully automatic and generic (applies
to a large variety of images such as brain or thoracic CT scans), the
proposed method appears to be a very efficient registration method.

1 Introduction

Registration of thoracic CT images is a challenging problem encountered in the
routine clinical life. For instance, one of the most important aspect in radiother-
apy planning is to precisely determine the target volume that has to be treated.
The elastic nature of the lung tissue deformation and the physiological movement
of patient (e.g. breathing cycle) affects the localization of the target volume. Im-
age registration may greatly improve the treatment accuracy by compensating
the inevitable anatomical changes between two acquisitions.
Since its publication [6], the demons registration algorithm has become a pop-
ular and widely used method for intra-modality deformable image registration.
Recently, Vercauteren et al. [9] proposed an efficient non-parametric diffeomor-
phic image registration algorithm based on an extension of the demons algorithm
(diffeomorphic demons for short).
EMPIRE10 is a challenge providing a platform for in-depth evaluation and fair
comparison of thoracic CT image registration algorithms. In this paper, we ap-
ply the diffeomorphic demons registration algorithm in the context of the EM-
PIRE10 challenge. Although being a generic (can be applied to a large variety
of image registration problem) and fully automatic (unique set of parameters),
the diffeormophic demons appears to be a very efficient registration method
challenging some other methods highly specialized in the thoracic CT image
registration.
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2 Diffeomorphic demons

2.1 Standard Demons Algorithm

The demons algorithm alternates between computation of some image warp-
ing forces that are inspired by the optical flow and their regularization by a
simple Gaussian smoothing. Using a hidden variable in the registration process
(correspondences), the demons algorithm can be seen as the optimization of a
global energy [2]. The regularization criterion is then considered as a prior on
the smoothness of the transformation s. The point correspondences between im-
age pixels (using a vector field c) is not required to be exact realizations of the
transformation ; some errors are allowed for each point correspondence. Given
a fixed image F (.) and a moving image M(.), the global energy to be optimized
is:

E(c, s) =
1
σ2

i

Sim (F,M ◦ c) +
1
σ2

x

dist (s, c)2 +
1

σ2
T

Reg (s) (1)

Sim (F,M ◦ s) =
1
2
‖F − M ◦ s‖2 =

1
2 |ΩP |

∑
p∈ΩP

|F (p) − M(s(p))|2 (2)

where ΩP is the region of overlap between F and M ◦ s, σi accounts for the
noise on the image intensity, σx accounts for a spatial uncertainty on the corre-
spondences and σT controls the amount of regularization we need. We classically
have dist (s, c) = ‖c − s‖ and Reg (s) = ‖∇s‖2 but the regularization can also be
modified to handle fluid-like constraints [2]. Within this framework, the demons
registration can be explained as an alternate optimization over s and c. It can
conveniently be summarized into the algorithm below:

Algorithm 1 Demons algorithm
1: Choose a starting spatial transformation (a vector field) s
2: repeat
3: Given s, compute a correspondence update field u by minimizing

Ecorr
s (u) = ‖F − M ◦ (s + u)‖2 +

σ2
i

σ2
x

‖u‖2 (3)

with respect to u
4: if a fluid-like regularization is used then
5: u ← Kfluid � u.
6: end if
7: Let c ← s + u
8: if a diffusion-like regularization is used then
9: s ← Kdiff � c.

10: else
11: s ← c.
12: end if
13: until convergence
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In both steps 5 and 9, the convolution typically uses a Gaussian kernel.
Vercauteren et al. [7] showed that a Newton method on Ecorr

s (u) explains and
generalizes the optimization step advocated by Thirion [6]:

u(p) = −F (p) − M ◦ s(p)

‖Jp‖2 + σ2
i (p)

σ2
x

JpT (4)

where σi(p) = |F (p) − M ◦ c(p)| is the local estimation of the image noise. Jp =
−∇T

p (M◦s) with a Gauss-Newton method, Jp = −1
2

(∇T
p F +∇T

p (M◦s)) with the
efficient second-order minimization (ESM) method [4], and Jp = −∇T

p F with
Thirion’s rule. Note that σx then controls the maximum step length: ‖u(p)‖ ≤
σx/2.

2.2 Diffeomorphic demons

The most straightforward way to adapt the demons algorithm to make it diffeo-
morphic is to optimize (1) over a space of diffeomorphisms. This can be done
using an intrinsic update step [3, 4]

s ← s ◦ exp(u), (5)

on the Lie group of diffeomorphisms. This approach obviously requires an algo-
rithm to compute the exponential for the Lie group of interest. Thanks to the
scaling and squaring approach presented in [1], this exponential can efficiently
be computed for diffeomorphisms with just a few compositions:

Algorithm 2 Fast computation of vector field exponential
1: Choose N such that 2−Nu is close enough to 0 (e.g. max

‚‚2−Nu(p)
‚‚ ≤ 0.5)

2: Perform an explicit first order integration: v(p) ← 2−Nu(p) for all pixels
3: Do N recursive squarings of v: v ← v ◦ v

By plugging the above Newton method tools for Lie groups within the al-
ternate optimization framework of the demons, Vercauteren et al. proposed [9]
the following non-parametric diffeomorphic image registration algorithm named
diffeomorphic demons:

Algorithm 3 Diffeomorphic demons iteration
1: Compute the correspondence update field u using (4)
2: If a fluid-like regularization is used, let u ← Kfluid � u.
3: Let c ← s ◦ exp(u), where exp(u) is computed using Algorithm 2
4: If a diffusion-like regularization is used, let s ← Kdiff � c (else let s ← c).
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3 EMPIRE10 challenge – results

3.1 Challenge context and implementation details

The EMPIRE10 challenge consisted in evaluating the state of the art in chest CT
registration. 20 pairs of chest CT scans (intra-subject) had to be registered. The
provided data were very challenging since they encompassed many of the prob-
lems faced by researchers developing registration algorithms for this application
(variation in image/voxel size, scans taken at various phases in the breathing cy-
cle, etc.). In addition to the CT data, binary lung masks were provided for each
scan pair. In the EMPIRE10 challenge, diffeomorphic demons was referenced as
“Asclepios1”.

To register each pair of images, we first performed a global affine registration
between the fixed and moving images using the method proposed by Ourselin
et al. [5]. This registration method is based on a multi-scale block-matching
algorithm, and, in its original version, this method allowed to estimate a rigid
transformation between two images. Since the paper publication, the code has
been adapted in order to estimate an affine transformation. In this paper, we
used the affine version of this registration method. The parameters used for the
challenge was:

– Number of pyramid level: 4
– Number of iteration at each level: 6
– Type of estimator: weighted least trimmed squares

The value of other parameters was set by default. This first linear registration
allowed to compensate for the global deformation induced by change in position
of the patient or by the lung position in the breathing cycle. To focus on the lung
part, the affine registration was performed on the masked images. The resulting
affine transformation was converted into a deformation field and then given as
an initial field to the diffeomorphic demons.
The implementation of the diffeomorphic demons used for the challenge was
based on ITK and was originally presented in [8]. This implementation is generic
and consequently applies for chest CT registration as well as any image regis-
tration problems (brain, heart, etc.). The method used is fully automatic since
the parameters were the same for any pair of images:

– No fluid-like smoothing was used
– Elastic-like smoothing: Gaussian kernel with σT = 2.5
– Number of pyramid level: 4
– Maximum step length: 2

Both registration processes have been performed on masked images and no his-
togram equalization has been applied on these images. The implementation of
the diffeomorphic demons is available in the MedINRIA software platform3.
3 http://www-sop.inria.fr/asclepios/software/MedINRIA/
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3.2 Numerical results

Table 1 presents the results of the EMPIRE10 challenge for the diffeomorphic
demons algorithm. For each pair of images, the registration method was evalu-
ated by four criteria:

– Alignment of lung boundaries
– Alignment of major fissures
– Correspondence of annotated point pairs
– Analysis of singularities in the deformation field

Thanks to the bijective nature of the diffeomorphisms, the diffeomorphic demons
had a perfect score on singularities in the deformation field. The method also
appeared to be very efficient on alignment of lung boundaries with an almost
perfect score. The performance on alignment of major fissures and on annotated
point correspondence were more than fair with a respective average rank of 15.97
and 13.67 (out of 34). Overall, our approach appeared to be a very efficient
registration method for thoracic CT images with a rank of 9 among the 34
competing algorithms. In particular, it outperformed several state of the art
methods highly specialized and optimized for thoracic CT images.

3.3 Visual results

In this section, we present some visual results illustrating the performance of
our method. The presented images correspond to axial slices of the lungs. In
order to focus the reader attention onto the lungs, the contrast in these regions
has been artificially increased while the contrast outside has been decreased.
This manipulation on the contrast was possible thanks to the masks provided
for both fixed and moving images. Since the registered image is supposed to
perfectly match the fixed image, the contrast change of the registered image
has been performed using the mask of the fixed image. As a consequence, a
misalignment of the lung boundary will appear as a thin white band in the lung
mask and as a dark band outside of the mask.
According to Table 1, the registration process using the diffeomorphic demons
was particularly accurate on the pairs of scans #9 and #15. Fig. 1 illustrates
for both scan pairs, respectively from left to right, the moving source image, the
registered source image, and the fixed target image. One can see that the initial
data (fixed and moving images) are clearly not registered (lung boundaries,
vessels, bronchus, etc.). Using our approach, the registered image appears to be
very similar to the fixed image: the lung boundaries are correct and most of
structures of the fixed image are present and well positioned in the registered
image.
According to Table 1, our approach was less efficient on the scan pairs #14 and
#20 (see Fig.2). Indeed, the lung boundary is not perfectly aligned and some
structures (vessels and bronchus), visible in the fixed image, are not present
in the registered image, and conversely. Moreover, one can see (especially on
scan pair #20) that some vessels have been distorted due to the regularization
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Lung Boundaries Fissures Landmarks Singularities

Scan
Pair

Score Rank Score Rank Score Rank Score Rank

01 0.04 19.00 4.79 22.00 4.84 21.00 0.00 11.50

02 0.00 11.00 0.00 15.00 0.38 8.00 0.00 12.50

03 0.00 5.50 0.00 12.50 0.34 8.00 0.00 12.00

04 0.00 6.00 0.00 16.50 5.23 31.00 0.00 14.00

05 0.00 13.00 0.00 16.00 0.00 5.50 0.00 13.50

06 0.00 16.00 0.00 21.00 0.25 3.00 0.00 14.00

07 0.05 20.00 1.12 16.00 3.55 19.00 0.00 10.00

08 0.00 18.00 0.03 14.00 1.04 16.00 0.00 12.50

09 0.00 8.00 0.00 6.50 0.52 4.00 0.00 13.00

10 0.00 9.00 0.00 15.00 7.60 30.00 0.00 13.50

11 0.06 19.00 0.00 7.00 1.21 14.00 0.00 11.50

12 0.00 10.00 0.00 13.50 0.00 5.00 0.00 14.50

13 0.00 3.00 0.05 1.00 0.76 4.00 0.00 13.00

14 0.04 16.00 9.64 27.00 8.23 23.00 0.00 9.50

15 0.00 8.00 0.00 7.00 0.59 3.00 0.00 12.50

16 0.00 3.50 2.26 31.00 1.62 25.00 0.00 13.50

17 0.00 6.50 0.05 22.50 0.72 9.00 0.00 14.00

18 0.06 18.00 4.32 22.00 3.57 20.00 0.00 10.50

19 0.00 14.00 0.00 12.00 0.41 2.00 0.00 14.50

20 0.00 17.00 5.40 22.00 8.62 23.00 0.00 10.50

Avg 0.01 12.02 1.38 15.97 2.47 13.67 0.00 12.52

Average Ranking Overall 13.55

Final Placement 9
Table 1. Results for each scan pair, per category and overall. Rankings and final
placement are from a total of 34 competing algorithms.

applied to the deformation field. However, even if not perfect in these cases, the
two registered images are very similar to their corresponding fixed target images
which shows the overall quality of the results.
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Table 1). The registered image (central column) is the moving image (left column)
re-sampled in the geometry of the fixed image (right column). The slice numbers are
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Fig. 2. Image registration results (two of the less accurate examples according to Ta-
ble 1). The slice numbers are 226 for the scan pair #14, and 161 for the scan pair
#20.
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Abstract. In our open source software package “Plastimatch”, we pro-
vide a B-spline based deformable image registration method with an
efficient GPU and multicore implementation. We have participated in
the EMPIRE10 grand challenge to evaluate our method on the task of
registering a set of benchmark thoracic CT data sets. The results demon-
strate that our method ranks 12 on the 34 methods evaluated. On the set
of statistics we computed, we have shown that our registration methods
can register the benchmark images at full resolution in 0.4 ∼ 5.7 minutes
with good results based on the Dice and invertibility statistics.

Keywords: Deformable Image Registration, B-spline

1 Introduction

Deformable image registration is an important and challenging research area in
medical imaging, and it has been successfully applied to various problems in
the clinical setting. One such problem is pulmonary CT image registration as
highlighted in this EMPIRE10 grand challenge.

Due to the elastic nature of lung tissue deformations, deformable image reg-
istration is needed to register a pair pulmonary CT images. We have developed
a B-spline based deformable image registration method with efficient implemen-
tation as part of our open source software package “Plastimatch” [1].

By using a grid alignment scheme in our method, we can significantly ac-
celerate the B-spline interpolation and gradient computation, thus speeding up
the registration process. The improved efficiency of the registration process is
reported as running time on the benchmark dataset provided by EMPIRE10. It
takes 0.4 ∼ 5.7 minutes to register to a pair of 3D CT benchmark images at full
resolution.

One of our goals to participate this grand challenge is see how accurate
our method compared to other methods. Based on the evaluation metrics, we
achieved an average ranking of 12 out of 34 methods submitted. Combined with
our own evaluation metrics of Dice coefficients and root mean squared error
(RMSE), our method is accurate and certainly demonstrate the potential of
clinical applicability. However, as all these evaluation metrics are not conclusive
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in terms of local registration error, visual inspection is still needed in the clinical
setting.

2 Methods

This section provides an overview of B-spline registration and describes a grid-
alignment scheme to significantly accelerate two major stages of the overall reg-
istration process: B-spline interpolation and gradient computation.

The B-spline registration method uses cubic B-spline curves to define a dis-
placement field that maps the voxels in the moving image to those in a reference
(or static) image. Since the vector field is defined in a parametric fashion (that is,
in terms of coefficients provided by a set of control points), a cost function that
quantifies the similarity between the fixed and moving images can be specified
and registration can be posed as an optimization problem. This requires that we
evaluate C, the cost function corresponding to a given set of spline coefficients,
and ∂C/∂P , the change in the cost function with respect to the coefficient values
P at each individual control point. The registration process then becomes one of
iteratively defining coefficients P , performing B-spline interpolation, evaluating
the cost function C, calculating ∂C/∂P for each control point, and performing
gradient-descent optimization to generate the next set of coefficients.

2.1 B-spline Interpolation

By aligning the voxel grid with a uniformly-spaced control grid, as shown in
Fig. 1(a), the image volume becomes partitioned into many equally sized tiles.
In the shown 2D example, the control grid partitions the voxel grid into tiles with
5 × 4 voxels each. The vector field at a voxel within a tile is influenced by the
16 control points in the tile’s immediate vicinity, and the values of the B-spline

x

y

voxel (2,7) at offset (2,3) of tile (0,1)

voxel grid

B-spline grid

voxel (7,7) at offset (2,3) of tile (1,1)

(a)

Voxel 

index

Tile

Offset

Multiplier LUT

Index LUT Coefficents

Gradient

Grad

Interpolant

(b)

Fig. 1. (a) A portion of a 2D image upon which a 5 × 4 control-point grid is superim-
posed with the voxel grid aligned with the control grid. Since both the marked voxel
and the grayed voxel are located at the same relative offset within their respective tiles,
both voxels will use the same βl(u)βm(v) value. (b) For aligned grids, lookup tables
can accelerate the registration process by eliminating redundant computations.
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basis functions depends upon the voxel’s local coordinates, or offset, within the
tile. Notice that the two marked voxels in Fig. 1(a), while residing at different
locations within the image, both possess the same offsets within their respective
tiles. This results in the B-spline basis function product yielding identical values
when evaluated at these two voxels. This property allows us to pre-compute
all relevant B-spline basis function products once instead of recomputing the
evaluation for each individual tile.

In the 3D case, the vector field at any given voxel is determined by the
64 control points in the immediate vicinity of the voxel’s housing tile. This
configuration forms the basis of an analytic expression for the continuous vector
field ν. B-spline interpolation is performed for each voxel within a tile with
respect to the 64 control point coefficients that form the local support for the
operation. For example, the B-spline interpolation yielding the x-component of
the displacement vector for a voxel located at coordinate (x, y, z) is

νx(x, y, z) =
3∑

l=0

3∑
m=0

3∑
n=0

βl(u)βm(v)βn(w)Px(i + l, j + m, k + n), (1)

where Px is the spline coefficient defining the x component of the displacement
vector for one of the 64 control points that influence the voxel. We obtain the
spline basis functions β as follows. Let Nx, Ny, and Nz denote the distance be-
tween control points, in terms of voxels, in the x, y, and z directions, respectively.
The volume is therefore segmented by the B-spline control point grid into many
equal-sized tiles of dimensions Nx ×Ny ×Nz. The three dimensional indices xt,
yt, and zt of the tile within which the voxel at (x, y, z) falls is given by

xt =
⌊

x

Nx

⌋
− 1, yt =

⌊
y

Ny

⌋
− 1, zt =

⌊
z

Nz

⌋
− 1. (2)

The local coordinates of the voxel within its tile, normalized between [0, 1], are

u =
x

Nx

−

⌊
x

Nx

⌋
, v =

y

Ny

−

⌊
y

Ny

⌋
, w =

z

Nz

−

⌊
z

Nz

⌋
. (3)

Finally, the uniform cubic B-spline basis function βl along the x direction is
given by

βl(u) =

⎧⎪⎪⎪⎨⎪⎪⎪⎩
(1−u)3

6 : l = 0
3u3

−6u2+4
6 : l = 1

−3u3+3u2+3u+1
6 : l = 2
u3

6 : l = 3,

(4)

and similarly for βm and βn along the y and z directions, respectively.
A straightforward implementation of (1) to compute the displacement vector

ν for a single voxel requires 192 computations of the cubic polynomial B-spline
basis function β as well as 192 multiplications and 63 additions. However, many
of these calculations can be eliminated by implementing a data structure that
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exploits symmetrical features that emerge as a result of the grid alignment,
making the implementation of (1) much faster.

– All voxels residing within a single tile use the same set of 64 control points
to compute their respective displacement vectors. So, for each tile in the
volume, the corresponding set of control point indices can be pre-computed
and stored in a lookup table (LUT), called the Index LUT. These indices
serve as pointers to a coefficient table.

– Eq. 3 indicates that for a tile of dimension Nw = Nx × Ny × Nz, the num-
ber of β(u)β(v)β(w) combinations is limited to Nw values. Furthermore, as
Fig. 1(a) shows, two voxels belonging to different tiles but possessing the
same normalized coordinates (u, v, w) within their respective tiles will be
subject to identical β(u)β(v)β(w) products. Therefore, we pre-compute the
βl(u)βm(v)βn(w) product for all valid normalized coordinate combinations
(u, v, and w) and store the results into a LUT called the Multiplier LUT.

Fig. 1(b) shows the data structure needed to support the above-described
optimizations. For each voxel, its absolute coordinate (x, y, z) within the vol-
ume is used to calculate the tile number that the voxel falls within as well as
the voxel’s relative coordinates within that tile using (2) and (3), respectively.
The tile number is used to query the Index LUT, which provides the coefficient
values associated with the 64 control points influencing the voxel’s interpolation
calculation. The voxel’s relative coordinates (u, v, w) within the tile determine
its index within [0, Nw], which is used to retrieve the appropriate pre-computed
β(u)β(v)β(w) product from the Multiplier LUT. Computing νx, the x compo-
nent of the displacement vector for the voxel, therefore, requires looping through
the 64 entries of each LUT, fetching the associated values, multiplying, and ac-
cumulating. Similar computations are required to obtain νy and νz. The LUTs
are stored in CPU cache, thereby achieving extremely fast lookup times.

Once the displacement vector field is generated, the moving image is deformed
and compared to the static image in terms of the mean squared error (MSE)
cost function, computed once per iteration by accumulating the square of the
intensity difference between the fixed image S and the deformed moving image
M as

C =
1
N

∑
z

∑
y

∑
x

(S(x, y, z) − M(x + νx, y + νy, z + νz))2, (5)

where C is the cost function and N is the total number of voxels in the volume.

2.2 Gradient Computation and Optimization

Gradient descent optimization requires computing the partial derivatives of the
cost function with respect to each control-point coefficient value. Recall that
the cost function gradient ∂C/∂P quantifies the change in the cost function
with respect to the coefficient values P at each individual control point. We
decompose the cost function gradient for any given control point as
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∂C

∂P
=

∑
(x,y,z)

∂C

∂v(x, y, z)
∂v(x, y, z)

∂P
. (6)

This allows us to evaluate the cost function gradient’s dependencies on the cost
function and spline coefficients independently. The first term, ∂C/∂ν, depends
only on the cost function and is independent of the type of spline parameteri-
zation employed. The second term describes how the deformation field changes
with respect to the control-point coefficients and can be found by simply tak-
ing the derivative of (1) with respect to P . This term is dependent only on the
B-spline parameterization and is computed as

∂v(x, y, z)
∂P

=
3∑

l=0

3∑
m=0

3∑
n=0

βl(u)βm(v)βn(w). (7)

Since (7) depends only on the B-spline parameterization it will remain constant
over all optimization iterations. This allows us to pre-compute and store (7) for
each voxel prior to the optimization process. Note also, that the values generated
by (7) are already available via the Multiplier LUT.

If MSE is used as the cost function, the first term in (6) can be re-written in
terms of the moving image’s spatial gradient ∇M(x, y, z) as

∂C

∂ν(x, y, z)
= [S(x, y, z) − M(x + νx, y + νy, z + νz)]∇M(x, y, z). (8)

The above expression depends on the intensity values of the static and moving
images, S and M , respectively, as well as the current value of the vector field
ν. During each iteration, the vector field will change, modifying the correspon-
dences between the static and moving images. So, unlike ∂ν/∂P , ∂C/∂ν must
be recomputed during each iteration of the optimization problem. Once both
terms are computed, they are combined using the chain rule in (6).

2.3 Optimization

The coefficient values that minimize the registration cost function are found
using L-BFGS-B, a quasi-Newton optimizer suitable for either bounded or un-
bounded problems [2]. During each iteration, the optimizer chooses a set of coef-
ficient values; for these coefficient values (1)-(5) and (6)-(8) are used to compute
the cost and gradient, respectively. The gradient values are transmitted back to
the optimizer and the process is repeated for a set number of iterations or until
the cost function converges to a local (or global) minimum.

3 Implementation

3.1 Synopsis of EMPIRE10 Data

The EMPIRE10 challenge data consists of 20 pairs of images, which are to be
pairwise registered. A complete description of the data is described in the main
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workshop article by Murphy et al [3]. Briefly, there are 18 human cases and 2
non-human (sheep) cases. Of the 18 human cases, two are synthetically warped,
three are from 4D-CT, and 13 are breathhold scans. Only minor artifacts were
visible in the 4D scans, and no obvious pathology changes were visible between
scans on different day.

Each image was accompanied by a lung segmentation mask, which was con-
structed according to the method of van Rikxoort [4]. The masks were found to
be of reasonably high quality, although some image pairs had small differences.
These differences were most visible at the border between the lungs and great
pulmonary vessels, where the segmentation choice is rather arbitrary.

3.2 Preprocessing

Our only preprocessing stage for the grand challenge was to perform lung mask-
ing. A similar strategy was evaluated by Wu et al. for whole thorax registra-
tion [5]. By performing segmentation and masking of moving (lung and medi-
astinum) and non-moving (ribcage) parts, and then registering each part sepa-
rately, Wu demonstrated that both demons and B-spline based methods could
achieve improved landmark accuracy.

During preprocessing, areas outside of the mask are filled with a constant
value of −1200 Hounsfield Units prior to registration. Because this value is out-
side of the normal range of CT numbers, most registration algorithms will align
the boundaries of the masked regions as part of their cost function. This method
is particularly well suited for use with the MSE cost function.

3.3 Registration

Registration was performed using Plastimatch [6, 1], an open source software
for deformable image registration. Plastimatch is designed for high-performance
volumetric image registration, and features a pipelined, multi-stage registration
framework and high-performance implementations of demons and B-spline based
algorithms. The registration pipeline is controlled by a parameter file, which
specifies the algorithm and settings to be used in each stage.

For the EMPIRE10 data, we used five processing stages. Two slightly differ-
ent settings were used: one for the human images (Fig. 3.2 left) and one for the
sheep images (Fig. 3.2 right) 1. In the initial stage, the images are aligned by
matching the geometric centers of the images. Next, a single rigid registration
stage was performed on a 4 × 4 × 2 subsampled image using the ITK versor
optimizer. Finally, three stages of B-spline registration were performed using a
multi-resolution method, where the image resolution increases and the B-spline
grid spacing decreases at each stage. These parameters were selected empirically,
based on past experience using this algorithm. Although Plastimatch supports
GPU-acceleration, we used the multicore CPU implementation for this challenge.
1 The parameter file also includes a preamble which specifies the input and output

files. We have omitted the preamble for brevity.
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[STAGE] [STAGE]
xform=align_center xform=align_center

[STAGE] [STAGE]
xform=rigid xform=rigid
optim=versor optim=versor
impl=itk impl=itk
metric=mse metric=mse
max_its=100 max_its=100
res=4 4 2 res=4 4 2

[STAGE] [STAGE]
xform=bspline xform=bspline
optim=lbfgsb optim=lbfgsb
impl=plastimatch impl=plastimatch
metric=mse metric=mse
max_its=100 max_its=100
res=4 4 2 res=4 4 2
grid_spac=70 70 70 grid_spac=60 60 60

[STAGE] [STAGE]
max_its=70 max_its=100
res=2 2 1 res=4 4 2
grid_spac=40 40 40 grid_spac=40 40 40

[STAGE] [STAGE]
max_its=10 max_its=50
res=1 1 1 res=2 2 1
grid_spac=40 40 40 grid_spac=20 20 20

Fig. 2. Parameter file used for human images (left), and sheep images (right).

4 Results

Evaluation of the performance of a deformable registration algorithm is a chal-
lenge without a unique and absolute winner so far. Depending on the application,
the complete bijectivity of the deformation field, a coarse match of the struc-
tures boundaries or the precise alignment of the finer structures may or may
not be requested. Evaluating a set of registration is eventually a complex task
of balancing absolutely needed features with less crucial characteristics of the
transformation. In the following section we present the results by means of a set
of metrics that we used for internal evaluation purposes (Table 1) and of perfor-
mance indices provided by the EMPIRE10 challenge organizing committee for
ranking (Table 2). All the results are restricted to the lung area only.

4.1 Internal Evaluation of Results

In our internal evaluation, we first performed a visual inspection the registration
results (Table 1, 2nd column). An example of “very good” alignment is presented
in the first row of Fig. 4, while a “fair” alignment is shown in the bottom row.
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Table 1. Qualitative and quantitative results for each scan pair. In the 1st column,
a visual inspection categorization is presented. The 2nd and 3rd columns report the
dilation and the running time for each scan pair respectively. Latter two columns show
some statistics on the final output (i.e. RMSE at the last iteration and Dice coefficient)

Scan Pair Visual Invertibility Running Time RMSE Dice
Inspection [s] [HU] Coefficient

01 Poor -0.28 257.8 11825.9 0.97
02 Very Good -0.32 343.1 3737.2 0.99
03 Very Good -0.38 84.7 5556.5 0.98
04 Fair -0.72 51.3 5240.1 0.98
05 Good -0.18 209.9 3386.3 0.99
06 Very Good -0.07 111.8 4308.6 0.99
07 Good -0.43 248.7 10971.9 0.97
08 Fair -0.34 256.9 6353.2 0.98
09 Very Good -0.27 250.1 4680.7 0.99
10 Fair -0.87 41.0 6926.6 0.98
11 Poor -0.28 246.4 7825.1 0.98
12 Very Good -0.22 268.7 3791.9 0.99
13 Good -0.39 63.5 6362.6 0.98
14 Fair -0.91 272.8 14523.1 0.97
15 Very Good -0.36 233.9 4344.2 0.99
16 Fair -0.66 25.3 7821.5 0.97
17 Good -0.65 51.1 4634.1 0.98
18 Fair -0.70 237.5 12403.4 0.97
19 Very Good -0.11 333.0 3712.3 0.99
20 Good -0.59 280.6 12152.5 0.97

The invertibility of the transformation was computed using the dilation mea-
sure:

Di =
d2ui

dx2
+

d2ui

dy2
+

d2ui

dz2
(9)

where ui is the i-th vector in the deformation field. We measured the minimum
dilation over all images within the lung mask, which are shown in the 3rd of
Table 1. A dilation value below -1 indicates the non invertibility of the vector
field, which we were successful in avoiding.

The running time is reported in the 4th of Table 1. This time includes image
reformatting, but excludes the time spent on image I/O. These results were
achieved on a PC equipped with dual Intel Xeon E5540 @ 2.53GHz and 24GB
of 1.6GHz RAM.

We also report the Root Mean Squared Error (RMSE) at the last iteration
of the registration and the Dice Coefficient computed between the fixed and
warped lung masks. This index gives an idea of the mean overlap between the
two structure, although it cannot detect internal misalignments and finer errors.

4.2 EMPIRE10 Evaluation and Results

In Table 2, we report the results and ranking for Plastimatch in the EMPIRE10
challenge. The organizing committee looked in particular at the lung boundaries
and fissures alignment, at the residual distance between landmarks in the two
scans and at the presence of singularities in the vector field. The evaluation
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axial view sagittal view coronal view

Fig. 3. Example of qualitative evaluation. In all the views, the fixed (target) scan is
presented in red, while the warped (output) scan is in green. A good overlap between
the two images will visually result in yellow. In the first row, an example of “very
good” result is presented, while the bottom shows a “fair” result with relatively large
misalignment in the images of a sheep.

metrics and the scoring procedure are presented in detail in the main workshop
article by Murphy et al [3].

5 Discussion and Conclusion

We presented an efficient implementation of B-spline based deformable image
registration algorithm. The improved efficiency of the registration process is
reported as running time on the EMPIRE10 benchmark dataset. It takes 0.4 ∼
5.7 minutes to register to a pair of 3D CT benchmark images.

Our method ranked 12 out of 34 methods that participated this challenge.
The Dice coefficients and RMSE we computed show that our method provides
good alignment between the registered lung CT images. However, these statistics
maybe not sufficient to indicate accurate registration on local structures. As a
result, visual inspection is still needed in the clinical setting.

We did not use any landmark points in the EMPIRE10 grand challenge as
our algorithm is automatic. However, our method can certainly benefit from the
use of the landmark points. We have already extended our method to incor-
porate landmark points as hard constraints to improve the registration of the
local structures. We will test the extension in more benchmark datasets where
landmark points are available.
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Table 2. Results for each scan pair, per category and overall. Rankings and final
placement are from a total of 34 competing algorithms.

Lung Boundaries Fissures Landmarks Singularities
Scan
Pair

Score Rank Score Rank Score Rank Score Rank

01 0.00 15.00 0.03 7.00 2.21 10.00 0.00 11.50
02 0.00 11.00 0.00 15.00 0.53 18.00 0.00 12.50
03 0.00 27.00 0.00 12.50 0.70 27.00 0.00 12.00
04 0.00 2.50 0.00 16.50 2.33 24.00 0.00 14.00
05 0.00 13.00 0.00 16.00 0.39 26.00 0.00 13.50
06 0.00 16.00 0.00 7.00 0.45 24.00 0.00 14.00
07 0.00 11.00 0.54 8.00 1.91 8.00 0.00 10.00
08 0.00 12.00 0.00 3.50 1.19 18.00 0.00 12.50
09 0.00 15.00 0.00 13.00 0.75 23.00 0.00 13.00
10 0.00 4.00 0.00 31.00 4.65 25.00 0.00 13.50
11 0.00 10.00 0.11 17.00 1.25 15.00 0.00 11.50
12 0.00 10.00 0.00 13.50 0.46 23.00 0.00 14.50
13 0.00 8.00 0.14 24.00 1.13 19.00 0.00 13.00
14 0.04 17.00 2.23 6.00 2.05 8.00 0.00 9.50
15 0.00 20.00 0.00 18.00 0.73 18.00 0.00 12.50
16 0.00 13.00 0.11 20.00 1.51 22.00 0.00 13.50
17 0.00 6.50 0.04 9.50 1.15 22.00 0.00 14.00
18 0.01 12.00 1.41 13.00 2.18 9.00 0.00 10.50
19 0.00 14.00 0.00 12.00 0.54 17.00 0.00 14.50
20 0.00 15.00 0.70 3.00 1.97 13.00 0.00 10.50

Avg 0.00 12.60 0.26 13.27 1.40 18.45 0.00 12.52

Average Ranking Overall 14.21
Final Placement 12
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Abstract. Intra-patient registration of lung CT scans acquired at a
different time points or inspiration levels is a valuable examination tool
to study multiple lung images. It allows to study ventilation or other
functional information of the lungs.

In this paper, two 3D lung registration methods are presented. The first
method, splineMIRIT, uses voxel based non rigid image registration. It
is based on mutual information as similarity measure, a B-spline mesh
to model the deformation and B-spline image interpolation. The second
method, Robust Tree Registration (RTR), extends the first by includ-
ing robust 3D registration of the vessel trees found in both images. The
tree is represented by intrinsic matrices containing the geodesic or Eu-
clidean distance between each pair of detected bifurcations. This repre-
sentation is independent of the reference frame. Marginalization of point
pair probabilities based on the intrinsic matrices provides soft assign cor-
respondences between the two trees. This global correspondence model
is combined with local bifurcation similarity models, based on the lo-
cal gray value distribution. Finally, hard correspondences are deducted
from the model. The correspondences between bifurcations are added to
splineMIRIT as an additional similarity measure.

The method is validated on the EMPIRE10 data set. Both algorithms
perform well. Comparing splineMIRIT and RTR shows that on average
the results slightly improve when the robust tree registration is added,
leading to a 15th and 13th place, respectively, in the “Grand Challenges
in Medical Image Analysis” workshop of MICCAI 2010.

1 Introduction

Non rigid image registration is an important tool in medical image analysis. It
allows to integrate complimentary information contained in multiple image data
sets. Pulmonary image registration, in particular, can help e.g. in the follow-
up of patients or to study the pulmonary ventilation. Pulmonary ventilation
can be studied using several CT images in one breathing cycle (4D CT) [1].
In radiotherapy treatment, extraction of the lung deformation is important for
correction of tumor motion, leading to a more accurate irradiation. In follow-up
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studies, non rigid image registration helps relating finding in one image, such as
tumors, to the corresponding position in the other image.

Registering (also referred as matching or spatially aligning images) inspira-
tion and expiration scans is a challenging task because of the substantial, locally
varying deformations during respiration or between two follow-up scans[2]. To
capture these deformations, a non rigid registration is required, which can be im-
age based, surface based and/or landmark based. Generally, a non rigid registra-
tion algorithm requires three components: a similarity measure, a transformation
model and an optimization process.

In image registration, common voxel similarity measures are sum of square
differences (SSD), correlation coefficient (CC) and mutual information (MI) [3,
4]. To regularize the transformation, popular transformation models are elastic
models, viscous fluid models, spline based techniques, finite element models or
optical flow techniques [3]. Voxel similarity based techniques have been applied
to lung registration in [5–7]. They have the advantage that dense and generally
accurate correspondences are obtained. Disadvantages are the sensitivity to the
initialization and the computational demands. Surface based registration meth-
ods use a similarity measure that is a function of the distances between points on
the two surfaces. Thin plate splines are popular for regularization of the transfor-
mation. A combination of a voxel similarity based and surface based registration
for lung registration is presented in [8]. Generally, landmark based non rigid reg-
istration algorithms allow large deformations. Because of their sparsity, they are
very efficient. However, due to this sparsity, they often fail in accurately model-
ing all local subtleties of the deformation. In [9] bifurcations of lung vessels are
first detected after which these landmarks are registered by comparing the 3D
local shape context of each pair of bifurcations with the χ2-distance.

In this paper, we present a combination of a landmark based and a voxel
similarity based approach allowing large lung deformations. The landmarks are
expected to increase the robustness of the registration method, while the voxel
similarity based approach will recover the fine details in deformation field. The
landmark based method uses bifurcations, i.e. the splitting of the vessels in two
or more parts, as characteristic points in the 3D lung images. Correspondences
are established by combining a global and a local bifurcation similarity model,
as explained in Sec. 2.2. These correspondences are then added in the non rigid
image registration framework, called splineMIRIT (Sec. 2.1). splineMIRIT uses
mutual information as a similarity measure, a B-spline mesh to model the de-
formation and B-spline image interpolation to obtain analytical derivatives. In
Sec. 3, we compare the results of the combined method with non rigid image
registration only. Finally we draw some conclusions.

2 Methods

2.1 splineMIRIT

splineMIRIT (spline Multimodality Image Registration using Information The-
ory) is a non rigid image registration method using mutual information as sim-
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ilarity measure and B-splines for regularization. Its goal is to establish dense
correspondences between two images. The non rigid deformation is modeled
by a B-spline deformation mesh [7]. As similarity measure, mutual information
between both images is used [10]. A multiresolution optimization algorithm is
adopted, using eight multiresolution steps. Starting from a mesh spacing of 256
voxels and images 1/8th the original size in each dimension, we gradually de-
crease the mesh spacing to 32 voxels while increasing the image size to the
original size. A smoothness penalty is used in the initial stages and switched of
for stage 7 and 8. An overview of the settings for the different stages can be
found in Table 1; an in-depth description of splineMIRIT can be found in [7].

Table 1. Multiresolution settings for splineMIRIT

Stage Scale Grid (voxels) Mesh Control Points

1 1/8 256 192
2 1/8 256 192
3 1/4 256 192
4 1/4 128 450
5 1/2 128 450
7 1/2 64 1728
8 1/1 64 1728
9 1/1 32 8736

2.2 Robust 3D tree registration (RTR)

The goal of the robust 3D tree registration (RTR) framework is to establish cor-
respondences between bifurcations, independent of the reference frame (transla-
tion and rotation invariant) and invariant for isometric deformations. Isometries
are defined as distance preserving isomorphisms between metric spaces, which
generally means that structures only bend without stretching.

Bifurcation detection Bifurcations are locations where a blood vessel splits
into two smaller vessels. A subset of the bifurcations that involves only major
vessels can be detected in a robust way by analyzing the skeletonisation of the
segmented vessels.

As preprocessing, the lung parenchyma is segmented by keeping the largest
connected component of all voxels with an intensity lower than -200 HU. A
morphological closing operator includes the lung vessels to the segmentation
and a subsequent erosion operation removes the ribs from the segmentation.
Then, a rough binary segmentation of the major blood vessels within the lung is
obtained by thresholding at -200 HU. Cavities in the segmentation smaller than
10 voxels are closed. The skeletonization of the segmentation localizes the major
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bifurcations and is obtained through a 3D distance transformation by homotopic
thinning [11]. Since bifurcations are locations where three vessels join, they are
characterized as skeleton voxels having three different neighbors belonging to the
skeleton. Bifurcations that have a probability lower than 0.5/

√
2πσ2 according to

a statistical intensity model are discarded. The vessel intensities Ik are assumed
to be Gaussian distributed

P (cvessel|Ik) =
1√

2πσ2
exp

(
− (Ik − μ)2

σ2

)
, (1)

with experimentally determined parameters (μ = −40 HU and σ = 65 HU).

Global correspondence model After the vessel bifurcations are detected, soft
correspondences are established based on a global and a local correspondence
model, both independent of rigid and isometric deformations of the considered
vessel trees.

Each tree is intrinsically represented by a Euclidean distance matrix E =
[dR3,ij ] (EDM), containing Euclidean distances between each pair of bifurcations,
and a geodesic distance matrix G = [gij ] (GDM) in which each element gij

corresponds to the geodesic distance between the bifurcations i and j. This
distance is the distance between i and j along the vessels and is computed with
the fast marching method in an image containing a soft segmented vessel tree
using Eq. (1). Isometric vessel deformations, by definition, leave these geodesic
distances unchanged. Therefore, the GDM is invariant to the bending of the
vessels. On the other hand, the EDM is only invariant to rigid transformations
(and, when normalized, invariant to scale variations) of the vessel tree. However,
Euclidean distance computation is expected to be more robust against noise than
geodesic distance computation. Both the EDM and the GDM are symmetric and
uniquely defined up to an arbitrary simultaneous permutation of their rows and
columns due to the arbitrary sampling order of the bifurcations. An example of
a lung vessel tree, represented by a GDM and a EDM, is shown in Fig. 1.

A probabilistic framework is used to estimate the probability that a bifurca-
tion i of one tree corresponds with a bifurcations k of the other tree. It is applied
twice, once for the EDM and once for the GDM. We will explain the framework
using the GDM.

Given two lung vessel trees, represented by GDMs, the probability that the
pair of bifurcations (i, j) of the first tree G1 corresponds with the pair (k, l) of
the second tree G2 is assumed to be normally distributed,

P (C(i,j),(k,l)) =
1√

2πσ2
exp

(
− (g1,ij − g2,kl)2

σ2

)
, (2)

with σ chosen to be 1. It reflects the assumption that geodesic distances between
pairs of bifurcations are preserved, obeying an isometric deformation. The prob-
ability that a bifurcation i corresponds with k is then given by

P (Ci,k) =
∑

j

∑
l

P (C(i,j),(k,l)) = mG,ik, (3)
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Fig. 1. A lung vessel tree with detected bifurcations (a) is represented by a geodesic
(b) and a Euclidean (c) distance matrix. The images come from the publicly available
POPI data set [12].

from which the soft correspondence matrix, MG = [mG,ik], is constructed.
The same procedure is followed to obtain an assignment matrix ME based

on the EDM as intrinsic tree representation. This matrix is expected to be more
robust against noise, but varies under isometric deformations of the vessel tree,
contrary to MG.

Local correspondence model Complementary to the global bifurcation simi-
larity model, a local model based on intensities is implemented. In the computer
vision literature a large number of local image descriptors are proposed, see for
example [13].

In this paper, the n-SIFT (n-dimensional scale invariant feature transform)
image descriptor is used [14], which summarizes a cubic voxel region centered at
the feature location, in casu the bifurcation location. The cube is divided into
64 subregions, each using a 60 bin histogram to summarize the gradients of the
voxels in the subregion. This results in a 3840-dimensional feature vector f by
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combining the histograms in a vector after weighting by a Gaussian centered at
the feature location. The probability that a bifurcation i corresponds with k is
then proportional to

P (Ci,k) ∝ exp(− ‖ fi − fk ‖2) = mL,ik, (4)

Hard correspondences The combined match matrix MC is found as the point-
wise product of the match matrices of the separate models, mC,ik = mG,ik·
mE,ik· mL,ik (i.e. product of the corresponding probabilities). To establish hard
correspondences (one-to-one mapping), the algorithm proposed by Scott and
Longuet-Higgins [15] is used. It applies a singular value decomposition to MC

(MC = UΣV T ) and computes the orthogonal matrix M ′
C = UĨnV T , with Ĩn

a pseudo-identity matrix. Two bifurcations i and k match if m′
C,ik is both the

greatest element in its row and the greatest in its column.

3 Results and Discussion

The described registration framework is evaluated during the “Evaluation of
Methods for Pulmonary Image Registration 2010” (EMPIRE10), a workshop of
MICCAI 2010 [16]. A set of 20 scan pairs obtained in different circumstances
and on different scanners needs to be registered. Evaluation criteria are based
on the alignment of the lung boundaries, the alignment of the major fissures,
the correspondence of annotated point pairs and the analysis of singularities in
the deformation field [16] 1. The lower the score is, the better. All scores are in
percentage (of errors); the landmark correspondence score in mm. The ranks are
calculated by comparing the results with the results of the 34 other participants
of the EMPIRE10.

Table 2 summarizes the results of the method combining the robust 3D tree
matching and splineMIRIT that provides the final dense correspondences. The
results of splineMIRIT (without 3D tree matching) are shown in Tab. 3.

The run times for both algorithms are similar and are about 3.5 hours. For
both the evaluation of the lung boundary alignment and the singularities anal-
ysis, the errors are really small (< 0.01%) demonstrating that both methods
satisfy for these purposes. Most landmarks are located within two voxels of the
closest manual indicated landmark. The worst scores can be noticed for lung
pairs 1, 7, 14, 18 and 20. These lung pairs all contain a breathhold inspiration
and a breathhold expiration scan acquired at the same day. Therefore, these
pairs are assumed to have large deformations between the scans. However, for
these scans the rank is lower than the average rank, indicating that our algo-
rithm performs relatively better on those scans. This could indicate that the
proposed algorithms perform relatively well on robustness (i.e. getting close to
the actual optimum), but lack accuracy. The latter could be improved by adding
more stages using a finer grid.

1 For details, see http://empire10.isi.uu.nl/evaluation.php
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Lung Boundaries Fissures Landmarks Singularities

Scan
Pair

Score Rank Score Rank Score Rank Score Rank

01 0.00 13.00 0.46 17.00 3.13 17.00 0.00 11.50

02 0.00 11.00 0.00 15.00 0.76 28.00 0.00 12.50

03 0.00 18.00 0.00 12.50 0.68 24.00 0.00 12.00

04 0.00 15.00 0.00 16.50 0.91 6.00 0.00 14.00

05 0.00 13.00 0.00 16.00 1.03 32.00 0.00 13.50

06 0.00 16.00 0.00 15.00 0.43 21.00 0.00 14.00

07 0.00 4.00 0.83 13.00 2.77 14.00 0.00 26.00

08 0.00 14.00 0.00 3.50 0.97 13.00 0.00 12.50

09 0.00 20.00 0.00 16.00 0.61 16.00 0.00 13.00

10 0.00 13.00 0.00 15.00 0.92 1.00 0.00 13.50

11 0.00 6.00 0.51 23.00 1.70 18.00 0.00 11.50

12 0.00 10.00 0.00 13.50 0.06 13.00 0.00 14.50

13 0.00 16.00 0.10 20.00 1.31 26.00 0.00 13.00

14 0.01 9.00 2.93 11.00 2.55 12.00 0.00 9.50

15 0.00 17.00 0.00 21.00 1.16 32.00 0.00 12.50

16 0.00 23.00 0.11 21.00 1.97 26.00 0.00 13.50

17 0.00 15.00 0.04 7.50 1.46 28.00 0.00 14.00

18 0.00 7.00 3.06 17.00 3.13 18.00 0.01 26.00

19 0.00 14.00 0.00 12.00 0.89 28.00 0.00 14.50

20 0.00 3.50 1.34 7.00 2.11 14.00 0.00 10.50

Avg 0.00 12.87 0.47 14.62 1.43 19.35 0.00 14.10

Average Ranking Overall 15.23

Final Placement 13
Table 2. Results for each scan pair, per category and overall of the combined method.
Rankings and final placement are from a total of 34 competing algorithms.

When comparing the combined registration framework with splineMIRIT, we
notice a slightly better performance when combining the vessel tree registration
and splineMIRIT. Ideally, the vessel tree registration will bring the registration
closer to the global optimum of the dense registration method. While we have
the impression splineMIRIT in itself is already relatively robust, the addition
of RTR could improve the robustness in the more difficult regions. However,
the smaller vessels are not included in the rough segmentation used for RTR.
Therefore, we expect the results to improve more when also those vessels are
included.
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Lung Boundaries Fissures Landmarks Singularities

Scan
Pair

Score Rank Score Rank Score Rank Score Rank

01 0.00 10.00 0.42 16.00 3.18 18.00 0.00 11.50

02 0.00 11.00 0.00 15.00 0.77 29.00 0.00 12.50

03 0.00 21.00 0.00 12.50 0.70 26.00 0.00 12.00

04 0.00 16.00 0.00 16.50 0.93 8.00 0.00 14.00

05 0.00 13.00 0.00 16.00 1.02 31.00 0.00 13.50

06 0.00 16.00 0.00 15.00 0.43 22.00 0.00 14.00

07 0.00 5.00 0.79 12.00 2.93 16.00 0.00 10.00

08 0.00 15.00 0.68 24.00 1.23 19.00 0.00 12.50

09 0.00 19.00 0.00 14.00 0.63 18.00 0.00 13.00

10 0.00 11.00 0.00 15.00 0.95 3.00 0.00 13.50

11 0.00 5.00 0.52 24.00 1.65 17.00 0.00 11.50

12 0.00 10.00 0.00 13.50 0.06 14.00 0.00 14.50

13 0.00 15.00 0.10 19.00 1.33 28.00 0.00 13.00

14 0.01 7.00 2.48 7.00 2.53 11.00 0.01 25.00

15 0.00 19.00 0.00 19.00 1.14 31.00 0.00 12.50

16 0.00 26.00 0.12 22.50 1.99 27.00 0.00 13.50

17 0.00 16.00 0.02 1.50 1.43 27.00 0.00 14.00

18 0.00 5.00 2.41 15.00 2.88 14.00 0.02 27.00

19 0.00 14.00 0.00 12.00 0.90 29.00 0.00 14.50

20 0.00 8.00 2.29 12.00 2.95 18.00 0.00 10.50

Avg 0.00 13.10 0.49 15.07 1.48 20.29 0.00 14.12

Average Ranking Overall 15.65

Final Placement 15
Table 3. Results for each scan pair, per category and overall of splineMIRIT. Rankings
and final placement are from a total of 34 competing algorithms.

4 Conclusion

A non rigid registration framework is proposed, combining a robust vessel tree
registration algorithm and a dense voxel intensitiy based registration method
using mutual information as similarity measure and B-splines for regularization.
The results of registering 20 3D lung scan pairs of the EMPIRE10 workshop
demonstrated a good performance (voxel accurracy) for most scan pairs. The
largest errors occur when registering total inspiration with total expiration scans,
probably because of the large (non rigid) deformation, altough the performance
for these scan pairs is relatively better compared with the participants of the
workshop than the other scan pairs.

116



References

1. Guerrero, T., Sanders, K., Castillo, E., Zhang, Y., Bidaut, L., Pan, T., Komaki, R.:
Dynamic ventilation imaging from four-dimensional computed tomography. Phys.
Med. Biol. 51 (2006) 777–791

2. Sluimer, I., Schilham, A., Prokop, M., van Ginneken, B.: Computer analysis of
computed tomography scans of the lung: a survey. IEEE Trans. Med. Imaging
25(4) (2006) 385–405

3. Crum, W.R., Hartkens, T., Hill, D.L.G.: Non-rigid image registration: theory and
practice. Br J Radiol 77 Spec No 2 (2004) S140–53

4. Pluim, J.P.W., Maintz, J.B.A., Viergever, M.A.: Mutual information based reg-
istration of medical images: A survey. IEEE Trans. Med. Imaging 22(8) (2003)
986–1004

5. Dougherty, L., Asmuth, J.C., Gefter, W.B.: Alignment of ct lung volumes with an
optical flow method. Academic Radiology 10(3) (2003) 249 – 254

6. Stancanello, J., Berna, E., Cavedon, C., Francescon, P., Loeckx, D., Cerveri, P.,
Ferrigno, G., Baselli, G.: Preliminary study on the use of nonrigid registration for
thoraco-abdominal radiosurgery. Med Phys. 32(12) (2005) 3777–85

7. Loeckx, D.: Automated Nonrigid Intra-Patient Image Registration Using B-
Splines. PhD thesis, K.U.Leuven (2006)

8. Kaus, M., Netsch, T., Kabus, S., Pekar, V., McNutt, T., Fischer, B.: Estimation
of organ motion from 4D CT for 4D radiation therapy planning of lung cancer. In:
MICCAI. Volume 3217 of LNCS. (2004) 1017–1024

9. Hilsmann, A., Vik, T., Kaus, M., Franks, K., Bissonette, J.P., Purdie, T., Beziak,
A., Aach, T.: Deformable 4DCT lung registration with vessel bifurcations. In:
CARS. (2007)

10. Maes, F., Collignon, A., Vandermeulen, D., Marchal, G., Suetens, P.: Multimodal-
ity image registration by maximization of mutual information. IEEE Trans Med
Imaging 16(2) (Apr 1997) 187–198
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motion-mask extraction
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Abstract. We participated in the empire challenge with two different
implementations of deformable registration. Both use an automated ex-
traction of a motion mask to account for sliding tissues. The first one is
based on a B-spline parametrization and uses mutual information as the
similarity measure. The second one is based on the Demons algorithm
with an a priori lung density modification (APLDM).

1 Introduction

The empire challenge is a unique opportunity to compare in-house implementa-
tions of deformable registration to other developments in the field. We evaluated
two different implementations used in previous publications of our group. These
implementations include improvements proposed in these publications, mainly
the B-LUT optimization [9], the motion mask extraction [12] and the a priori
lung density modification (APLDM) [8].

2 Methods

First, we describe the initialization common to both registrations: the affine
preregistration and the motion mask extraction. Second, we describe each de-
formable registration implementation.

2.1 Affine registration

The deformable registrations were initialized with the result of an automated
affine transformation implemented using ITK [3]. For this registration, only the
information in the lungs was retained, the rest being masked out using the pro-
vided lung masks with a constant -1200 HU density. Robustness was ensured by
initializing the 3 translation parameters to align the first moment of the voxel in-
tensities. The similarity measure was the mean of squared differences, computed
in only 5% of the lungs voxels for efficiency (random selection). The optimization
algorithm was the limited memory BFGS (Broyden-Fletcher-Goldfarb-Shanno)
minimization with simple bounds [1], stopping when the norm of the projected
gradient was below 10−10 mm.
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2.2 Motion mask extraction

Sliding motion of the lungs with respect to the chest wall was accounted for using
an automatically extracted motion mask [12]. The motion mask is a subanatom-
ical segmentation which divides the thorax into moving (mainly the lungs, the
mediastinum and the abdomen) and less-moving (mainly the outside of the pa-
tient body, the bony anatomy and surrounding tissues) regions [6]. The auto-
mated segmentation uses a level set framework to track the evolution of a moving
interface, constrained by previously extracted anatomical features and regular-
ized by a strong geometric prior. The anatomical features are the skeleton, the
lungs (provided here) and the patient body. The extraction results in a smooth
interface, encompassing the lungs and the mediastinum, enclosed in the rib cage
and reaching the outside of the patient body in front of the abdomen. The same
set of parameters was used for all reference and target images.

The motion mask was used following the procedure proposed by Wu et
al. [13]. First, the intensities of the voxels in a 6 voxel border around the mov-
ing region were set to a constant −1200 HU value using morphological dilation.
The rest of the voxels of the less-moving region were set to −1400 HU. The
resulting pairs of images were registered using the two non-rigid registrations
presented in the following. The voxels set to −1200 HU are meant to penalize in
the similarity measure a potential mismatch between the borders of the moving
region in the reference and the target image, but does not explicitly constrain
the sliding motion. The voxels of the reference image set to −1400 HU are ex-
cluded from the similarity measure for performance enhancement. Note that the
motion masks are required for both the reference and the target image. As a
consequence, the segmentation should be consistent with respect to anatomical
structures, as would be the case with lung masks used in the same way. The
advantage of using the motion masks is that they encompass the mediastinum,
thus avoiding potential inconsistencies that may be present in the lung masks
near the mediastinum.

2.3 Method 1: B-splines Mutual Information with motion mask

We used an in-house implementation of non-rigid registration based on ITK [3]
with multithreading, using B-splines based Free-Form Deformations (FFD) [7]
and Mutual Information [4]. B-splines computation used a fast, low-memory
B-LUT implementation [9], both for motion parametrization and image interpo-
lation. A multi-resolution approach with three levels was applied to the images
and the B-spline control points, the finest level having 2 mm and 32 mm isotropic
spacing, respectively. Similarity was measured through Mattes implementation
of the mutual information using 30 bins [5]. The optimal set of B-spline param-
eters was sought using the limited memory BFGS (Broyden-Fletcher-Goldfarb-
Shanno) algorithm [1] starting from the affine transformation, stopping at each
level when the norm of the projected gradient was below 10−5 mm or after 1000
iterations.
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2.4 Method 2: Demons with APLDM and motion mask

We used an in-house implementation of the Demons algorithm [11] without mul-
tithreading, using the A Priori Lung Density Modification (APLDM) preprocess-
ing described in [8]. The method minimizes the sum of squared differences (SSD)
using a second-order gradient approximation. A Gaussian regularization of the
vector fields was implemented using Deriche recursive filters [2]. The APLDM
preprocessing step was used to account for lung density changes due to inspira-
tion, to which the SSD is not robust, contrarily to the mutual information. It
consists in modulating the lung densities of one image according to the densities
of the other in order to make them comparable. A similar multi-resolution ap-
proach with two levels was applied, the finest level having 2 mm isotropic spacing
for both the images and the vector fields. The algorithm was considered to have
converged if the similarity measure did not improve during 500 iterations.

3 Results

The results were visually assessed using vv (http://vv.creatis.insa-lyon.
fr/), which is an open-source viewer developped for the particular application of
lung registration [10]. Performances were assessed on an Intel Xeon bi-quad-core
2.3GHz PC with 8 Gb of RAM.

The affine registration lead to saftisfying rough alignments without manual
correction. Its computation time required 6 min on average.

The motion mask registration lead to visually satisfying results for all im-
ages but one (patient 6, fixed image). The latter is a contrast-enhanced image
which prevented separation of the mediastinum from the bones with the simple
thresholding used to segment the skeleton. As a consequence, the lung masks
instead of the motion masks were used for the pair of images of patient 6. The
whole segmentation process took 5 min on average.

The quantitative performance assessment of the registrations provided by
the organizers are given in tables 1 and 2. On average, method 1 gave more
accurate and smoother results than method 2. The average computation times
were 62 min for method 1 and 34 min for method 2.

4 Discussion

We focus here on our 2 implementations among 34 competing ones. The full
comparison is written by the organizers.

Both methods are fully automated and we used only one set of parameters for
each. Those parameters were tuned in previous studies on 4D CT images of the
thorax, and we did not try to adjust them for the purpose of this challenge. Given
the variety of the images (humans and animals, deep inspiration breathholds and
free-breathing, etc...), some had characteristics very different from conventional
4D CT, including higher resolution, comparatively higher dose levels per image,
the absence of motion induced artifacts and considerably larger deformation. The
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Lung Boundaries Fissures Landmarks Singularities

Scan
Pair

Score Rank Score Rank Score Rank Score Rank

01 0.00 14.00 0.03 6.00 3.01 15.00 0.00 11.50

02 0.00 11.00 0.00 15.00 0.57 21.00 0.00 12.50

03 0.00 23.00 0.00 12.50 0.58 20.00 0.00 12.00

04 0.00 27.00 0.00 16.50 1.35 16.00 0.00 14.00

05 0.00 13.00 0.00 16.00 0.25 24.00 0.00 13.50

06 0.00 16.00 0.00 25.00 0.43 23.00 0.00 14.00

07 0.00 9.00 0.74 10.00 2.05 11.00 0.00 20.00

08 0.00 16.00 0.08 17.00 1.33 21.00 0.00 12.50

09 0.00 17.00 0.00 6.50 0.73 22.00 0.00 13.00

10 0.01 19.00 0.00 15.00 1.63 14.00 0.00 13.50

11 0.00 9.00 0.04 13.00 1.33 16.00 0.00 11.50

12 0.00 10.00 0.00 13.50 0.32 21.00 0.00 14.50

13 0.00 19.00 0.14 25.00 1.28 25.00 0.00 13.00

14 0.11 20.00 2.68 8.00 2.94 13.00 0.00 22.00

15 0.00 18.00 0.00 25.00 0.76 21.00 0.00 12.50

16 0.00 17.00 0.08 17.00 1.34 19.00 0.00 13.50

17 0.00 6.50 0.03 3.00 1.06 19.00 0.00 14.00

18 0.00 10.00 1.36 12.00 2.96 17.00 0.00 22.00

19 0.00 14.00 0.00 12.00 0.68 27.00 0.00 14.50

20 0.00 12.00 0.86 6.00 2.36 15.00 0.00 10.50

Avg 0.00 15.02 0.30 13.70 1.35 19.00 0.00 14.22

Average Ranking Overall 15.48

Final Placement 14
Table 1. Results of method 1 for each scan pair, per category and overall. Rankings
and final placement are from a total of 34 competing algorithms.
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Lung Boundaries Fissures Landmarks Singularities

Scan
Pair

Score Rank Score Rank Score Rank Score Rank

01 0.14 23.00 0.01 5.00 2.57 14.00 0.02 28.00

02 0.00 25.00 0.00 15.00 0.79 30.00 0.00 26.00

03 0.00 26.00 0.00 12.50 0.69 25.00 0.00 29.00

04 0.02 31.00 0.00 16.50 3.49 29.00 0.02 30.00

05 0.00 26.00 0.00 16.00 0.62 28.00 0.00 13.50

06 0.00 16.00 0.00 1.00 0.79 31.00 0.00 31.00

07 0.31 26.00 0.68 9.00 3.38 18.00 0.18 28.00

08 0.04 24.00 0.00 3.50 0.98 14.00 0.00 28.00

09 0.00 28.00 0.00 6.50 0.77 24.00 0.02 30.00

10 0.05 29.00 0.05 32.00 4.86 27.00 0.35 30.00

11 0.26 27.00 0.07 15.00 2.06 22.00 0.13 29.00

12 0.07 30.00 0.00 13.50 0.50 24.00 0.00 14.50

13 0.00 24.00 0.07 6.00 1.02 16.00 0.00 27.00

14 0.28 23.00 6.64 21.00 7.95 21.00 1.56 30.00

15 0.00 24.00 0.00 7.00 0.83 24.00 0.00 28.00

16 0.01 32.00 0.00 6.50 1.19 16.00 0.03 29.00

17 0.00 21.00 0.06 28.00 1.00 17.00 0.00 14.00

18 0.45 27.00 1.65 14.00 2.93 15.00 0.47 30.00

19 0.00 29.00 0.00 12.00 0.64 24.00 0.00 14.50

20 0.27 28.00 2.82 16.00 1.75 11.00 0.04 27.00

Avg 0.09 25.95 0.60 12.80 1.94 21.50 0.14 25.82

Average Ranking Overall 21.51

Final Placement 27
Table 2. Results of method 2 for each scan pair, per category and overall. Rankings
and final placement are from a total of 34 competing algorithms.
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challenge results show both the relative robustness of the chosen parameters and
room for improvement.

The results of the registrations were as expected for method 1. We achieved
average accuracy on boundaries and fissures. The motion field is overall very
smooth and shows little folding. The B-spline implementation did not include a
regularization other than the intrinsic B-spline smoothness. This is satisfactory
as long as lungs contain high-contrast structures homogeneously distributed in
space, and the B-spline control points are sufficiently spaced (32 mm here).
However, further refinement of the registration would require a regularization
and we intend to add it.

The results obtained for method 2 were surprisingly worse. In particular the
matching of the lung borders performs poorly, especially when considering the
good performance on the fissures. The way the motion masks were used in the
registration process could be responsible for this, and should be investigated
further. The method also obtained poor accuracies for landmarks. One reason
could be that the Demons are not meant for large deformations such as the
ones observed in some pairs of images, e.g. patient 1. The APLDM enhances the
conventional Demons for this difficulty but does not fully tackle it. Note that
more similar results were observed for the two methods on small deformations.
The Demons showed more singularities than most algorithms (average rank: 26).
This is a known downside of this method, since there were no specific mechanisms
preventing folding as in the diffeomorphic version. The result indicates however
that regularization (Gaussian smoothing of the motion field using σ = 2 mm at
the finest level) might have to be increased in the future.

A common remark to both registration methods concerns the image reso-
lution of 2 mm at which the registrations were performed. Improved accuracy,
particularly for landmarks and fissures are expected when using the full resolu-
tion images. This refinement was found very costly for some image pairs, and
therefore not performed in this study. We currently only have developed CPU
implementations of our registration software. The advantage is that they can be
run on any PC. Of course, it comes at a cost compared to GPU implementations:
although we improved the performances with various strategies (B-LUT, multi-
threading, etc...), the registrations took about an hour for method 1 at 2 mm3

resolution. This resolution is probably sufficient for radiotherapy applications
since we typically use 3 mm slice spacing for treatment planning. Future work
includes performance improvement to perform registrations at full resolution for
fine resolutions such as some of the challenge images.

5 Conclusion

This challenge allowed us to evaluate two implementations of deformable regis-
tration. It increased our confidence in those implementations but also showed
potential areas for improvement.
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Abstract. We propose a novel method to model local regularization of
medical image registration. The regularization model incorporates infor-
mation from two different knowledge sources: 1. statistical aspect, con-
sidering regularization as a machine learning problem and 2. anatomical
aspect, extracting predominant anatomical structures and modeling the
ROI as composition of anatomical objects. Finally a link function is pro-
posed to combine information from above stated knowledge sources. The
method was trained and evaluated on a set of five CT lung scan pairs
and on the EMPIRE10 dataset.

Keywords: non-rigid registration, CT, lungs, registration accuracy, knowl-
edge driven, regularization, optic flow, demons

1 Introduction

Accurate registration of medical images is a key technology to medical im-
age analysis. Many different registration algorithms have been presented in the
last decade, yet accurate and reliable image registration remains a challenging
task [3]. Within intensity based registration algorithm a distinction is made be-
tween parametric (mostly B-Spline based) and non-parametric (PDE based, op-
tic flow like) algorithms. Both approaches has been shown to perform on average
very well and to be versatile as well. Yet both approaches, while being versatile,
have disadvantages and yield insufficient results for certain tasks (certain organs,
inter-intra-patient or multi-modal registration) and at particular image regions.
One way to improve image registration is to develop specialized registration al-
gorithms for each application. That is formulating the core of the registration
algorithm to match particular application requirements [12]. We propose an-
other way of improving image registration using a knowledge driven top down
approach. The rationale of the algorithm framework is based on well-established
versatile PDE algorithms and extends it by a knowledge driven regularization
of the deformation field. The generation of the knowledge model is inspired by
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machine learning approaches, considering regularization as a classification or re-
gression problem. A best set of local regularizers is established and combined
with anatomical knowledge. The method is trained and evaluated on a set of
five CT lung scan pairs, and tested on an independent set of 20 CT lung scan
pairs provided through the MICCAI lung registration workshop [8]. Presented
methods and experiments are preliminary, however results on both datasets are
promising.

2 Materials

The data in this work consists of a set of thoracic computed tomography (CT)
scans which form part of a repository of reference standard data sets of thoracic
4DCT images that were acquired as part of the standard planning process for the
treatment of thoracic malignancies at the University of Texas M. D. Anderson
Cancer Center in Houston, TX. All experiments in this publication are based on
five scan pairs (case 1 to 5 with phase T00 and T50, respectively) which were
publicly available at the time of conducting initial experiments. Each scan pair is
associated with 300 uniformly distributed anatomical landmarks that have been
manually identified and registered by an expert in thoracic imaging. The land-
mark sets serve as a reference for evaluating spatial registration accuracy within
the lung for each case [2]. Detailed descriptions of the available images and land-
mark sets are available at www.dir-lab.com/Templates/ReferenceData.html. In
addition we computed lung masks of each scan by performing an automatic lung
segmentation [4]. Apart from that, 20 CT lung scan pairs along with correspond-
ing lung masks – provided by the MICCAI lung registration workshop – are used
as independent test set. For detailed descriptions of this data as well as the used
evaluation methods see [8].

3 Methods

Registration of a moving image IM (x) : ΩM ⊂ R
D 
→ R to a fixed image

IF (x) : ΩF ⊂ R
D 
→ R, both of dimension D, is the problem of finding a

displacement u(x) that makes IM (x+ u(x)) spatially aligned to IF (x). The
quality of alignment is defined by a distance or similarity measure, such as the
sum of squared differences (SSD).

In this work, the diffeomorphic demons algorithm is employed as represen-
tative of PDE based registration algorithms. The original demons algorithm as
proposed by Thirion [9], is inspired by the optical flow model which is based on
the principle of intensity conservation between images. The demons algorithm
alternates between computation of the forces v and their regularization by a
Gaussian smoothing kernel K.

v =
(IM − IF )∇IF

(∇IF )2 + (IM − IF )2

v ← K ∗ v (1)
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The diffeomorphic demons algorithm as proposed by Vercauteren et.al. [10]
is based on Thirion’s demons algorithm. It can be seen as a computationally
efficient adaptation of the optimization procedure to a space of diffeomorphic
transformations. In addition to being diffeomorphic, the reformulated algorithm
provides transformations that are much smoother and closer to the true ones in
terms of Jacobians [10]. Contrary to the original formulation, the diffeomorphic
demons consists of two different regularization kernels. A fluid-like regularization
Kfluid on the speed vector field, and a diffusion-like regularization Kdiff on the
transformation field.

The regularization kernel K forms the interface to our proposed knowledge
driven regularization of the deformation field. The regularization kernel is by
default implemented as a single regularization on the entire space of displacement
fields. We base our experiments on the diffeomorphic demons implementation of
the Insight Segmentation and Registration Toolkit [5] and adapt the algorithm to
support locally different regularization kernels K(x). The employed registration
framework consists of a multi-resolution strategy of 5 levels with 100 iterations
on each level, including lung masks to limit registration on the ROI. In following
experiments, we consider K ≡ Kdiff, i.e. we focus on diffusion-like regularization
kernels.

3.1 Statistical aspect – a machine learning approach

Inspired by machine learning approaches, one might consider image registration
as a classification problem and consequently think of a regularizer as a classifier
or regressor. While it is common to optimize registration accurarcy by searching
for single fixed regularizer within a range of varying kernel widths as listed
in Table 1, we aim to find a best combination of local regularizers, i.e. per
image region. Registration accuracy is evaluated based on point correspondences
between IF and IM using for each scan pair a set of 300 uniformly distributed
landmarks [2]. Table 2 shows the frequency of which each kernel is found to be
locally superior. The average distribution of relative kernel selections is depict in
Figure 1. Next we approach to find a best combination for a reduced set of k local
regularizers by conducting an exhaustive search on the entire set n of 19 kernels
with

(
n
k

)
. That is, there are 171 possible combinations for a 2-kernel-model and

969 possible 3-kernel-models. Table 3 lists registration accuracies of the found
best combinations and according kernel ratios. Such a best combination of local
regularizers is hypothetical since one assumes spatial independence of voxels.
However, this approach reveals if there is any better mapping achievable by
locally combining regularizers. Statistical modeling of spatial dependencies of
regularizers requires further analysis. However, local dependencies must be also
at least partly related to the anatomy of the ROI. Thus, one way of modeling
a field of local regularizers can be formulated by including spatial information
of anatomical structures. In Section 3.2 we describe the anatomical knowledge
which is employed in the link function described in Section 3.3.
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scan kernel width best kernel
pair 0 0.5 1 1.5 2 2.5 3 3.5 4 4.5 5 5.5 6 6.5 7 7.5 8 8.5 9 of each scan

1 9.59 1.89 1.17 1.13 1.10 1.09 1.08 1.09 1.09 1.10 1.12 1.14 1.17 1.21 1.25 1.27 1.32 1.37 1.43 1.08
2 7.21 1.39 1.16 1.12 1.10 1.08 1.07 1.07 1.07 1.08 1.09 1.12 1.15 1.19 1.23 1.25 1.31 1.38 1.45 1.07
3 14.63 1.47 1.27 1.25 1.24 1.25 1.26 1.28 1.32 1.33 1.38 1.44 1.51 1.58 1.68 1.72 1.83 1.94 2.07 1.24
4 12.63 4.71 1.80 1.63 1.53 1.50 1.50 1.52 1.56 1.58 1.66 1.76 1.89 2.03 2.20 2.27 2.47 2.65 2.84 1.50
5 10.28 1.88 1.51 1.49 1.49 1.52 1.56 1.63 1.71 1.75 1.85 1.97 2.12 2.32 2.56 2.66 2.93 3.17 3.42 1.49

avg 10.87 2.27 1.38 1.33 1.29 1.29 1.30 1.32 1.35 1.37 1.42 1.49 1.57 1.67 1.78 1.83 1.97 2.10 2.24 1.28

Table 1. Single regularizer performances, assessed by landmark registration error
(LRE) in [mm]. Italic: best single kernel over all scan pairs. Bold: best kernel on each
scan pair.

scan kernel width hypoth. best
pair 0 0.5 1 1.5 2 2.5 3 3.5 4 4.5 5 5.5 6 6.5 7 7.5 8 8.5 9 combination

1 4 42 36 21 22 17 12 15 11 8 12 4 7 10 12 7 5 6 66 0.81
2 6 52 23 35 21 12 13 17 15 25 8 9 11 5 7 5 5 5 42 0.86
3 2 60 28 26 22 20 20 13 5 8 10 8 7 10 14 11 7 7 38 0.98
4 6 41 30 37 22 27 20 18 11 14 18 9 8 4 4 4 2 6 24 1.13
5 13 58 42 26 35 16 13 12 9 5 7 8 12 5 5 3 4 2 29 1.10

avg 6.2 50.6 31.8 29.0 24.4 18.4 15.6 15.0 10.2 12.0 11.0 7.6 9.0 6.8 8.4 6.0 4.6 5.2 39.8 0.98

Table 2. Hypothetical combination of local regularizers and corresponding LRE. Note:
Frequency distribution of local kernel selections appears to be homogeneous and rela-
tively consistent over scan pairs.

Fig. 1. Histogram visualizes the average distribution of regularization kernels contained
in the hypothetical best regularizer combination. The set of different regularization
kernels is established by selecting locally – i.e. for each landmark – the best performing
regularizer.
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scan kernel hypoth. kernel hypoth.
pair 1.5 5 comb. 1 4 9 comb.

1 144 157 0.97 112 94 94 0.88
2 135 165 0.99 112 126 62 0.92
3 155 145 1.12 133 101 66 1.06
4 165 135 1.35 128 130 42 1.29
5 197 104 1.34 175 81 45 1.27

avg 53% 47% 1.15 44% 35% 21% 1.08

Table 3. Hypothetical best accuracy of a 2-kernel and 3-kernel regularizer combination.
Absolute and relative kernel frequencies and corresponding LRE in [mm], respectively.

3.2 Anatomical aspect

The main anatomical structures visible in lung CT are: vessels, airways, fissures
and lung parenchyma. We extract the major lung vessels by a rough vessel tree
segmentation using simple intensity thresholding. We denote the resulting binary
image of IF by BF and compute:

SDT := signed euclidian distance transform of BF . (2)

The global appearance of the lung is correlated with the dominance of ma-
jor vessels (arteries and veins). Airways are accompanied by arteries, and in
Fig. 2 we illustrate that the location of fissures can be roughly approximated
by according distances to major vessels in SDT . Vessels are more rigid than
parenchyma, in particular larger vessels compress normally far less than sur-
rounding parenchyma. Based on the introduced signed distance transform the
ROI can be modeled as composition of objects. This is different from most reg-
istration algorithm that inspect images purely on a voxel basis (e.g. curvature,
compression). We propose a simple 3-compartment model accounting for vessel
surface, vessel body and parenchyma.

(a) (b) (c)

Fig. 2. (a) fixed image (case3 phase0, slice 129), (b) vessel segmentation (thresholding
at -650HU), (c) signed distance transform of vessel segmentation
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3.3 Link function – combining knowledge

In order to connect statistical knowledge from regularization analysis and anatom-
ical knowledge, we propose following link function:

r∑
i=l

hSDT (i) = fkernel, (3)

with fkernel being the relative frequency of a particular kernel previously derived
from statistical regularization analysis. hSDT (i) denotes a histogram of an av-
erage SDT and where an initial kernel border l or r might be selected based
on anatomical priors. The rationale of the link function is further described in
Figure 3.

Fig. 3. Linking of anatomical knowledge and statistical knowledge from regularization
analysis. X-axis: signed distance to segmentation of predominant anatomical structure
(vascularities) in [mm]. Y-axis: Blue: histogram depicting relative frequency distribu-
tion of voxels within the ROI (masked lung volume). The frequency peak at 0 mm is
cut off, it reaches 0.22. Red: Discrete integral of histogram. The area under the red
integral curve between the green lines matches 53% which is the kernel ratio derived
from statistical regularization analysis. The lower kernel border is determined by the
anatomical structure of lung vascularities. From this it follow the positions of the green
lines marking the distance boundaries of regularization regions. Remark: distances of
more than about 7 mm are related to the proximity of fissures.

We establish a simple preliminary 3-compartment-model with localizations
of compartments C determined by proposed link function as follows:

CV.body(x) : SDT (x) ≤ −1 mm

CV.contour(x) : −1 mm < SDT (x) < 2.5 mm

CParenchyma(x) : SDT (x) ≥ 2.5 mm (4)
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and where SDT forms the connection to related kernels by:

K(x) = G(σ=1.5) : −1 mm < SDT (x) < 2.5 mm

= G(σ=5.0) : else. (5)

4 Results

This section consists of two parts: firstly, the proposed method is evaluated based
on our evaluation approach using the described data 2 of the 4DCT repository.
Second part consists of table 5 provided by the workshop organizers listing the
results achieved on the workshop data [8].

In [11, 6] has been concluded that landmark or intensity-based validation
measures alone are not sufficient for the evaluation of image registration. In
conclusion, both a well-distributed set of landmarks and a deformation vector
field analysis are necessary for reliable non-rigid registration accuracy assess-
ment. Irregularities in obtained deformation field and physiological implausible
distortions may cause as well unacceptable registration results.

We assess registration accuracy by means of landmark registration errors us-
ing reference sets of 300 uniformly distributed anatomical point correspondences.
Table 4 lists according landmark measures for each scan pair. In addition, ob-
tained deformation fields are evaluated w.r.t. irregular local volume changes.
For that we compute the determinant of the Jacobian of the transformation
field |J(u)| [7] and check for locations where |J | < 0, i.e. for occurrences of
foldings. In respect to lung physiology, a reasonable deformation field should be
relatively smooth and homogeneous within the lung parenchyma (in a healthy
subject). In Fig. 4 the deformation field characteristics are inspected by means
of visualization of local volume changes.

The proposed method, trained on the 4DCT dataset, was also applied on
the EMPIRE10 dataset and evaluated by the workshop organizers. Table 5 lists
the obtained results. For detailed descriptions of the dataset as well as the used
evaluation methods see [8]. On an Intel Core 2 Quad CPU (2.66GHz) the average
computation time of one registration is about 45 minutes on the EMPIRE10
dataset and 10 minutes on the 4DCT dataset.

scan LRE deform.
pair mean std min max |J | < 0

1 1.03 0.48 0.15 3.20 0
2 1.00 0.46 0.18 2.39 0
3 1.14 0.61 0.14 5.76 0
4 1.37 0.97 0.07 11.46 0
5 1.38 1.19 0.19 15.63 0

avg 1.18 0.74 0.15 7.69 0

Table 4. Assessment of landmark registration error (LRE) in [mm] and local irregu-
larity counts on the deformation field.
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(a) (b)

(c) (d)

Fig. 4. Inspection of deformation field characteristics by means of visualization of lo-
cal volume changes. The pictures show exemplarily a coronal and an axial slice using
standard registration with Kdiff = G(σ=2.5) (a,c) and proposed knowledge driven regu-
larized registration (b,d), respectively. Local volume changes are coded by a full color
map, where light blue depicts volume preservation (|J | = 1), green to brown local con-
traction (|J | < 1) and blue to red local volume expansion (|J | > 1). Remark: in none
of both deformation fields occurs folding.

5 Discussion & Conclusion

The proposed method performs very well on the 4DCT dataset compared to
various registration algorithms of which obtained results are published in [2, 1]
and online at the repository providers website. However, from the results on the
EMPIRE10 dataset it is obvious that the method performed insufficiently on sev-
eral scan pairs. We compared volume ratios of lung scan pairs of the EMPIRE10
workshop with that available in used training dataset and found that proposed
method performed insufficiently only on scan pairs which have significantly larger
volume ratios. Future work will therefore firstly focus on establishing of a more
comprehensive training set of reference data. Secondly, instead of using an av-
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erage set-up of the kernel-compartment-model, we consider supervised learning
to select more specific models based on a similar reference scan pair. Further it
is possible to refine the knowledge model by extending it with e.g. emphysema
regions, which could be included by applying same approach as used on vessels.

Lung Boundaries Fissures Landmarks Singularities

Scan
Pair

Score Rank Score Rank Score Rank Score Rank

01 0.24 25.00 0.04 10.00 2.29 11.00 0.00 23.00

02 0.00 22.00 0.00 15.00 0.39 10.00 0.00 25.00

03 0.00 15.00 0.00 12.50 0.32 2.00 0.00 24.00

04 0.00 29.00 0.00 16.50 1.10 12.00 0.00 14.00

05 0.00 13.00 0.00 16.00 0.00 5.50 0.00 28.00

06 0.00 16.00 0.00 25.00 0.30 8.00 0.00 14.00

07 0.30 25.00 0.36 5.00 2.17 12.00 0.00 23.00

08 0.09 27.00 0.00 8.00 0.81 10.00 0.00 12.50

09 0.00 31.00 0.00 6.50 0.55 8.00 0.00 13.00

10 0.03 25.00 0.00 15.00 3.07 20.00 0.00 13.00

11 0.23 24.00 0.00 6.00 0.95 11.00 0.00 23.00

12 0.08 32.00 0.00 13.50 0.02 9.00 0.00 14.50

13 0.00 30.00 0.06 2.50 0.77 5.00 0.00 13.00

14 0.45 26.00 4.30 18.00 4.23 17.00 0.00 21.00

15 0.01 32.00 0.00 7.00 0.62 5.00 0.00 25.00

16 0.00 27.00 0.00 2.50 0.73 3.00 0.00 13.50

17 0.00 25.00 0.05 16.00 0.69 6.00 0.00 14.00

18 0.33 26.00 1.17 11.00 1.74 6.00 0.00 23.00

19 0.06 32.00 0.00 12.00 0.46 8.00 0.00 14.50

20 0.23 27.00 2.51 14.00 1.21 3.00 0.00 24.00

Avg 0.10 25.45 0.42 11.60 1.12 8.57 0.00 18.75

Average Ranking Overall 16.09

Final Placement 16
Table 5. Results for each scan pair, per category and overall. Rankings and final
placement are from a total of 34 competing algorithms [8].
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Abstract. The registration of thoracic images is a challenging problem
with essential clinical applications such as radiotherapy and diagnosis.
In the context of the EMPIRE10 challenge, we briefly introduce a gen-
eral robust and efficient algorithm to register automatically any type of
scalar images (CT, MRI, ...) on virtually any location (brain, thorax, ...).
Although fully automatic and generic, the proposed algorithm reached
the 17th place in the EMPIRE challenge over 34 algorithms evaluated.
Moreover, we have since optimized further the parameter set used for
the challenge and we demonstrate the ability of the algorithm to recover
much better large displacements of the lungs boundaries.

1 Introduction

Registration of thoracic CT images is a challenging problem encountered in many
clinical applications. For instance, one of the most important aspect in radio-
therapy planning is to precisely determine the target volume to be treated and
the surrounding critical structures. The elastic nature of the lung tissue defor-
mation and the physiological movement of patient (e.g. breathing cycle) affects
these localizations. Image registration may therefore greatly improve the treat-
ment accuracy by compensating for the inevitable anatomical changes between
two acquisitions.
To tackle this complicated registration problem, we propose a fully automatic
non linear registration method, which may be applied to a large variety of medi-
cal images. It is based on a pyramidal block-matching approach, which allows to
recover large displacements. To improve the robustness of the registration, the
block-matching is coupled with an outlier rejection scheme to remove incorrect
pairings that may occur due to several factors such as noise or lesions.
This algorithm was evaluated in the EMPIRE10 challenge, which provides a
platform for in-depth evaluation and fair comparison of thoracic CT image reg-
istration algorithms. Although being generic and fully automatic, the proposed
algorithm appears to be very efficient and competes with many state of the art
registration methods specialized in thoracic CT image registration. Moreover,
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since the evaluation results, better registration parameters were tested and we
demonstrate the ability of our algorithm to recover much better large displace-
ments of the lungs boundaries.

2 General Block-Matching Algorithm for Non Linear
Registration

We developed a general algorithm to register a floating image F to a reference
image R, i.e. find the dense transformation T (one displacement vector per voxel)
so that F resampled by T locally matches R: R ≈ F ◦T . Note that these reference
and floating images may also be referred respectively as fixed and moving images
in the literature. Our method is built on the principle of the block-matching
based algorithm developed by Ourselin et al. for rigid registration [3]. However,
its purpose is different and we therefore developed an algorithm to estimate a
robust non linear transformation between the two images.

To compute this transformation, we follow an iterative framework using a
multi-resolution scheme illustrated in Algorithm 1. At each iteration l, a trans-
formation correction δT l is evaluated using pairings obtained through block-
matching, so that F ◦ T l gets closer to R than F ◦ T l−1. As the block-matching
algorithm may produce incorrect block pairings, the second step is then to detect
and remove these outliers in order to compute an outlier-free transformation cor-
rection δT̃ l. Finally, the transformation correction is composed with the current
transformation T l−1 to obtain T l, which may be regularized using an elastic-like
regularization scheme.

Algorithm 1 Block-Matching Based Non Linear Registration Algorithm
1: Initialize the transformation to identity T 0 ← Id.
2: for p = 1...M , iterations on pyramid levels, do
3: for l = 1...L, iterations, do
4: Estimation of pairings: C ← blockmatch(R, F ◦ T l−1).
5: Interpolate of a dense correction field: δT l ← interp(C).
6: Rejection of outlier pairings: C̃ ← prune(C, δT l).

7: Interpolate the outlier free transformation correction: δT̃ l ← interp(C̃).

8: Composition of the correction T l = T l−1 ◦ δT̃ l.
9: Elastic-like regularization of the current transformation T l.

10: end for
11: end for

2.1 Transformation Correction Estimation

At each iteration l, a dense correction field δT l is computed to get a better
correspondence between the images R and F ◦ T l−1. We detail in the following
first how sparse pairings are obtained between the current images. Then, we
present how this sparse information is used to compute a dense correction field.

138



Estimation of Correspondences To estimate correspondences between the
images R and F ◦ T l−1, we have chosen to use a block-matching algorithm. It
allows to search for large displacements between the images, while being robust
to the possible local minima of the similarity measure.

Blocks are placed regularly on the whole reference image R. Then, for each
block B(xv) ⊂ R, centered in xv, we look for its best match B(yv) in a local
neighborhood V (xv) ⊂ F ◦T l−1 (this neighborhood can be small as we are work-
ing on an image pyramid). The best match is defined according to a similarity
measure S, i.e. the best match is defined as :

yv = arg max
y∈V (xv)⊂F◦T l−1

S(B(xv), B(y)). (1)

where S(B(xv), B(y)) corresponds to the similarity measure between the two
blocks B(xv) and B(y). The choice of the similarity measure is crucial and must
depend on the assumed relationship between the intensities of the two images.
We have used small blocks in our experiments (5 × 5 × 5 voxels). This means
that a small number of tissue classes are present in each block (usually two or
three) [4], which fits perfectly the use of a squared correlation coefficient as a
similarity measure.

We define Sv as the best value of the similarity measure for the block B(xv):
Sv = S(B(xv), B(yv)). At the end of this step, we obtain a set of pairs of points
(xv, yv) corresponding to the pairings between the images R and F ◦T l−1. These
pairs are associated to the corresponding values of the similarity measure Sv,
that can be used for characterizing the confidence in each pairing.

Transformation Interpolation The obtained pairings can be seen as a sparse
displacement field C, where each couple (xv, yv) implies the displacement C(xv) =
yv −xv. Similarly, a scalar sparse map of pairing confidence k may be built from
the corresponding values Sv: k(xv) = Sv.

The next step of the algorithm is then to interpolate a dense correction field
from these two sparse fields. As we are estimating a dense non linear transforma-
tion, previous schemes (least squares) for linear transformation estimation may
not be applied here. We therefore compute the dense transformation from the
pairings by convolving C with a 3D Gaussian:

δT l =
Gσ ∗ kC

Gσ ∗ k
. (2)

The interpolation can be seen as a fluid regularization of the transformation
as proposed in [2] in order to limit the influence of outliers. It is defined as a local
mean of the pairings weighted by the confidence k to emphasize the pairings for
which the confidence is high. This equation enables us to compute efficiently a
dense correction field from the sparse displacement field C. σ corresponds to the
standard deviation of the Gaussian, allowing to compute a smoother or sharper
displacement field. Note that other methods could have been used to interpolate
the dense correction field such as kriging [6] or thin-plate splines [1].
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2.2 Outlier Rejection

From the block pairings, we have now obtained a dense correction field δT l. How-
ever, the pairings obtained through the block-matching process may be erroneous
in some regions such as regions where a lesion is present in one of the images, and
in homogeneous regions. To prevent these outliers from corrupting the estimated
transformation, we present an outlier rejection process. Unlike previous work on
block-matching [3], our algorithm is designed for non linear registration, and
techniques such as Least Trimmed Squares [5] may not be used. We therefore
introduced an effective measure for the robust detection of outliers with respect
to a non rigid transformation. We based our approach on the comparison of
the original pairings (xv, yv) available in C and the interpolated displacements
in δT l. From this comparison, the mean displacement difference over the whole
image e is computed as well as the variance σ2

e :{
e = 1

N

∑
v ‖C(xv) − δT l(xv)‖,

σ2
e = 1

N−1

∑
v(e − ‖C(xv) − δT l(xv)‖)2 (3)

where N is the number of blocks in the image. Then, we define a criterion to
determine whether a couple (xv, yv) is an outlier or not:

‖C(xv) − δT l(xv)‖ > e + ασe. (4)

In this equation, all the pairings whose difference with respect to the inter-
polated corrections field δT l is higher than e + ασe are considered as outlier
pairings and removed from the sparse field C. The α parameter allows more
variable displacements when its value is large, and highly constrains the pair-
ings when it is small. As with the LTS outlier rejection framework, this process
could be iterated. However, only one iteration was sufficient to take into account
the outliers and we therefore chose to use only one iteration.

After this outlier rejection step, the remaining pairings are used to compute
a new sparse displacement field C̃, which is interpolated. This gives as a result a
final correction field δT̃ l that will be composed with the current transformation
T l−1: T l = T l−1 ◦ δT̃ l. Finally, the current estimate of the transformation T l

may be regularized using an elastic-like regularization, to provide a smoother
deformation field. This amounts to convolve the current estimate T l with a
Gaussian kernel of standard deviation σel.

3 EMPIRE10 Challenge – Results

3.1 Challenge Context and Implementation Details

The EMPIRE10 challenge consisted in evaluating the state of the art in chest CT
registration. 20 pairs of chest CT scans (intra-subject) had to be registered. The
provided data were very challenging since they encompassed many of the prob-
lems faced by researchers developing registration algorithms for this application
(variation in image/voxel size, scans taken at various phases in the breathing
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cycle, etc.). In addition to the CT scans, binary lung masks were also provided
for each pair of scans. The reader may find the proposed registration method
referenced as “Asclepios2” in the EMPIRE10 challenge.

The implementation used for the challenge was done in C++. To register
each pair of images, we first performed a global affine registration between the
reference and floating images using the method proposed by Ourselin et al. [3].
As explained in Section 2, this method is also based on a block-matching scheme.
It is able to estimate a linear transformation (rigid or affine) between two images.
In this paper, we used the affine version of the method. The parameters used for
the challenge was:

– Number of pyramid level: 4
– Number of iteration at each level: 6
– Type of estimator: weighted least trimmed squares

The value of other parameters was set by default. This first registration allowed
to compensate for the global deformation induced by change in position of the
patient or by the lung position in the breathing cycle. To focus on the lung
part, the affine registration was performed on the masked images. The resulting
affine transformation was then given as an initial transformation to our non
linear registration algorithm. The parameter set used to register (non linear
registration) each couple of images was:

– Number of pyramid levels: 4
– Size of blocks: 5×5×5
– Search window size: 7×7×7
– Number of iterations per pyramid level: 10

We found that the impact of the last pyramid level (finest resolution) brought
only negligible registration quality improvement in comparison to the computa-
tion time increase. The last level of pyramid was therefore skipped in order to
speed-up the computation. To further decrease computation time and since only
the lungs registration was evaluated, we also decided to use the lung mask of
the reference image to define blocks only where needed in the reference image.
Since the parameters used are the same for every pair of scans, the method is
considered as fully automatic.

3.2 Numerical Results

Table 1 and Fig. 1 present the results of the EMPIRE10 challenge for the pro-
posed registration method. For each pair of images, the registration method was
evaluated by four criteria:

– Alignment of lung boundaries
– Alignment of major fissures
– Correspondence of annotated point pairs
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– Analysis of singularities in the deformation field

Overall, the proposed registration method appeared to be a very efficient
method for thoracic CT images with a rank of 17 among the 34 competing
algorithms. Three major conclusions may be drawn. First, the proposed method
obtains a perfect score on singularities in the deformation field. This comes
both from the outlier rejection scheme and from the interpolation of sparse
displacement fields over the whole image. This allows our algorithm to compute
deformation fields with no singularities. Second, our method is very efficient to
align the fissures and landmarks, ranking at the 13th place in average for this
evaluation. Finally, the alignment of the lung boundaries does not perform as
well as we had expected for some scan pairs. This issue comes from the fact that
we adapted the parameters from a set that was designed for brain registration,
where displacements are much smaller. We since investigated this problem and

Lung Boundaries Fissures Landmarks Singularities

Scan
Pair

Score Rank Score Rank Score Rank Score Rank

01 0.85 28.00 0.54 18.00 2.41 12.00 0.00 11.50

02 0.00 30.00 0.00 15.00 0.62 25.00 0.00 12.50

03 0.00 28.00 0.00 12.50 0.65 23.00 0.00 12.00

04 0.00 12.00 0.00 16.50 0.92 7.00 0.00 14.00

05 0.00 13.00 0.00 16.00 0.71 30.00 0.00 13.50

06 0.00 16.00 0.00 15.00 0.47 26.00 0.00 14.00

07 2.50 29.00 0.93 14.00 1.85 7.00 0.00 10.00

08 0.09 28.00 0.00 12.00 1.02 15.00 0.00 12.50

09 0.00 24.00 0.00 6.50 0.71 21.00 0.00 13.00

10 0.01 22.00 0.00 15.00 1.17 7.00 0.00 13.50

11 0.78 29.00 0.01 11.00 1.02 12.00 0.00 11.50

12 0.07 31.00 0.00 27.00 0.94 28.00 0.00 14.50

13 0.03 32.00 0.08 13.00 1.19 20.00 0.00 13.00

14 0.48 27.00 2.78 9.00 1.78 5.00 0.00 9.50

15 0.00 23.00 0.00 7.00 0.81 23.00 0.00 12.50

16 0.00 30.00 0.03 11.00 1.23 17.00 0.00 13.50

17 0.00 22.00 0.05 16.00 1.18 24.00 0.00 14.00

18 0.91 28.00 0.09 5.00 1.55 5.00 0.00 10.50

19 0.00 14.00 0.00 12.00 0.66 26.00 0.00 14.50

20 0.18 25.00 2.69 15.00 1.64 9.00 0.00 10.50

Avg 0.29 24.55 0.36 13.32 1.13 17.10 0.00 12.52

Average Ranking Overall 16.87

Final Placement 17
Table 1. Results for each scan pair, per category and overall. Rankings and final
placement are from a total of 34 competing algorithms.
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Fig. 1. Scores of the proposed registration method: box-and-whisker plot for categories
“lung boundaries”, “fissures”, and “landmarks”. Information about “singularities” were
not displayed since the score was 0 for every scan pair.

propose in Section 3.4 a simple modification of the parameter set that settles
the boundary precision problem while improving the global registration quality.

3.3 Visual Results

In this section, we present some visual results illustrating the performance of
our method. The presented images correspond to axial slices of the lungs. In
order to focus the reader attention onto the lungs, the contrast in these regions
has been artificially increased while the contrast outside has been decreased.
This manipulation on the contrast was possible thanks to the masks provided
for both reference and floating images. Since the registered image is supposed to
perfectly match the reference image, the contrast change of the registered image
has been performed using the mask of the reference image. As a consequence, a
misalignment of the lung boundary will appear as a thin white band in the lung
mask and as a dark band outside of the mask.

According to Table 1, the registration process using the proposed set of pa-
rameters was particularly efficient on the pairs of scans #2 and #19. Fig. 2
illustrates for both scan pairs, respectively from left to right, the floating im-
age, the registered image, and the reference images. One can see that the initial
data (reference and floating images) are clearly not registered (lung boundaries,
vessels, bronchus, etc.). Using our algorithm, the registered image appears to be
very similar to the reference image: the lung boundaries are correct and most
of the structures in the reference image are present and well positioned in the
registered image.

According to Table 1, our algorithm is however less efficient on the scan
pairs #1 and #18 (see Fig.3). One can notice that the lung boundaries have not
been retrieved as precisely as we expected. However, inside the lungs, the two
registered images are very similar to their corresponding reference images. The
proposed method is therefore reliable and allows to precisely compare visually
the reference and registered floating images.
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Fig. 2. Image registration results (two of the most accurate examples according to
Table 1). The registered image (central column) is the floating image (left column)
re-sampled in the geometry of the reference image (right column). Slice numbers are
317 for the scan pair #2, and 194 for the scan pair #19.
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Fig. 3. Image registration results (two of the less accurate examples according to Ta-
ble 1). Slice numbers are 148 for the scan pair #1, and 170 for the scan pair #18.

3.4 Improvements

Thanks to the results of the evaluation, the boundary alignment issue, illus-
trated in Fig. 3, was detected. As mentioned above, this comes from the fact
that we adapted the parameter set used in the experiments from one used for
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brain registration. However, the displacements encountered in brain registration
are much smaller than in lung registration.
Since the submission of the results, we further improved the parameters and
found a single set of parameters allowing for a much better visual correspon-
dence of the lung boundaries. This improvement resides in two changes. First,
we increased the number of iterations per pyramid level to 15 to ensure that all
displacements are recovered. Then, we gave the algorithm a dilated mask of the
lungs as the area on which to create blocks. This was done to ensure that blocks
are created on the border of the lungs, allowing for their precise registration.
Fig. 4 illustrates the improvement between the two sets of parameters. The new
set of parameters visually corrects the lung boundary matching issue. In addi-
tion, the alignment of fissures also seems to be improved: some fissures visible in
the reference image were lost in the registered image with the submitted method
and are well recovered using the improved registration method.

3.5 Computation time

The computation time of a given registration method depends mainly on the
hardware configuration of the computer used. For our experiments, the config-
uration was the following: DELL laptop E6400, CPU double core at 2400MHz,
8GB of DDR3 memory, Linux Fedora 10. Using this configuration, and using the
set of parameters of the initial submission, the computation time was distributed
between the affine registration and the non linear registration:

– Affine registration: 123 seconds
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Fig. 4. Improvement of the proposed registration method. The lung boundary issue
has been fixed. The slice numbers are 148 for the scan pair #1, and 170 for the scan
pair #18.
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– Non linear registration: 623 seconds

These computation time was obtained for the image #1. Using the improved
set of parameters, the computation time of the non linear registration slightly
increased and was, on the same image, 844 seconds. One should note that the
code can be distributed on a multiple core architecture. In order to compare
the distribution of the computation time between the linear and the non linear
registration processes, we used one of the two cores available. Indeed, the affine
registration was optimized for single core processors.

4 Conclusion

The registration of thoracic images is a challenging problem having critical clin-
ical applications such as radiotherapy and diagnosis. In this context, the EM-
PIRE10 challenge had a simple but essential goal: objectively compare the tho-
racic CT image registration algorithms proposed by the research community.

In this paper, we introduced an efficient algorithm to register automatically
any type of scalar images on a large variety of locations. Associated to an out-
lier rejection scheme, this method is also robust to incorrect pairings that may
occur. Although fully automatic and generic, our algorithm performed well and
reached the 17th place in the challenge over 34 algorithms evaluated. Moreover,
we presented a new set of parameters that drastically improves the visual re-
sults compared to the challenge results, allowing to recover much better large
displacements of the lungs boundaries.

Finally, this method is currently being integrated into the MedINRIA soft-
ware platform3 to make it available to clinicians and researchers.
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Abstract. We recently introduced labeling of discrete Markov random
fields (MRFs) as an attractive approach for non-rigid image registra-
tion. Our MRF framework makes use of recent advances in discrete op-
timization, is efficient in terms of computation time, and provides great
flexibility. Any similarity measure can be encoded right away, since no
differentiation is needed. In this work, we investigate the performance of
our framework in a challenging scenario: the registration of thoracic CT
images. In order to assess the potential of the discrete MRF setting, we
employ the simplest registration objective function based on intensity
differences. The registration is fully-automatic, constant parameters are
used throughout the experiments, we omit the use of the available seg-
mentations, and (except for linear pre-alignment) no pre-processing of
the data is performed. Despite the simplicity of our experimental setup,
we are able to obtain accurate registration results for most of the data
in a very efficient manner. Our registration software is freely available1.

1 Non-rigid Registration using Discrete MRFs

Non-rigid image registration is an important task in computer vision and medical
imaging applications. Given two images I and J , one seeks a transformation T
which aligns corresponding objects visible in the images. This task is commonly
solved by posing an energy minimization problem where the objective function
is a sum of a matching criterion S and a regularization term R,

T̂ = arg min
T

S(I, J ◦ T ) + α R(T ) . (1)

Here, α is a weighting factor controlling the influence of the regularization term.
In case of non-rigid registration, the transformation is often defined as the iden-
tity transformation plus a dense displacement field D. The new location of an
image point p is then computed by

T (p) = p + D(p) . (2)

Recently, labeling of discrete Markov random fields has become an attractive
approach for non-rigid image registration [1–4]. In the following, we will briefly
introduce our general framework, originally presented in [5].
1 http://www.mrf-registration.net/

147



1.1 Discrete Markov Random Fields

Let us consider a Markov random field X which is a set of n random variables
Xi ∈ X. Each variable can take a value xi ∈ L where L is a discrete set of
events. The events are commonly referred to as labels, and Xi = xi is a label
assignment of variable Xi. If every variable is assigned a label, this is what we
call a labeling of the field denoted by X = x with x = (x1, ..., xn). Sometimes
the labeling is also referred to as the configuration or realization of the field. We
further introduce the concept of neighborhood. Neighboring random variables are
conditionally dependent, and by defining a neighborhood system we can encode
spatial interactions and contextual constraints between variables. Neighborhood
relationship is defined via so called cliques. A clique is a subset of variables
C ⊆ X and variables within the same clique are neighbors. The set containing
all cliques is denoted by C. We further define the order of a field as the size of
the maximal clique minus one. A first-order field contains cliques of size up to
two, a second-order field has cliques of size up to three, and so on.

As a consequence of the famous theorem by Hammersley and Clifford [6], we
can define the energy of a labeling as

E(x) =
∑
C∈C

ψC(xC) . (3)

The functions ψC are the so called potential functions, where one function is de-
fined per clique. The energy of an MRF is simply the sum over clique potentials.
The definition of these functions is an essential part of modeling a problem as a
random field. The potentials are unrestricted real-valued functions which eval-
uate the quality of sub-labelings xC in terms of energies. The lower the energy
the more likely the labeling.

In this work, we will focus on first-order fields for which very efficient opti-
mization methods are available. The energy of an first-order MRF is simply

E(x) =
∑

i

ψi(xi) +
∑
(i,j)

ψij(xi, xj) . (4)

Of course, we are interested in the configuration with the lowest energy (which
is equivalent to the maximum a posteriori (MAP) estimate which is the labeling
with highest probability). Mathematically, we are interested in the following
minimization problem

x̂ = arg min
x

E(x) . (5)

Now, the interesting task is how to model a real world problem, such as the
non-rigid registration, in terms of a discrete random field formulation. This task
involves four steps: (i) identification of the role of random variables, (ii) defini-
tion of the discrete label space, (iii) derivation of the energy function, and (iv)
selection of an appropriate optimization strategy.
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1.2 Bridging the Gap

Let us start by discussing the role of the random variables. The ultimate goal
of non-rigid registration is the recovery of an optimal non-linear transformation
T . This is expressed in Equation (1). The transformation is fully defined by the
identity mapping and a dense displacement field D (cf. Equation (2)). So, what
we need to determine are the displacement vectors D(p) for every image point p.
Intuitively, we could introduce a random variable for every image point. Then,
the labels xi correspond to displacements. However, such an approach is doomed
in practice. Considering a 3D registration scenario with moderately sized images,
let’s say 2563 voxels, this would result in a random field with more than 16.7 mil-
lions of variables. Optimization of such huge fields is quite inefficient. We propose
to reduce the dimensionality of the problem by introducing a deformation grid
with a sparse set of control points and an interpolation strategy. We introduce a
random variable for every control point, and the labels correspond to the control
point displacements. The dense displacement field is then defined as the linear
combination of the control point displacements

D(p) =
∑

i

ωi(p) xi . (6)

Here, ωi(p) corresponds to the interpolation or weighting function. In this work,
we employ free form deformations (FFDs) based on cubic B-splines [7, 8]. In com-
mon FFDs the control points are uniformly distributed over the image domain.
The displacement of a control point has only local influence on the displace-
ment field, and thanks to the cubic basis functions the resulting deformation is
guaranteed to be C2 continuous.

Let us now derive the MRF energy function for the registration problem.
As already mentioned, in this work we are focusing on first-order MRFs, so the
energy consists of unary potential functions ψi and pairwise potential functions
ψij . The unaries correspond to the energy for assigning a label to a random
variable, independently of all other variables. In contrast, the pairwise terms
evaluate the energy for a simultaneous label assignment to two variables. We
encode the matching criterion S from Equation (1) locally distributed on the
unary terms. For the sum of absolute intensity differences (SAD), which is the
matching criterion we consider in this work, the unary terms are defined as

ψi(xi) =
∑
p∈Ωi

ω̂i(p) |I(p + D(p) + xi) − J(p)| . (7)

Here, Ωi defines a local domain centered at the control point i. Only image
points p within this domain are considered for the local matching term. We
define this local domain to compass only the immediate neighboring cells of the
regular control grid. The function ω̂i is again a weighting function. Image points
closer to a control point will have a larger contribution to the energy than points
further away. This is similar to the weighting function for the control grid earlier
introduced (cf. Equation (6)). In contrast to the cubic B-spline function for the
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deformation, here we commonly use a simple linear weighting function. Note,
that the matching term already considers the displacement field D. This is later
needed in the hierarchical, iterative procedure.

In fact, the use of FFDs implicitly guarantees smooth deformations. How-
ever, additional explicit regularization can be beneficial, in particular in image
areas with less visible structure. We employ a simple neighborhood system on
the random variables, where every variable forms pairwise cliques with its imme-
diate neighbors (i.e. 6-connected neighborhood in 3D). We encode the regular-
ization term R from Equation (1) locally distributed on the pairwise terms. Here
we consider a simple penalty term, which favors similar displacements between
neighboring control points and which is an approximation for penalizing the first
derivatives of the displacement field

ψij(xi, xj) = α
‖(di + xi) − (dj + xj)‖

‖i − j‖ . (8)

Again, we also consider displacements di and dj which might have been occurred
in previous iterations. The factor α controls the influence of the regularization.

Both, our matching term in Equation (7) and the regularization term in
Equation (8) are extremely simple and easy to implement. Still, we will later see
that we are able to obtain quite good registration results with this formulation.
Of course, our framework allows to consider much more sophisticated energies.
Different matching criteria, regularization terms, learned neighborhood systems
and deformation priors have been presented in [1, 9, 10].

1.3 Refinement Strategy

Two of four steps are still missing in our formulation. So far we did not discuss
the definition of the label space and the selection of the optimization strategy.
We continue with the set of labels. Remember, the labels correspond to dis-
placements and thus the set L defines our solution space for the registration. Of
course, the random variables are in fact of continuous nature and their range of
values is actually R3 (in 3D registration). So, how can we efficiently sample this
space and form a set of discrete labels? It is important to find a good compro-
mise. On the one hand, a small number of labels allows fast optimization. On
the other hand, a too sparse sampling of the displacement space may lead to
inaccurate registration.

To this end, we propose an iterative refinement strategy which allows us
to keep the number of labels small, but also to achieve high-accurate results.
We employ a sparse sampling of the displacement space with a fixed number of
samples k. We uniformly sample along the positive and negative directions of
the three coordinate axes up to a maximum value dmax. The total number of
labels is then |L| = 6 · k + 1 including the zero-displacement. The registration is
then performed iteratively. In every iteration, we try to determine the optimal
update for the displacement field by solving a discrete labeling on the current set
of labels and w.r.t. to the current deformation. After each iteration, the update
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is added to the displacement field and the label space is refined by rescaling the
displacements in L by a factor 0 < s < 1. The whole procedure is sketched in
pseudo-code in the following.

Algorithm 1: Non-rigid Registration using Discrete MRFs
input : Images I, J
output: Transformation T

1 T ← initializeTransformation() ;
2 L ← initializeLabelSpace() ;
3 repeat
4 x ← computeLabeling(I,J ,T ,L) ;
5 T ← updateTransformation(T ,x) ;
6 L ← refineLabelSpace() ;

7 until convergence;

We should note, that of course the update of the transformation is only
performed if the energy has decreased. The convergence criterion can be either
based on the change of the energy – if the change is very little and the label space
has been refined sufficiently often, we can stop – or we simply set a maximum
number of iterations. The latter on has been used in this work. For the MRF
optimization, we use a recently proposed method called FastPD [11, 12] which
we also used in [5, 1, 9, 10]. Due to the limited space, we refer the reader to the
given references for more details about the algorithm.

2 Experiments on Empire Database

Our experiments are part of the MICCAI 2010 Grand Challenge “Evaluation of
Methods for Pulmonary Image Registration” (EMPIRE). The EMPIRE database
consists of 20 pairs of thoracic CT images. A full description of the data and the
evaluation of the registration results can be found in [13] and on the website2 of
the EMPIRE study.

In the following, we will describe our experimental setup and the setting of
the internal parameters of our registration method. All parameters have been
empirically determined by running a few test registrations on one of the im-
age pairs and visual inspection of the results. The parameters were then fixed
throughout the experiments. Our registration is fully-automatic and does not
require any pre-processing of the image data. The maintainers of the database
provide segmentations of the lung areas for all images. We decided to omit the
use of these segmentations and thus do not rely on any segmentation algorithm.

2 http://empire10.isi.uu.nl/
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2.1 Linear Pre-Alignment

Prior to the non-rigid registration, we employ a linear alignment using a Downhill-
Simplex optimization and the SAD matching criterion. This step roughly recov-
ers a transformation containing translation, rotation, and anisotropic scaling.
To speed up the computation, random sampling with 10% of the voxels is used
here. We also use a common Gaussian image pyramid with four resolution levels
where only the two coarsest levels are considered in the pre-alignment step. In
our image pyramid, we do not perform any downsampling along a dimension
where the number of voxels would drop below 32.

2.2 Non-rigid Alignment

The final non-rigid alignment is performed with a hierarchical setting. Again,
we use a Gaussian image pyramid, this time with five resolution levels and the
preservation of the 32 voxel limit. Only the four coarsest levels are considered
for the registration to speed up the computation. Simultaneously, we use a four
level FFD control grid, starting with a control point spacing of approximately
95mm and ending with a spacing of about 10mm. On each grid level, we perform
5 iterations, which means we compute 5 discrete labelings each corresponding
to an update of the displacement field. After these 5 iterations we continue the
registration on the next higher resolution level, both for the control grid and the
image pyramid. The labels space is defined as follows: we initialize the maximum
displacement dmax on each level with 0.4 times the control point spacing. The
number of samples k is set to 5, so in every iteration we have in total 31 labels
(including the zero-displacement). After each iteration the displacements in L
are scaled by a factor s = 0.67. Finally, the weighting parameter α is set to 20.

2.3 Results

After registration of all 20 pairs, we submitted our displacement fields to the
maintainers of the EMPIRE study who did the evaluation remotely. Our results
are summarized in Table 1. More details are given on the EMPIRE website under
the results section, where our method can found under the name drop. We make
several observations from which we conclude that our method is performing very
well on most of the datasets. Observation one, the lung boundaries are almost
perfectly registered in all datasets. Observation two, the alignment of major fis-
sures is very good in 13 of 20 datasets. In the other 7 (datasets 1,7,8,11,14,18,20)
the alignment exhibits larger errors. Observation three, also the alignment of the
landmarks is very accurate. 11 of 20 datasets exhibit an average error of less than
2mm, in 8 datasets it is even below 1mm. This is quite remarkable, considering
that we did not perform the registration on the full image resolution. Again, the
before mentioned 7 datasets exhibit the largest errors in the landmark category.
The last observation is that in all cases, our displacement fields are free of any
singularities such as folding or tearing. This is a pleasant behavior of our (sim-
ple) regularization term. We should note, that in this work we did not employ
any geometrical constraints on the FFDs to guarantee bijective deformations.
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All our experiments were carried out on an Intel R© CoreTM2 Duo 2.16GHz
processor and our software is implemented in C++. The time taken for the pre-
alignment step is between 3 and 30 seconds. For the non-rigid part we measured
running times between 20 and 300 seconds, depending on the size of the images
(which is varying approximately between 5 and 70 millions of voxels).

While we believe that our registration results are quite convincing for most
of the datasets, in particular when considering the simple objective function and
the limit on the image resolution, we also tried to find out the reason for the 7
outliers. The 20 datasets exhibit quite different settings in the image acquisition.
The 7 datasets where we perform worst are the only ones where one image has
been taken in breath-hold inspiration and the other one in breath-hold expira-
tion. Additionally, the inspiration scan was acquired with low dose CT and the
expiration scan with ultra-low dose. Probably the larger amount of deformation
from inspiration to expiration yields larger errors in the alignment, but also the
varying intensities between the low dose and ultra-low dose scans might be a
problem for the simple SAD matching criterion. This should be investigated in
more detail in follow-up experiments with different internal parameters. A differ-
ent matching criterion such as the correlation coefficient and higher resolutions
of the images and FFD control grids might improve the overall accuracy of the
registration.
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Lung Boundaries Fissures Landmarks Singularities

Scan
Pair

Score Rank Score Rank Score Rank Score Rank

01 0.02 17.00 5.55 23.00 6.75 23.00 0.00 11.50

02 0.00 11.00 0.00 15.00 0.46 15.00 0.00 12.50

03 0.00 11.00 0.00 28.00 0.57 19.00 0.00 12.00

04 0.00 21.00 0.00 16.50 2.83 26.00 0.00 14.00

05 0.00 13.00 0.00 16.00 0.06 19.00 0.00 13.50

06 0.00 16.00 0.00 28.00 0.40 18.00 0.00 14.00

07 0.00 8.00 6.72 26.00 7.48 27.00 0.00 10.00

08 0.00 11.00 5.70 30.00 3.75 28.00 0.00 12.50

09 0.00 16.00 0.01 26.00 0.67 20.00 0.00 13.00

10 0.01 20.00 0.00 15.00 3.93 23.00 0.00 13.50

11 0.05 17.00 5.46 31.00 2.90 29.00 0.00 11.50

12 0.00 10.00 0.00 13.50 0.78 25.00 0.00 14.50

13 0.00 13.00 0.10 18.00 1.20 22.00 0.00 13.00

14 0.01 8.00 7.71 24.00 8.94 26.00 0.00 9.50

15 0.00 8.00 0.00 27.00 0.68 16.00 0.00 12.50

16 0.00 9.00 0.12 22.50 1.58 24.00 0.00 13.50

17 0.00 6.50 0.07 31.00 1.21 25.00 0.00 14.00

18 0.00 8.00 7.18 27.00 6.13 25.00 0.00 10.50

19 0.00 14.00 0.00 12.00 0.49 11.00 0.00 14.50

20 0.00 13.00 10.93 29.00 9.77 25.00 0.00 10.50

Avg 0.00 12.52 2.48 22.92 3.03 22.30 0.00 12.52

Average Ranking Overall 17.56

Final Placement 19

Table 1. Results for each scan pair, per category and overall. Rankings and final
placement are from a total of 34 competing algorithms.
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Abstract. The paper presents results the mass preserving image regis-
tration method in the Evaluation of Methods for Pulmonary Image Reg-
istration 2010 (EMPIRE10) Challenge. The mass preserving image reg-
istration algorithm was applied to the 20 image pairs. Registration was
evaluated using four different scores: lung boundary alignment, major
fissure alignment, landmark alignment and transform singularity scores.
The registration algorithm achieved an average landmark alignment score
of 2.20 ± 2.05 mm and the median of 1.29 mm. In 19 out of 20 image
pairs, the method produced invertible deformations. Overall, the mass
preserving image registration method was ranked 20th out of 34 partic-
ipants.

1 Introduction

Registration of lung CT images is increasingly used in various research topics.
Three main applications may be distinguished as follows [1] : atlas registration
based segmentation of the lungs and structures within the lungs; registration
of longitudinal CT image series to monitor disease progression; registration of
successive frames in dynamic CT sequences to estimate local ventilation and
perfusion.

For intra-subject registration of lung CT images, which is the case in this
challenge, SSD is probably the most commonly used similarity measure. Sum of
squared differences is optimal when corresponding anatomical points are repre-
sented by the same intensity in the images, with additional Gaussian noise. This
is a valid assumption because Hounsfield unit (HU) in CT scan represents the
density of tissue. Densities of the same tissue is often expected to remain con-
stant in different scans. Previous studies on lung CT scans showed that density
of lung tissue depends on regional ventilation and changes during breathing [2,
3]. The basic assumption of SSD similarity function does not hold for lung tis-
sue and as a possible solution we propose to model appearance of lung tissue
in CT scan with respect to the regional ventilation using a simple law of mass
preservation.
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In the mass preserving model, density of the lung tissue is inverse propor-
tional to the local volume. Therefore change in local volume could be computed
from the change in the density. First, Simon et al. [4] proposed this model and
applied it to estimate regional ventilation from image intensity in 4D-CT lung
scans. Vice versa, the change in density of the lung tissue could be computed from
the change in the local volume. Under applied local deformations the density of
the lung tissue is directly proportional to the determinant of the Jacobian of the
transform function, associated with the deformations. Recently, Reinhardt et
al. [5] showed strong correlation between regional ventilation obtained from the
Xe-CT image and the ventilation computed from the image registration proce-
dure. In the latter case, regional ventilation was computed from the determinant
of Jacobian of the obtained transformation between the two images.

Several recent studies have incorporated mass preserving assumption in reg-
istration process. Sarrut et al. [3] proposed to modify lung density in a 4D-CT
image prior to registration. Tannenbaum et al. [6] proposed a completely new
registration method which establishes the optimal mass transportation between
the images while the image intensities remain constant. Castillo et al. [7] pro-
posed to incorporate the mass preserving intensity modification model into the
optical-flow registration and applied it to the 4D-CT images.

We developed our registration method based on the results from [5] and
modeled the lung tissue density using the determinant of the Jacobian of the
transform function. We modified the sum of squared differences similarity func-
tion to enable mass preservation and continuously simulated the appearance of
the lung tissue under the given deformations.

This work was presented in [8, 9]. Since then a similar idea has been used by
Yin et al. [10, 11], where the mass preserving image registration was applied to
breath-hold lung CT images acquired at the maximum inspiration and maximum
expiration in the same scanning session. We previously applied mass preserving
algorithm to the pairs of maximum inspiration and maximum expiration CT
scans taken on the same day [9] and to the longitudinal CT scans acquired at
maximum inspiration breathhold [8].

2 Mass Preserving Image Registration

This section briefly presents a general deformable image registration framework
based on B-Splines which is used in many medical imaging tasks [12, 13], and
explains how the proposed mass preserving methodology can be incorporated in
this framework.

2.1 Preprocessing

To improve registration performance, segmentations of the lung fields are ob-
tained using region growing and morphological smoothing [14]. Previously, sev-
eral papers showed better performance of registration if the rib cage was erased
from the images [15, 16]. To remove the influence of the rib cage, we extract the
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lung area from the images and set the background to 0HU. Finally, the image in-
tensities are shifted with a value 1000HU so that the new intensities approximate
the real densities of the tissues.

2.2 Transformation

We follow a common approach and use a multi-resolution image registration
strategy. First, the images are registered affinely. To provide an accurate initial-
ization of the affine transform, the trachea and main bronchi are first extracted
using a modified fast marching algorithm [17]. The center of the affine transform
is then set at the carina point in the fixed image and the initial translation is set
to the difference between the carina points in moving and fixed images. Secondly,
a series of B-Spline transforms, with corresponding Gaussian smoothing at the
coarser levels, is applied to the pre-aligned images. The final transform is thus a
composition of a global affine transform TA and N levels of B-Spline transforms
T i

B-Spline with decreasing grid size:

Tfinal(x) = TN
B-Spline ◦ ... ◦ T 1

B-Spline ◦ TA(x), (1)

where x = (x1, x2, x3) is a point in the fixed image domain Ωf .
In this work, we have used small step size along the gradient and multi-level

B-Spline grid to ensure that the transform is invertible [18].

2.3 Mass Preserving Similarity Function

We use the sum of squared differences similarity function as the basis for the
mass preserving similarity measure,

C(If , Im ◦ T ) =
1

|Ωf | ||If (x) − Im(T (x))||2L2
, (2)

where x is a point in the region Ωf occupied by the fixed image If , y = T (x) is
the corresponding point in the region Ωm occupied by the moving image Im.

The sum of squared differences is an optimal similarity measure if image
intensities are identical or differ with Gaussian noise. This assumption does not
hold in case of lung CT images, where both blood and air enter the lungs during
inhalation. We used a hypothesis that majority of incoming blood stays in the
larger vessels, and only air is inhaled into the alveoli. Therefore we can presume
that mass of parenchyma remains constant and the density of lung tissue is
inverse proportional to the amount of air. Under the applied local deformations,
the induced change in local volume is defined by the determinant of Jacobain of
the associated transform function.

Using the mass preserving assumption, the intensity of the moving image
Im in a point y ∈ ΩM is inverse proportional to the change in local vol-

ume
1

det(JT−1)
in the point y. The modeled intensity can be written Îm(y) =
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[det(JT−1(y))]−1
Im(y). Assuming that the transform function T is invertible,

the determinant of Jacobian JT−1(y) is the inverse of the determinant of Ja-
cobian JT (x) and the modeled intensity of the moving image can be written
Îm(y) = det(JT (x)) · Im(y).

Finally, the mass preserving intensity model can be naturally incorporated
in the standard sum of square differences similarity function:

C(If , Im ◦ T ) =
1

|Ωf |
∫

Ωf

[If (x) − det (JT (x)) · Im(T (x))]2dx. (3)

2.4 Optimization

In this chapter we use a stochastic gradient descent method [19] to optimize the
similarity function. The closed form expression for the gradient of the proposed
mass preserving similarity function (3) is,

DaC = − 2
|Ωf |

∫
Ωf

[If (x) − det(JT (x)) · Im(T (x))] · det(JT (x)) · (4)

· [vec(J−T (x))T · Davec(J(x)) · Im(T (x)) −DyIm(T (x)) · DaT (x)
]

dx,

where Da represents a gradient row vector operator with respect to the transform
parameters a, Dy represents a spatial gradient vector operator, and vec(·) is the
vector constructed by concatenating all columns of a matrix.

In case of SSD similarity function, only voxels with non-zero image gradient
contribute to the gradient thus resulting in a higher uncertainty of registration
in homogeneous regions [20]. On the contrary, for the proposed mass preserving
similarity function of (4), voxels where the image gradient DyIm(y) is close to
zero also contribute to gradient thus providing additional information in homo-
geneous regions.

3 Experiments

3.1 Preprocessing

Airway trees were segmented using the algorithm as in [21]. For two scan pairs
(4 and 10) we provided seed points for the segmentation algorithm manually,
because these scan pairs were acquired from sheep and had different airway tree
anatomy. The main anatomical difference between human and sheep airways is
the tracheal bronchus which branches off from trachea before the carina point.
The tracheal bronchus occurs very rare for humans whereas for sheep it is com-
mon. Since the airway tree segmentation algorithm from [21] was developed for
segmenting human airway tree, the segmentation of sheep airways were corrected
manually. The seed point of the algorithm was provided below the branch point
of the tracheal bronchus thus disregarding the above part of the airway tree and
leading to the correct labelling of the right and left main bronchus.
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3.2 Image Registration Setup

We applied three levels of B-Spline transforms, N = 3, with decreasing grid
size. The first two levels were applied to the deformed moving image blurred
Gaussian σ1,2 = 1 voxel and sampled by a factor of two in each direction. The
third level was applied to the full resolution image without smoothing. The
number of grid cells at first B-Spline level was 3× 3× 3 (corresponds to approx.
9.7 × 7.3 × 9.3 cm3); at the second B-Spline level was 6 × 6 × 6 (corresponds
to approx. 4.9 × 3.6 × 4.6 cm3); at the third B-Spline level was 12 × 12 × 12
(corresponds to approx. 2.4×1.8× 2.3 cm3). Optimal parameters were obtained
by minimizing the cost function between the fixed and the corresponding moving
images.

After each level of transform we computed the current deformation field as
the sum of the deformation fields from the previous transforms. The original
moving image was then deformed with the obtained deformation field and ad-
justed with respect to the mass preserving model. The Jacobian of the transform
was computed using a first order difference scheme with the step equal to the
image spacing.

Each of the four transforms in (1) was optimized separately using the stochas-
tic gradient descent [19]. The number of voxel samples was chosen proportional
to the number of parameters to optimize, and was set to 50000 for the finest
B-Spline transform and to 10000 for the intermediate B-Spline and Affine trans-
forms. Maximum number of iterations was 1000 for all the transforms. The
maximum step length along the normalized gradient direction was set to 0.5
mm.

4 Results

Registration was applied to a set of 20 image pairs where each pair was obtained
from the same subject. Two image pairs were sheep chest CT scans, the re-
maining 18 were human lung CT scans. Dataset included images acquired from
different phases of 4D-CT and 3D scans, images acquired at maximum inspira-
tion and maximum expiration breathholds. Subjects with severe lung disease as
well as relatively healthy subjects were included into the study. In-plane spacing
varied from 0.4688×0.4688 mm to 0.9766×0.9766 mm, and slice thickness varied
from 0.6 mm to 2.5 mm. Lung masks were provided along with the image pairs
by challenge organizers.

Table 1 presents overall evaluation scores averaged over both left and right
lung regions. Elaborate results for each evaluation score are reported in tables
on the web-page http://empire10.isi.uu.nl/res diku.php, including scores
computed in only the left or the right lung regions, in the upper or the lower re-
gions of both lungs or over both the right and the left lung regions. Additionally,
the minimum, maximum and average values of landmark alignment score and
average distance in anterior-posterior (AR), superior-inferior (SI) and left-right
(LR) directions are reported.
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Fig. 1. Each subplot shows overall rank versus the relative lung volume difference.
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Lung Boundaries Fissures Landmarks Singularities

Scan
Pair

Score Rank Score Rank Score Rank Score Rank

01 0.22 24.00 0.04 11.00 5.19 22.00 0.00 11.50

02 0.00 26.00 0.00 15.00 0.61 24.00 0.00 12.50

03 0.00 24.00 0.00 27.00 0.75 28.00 0.00 12.00

04 0.00 8.00 0.00 16.50 1.10 13.00 0.00 14.00

05 0.00 13.00 0.00 16.00 0.34 25.00 0.00 13.50

06 0.00 16.00 0.00 15.00 0.35 14.00 0.00 14.00

07 0.21 22.00 0.75 11.00 5.08 23.00 0.00 10.00

08 0.02 21.00 0.08 18.00 1.88 24.00 0.00 12.50

09 0.00 26.00 0.00 16.00 0.94 27.00 0.00 13.00

10 0.00 17.00 0.00 15.00 1.56 13.00 0.00 13.50

11 0.08 20.00 0.26 21.00 2.27 25.00 0.00 11.50

12 0.00 10.00 0.03 31.00 1.31 30.00 0.00 14.50

13 0.00 25.00 0.11 21.00 1.26 24.00 0.00 13.00

14 0.16 21.00 3.01 12.00 5.42 20.00 0.00 9.50

15 0.00 25.00 0.00 7.00 0.77 22.00 0.00 12.50

16 0.00 18.00 0.40 26.00 1.33 18.00 0.00 13.50

17 0.00 6.50 0.05 19.50 1.16 23.00 0.00 14.00

18 0.09 21.00 5.10 23.00 5.14 22.00 0.00 10.50

19 0.00 14.00 0.00 12.00 0.64 25.00 0.00 14.50

20 0.12 24.00 9.90 28.00 6.75 22.00 0.01 26.00

Avg 0.04 19.07 0.99 18.04 2.19 22.20 0.00 13.30

Average Ranking Overall 18.15

Final Placement 20
Table 1. Results for each scan pair, per category and overall. Rankings and final
placement are from a total of 34 competing algorithms.

Figure 1 displays relationship between the ranking of the mass preserving
registration and the relative lung volume difference between the fixed and the
moving images. Correlation of the relative lung volume difference with the land-
mark alignment score was −0.87 (p < 10−6); with the lung boundary align-
ment score was −0.85 (p < 10−5); with the fissure alignment score was −0.52
(p = 0.02); and with the singularity score = 0.31 (p = 0.18).

In order to investigate spatial properties of the mass preserving registration
method, we performed Student’s t-test between the scores for the right and the
left lung regions, between the scores for the top and the bottom regions of both
lungs and between the three spatial directions AP, SI and LR. The following
scores differ significantly:
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– Alignment of the upper part of lung boundaries 0.0033% is significantly
better than the alignment of the lower part of lung boundaries 0.0826%, the
corresponding p-value 0.014;

– Landmark alignment in the upper part 1.92 mm is significantly smaller than
landmark alignment in the lower part 2.49 mm, p = 0.030;

– Landmark alignment in the LR direction 0.75 mm is significantly smaller
than both alignment in AP 1.24 mm and SI 1.13 mm directions, with the
corresponding p-values 0.0034 and 0.0097 respectively.

Running time of the optimisation process for all four transforms was on av-
erage 1 hour and 52 minutes and ranged from 48 minutes to 2 hours and 56
minutes. The additional time required for resampling the moving image, load-
ing or saving images is not included into the reported time because it depends
drastically on the image size.

5 Discussion

Data analysis showed clear asymmetry in the fixed and the moving images.
Lung CT scan with smaller lung volume in the image pair were usually set
as the fixed image in the registration framework. The relative volume differ-
ence between the lungs of the fixed and the moving images was on average
ΔTV = 100 · Vf−Vm

(Vf +Vm)/2 = −14.47%. This potentially leads to a more difficult
registration problem than if the image with the bigger lung volume is chosen as
the fixed image. In the mass preserving registration, the moving image is being
deformed and interpolated after every level of the transform. Shrinkage of the
moving image results in the increase of the density of lung parenchyma thus
making lung parenchyma less distinguishable from the vessels. In the opposite
case, the moving image is expanded and intensity of lung parenchyma decreases
potentially leading to a more accurate alignment of vessels.

In 19 out of 20 cases, the proposed method produced invertible deformations.
In the remaining case only for negligible percentage of voxels 0.01 % singular-
ities occurred. Since we did not include the regularizer as a part of the cost
function, we can conclude that with the multi-level transform strategy and the
current setup of the optimization procedure we almost achieved invertibility of
the transformation.

Overall mass preserving registration achieved an average landmark alignment
score of 2.19 ± 2.05 mm and the median was 1.29 mm. The average ranking for
this score was 22.15 was larger than average ranking for the remaining scores,
ranging from 13.28 to 19.03. One of the reasons for large landmark alignment
score could be in a large B-Spline grid, the average size of the B-Spline grid at the
final transform level was 2.4×1.8×2.3 cm3. Although it could be further improved
by applying additional levels of B-Spline transform with smaller grid size, it will
also lead to the increase of the complexity of the image registration algorithm.
In all the 5 cases, where the average landmark alignment score was above 5
mm, optimization procedure was stopped because of the maximum number of
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iterations 1000 was reached. This could be improved by increasing the number
of maximum iterations.

Figure 1 shows weak trend between the rank of the mass preserving registra-
tion algorithm and the relative lung volume difference for the fissure alignment
and singularity scores. For the scan pairs with large lung volume difference, the
proposed image registration method was generally ranked higher.

The mass preserving registration method was ranked 20th out of 34 partic-
ipants. Consider the fact that number of degrees of freedom in transformation
function was relatively small, we conclude that our registration algorithm was
able to capture lung deformations with a relatively simple deformation model
with acceptable spatial accuracy of 2.19 mm.
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Abstract. Registration of the lungs in thoracic CT images is required
in many fields of application in medical imaging, for example for motion
estimation or analysis of pathology progression.
In this paper, we present a feature-based registration approach for lung
CT images based on lung surfaces and automatically detected inner-lung
landmark pairs. In a first step, an affine pre-registration of surface models
generated from lung segmentation masks is performed. Following, an au-
tomatic algorithm is used for the landmark identification and landmark
transfer between fixed and moving image. The result of this landmark
detection and the result of a non-linear diffusion-based surface registra-
tion are used to generate the final deformation field by thin-plate-splines
interpolation.
The approach is evaluated based on 20 CT scans provided for the EM-
PIRE10 study for pulmonary image registration. In this study, the ap-
proach reached a final placement of 21 out of 34 participating algorithms.
The evaluation shows a very good alignment of lung boundaries in con-
trast to a disappointing matching of inner lung structures, although land-
mark pairs were detected correctly with the automatic algorithm.

Keywords: landmark detection, thin-plate-splines, surface registration

1 Introduction

This paper describes a feature-based approach for the registration of lung CT
images. The idea of our approach is to exploit the criteria used in the EMPIRE10
challenge for the evaluation of registration methods. Since the participants were
not provided with all data used for evaluation, this was only partly possible. The
evaluation criteria for pulmonary image registration in the EMPIRE10 study are
(see ref. [10]):

(1) alignment of the lung boundaries,
(2) alignment of the major fissures,
(3) correspondence of annotated point pairs, and
(4) analysis of singularities in the deformation field.
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The data of the EMPIRE10 study consists of 20 pairs of chest CT scans, each
pair taken from a single subject. In addition to the CT data, binary lung masks
are provided for each scan. The lung masks can be used to optimize the regis-
tration according to criterion (1). The segmentation of the the major fissures in
chest CT images is a difficult problem. Although few automatic methods were
published, we have not implemented and tested one of these methods due to
reasons of time. Therefore criterion (2) cannot be taken into account in our
registration approach. The annotated point pairs used for evaluation were not
provided for the participants. However, in earlier studies we implemented an
automatic landmark detection and landmark transfer method for 4D CT images
[14]. This method is used to detect corresponding point pairs in the fixed and
moving image of the 20 pairs of chest CT scans, and our registration method op-
timizes criterion (3) according to these automatically detected point pairs. The
deformation field is computed based on thin-plate-splines under the constraints
derived from criterion (1) and (3). In this way, singularities in the deformation
field [criterion (4)] are avoided as long as surface and point correspondences are
consistent.

2 Methods

The goal of our registration approach is to calculate a transformation ϕ : ΩF →
ΩM that matches a fixed image IF (x) : ΩF → R and a moving image IM (x) :
ΩM → R according to criteria (1)-(4) (see sec. 1). ΩF and ΩM denotes the
domain of fixed and moving image, respectively, and ϕ(x) denotes the coordinate
in the moving image IM corresponding to the coordinate x in the fixed image
IF .

The registration method presented in this paper consists of five steps. In the
first step of our registration approach, surface models SF and SM of the lung
are generated from the lung segmentation masks. These surface models are gen-
erated by the Marching Cubes algorithm, followed by a triangle decimation and
a surface smoothing in order to obtain smooth surfaces with appropriate sur-
face normals and to reduce the computational complexity in the following steps.
Second, the surface models SF and SM are coarsely aligned by an affine pre-
registration using the Iterative-Closest-Point (ICP) algorithm [2]. The resulting
affine transformation ϕaff is used to initialize the third step: an automatic tem-
plate matching approach to detect corresponding inner-lung landmarks in the
chest CT scans IF and IM . In the fourth step, a symmetric non-linear surface
registration enables the precise alignment of the lung boundaries. The results of
the surface registration and the automatically detected corresponding inner-lung
landmarks are used to generate the final transformation ϕ based on thin-plate-
splines (TPS) in the last step.

Standard implementations provided by the Visualization Toolkit [13] are used
for the surface generation and affine pre-registration, hence, in this paper we
focus on the description of the automatic detection of corresponding landmark
pairs and our approach for symmetric non-linear surface registration.
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2.1 Automatic detection of corresponding landmark pairs in the
lungs

The algorithm for the automatic detection of corresponding inner-lung land-
marks follows to a large extent the approach described in [8, 9] and is detailed in
algorithm 1 (see also [14]). It consists of two steps: identification of appropriate
landmark candidates in the fixed image IF and robust transfer of the candidates
to the moving image IM .

Landmark identification: Landmarks should be characteristic anatomical
points of the lung, like prominent bifurcations of the vessels or the bronchial
tree. To identify such points, so-called distinctiveness values [8, 9] are computed
for all voxels within the eroded lung segmentation mask M ′

F . The computation
of the distinctiveness values consists of two terms: First, the dissimilarity of
intensity values in a local neighborhood of the voxel considered and the inten-
sity values around the neighboring voxels is determined. This dissimilarity term
is then weighted by a feature-based term. In [9], the weighting term is based
on the magnitude of the intensity gradients. As bifurcations of the bronchial
tree or vessels feature specific curvature characteristics, we propose in this pa-
per to use a curvature based differential operator instead, the Förstner operator
[7]. Additionally, landmark candidates were supposed to be approximately well
distributed throughout the lungs. Analogously to [9], this was achieved by pos-
tulating a minimum Euclidean distance between landmark candidates.

Landmark transfer: Landmark candidates of the fixed image are transfered to
the moving image by template matching (here: restricted to translations only).
We performed two runs: first, a template matching based on the intensity values
(Hounsfield Units, HU), followed by a second run using the answer of the applied
curvature based operator. The template was centered at the position of the
landmark candidate in the fixed image. The search space was a subregion of
the moving image. It was centered at the original landmark candidate position
in the fixed image space, but transformed by ϕaff . Its size was chosen based
on a-priori knowledge about breathing motion amplitudes. For both runs, the
correlation coefficient was maximized to establish an optimal matching.

For robustness purposes of following registration steps, landmark candidates
are discarded if the correlation value of the first template matching run is below
a correlation threshold rHU,min or the transfered landmark positions differ by
more than a prescribed distance dmax for the two runs.

2.2 Non-linear registration of lung surfaces

The surface-based non-linear registration algorithm presented in this paper is
related to the Geometry-Constrained-Diffusion algorithm presented in [1]. The
Geometry-Constrained-Diffusion of the displacement field u : R

3 → R
3 mapping
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Algorithm 1 Detection of corresponding landmark pairs
Input:
CT images IF : ΩF → R, IM : ΩM → R,
eroded lung segmentation mask M ′

F : ΩF → {0, 1},
number Nl of landmarks candidates.
Output:
Lists LF = (x1, . . . , xnl) and LM = (y1, . . . , ynl) with xi ∈ ΩF , yi ∈ ΩM , nl ≤ Nl of
corresponding landmarks in IF and IM .

1: Let x, x′ ∈ ΩF be the lung voxels in IF , i.e. all voxels with M ′
F = 1.

Then, compute for each x the associated distinctiveness D(x):

D(x) :=
[det C(x)/ trace C(x)]

maxx′ [det C(x′)/ trace C(x′)]

∑
x′′∈Q⊂S2

r (x)

MSD(Br′ (x) , Br′ (x′′))
|Q|

where [det C(x)/ trace C(x)] denotes the Förstner-Operator [7] and

C := ∇IF (∇IF )T with ∇IF the image gradient of IF ,
S2

r (x): 2-sphere of radius r, centered at x,
Br′ (x): 3-ball of radius r′, centered at x.

Let
(
x1, ..., x|Br′ (x)∩ΩF |

)
and

(
x′

1, ..., x
′
|Br′ (y)∩ΩF |

)
be correspondingly sampled

sequences of the voxels in Br′ (x) and Br′ (x′). Then, MSD is defined as

MSD
(
Br′ (x) , Br′

(
x′)) :=

1

|Br′ (x) ∩ ΩF |
|Br′ (x)∩ΩF |∑

i=1

(
IF (xi) − IF

(
x′

i

))2
.

2: Sort points x with |∇IF (x)| ≥ θ∇IF in descending order acc. to D (x) into list PF .
3: If size of PF is < Nl, decrease gradient threshold θ∇IF .
4: If size of PF is < Nl and θ∇IF > 0, go to line 2.

5: for all points x in list PF do
6: Move x to LF if its Euclidian distance to all points in LF is > θdist.
7: If size of LF is Nl, then continue with line 9.
8: end for
9: If size of LF is < Nl, decrease the minimum distance θdist.

10: If size of LF is < Nl and θdist > 0, go to line 5.

11: for all elements xi in LF do
12: Extract a mx×my×mz subimage T (xi) of IF (the template to be matched), cen-

tered at xi, and search the voxel yi ∈ ΩM such that the mx×my×mz subimage
T ′ (yi) of IM maximizes the correlation rHU of the intensity values of T and T ′.

13: Analogously do a template matching for the Förstner images of IF and IM .
14: if the correlation rHU is smaller than a prescribed minimum correlation rHU,min

or the returned voxels yi of the template matching processes (lines 12 and 13)
differ by more than a prescribed Euclidean distance dmax then

15: Remove xi from list LF .
16: else
17: Append voxel yi to list LM .
18: end if
19: end for
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the surface s1 : R
2 → R

3 to the surface s2 : R
2 → R

3 is given by [1]:

∂tu =

⎧⎨⎩ Δu − n2
n2 · Δu

‖n2‖2
if x ∈ s1 (1a)

Δu if x �∈ s1, (1b)

where n2 is the surface normal of s2 at position x + u(x). The term x−n n·x
‖n‖2

in eq. (1a) represents a projection of a vector x to the tangent plane with normal
n. Thus, only the tangential part of the diffusion along the surface is kept and
the points x + u(x) for x ∈ s1 are allowed to travel only along the surface s2.
After a sufficient initialization of u, Andresen and Nielsen propose an iterative
three-step algorithm to solve eq. 1: (1) Convolve the displacement field u with
a Gaussian kernel, (2) For all points on the deformed surface s1: find the corre-
sponding point on the target surface s2, and (3) For all points on the deformed
surface s1: change the displacements u according to the match. The resulting
transformation ϕ(x) = x + u(x) is given for ∂tu = 0.

In this paper we propose an alternative implementation of a diffusive surface
registration to address two issues: reduction of the computational complexity and
symmetry according to the ordering of source and target images. In contrast to
the implementation in [1, 6] the displacement field u is not computed on an image
grid. Instead, we compute displacement vectors for the surface points only. Given
two point sets SF =

{
x1, . . . ,xNF

|xi ∈ R
3
}

and SM =
{
y1, . . . ,yNM

|yj ∈ R
3
}
,

we search for the set of displacement vectors U =
{
u1, . . . ,uNF

|ui ∈ R
3
}

to
match SF onto SM and W =

{
w1, . . . ,wNM

|wj ∈ R
3
}

to match SM onto SF .
The registration method is summarized in algorithm 2.

Two essential steps of the algorithm are now explained in greater detail: the
determination of the closest points and the Gaussian smoothing of the displace-
ment vectors. The differential characteristics of the surfaces contain important
information about the correspondence of surface points. Therefore, as proposed
in [6], surface normals and local curvature characteristics are used for closest
point determination: For a point x on surface SF find the corresponding point
y on surface SM , which minimizes:

D(x,y) = α‖x − y‖2 + β‖n(x) − n(y)‖2 + γ(κε(x) − κε(y))2. (2)

n(x) denotes the surface normal and κε(x) denotes a curvature value of point
x. The normal vectors n of the triangulated surface models are calculated as
proposed in [13]. To determine the surface curvature, a moment-based curvature
measure of discrete surfaces κε is used [5]. First, the barycentre Bε(x) of a small
neighborhood of the surface point x is determined. Then the distance

κε(x) =
1
ε

(n(x) · (Bε(x) − x)) (3)

between Bε(x) and the tangential plane through the point x with surface normal
n(x) is computed. The size of the regarded neighborhood is given by the built-in
scale parameter ε. The curvature measure κε allows to distinguish smooth regions
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Algorithm 2 Diffusion-based surface registration
Initialize ∀ui ∈ U with the displacements of the affine pre-registration ϕaff and
∀wi ∈ W with the inverse affine transformation ϕ−1

aff , set k = 0
repeat

Deform the point sets: S
k
F =

{
xk

i = xi + ui|i = 1, . . . , NF

}
and

S
k
M =

{
yk

j = yj + wj |j = 1, . . . , NM

}
for all xk

i ∈ S
k
F do

Find the closest point yj on SM , which minimizes D(xk
i , yj)

Set ui = yj − xi and wj = xi − yj , where xi is the point position on SF

end for
for all yk

j ∈ S
k
M not processed in the last step do

Find the closest point xi on SF , which minimizes D(yk
j , xi)

wj = xi − yj , where yj is the point position on SM

end for
∀ui ∈ U: compute the Gaussian weighted average of all displacement vectors in
the neighborhood of xi

∀wj ∈ W: compute the Gaussian weighted average of all displacement vectors in
the neighborhood of yj

Swap SF and SM as well as U and W

Let k ← k + 1
until a stop criterion is fulfilled, i.e. the algorithm converges

(κε ≈ 0) from convex surface regions (κε < 0) and from concave surface regions
(κε > 0). The presented method is an extension of the curvature classification
via local zero order moments as suggested in [4]. Kd–trees are used to perform
an efficient closest point search.

To smooth the computed displacement, for each of the displacement vectors
in U (W respectively), we determine the set of displacement vectors in the neigh-
borhood of its surface location x: N(U, x) = {uj ∈ U | ‖xj − x‖ ≤ 3σ, xj ∈ SF }.
Following, a Gaussian weighted average is constructed and divided by the sum
of the weights:

ūi =
1∑
j wj

∑
uj∈N(U,xi)

wjuj , (4)

where wj = e

(
− ‖xj−xi‖2

2σ2

)
is the Gaussian weighted distance between ui and uj .

The standard deviation of the Gaussian σ, the weights of the distance mea-
sure α, β, γ, and the scale parameter ε are the only parameters in the numerical
implementation. The point sets SF and SM are given by the triangle vertexes of
the surfaces SF and SM .

2.3 Deformation field generation

Given the set of corresponding landmark pairs LF and LM computed in sec-
tion 2.1 and the surface correspondences computed in section 2.2, we want to
construct a dense transformation ϕ : ΩF → ΩM that matches IF and IM .
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We chose to use thin-plate-splines [3] to generate ϕ. Thin-plate-splines ensure a
smooth, interpolating transformation by minimizing the bending energy subject
to a given set of corresponding point pairs. To extract corresponding point pairs
from the matched surfaces, we select sampling points on the fixed surface SF in
such a way that all selected points have a minimum distance of radius R. The
displacement U computed in section 2.2 is used to select the corresponding point
on SM . The computation time to calculate the TPS transformation is propor-
tional to the number of given point pairs. To minimize the number of sampling
points and generating an adequate matching of the surfaces simultaneously, we
include the curvature characteristics for the selection of sampling points. Surface
areas with high curvature feature prominent surface details as ridges or edges.
Therefore, surface points with high curvature are selected first to ensure the
matching of these prominent surface details: we select points with κε(x) > tκ
first and lower the threshold iteratively until a dense surface sampling is reached.

From the corresponding surface point pairs and the inner–lung landmark
pairs we compute the parameters of the TPS transformation ϕTPS as shown
in [3]. Following, we generate a dense displacement field by computing u(x) =
ϕTPS(x) − x for each voxel position in the fixed image.

2.4 Parameter selection

For all registered image pairs the same set of parameters was used. Most param-
eters were determined empirically based on test runs. Test runs were not limited
to the EMPIRE10 data sets, and so registration of other thoracic CT images
should lead to similar registration quality using the parameter values described.

Surface generation and affine pre-registration: The parameters for sur-
face decimation are selected in such a way that the number of surface vertexes
was reduced to approximately 50%. The resulting lung surfaces have between
60.000 and 600.000 vertex points depending on the image resolution. A Lapla-
cian surface smoothing was applied (relaxation factor 0.5 and 15 iterations). The
affine ICP registration of the generated surfaces is stopped either after a maxi-
mal number of iterations (kmax = 50) or if the mean point distance is below a
threshold (t = 0.01).

Landmark identification: Nl = 150 landmark candidates with a minimum
pairwise distance of initially θdist = 50 voxel (decremented by 5 for each loop run)
were identified in IF . The search space for landmark candidates was restricted
by the eroded lung mask where a spherical erosion kernel of 8 voxel radius was
applied. For computation of the distinctiveness values, sphere and ball radius
were r = 8 and r′ = 5 voxel with 45 points well distributed on the sphere [11].
The initial gradient magnitude threshold θ∇IF

was 300 (loop decrement: 10).

Landmark transfer: For this study, a template size of mx×my×mz = 15×15×15
voxel and a search space of size 3×3×5cm were used. The minimum correlation
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threshold which indicated a reliable transfer was rHU,min = 0.9 and the max-
imum distance of the transferred candidate positions as obtained by the two
template matching runs was dmax = 1 voxel.

Non-linear surface registration and deformation field generation: The
parameters of the non-linear surface registration are optimized with respect to
the computation times and the registration quality. Registration quality was
measured with respect to the alignment of the lung boundaries and the num-
ber of singularities in the displacement field. To speed up the determination of
point correspondences and to avoid the re-calculation of surface normals and
curvatures, we set α = 1, β = 0, and γ = 0 in eq. (2). We use σ = 5mm as
a compromise between the computation times and the number of singularities
in the generated TPS deformation. The registration stops either after a maxi-
mal number of iterations (kmax = 100) or if the mean point distance is below
a threshold (t = 10e−5). The surface curvature κε is computed with ε = 5mm.
The minimum distance radius for surface point selection is set to R = 10mm.
The radius is successively decreased if less than 800 points were selected.

For the test data sets between 800 and 1000 corresponding surface point
pairs and between 100 and 150 landmark pairs were selected to generate the
TPS deformation.

3 Results

The results of our approach are summarized in table 1. In the EMPIRE10 study,
the approach reached a final placement of 21 out of 34 participating algorithms.
This suggests that other approaches are more suitable for lung CT registration.

With regard to the alignment of the lung boundaries only, our feature-based
registration approach reached a placement of 4. This demonstrates the high
accuracy of our surface-based registration algorithm. However, the algorithm
does not guarantee diffeomorphic transformations and thus singularities occur
in 6 out of 20 computed deformation fields. Regarding the correspondence of
annotated point pairs only, the algorithms reached a placement of 28. A visual
inspection showed that algorithm 1 detected the landmark pairs correctly. Thus,
the high registration error is due to the different landmark sets used for TPS
interpolation and evaluation.

Computation time strongly depends on the image size, the number of land-
marks to detect, the number of lung surface points, the number of selected point
pairs for TPS calculation, and the number of iterations performed with regard to
the stop criterion. A standard PC with Quad-Core Intel Xeon E5504 CPU (2.0
GHz) and 24 GB memory was used to perform the registration. The automatic
detection of approx. 150 corresponding landmark pairs takes between 10 and 30
minutes. Surface generation and affine pre-registration takes less than 2 minutes
for all data sets. The following non-linear surface registration needs between 8
minutes and 70 minutes, whereof approximately half of the computation time is
needed for TPS interpolation and deformation field generation.
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Lung Boundaries Fissures Landmarks Singularities

Scan
Pair

Score Rank Score Rank Score Rank Score Rank

01 0.00 5.00 0.96 20.00 3.92 19.00 0.01 26.00

02 0.00 11.00 0.00 31.00 1.04 31.00 0.01 30.00

03 0.00 5.50 0.00 26.00 1.10 31.00 0.00 12.00

04 0.00 5.00 0.00 16.50 2.02 21.00 0.00 14.00

05 0.00 27.00 0.00 16.00 0.66 29.00 0.00 13.50

06 0.00 16.00 0.02 33.00 0.79 32.00 0.00 14.00

07 0.02 13.00 1.46 19.00 3.95 20.00 0.00 22.00

08 0.00 9.00 0.59 23.00 1.58 23.00 0.00 12.50

09 0.00 18.00 0.00 16.00 1.02 28.00 0.00 13.00

10 0.00 3.00 0.00 15.00 3.58 22.00 0.00 13.50

11 0.00 8.00 0.47 22.00 1.85 19.00 0.00 24.00

12 0.00 21.00 1.67 33.00 2.38 32.00 0.00 32.00

13 0.00 6.00 0.26 29.00 1.36 29.00 0.00 13.00

14 0.00 6.00 3.07 13.00 4.57 18.00 0.00 23.00

15 0.00 8.00 0.00 20.00 1.07 30.00 0.00 12.50

16 0.00 3.50 0.44 27.00 1.47 21.00 0.00 13.50

17 0.00 6.50 0.04 12.00 1.47 30.00 0.00 14.00

18 0.00 9.00 3.50 18.00 3.28 19.00 0.00 10.50

19 0.00 14.00 0.00 29.00 1.05 30.00 0.00 14.50

20 0.00 7.00 4.10 19.00 3.52 20.00 0.00 10.50

Avg 0.00 10.07 0.83 21.87 2.08 25.20 0.00 16.90

Average Ranking Overall 18.51

Final Placement 21
Table 1. Results for each scan pair, per category and overall. Rankings and final
placement are from a total of 34 competing algorithms.

4 Discussion

In this paper, we presented a feature based registration approach for lung CT
images. Section 2.1 proposes an automatic algorithm for landmark identification
and landmark transfer between fixed and moving image. The result of this land-
mark detection and the result of the non-linear surface registration presented in
section 2.2 are used to generate the final deformation field by TPS interpolation.

The evaluation of the EMPIRE10 study shows a very good alignment of
lung boundaries for our approach in contrast to a disappointing matching of
inner lung structures. Although landmark pairs were detected correctly with
algorithm 1, the final deformation showed a high landmark registration error in
the EMPIRE10 evaluation. We conclude from this that TPS interpolation based
on a set of sparse landmarks is not suitable to represent the complete inner-lung
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motion. Here, intensity based registration approaches are more suitable, and a
combination of surface and intensity registration is presented in [12].

A serious issue of the approach is the computation time. In the current imple-
mentation the algorithm does not fulfill the requirements of the clinical practice.
However, the current implementation is in an experimental state with numer-
ous possibilities for optimization. For example, a multi-resolution scheme will be
added to improve robustness and speed of the surface registration.
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Abstract. We propose a novel method for non-rigid chest CT registra-
tion based on a new, adaptive local measure which evaluates gradient
orientation similarity, and an adaptive pixel sampling scheme. A com-
putationally efficient estimation of gradient orientations is also proposed
based on voxel neighborhood rigidity. We have applied our method to
the Evaluation of Methods for Pulmonary Image Registration 2010 (EM-
PIRE10) Challenge3 datset, where we have shown good image correspon-
dence results in terms of lung boundaries, fissures and expert selected
landmarks.

1 Introduction

In this work, we propose a registration framework which embeds a new localized
similarity metric expressed as an orientation similarity measure based on a local
approximation to Mutual Information (MI). Other local MI metrics have been
devised [1, 2], however, our metric is adaptive, in that it can loosen or tighten its
constraints depending on the modalities being registered and the scale at which
the images are being registered. We also propose an adaptive multi-scale pixel
sampling scheme and a computationally efficient method for estimating gradient
orientations.

Even though our method was originally developed with the context of brain
MRI/US deformable registration in mind[3], we consider it important to study
the advantages and disadvantages of our approach in different registration con-
texts. In this work, we evaluate the performance of our method in the context
of chest Computer Tomography (CT) deformable registration. The challenge
of such context is considerably different and lies in obtaining a transformation
that accurately matches lung boundaries, fissures and bronchioles in a physi-
cally plausible fashion. Even though the registration is performed on the same
modality, the scans are from different time points and the quality and dynamic
intensity range of the scans can be considerably different. Hence, it remains
of critical importance to implement a registration method robust to different
intensity responses and significant levels of noise.

3 http://empire10.isi.uu.nl/
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2 Method

2.1 Local Mutual Information - Previous Work

In [1], the authors developed a local similarity metric based on the analytical
limit of MI as the window of observation approaches the voxel size. The expres-
sion for local MI (LMI) is obtained by modeling both images with a first-order
Taylor expansion and is a monotonically decreasing function of the angle, θ,
between the gradient orientations,

LMI(θ) = Cd + log2 | sin(θ)| (1)

where Cd is a constant that depends on the dimension of the image.
It is not possible to build an energy function by simply summing Eqn. 1 over

a set of points in the image, since an extremum would appear whenever any
of the points has a minimal inner angle. To circumvent this issue, the authors
simplify the expression to,

LMI2(θ) =
1

2
cos2(θ) (2)

which has a smoother shape and whose energy function exhibits an extremum
only when there is a collective coherence in terms of orientation similarity.

In related work [2], the authors preserve the dynamics of the original expres-
sion and eliminate the singularity by including an ε factor,

LMI3(θ) = log2 (ε+ | sin(θ)|) (3)

The two localized metrics have significantly different coherence-selectivity
trade-offs. The metric expressed by Eqn. 2 represents a coherent metric in the
sense that it is maximal when a majority of points show some degree of im-
age correspondence. In contrast, a selective metric, such as Eqn. 3, has stricter
correspondence constraints and therefore exhibits an extremum as soon as a
few points comply with such constraints. A measure that favors coherence will
tend to be smoother but less accurate because it will effectively average over all
sampled pixels.

2.2 Adaptive Local Mutual Information

Our work builds on previous work [1, 2] in which MI is locally approximated by
a metric appropriately derived from the energy function. We propose an adap-
tive local orientation-based similar metric (ALMI) that addresses the coherence-
selectivity trade-off directly as follows:

ALMI(θ;K, θc) = 2− 1

1 + e−K(θ−θc)
− 1

1 + e−K(π−θ−θc)
(4)

The selectivity of this smooth sigmoid-based function is adaptable by varying
the curvature, K, and cutoff angle, θc. The cutoff angle identifies the angle at
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0 π/4 π/2

LMI2

0 π/4 π/2

LMI3

0 π/4 π/2

ALMI(5,π/4)
(8,π/6)

(12,π/9)
(20,π/18)

d(LMI2) d(LMI3)

Fig. 1: The top row shows the two previous proposed localized measures and our
proposed measure as a function of θ. The bottom row shows their respective
derivatives.

which the localized metric decays to half its maximum value. The curvature,
K, defines the gradient of the curve. For example, a high curvature value will
characterise a steep slope with a short span.

Figure 1 illustrates how the two previously proposed measures compare to
various configurations of our proposed expression. An important advantage of
ALMI is that it saturates smoothly to a maximum as θ → {0, π}. This property
allows the energy function to reach a stable state as the optimizer approaches
an extremum.

Since all the experiments in this work are performed with CT images of
relatively high quality which preserve the structures of interest, we set the pa-
rameters of ALMI to (K = 15, θc =

π
9 ), which is a relatively selective profile.

2.3 Gradient Orientation Approximation

A metric based on gradient orientations incurs a computational cost related
to evaluating the gradient at each point of interest. We propose a simplifying
implementation in which the gradients are computed only once for both the
fixed and the moving image. Subsequent gradient orientations of the transformed
moving image are estimated from the initial orientations.

In order to achieve non-rigid registrations, we make the simplifying assump-
tion that the transformation in the voxel neighborhood can be well approximated
by a locally rigid transformation. Hence, we can estimate the gradient orienta-
tion of a point by multiplying the gradient orientation of the point prior to
transformation with an estimated rotation matrix as follows,

θ(x) = � (∇If (x),∇Im(T (x)))

≈ � (∇If (x), R · ∇Im(x′ = T (x)))
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Such a scheme eliminates the effect of intensity-interpolation artifacts and
minimizes the expense of using high quality gradient operators.

2.4 Pre-Processing

Our method makes use of pre-segmented lung masks. Pixels within the lung
boundaries have a value of 1, while pixels outside the lung boundaries have a
value of 0. Since our local similarity measure tends to match borders and blobs,
it is necessary to dilate the initial lung masks by a couple of pixels to provide
sufficient image support for the lung boundaries.

Dilation is performed by blurring the initial masks with a Gaussian kernel
with a standard deviation equal to the size of the voxels and then selecting the
voxels with intensity above a threshold value of 0.01. The dilated lung masks
are then used as initial sampling masks for the fixed and moving image.

Additionally, the initial volumes are down-sampled by a factor of two to
reduce the computational load. Down-sampling is performed by convolving the
original image with a Gaussian kernel with a standard deviation equal to twice
the pixel spacing and then resampling the image with a corresponding pixel grid
of increased pixel spacing. The down-sampled volumes are then registered in a
multi-scale framework, see Section 2.5. The result of this registration is then
used as an initial point for a second registration which makes use of the full
resolution volumes and is only performed at the original image level (i.e. no
image pyramid). The first registration stage represents most of the processing
time and is expected to account for most of the final deformation. The second
registration stage has a reduced number of iterations and is mainly expected to
refine the final deformation.

2.5 Adaptive Sampling

In addition to the metric proposed above, we propose an adaptive multiscale
pixel selection scheme for the first registration stage. Rather than adopting a
standard low-pass image pyramid [4] in which the images are both blurred and
down-sampled at each level, we use a smoothing image pyramid in which only
the scale of Gaussian blurring is increased at each level. Figure 2 illustrates
how the gradient orientations change with different blurring scales. As the scale
of diffusion is increased, the spatial support of a structure (i.e. the extent of
image area where the gradient orientations accurately indicate the orientation
of a structure of reference) tends to increase proportionately to the ratio of the
current scale to the previous scale.

Performance gains can be attained by focusing on a cleverly selected subset
of voxels in the images. Our conjecture is that the gradient magnitude is a valid
indicator of the reliability of an estimated gradient orientation, and therefore
high gradient voxels are selected. Furthermore, pixels with low gradients typically
appear in homogeneous regions and thus do not have structure to drive the local
non-linear registration. Hence, we adapt the sampling mask, M(x), in relation
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Fig. 2: Gradient Orientations (short blue lines) at different blurring scales, σ ∈
0, 1, 2, 4

to the current Gaussian scale, as follows,

M(x) =

{
1 if |∇If (x)| > g(pσ)
0 otherwise.

(5)

where g(p) is the threshold value that captures the top p percentile of the fixed
image gradient magnitude and pσ satisfies the inequality pσn+1 > pσn

.

In this work, we chose the percentile for each scale based on a qualitative
assessment of how well the relevant features are captured. In other words, at the
finest scale we search for the percentile that best captures the lung boundaries,
major fissures and bronchioles. For coarser scales the percentile is increased to
account for the spatial support related to such features. Table 1 lists some of the
relevant parameters of the registration method.

2.6 Optimization

Our proposed method was implemented by extending the Elastix Toolbox [5]. We
chose a BSpline transformation to characterize the deformation with a uniform
grid of knots separated by a spacing of 8mm x 8mm x 8mm. The grid of knots
is also adapted in relation to the image pyramid level. In other words, there are
fewer knots at coarser image levels. Such a scheme reduces the computational
load since the number of transformation parameters is greatly reduced. The
schedule for the grid of knots is specified in Table 1. It is of interest to note
that no regularization was embedded in our method. In other words, the energy
function does not incorporate a penalty for non-regular deformations.

The optimization is performed by a gradient decent optimizer with an adap-
tive gain4 which operates until reaching a specified number of iterations. Fur-
thermore, instead of using all the pixels found in the pixel selection mask, a
subset of the pixels is randomly chosen5 at every iteration of the optimizer,
thereby further reducing the computational load while preserving robustness to
local minima.

4 Identified in Elastix under the name of AdaptiveStochasticGradientDescent
5 Identified in Elastix under the name of RandomSparseMask
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Stage Level Gaussian Blurring Sampling Percentile BSpline Grid
Std Deviation (in mm) pσ Downsampling Facto

1 6 32 x 32 x 32 100 % 32
5 16 x 16 x 16 100 % 8
4 8 x 8 x 8 100 % 4
3 4 x 4 x 4 80 % 2
2 2 x 2 x 2 60 % 1
1 1 x 1 x 1 40 % 1

2 0 1 x 1 x1 40 % 1

Table 1: Relevant parameters of multi-scale registration. The image pyramid is
processed in decreasing order of Gaussian blurring. Hence, level 6 is processed
first, and level 0 is processed last. The pixel selection percentile indicates the
top percent of high gradient magnitude pixels selected from the fixed image.
The Bspline grid downsampling factor effectively defines the grid of knots at
each level. For example, a downsampling factor of 2 and a final grid spacing of
8 x 8 x 8, results in a grid spacing of 16 x 16 x 16.

3 Results and Discussion

We tested our method with the 20 scan pairs provided by the EMPIRE10 Chal-
lenge, a transparent approach for comparing multiple methods on a common
dataset. Table 2 shows the detailed results of our method for each scan pair and
each scoring criteria. For details on the scoring criteria, the reader is invited to
refer to [6]. For a comprehensive list of rankings and scores, the reader is invited
to visit the EMPIRE10 website6.

In terms of scores, our best results were for the landmark criteria (like bron-
chioles) where our method shows an average localization error of 1.10 mm and
an average ranking of 10.37 (of 34). Our top 10 best registration results in this
category show an average error of less than 0.72 mm, which corresponds to one
pixel or less. In our case, we believe that these results are due to both the nature
of the similarity metric employed in our framework, and the adaptive sampling
scheme proposed. The sampling scheme allows the algorithm to focus on the fea-
tures of interest, whereas the similarity metric provides robustness to intensity
response variations across images by matching gradient orientations, as opposed
to maximizing some notion of intensity correspondence.

The registration error for landmarks is evaluated as the distance to whichever
observer’s point is closest. Furthermore, the landmark points chosen by the ob-
servers must be within 3 mm to be considered valid. Hence, the scoring critera
evaluates how well the landmark is registered to any of the observers’ points.
The justification is that all observers are correct as long as they exist within 3
mm of each other and therefore represent various “true” solutions. Hence, the
problem is assumed to be ill-posed with multiple solutions, potentially more than

6 http://empire10.isi.uu.nl/mainResults.php

180



Lung Boundaries Fissures Landmarks Singularities

Scan
Pair

Score Rank Score Rank Score Rank Score Rank

01 0.10 22.00 0.37 15.00 1.92 8.00 0.09 29.00

02 0.00 11.00 0.00 15.00 0.33 2.00 0.00 12.50

03 0.00 25.00 0.00 12.50 0.32 3.00 0.00 12.00

04 0.00 22.00 0.00 16.50 1.39 17.00 0.00 14.00

05 0.00 28.00 0.00 16.00 0.00 5.50 0.00 31.00

06 0.00 16.00 0.00 25.00 0.34 12.00 0.00 28.00

07 0.28 24.00 2.51 22.00 1.98 10.00 0.18 29.00

08 0.02 22.00 0.39 22.00 0.71 6.00 0.07 30.00

09 0.00 14.00 0.05 28.00 0.49 1.00 0.00 28.00

10 0.01 21.00 0.00 15.00 1.53 11.00 0.00 13.50

11 0.21 23.00 0.00 5.00 0.63 2.00 0.09 28.00

12 0.00 10.00 0.00 13.50 0.01 8.00 0.00 14.50

13 0.10 33.00 0.27 30.00 1.38 31.00 0.16 31.00

14 0.40 25.00 3.23 15.00 3.15 15.00 0.04 27.00

15 0.00 29.00 0.00 26.00 0.61 4.00 0.00 27.00

16 0.33 34.00 0.92 28.00 2.28 30.00 0.55 32.00

17 0.08 34.00 0.03 6.00 1.13 21.00 0.28 33.00

18 0.16 23.00 0.54 7.00 1.89 8.00 0.16 28.00

19 0.00 14.00 0.00 26.00 0.46 6.00 0.00 14.50

20 0.07 22.00 2.50 13.00 1.40 7.00 0.22 29.00

Avg 0.09 22.60 0.54 17.82 1.10 10.37 0.09 24.55

Average Ranking Overall 18.83

Final Placement 22

Table 2: Results for each scan pair, per category and overall. Rankings and final
placement are from a total of 34 competing algorithms.

three. We argue that, instead of evaluating the distance to the closest candidate
point, it would be more reasonable to evaluate the landmark registration error
based on some notion of agreement between observers (e.g. a weighted distance
from the landmark identified by each observer or explicitly cross-validating land-
marks with multiple observers) or to take the inherent ill-posedness into account.
Figure 3 illustrates a potential worst-case scencario where two considerably dif-
ferent registration results (shown in red) lead to the same localization error even
though one shows a more satisfactory agreement with all the observers.

As in any other registration framework, it is necessary for coarse scale struc-
tures like lung boundaries to be accurately resolved so that fine scale structures
like bronchioles can be pulled to their corresponding landmarks. Our proposed
method shows good results in terms of lung boundary matching, with an average
percentage error of 0.09, meaning 0.09% of tested pixels near the lung bound-
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Fig. 3: Landmark Localization Error. Three observers identify different landmark
localizations (green circles) with a maximum allowed distance between them of
3 mm. One method registers the landmark to the center of the triangle (red
circle), while the other registers the landmark considerably farther from all but
one observer. However, both methods share the same localization error, since
the distance to the closest candidate point is the same (1.732 mm).

aries were penalized (unregistered). Furthermore, the top four scan pairs show a
near-perfect registration with a percentage error less than 1e-5. In other words,
less than 0.00001% of the lung boundary pixels suffered a penalization. It is in-
teresting to note that most of the participating methods had very competitive
lung boundary registration results. For example, even though in Case 16 our
method has a percentage error less than 1e-5, it is actually ranked 16th.

Nonetheless, for some of the scan pairs we had lower scores for the lung
boundary tests, which can be explained by mainly two factors. First, we observed
that lung boundary mismatches tend to occur in the bottom section of the
lung. In particular, the method seems to have difficulty in accurately resolving
“corner” regions of high curvature such as in the case shown in Figure 4. In
addition, we found that such behaviour typically occurs only when the corner is
found in the fixed image and the corresponding region in the moving image has
to compress into the corner, as can be seen in Figure 4.

The inverse case, where a tight corner in the moving image has to expand
towards a lower curvature region in the fixed image, tends to be well resolved,
as shown in Figure 5. We also found that the cases where the lung boundaries
have considerable mismatch also had a relatively higher average landmark error.
Therefore, improving the registration of such lung boundary regions will likely
improve the landmark registration results. We believe a considerable extent of
those challenges can be addressed by improving the symmetry of the pixel sam-
pling method, that is, by selecting pixels corresponding to features of the fixed
image as well as pixels corresponding to moving image features.

We noticed that cases 16 and 17 showed particularly poor results. Both cases
are characterized by considerably coarse pixel spacings: Case 16 has a pixel grid
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of 0.97656 mm x 0.97656 mm x 2.5 mm and Case 17 has a grid of 0.97656 mm x
0.97656 mm x 2.0 mm. Larger, non-isotropic voxel pixels sizes are clearly detri-
mental to our method. In particular, since most of the processing is performed
on the down-sampled volumes, the initial pixel grids for cases 16 and 17 are
extremely coarse, leading to a degradation of the gradient orientation approx-
imation. To avoid such losses in performance, it would be of interest to either
avoid the down-sampling stage entirely and perform the multi-scale registration
starting with the original volumes, or to use a fixed common voxel size for the
down-sampling stage of all scan pairs.

Finally, in our implementation, we chose to avoid imposing additional regu-
larization constraints in our energy function. This led to penalties in terms of
deformation singularities, with an average ranking of 24.52 and an average score
of 0.09

Future work will explore using the penalty term proposed in [7] which pro-
vides an excellent option for this context since it addresses the scoring criteria
directly and also penalizes deformations which are locally non-rigid, thereby sup-
porting the assumptions made for our approximation of gradient orientations.

(a) Fixed (b) Moving (c) Deformed Moving

Fig. 4: Example of a Mismatch in Bottom Lung Boundaries. Notice how the
bottom-left corner of the lung boundary does not show good correspondence in
images (a) and (c)

4 Conclusions

We have presented a new method for non-rigid registration of CT chest scans
using a similarity metric based on gradient orientations and an adaptive pixel
sampling scheme. We have shown good results in terms of lung boundary, land-
mark (i.e. bronchioles) and fissure matching. In particular, we have shown high
landmark accuracy, comparable or better than the pixel size. We believe that
our method can be further improved by adopting a symmetric pixel sampling
method. Finally, incorporating a regularization term can serve to both enforce
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(a) Fixed (b) Moving (c) Deformed Moving

Fig. 5: Example of a Good Match in Lung Boundaries. The moving image, (b),
exposes a high curvature corner that is deformed to match the respective fixed
image region with lower curvature.

the assumptions behind our approach to gradient orientation approximation and
to favor locally rigid deformations.
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Abstract. Optical flow models are well understood and widely used for
the recovery of deformation fields in computer vision applications due to
their generality, accuracy and fast implementation. This work presents
a framework using a variational formulation of the optical flow model
for 3D medical image registration, using a robust discontinuity preserv-
ing non-quadratic regularisation. Our proposed regularisation term al-
lows for globally smooth deformations with local discontinuities, such
as sliding motion of the rib cage against the lungs during respiration,
which cannot be adequately modelled with free form deformations or
the demons algorithm.

1 Introduction

Non-parametric models like elastic and fluid registration or Thirion’s demons
[9][11] demonstrate attractive capabilities for non-rigid medical image registra-
tion applications. These methods estimate motion vectors for each voxel, i.e. a
dense field, by minimising a cost function, that is usually based on intensity
differences. Solving this ill-posed optimisation problem requires an additional
regularisation cost term, which enforces the smoothness of the deformation. In
order to derive the Euler-Lagrange equations for the combined cost function, the
function has to be differentiable. Therefore the quadratic norm has been used
widely for both the data term and the regularisation term. Even though this
introduces global smoothness, the disadvantages are limited robustness to out-
liers and blurring across discontinuities in the deformation field, which contain
medically relevant information.
To overcome these problems, some alternatives including the L1 norm used in
total variation have been introduced for flow estimation, which can be numeri-
cally solved by a primal-dual scheme [13]. We propose, instead, a differentiable
approximation of the more general Lp norm, the modified Lp norm to accurately
estimate a wide range of deformations, while preserving the differentiability of
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the cost function in order to allow for a fast and numerically stable solution. We
introduce a multilevel framework, that uses several small deformations (warps)
at each resolution level to account for larger displacements. By using a downsam-
pling factor much smaller than 2, we overcome some of the problems involved
with the upsampling of a low-resolution deformation fields between resolution
levels.

2 Method

2.1 Optical flow constraint and energy terms

Optical flow registration is based on the assumption that in a local neighbour-
hood the intensities of the two images I1 and I2 of a motion sequence do not
change over time: I1(x) = I2(x+u). The estimation of the unknown motion field
u results in an ill-posed problem. To solve this problem Horn and Schunck [7]
introduced the quadratic term α|∇u|2 to enforce smoothness of the deformation
field, where α serves as a regularisation parameter. Bruhn and Weickert com-
bined this in [3] with Lucas and Kanade’s [8] approach to include a Gaussian
smoothing kernel (denoted by σ), which is applied to the partial derivatives and
acts as a local integrator. The combined energy functional, which is aimed to be
minimised, therefore becomes:

E(u) =
∫

Ω

(Iσ
2 (x + u) − Iσ

1 (x))2dΩ +
∫

Ω

α|∇u|2dΩ (1)

To remove the non-linear dependency of the similarity term on the deformation
field u a first order Taylor expansion yields the optical flow constraint:

Iσ
2 (x + u) ≈ ∇Iσ

2 u + Iσ
2 (x) (2)

where ∇Iσ
2 = (Iσ

x , Iσ
y , Iσ

z )T denote the smoothed partial derivatives of the float-
ing image, It(x) = I2(x) − I1(x) the temporal derivative and u = (u, v, w)T the
unknown deformation field. To minimise the energy E and solve for the unknown
deformation field u, the following Euler-Lagrange equation is derived for u (and
the other dimensions respectively):

∂E/∂u = Iσ
x (∇Iσ

2 u + It)2 + α div(∇u2) = 0 (3)

The utilisation of this straightforwardly derived energy term is very applicable
to 3D medical image registration. The local integration of the smoothing kernel
fills in areas without intensity changes, where flow estimation is difficult and the
quadratic regularisation term constrains the deformation field to be smooth and
therefore physically realistic.

2.2 Non-quadratic regularisation and robust data term

In medical images, a quadratic smoothness term can be too general, as there
are naturally occurring discontinuities in both the intensities of images at tissue
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boundaries, as well as within the motion pattern or deformation fields. To address
this complex motion problem, we propose the use of non-quadratic penalisers
within the energy functional. The L1 norm, which penalises absolute rather than
squared differences has been succesfully applied to image restoration [4] and flow
estimation [13]. The more general Lp norm has been used for non-linear diffusion
tensors [2]. To overcome the singularity of its derivative at the origin, we choose
to approximate the modulus with a modified Lp norm as proposed in [5] and [1].
This results in the non-quadratic function Ψp and its derivative Ψ ′

p:

Ψp(r) = (r2 + ε2)
p
2 , Ψ ′

p(r) =
1

(r2 + ε2)1−
p
2

, (4)

where ε is a small constant, which has to be selected empirically. Values that
are too small values tend to slow down the convergence, higher values increase
blurring at edges. In this work ε was set to a value of 0.01.

Firstly the Ψ1 functional is applied to the data term of the energy functional
in equation 1. This modified similarity measure minimises the sum of absolute
differences and is therefore less susceptible to noise. Secondly the modified Lp

norm is used for the regularisation term. Different values of p, including the two
special cases of the L1 and L2 norm, are shown in Figure 1 (d) as functions of
residuals. Integrating this new modified norms in the energy terms yields the
following Euler Lagrange equation (using the definition of Ψ ′

p in Equation 4):

∂E/∂u = Ψ ′
1{(∇Iσ

2 u + It)2}Iσ
x (∇Iσ

2 u + It)2 + αΨ ′
p{|∇u|2}div(∇u2) = 0 (5)

2.3 Implementation

Equation 5 and the respective equations for the second and third dimension can
be rewritten as a system of linear equations of the form Au = b. We chose to
solve this with the successive overrelaxation (SOR) method [12], which is a mod-
ification of the iterative Gauss-Seidel algorithm. It is computed by sequentially
updating the values of u with the iteration step:

u
(k+1)
i = (1 − ω)u(k)

i +
ω

aii
(bi −

∑
j>i

aiju
(k)
j −

∑
j<i

aiju
(k+1)
j ) , i = 1, 2, 3. (6)

First-order derivatives of the image functions are calculated with standard
five-point finite differences of the floating image. The Laplacian of the flow field is
approximated using the six direct neighbors N of a voxel Δui = (

∑
j∈N uj)−6ui.

The relaxation parameter ω ∈]0, 2[ was set to 1.99 to achieve fast convergence. In
our experiments we found that a fixed number of 20 inner fixed-point iterations
was sufficient. The non-quadratic norms are solved by introducing an additional
outer fixed point iteration loop, for which we used five iterations in our imple-
mentation.
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As mentioned above, the optical constraint equation only holds for small tempo-
ral changes. Therefore a multistep approach is useful in order to recover larger
motions or deformations. We use a multilevel framework to obtain a fast global
convergence. To stabilise the upsampling step of the deformation field between
resolution levels, we create a Gaussian image pyramid with a downsampling fac-
tor of 1.2. Larger deformations are described through a concatenation of multiple
smaller ones. We estimate the final deformation field for each resolution level by
the following steps:

• Transform the floating image and recalculate derivates Iσ
x , Iσ

y , Iσ
z , Iσ

t

for k ≤ #outer fixed point iterations
Ψ ′data = Ψ ′

1{(uIσ
x + vIσ

y + wIσ
z + Iσ

t )2}
Ψ ′reg = Ψ ′

p{|∇(u + uc)|2}
for l ≤ #inner fixed point iterations

Loop over all voxels i with their six neighbours j

s =
∑

j∈N (i)

Ψ ′reg
i + Ψ ′reg

j

2

ui ← (1 − ω)ui + ω
s(uj + up

j − up
i ) − Ψ ′data

α (viI
σ
x Iσ

y + wiI
σ
x Iσ

z + Iσ
x Iσ

t )

s + Ψ ′data

α Iσ
x Iσ

x

vi ← (1 − ω)vi + ω
s(vj + vp

j − vp
i ) − Ψ ′data

α (uiI
σ
x Iσ

y + wiI
σ
y Iσ

z + Iσ
y Iσ

t )

s + Ψ ′data

α Iσ
y Iσ

y

wi ← (1 − ω)wi + ω
s(wj + wp

j − wp
i ) − Ψ ′data

α (uiI
σ
x Iσ

z + viI
σ
y Iσ

z + Iσ
z Iσ

t )

s + Ψ ′data

α Iσ
z Iσ

z

end
end
• Combine new deformation field u with previous field up

if max # of warps per level is reached
then Upsample previous deformation field up to current resolution
else Continue with flow estimation for the same resolution level.

We implemented the framework of our method in Matlab and the fixed point
iterations to solve the variational minimization problem in C libraries, which are
compiled for Matlab. The parameters used for this challenge are summarised
in Table 1. The average runtime of our algorithm on one core of a Dual Core
2.9 GHz Intel CPU is 25 minutes, using 1 mm isotropic as finest resolution,
the approximate memory usage is 12 times the number of voxels in one volume
(e.g. ≈ 800 MBytes for subject 1). All transformation and resampling steps
were performed using trilinear interpolation, the data precision used was float.
Although rigid registration could be easily used as first step to initialise the
non-rigid registration, we could not see an improvement of the final results. All
parameters were fixed throughout the experiments, the provided lung masks
have not been used during registration.
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Table 1. Parameters used for all experiments in this challenge. Intensity values were
resampled to a range of [0, 256].

Parameter
Regularisation p of modified ε in modified SOR relaxation
weighting α Lp norm Lp norm ω

Value 200 1 0.01 1.99

Parameter
Derivates Outer fixed point Inner fixed point Warps per Level

smoothing σ iterations iterations

Value 1.0 5 5–20 2–10

Parameter
Coarsest Finest Pyramid Image Blurring

Resolution Resolution Levels (FWHM)

Value 8x8x8 mm 1x1x1 mm 12 2x current res.

3 Experimental Results

The dataset for this challenge consists of 20 pairs of chest CT scans obtained
at different respiration levels. The target was to align the outer boundaries of
the lungs, the fissures between the different lung lobes and manually selected
anatomical landmarks of the internal lung structures. A more detailed overview
of the images and the validation metrics is given in [10]. The image pairs can
be roughly divided into three groups with varying amount of breathing motion.
Six pairs, where one scan was performed under inspiration and the other under
expiration (subjects 1, 7, 8, 14, 18 and 20). Five pairs, which where taken at
different inspiration levels from a 4D breathing cycle (subjects 4, 10, 13, 16 and
17) and the remaining scans, which were acquired at both breathhold inspira-
tion. One key contribution of this work is the application of a non-quadratic
regularisation term using the modified Lp norm. Two main advantages can be
realised compared to the traditional quadratic norm. Firstly outliers in intensity
within the data, due to noise, which is particularly present in the ultra low dose
scans, have less influence on the resulting deformation fields, when using the L1

norm or absolute differences as similarity measure. This is visible in the top row
of Figure 1, where the magnitude of the deformation fields using the quadratic
norm for the data term (Figure 1 (c)) and the L1 norm (Figure 1 (b)) are com-
pared. In the bottom part of the images the quadratic norm produces a noisier
deformation field, due to the high amount of noise in the scans.

3.1 Deformation fields using different regularisers

A second observation can be seen in the magnification of the deformation fields
at the interface of lung tissue and the ribs. The deformation vectors obtained
by the modified Lp norm regularisation show a clear distinction between two
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Fig. 1. Comparison of the quadratic and the modified Lp norm. (a) Coronal slice of
target image. (b) Magnitude of the calculated deformation field using the Lp norm with
p = 0.6. (c) Deformation field using the quadratic norm. (d) Ψ for different values of p
as functions of residuals. (e) Close-up of deformation vector field with Lp regularisation,
showing a motion discontinuity between lung and rib cage. (f) Close-up of deformation
vector field with quadratic regularisation.

different motion patterns, while the quadratic norm smoothes over the discon-
tinuity at the boundary. In this example a very low value for p = 0.6 was used
to illustrate the possibility to distinguish between different parts of a complex
motion pattern. For higher accuracy of the alignment of internal structures of
the lungs, which move in a smoother manner higher values of p can give better
results. For applications where the segmentation of different similar tissue types,
e.g. the lobes of the lungs, presents a challenging task, analysing the deformation
fields with this regularisation can be beneficial, where this allows to distinguish
the separate motion of e.g. two lobes.
Within this challenge negative values of the Jacobian determinant of the defor-
mation field are penalised, because these can stem from physically implausible
folding. On the other hand a plausible sliding motion where two translational
motions point (at least partly) in opposing directions at their motion interface
also creates negative Jacobian values. Because our method specifically allows
for these motion patterns, it performs significantly worse in the fourth scoring
category of this challenge (see Table 2). We believe, that a judgement of the
physical plausibility of deformation fields solely on the fraction of negative Ja-
cobian values falls short for complex motion patterns. We compared the results
of our method using the proposed Lp norm regularisation with the traditional
quadratic norm and could not find significant quantitative differences, albeit vi-
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Lung Boundaries Fissures Landmarks Singularities

Scan
Pair

Score Rank Score Rank Score Rank Score Rank

01 0.07 20.00 16.06 29.00 9.53 25.00 1.11 30.00

02 0.00 11.00 0.00 15.00 0.67 26.00 0.00 28.00

03 0.00 14.00 0.00 12.50 0.33 4.00 0.01 30.00

04 0.00 26.00 0.00 16.50 3.19 27.00 0.01 29.00

05 0.00 29.00 0.00 16.00 0.01 14.00 0.05 33.00

06 0.00 32.00 0.00 7.00 0.36 15.00 0.00 29.00

07 0.02 15.00 3.78 25.00 4.04 21.00 0.51 30.00

08 0.01 20.00 5.74 31.00 3.70 27.00 0.05 29.00

09 0.00 13.00 0.00 22.00 0.54 7.00 0.01 29.00

10 0.02 24.00 0.00 15.00 4.92 29.00 0.34 29.00

11 0.14 21.00 6.32 32.00 1.88 20.00 0.25 30.00

12 0.00 10.00 0.00 13.50 0.07 15.00 0.00 29.00

13 0.00 7.00 0.07 8.00 0.82 7.00 0.08 29.00

14 0.03 15.00 7.53 23.00 5.23 19.00 1.29 29.00

15 0.00 30.00 0.00 15.00 0.64 9.00 0.01 29.00

16 0.00 22.00 0.06 15.00 0.95 7.00 0.09 30.00

17 0.00 28.00 0.05 16.00 1.01 18.00 0.17 31.00

18 0.02 15.00 4.25 21.00 3.93 21.00 0.37 29.00

19 0.00 14.00 0.00 26.00 0.48 10.00 0.00 30.00

20 0.00 16.00 5.87 23.00 3.00 19.00 0.38 30.00

Avg 0.01 19.10 2.48 19.07 2.26 17.00 0.24 29.60

Average Ranking Overall 21.19

Final Placement 26
Table 2. Results for each scan pair, per category and overall. Rankings and final
placement are from a total of 34 competing algorithms.

sually different deformation field. This demonstrates that the interpretation of
deformation fields, which is an important analysis of image registration remains
debatable.

3.2 Histogram processing

After evaluating the results of our method on the given datasets, we could see
that the presented methods performs comparatively well in almost all cases with
a small to medium amount of breathing motion, resulting in very high lung
overlap and landmark distances of below 1 mm. For the six cases of strong
difference in respiration level, it was only able to align the lung boundaries, but
failed in aligning all internal structures, resulting in lower landmark accuracies
of around 4 mm (see Table 2). The reason for that is most likely a too low
contrast within the internal lung anatomy due to the linear intensity resampling
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Fig. 2. Comparision of registration outcome with and without histogram preprocess-
ing. (a) Original intensity distribution of floating (blue) and target (green) image. (b)
Coronal slice of target volume without preprocessing. (c) Difference to warped floating
volume according to the calculated deformation field. (d) New histogram after proposed
intensity preprocessing. (e) Slice of target volume with highly increased contrast within
the lungs. (f) Difference after performing registration with the preprocessed volumes.

we performed in our experiments. Because the target of this challenge lies purely
in aligning the boundaries and internal structures of the lungs, it can be assumed
that a different non-linear intensity resampling, which improves the contrast of
these regions of interest can significantly improve the outcome of the registration.
To demonstrate this assumption, we performed an additional registration of
subject 18, which had resulted in a low scoring for the landmark alignment. The
first row of Figure 2 shows the original intensity distribution, a coronal slice of the
target image, and the difference between warped floating image after performing
the registration with the described method. Although the outer boundaries of
the lungs and the ribs are well matched - some of the internal structures are
clearly misaligned. In the second row a new registration was performed, but
this time the image intensity distribution was cropped to the left side of the
centre between the two modes of the original distribution, resulting in a single
modal histogram, a highly increased contrast of the internal features of the lungs
and a much improved alignment of internal structures, while the bones remain
unaligned. For this specific application of pulmonary image analysis, where the
focus of interest lies in the matching of anatomical lung features we intend to
use an additional histogram processing step in the future and will therefore re-
evaluate the training datasets. This should result in higher registration accuracy,
without changing the principals of the presented method.
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4 Conclusion and Future Work

The presented work introduces a new optical-flow based registration method for
the application of pulmonary image registration, which utilises the modified Lp

norm for regularisation and absolute differences as similarity measure. This nu-
merical stable and fast algorithm demonstrates the ability to recover complex
motion patterns, which go beyond the capabilities of quadratic regularisers, like
sliding motions between lung and rib cage or at the interface of lungs lobes.
Moreover the negative impact of noise can be reduced by using absolute differ-
ences as data term.
The method obtains good scoring results over all cases of the challenge dataset
in terms of lung boundary alignment and achieves average landmark accuracies
of below 1 mm for most cases with a small to medium amount of change in the
respiration level. For image pairs with large deformations, we proposed a simple
solution using a histogram preprocessing step to improve the accuracy in the fu-
ture. Due to the novel regularisation term, which allows for discontinuities in the
motion field our score for singularities is among the lowest. However, numerical
singularities can naturally occur at motion boundaries, so these result can also
be interpreted as more physically realistic than an overall smooth deformation
field. An extension of the presented framework for registration of multimodal
lung data has been recently presented [6].
With regard to the upcoming workshop, we will implement an automatic his-
togram preprocessing step as described in Section 3.2 to improve the accuracy
for large deformations. The algorithm will be made more efficient in order to
reduce the computation time.
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Abstract. We present an optical flow deformable registration method
which is based on robust measures for data and regularization terms. We
show two specific implementations of the method, where one penalizes
gradients in the displacement field in an isotropic fashion and the other
one regularizes by weighting the penalization according to the image
gradients anisotropically. Our data term consists of the L1-norm of the
standard optical flow constraint. We show a numerical algorithm that
solves the two proposed models in a primal-dual optimization setup.
Our algorithm works in a multi-resolution manner and it is applied to
the 20 data sets of the EMPIRE10 registration challenge. Our results
show room for improvement. Our rather simple model does not penalize
non-diffeomorphic transformations, which leads to bad results on one of
the evaluation measures, and it seems unsuited for large deformations
cases. However, our algorithm is able to perform registrations of data
set sizes around 4003 on the order of a few minutes using a dedicated
CUDA based GPU implementation, which is very fast compared to other
reported algorithms.

1 Introduction

Nonlinear (deformable) registration of data sets acquired at different points in
time is an important research topic in medical image analysis. Image sequences
of soft tissue organs like lung or liver during breathing or the beating heart often
require registration algorithms to compensate for motion differences. Surveys on
nonlinear registration techniques in medical imaging can be found in Maintz
and Viergever [1] or Crum et al. [2]. In literature, one distinguishes feature- and
intensity based nonlinear registration methods. Intensity based methods [3, 4]
are often favored since they make use of the entire image information, however,
they come at the cost of a higher computational effort.

For deformable registration problems in the context of intra-modality applica-
tions, intensity based optical flow approaches are very popular. In a variational
framework setting [5, 6] one formulates the optical flow problem as an energy
minimization consisting of a data and a regularization term, a technique which

� martin.urschler@cfi.lbg.ac.at
�� werlberger@icg.tugraz.at
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has its roots in [7]. In this work we show an efficient deformable registration
algorithm based on the optical flow constraint. We penalize the gradients of the
displacement field in order to regularize the variational formulation. Our for-
mulation is simple and straight-forward, however, compared to standard optical
flow using quadratic terms, we penalize data and regularization term using the
L1 norm [8], which has the advantage to be more robust to non-Gaussian noise
and to leave discontinuities in the displacement field intact. Our exact formula-
tion is a 3D extension of the anisotropic Huber-L1 optical flow method presented
in [9], which has shown to be both accurate and extremely fast for 2D optical
flow applications.

A drawback with optical flow regularization using the L1-norm compared to
a quadratic norm is its difficulty to come up with a numerical scheme to solve
the underlying partial differential equation since the derivative of the L1-norm
is undefined at zero. In Section 2 we describe our optical flow formulation in
detail and the numerical scheme which is based on a primal-dual algorithm. In
Section 3 we describe the whole implementation framework and include the used
parameter settings for the EMPIRE10 evaluation. In Section 4 we present the
evaluation results of our two algorithm variants. Finally Section 5 concludes our
work by discussing the results of the evaluation.

2 Algorithm Description

In this section we describe our core algorithm, the Huber-L1 optical flow for-
mulation and its variant that takes image gradients into consideration for regu-
larization (anisotropic optical flow). We present the basic formulation as well as
the numerical scheme that implements the minimization of the optical flow en-
ergy functional. This algorithm is embedded into a multi-resolution framework
to register fixed and moving lung CT images from the EMPIRE10 evaluation.
For the lung registration it also gets initialized by a very simple rigid registra-
tion that only takes translation into account. In this section we focus on the
generic optical flow algorithm while the following section will provide the details
of the framework that was used for the lung CT evaluation as well as its required
choices of parameters.

In computer vision motion estimation via optical flow is an important topic
which also has obviously found its application in medical image registration.
The aim of optical flow is to compute the motion in a sequence of images, where
in medical applications often only a pair of images (e.g. thorax CT scans at
different states in the breathing cycle) is available. In a variational framework a
possible formulation of the optical flow motion estimation is given by

min
u

∫
Ω

3∑
i=1

|∇uTi D∇ui|+ λ‖ρ(u)‖1dx , (1)

where u = (u1, u2, u3)
T : Ω → R

3 is the motion field, and

ρ(u) = It + (∇I)T (u− u0) (2)
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is the traditional optical flow constraint (OFC). It is obtained from a lin-
earization of the assumption that the intensities of the pixels stay constant over
time. It is the temporal derivative of the image sequence (image pair), defined as
the difference between fixed and moving image. ∇I is the spatial image gradient,
and u0 is some given motion field. The regularization term is a total variation
formulation with D a symmetric, positive definite diffusion tensor. The param-
eter λ is used to define the trade-off between data fitting and regularization.

Note that the OFC is valid only for small motion (u−u0). In order to account
for larger motions, the entire approach has to be integrated into a coarse-to-fine
framework using a multi-resolution pyramid to re-estimate u0. Further, we want
to stress that the linearized OFC combined with the TV regularization is a
convex energy formulation, so a global solution for the linearization may be
obtained.

In this work we use two specific formulations of optical flow (OF), isotropic
and anisotropic OF (i.e. OFiso, OFaniso). One can derive the isotropic formula-
tion from (1) by setting the diffusion tensor D in the regularization term equal
to the identity matrix

min
u

∫
Ω

3∑
i=1

|∇ui|ε + λ‖ρ(u)‖1dx , (3)

such that the regularization is isotropic in all directions for all deformation
field components. In (3) we have replaced the L1-norm with the more robust
Huber norm |∇ui|ε, which has beneficial properties in avoiding staircasing ar-

tifacts [10, 9]. The Huber norm is defined as |∇ui|ε = |∇ui|2
2ε if |∇ui| ≤ ε and

|∇ui|ε = |∇ui|− ε
2 otherwise. The advantage of the Huber norm over the widely

used total variation (TV) norm for regularization is the reduction in favoring
piecewise constant solutions in weakly textured areas, which leads to staircas-
ing artifacts. As a benefit compared to quadratic regularization, still edges are
preserved and not smoothed over.

As an alternative algorithm we derive the anisotropic formulation from (1)
by using a diffusion tensor calculated from the image gradient

min
u

∫
Ω

3∑
i=1

|∇uTi DI∇ui|ε + λ‖ρ(u)‖1dx . (4)

Under the assumption that gradients in the deformation field coincide with
image gradients, this gives us a more accurate deformation field estimate at the
cost of computing the diffusion tensor DI pixel-wise as a diagonal matrix

DI =

⎛⎝DI,x 0 0
0 DI,y 0
0 0 DI,z

⎞⎠ (5)

with the componentsDI,x = exp
(−α ∗ Iβx

)
,DI,y = exp

(−α ∗ Iβy
)
andDI,z =

exp
(−α ∗ Iβz

)
. This is only an approximate diffusion tensor due to efficiency rea-

sons, however, it is still symmetric and positive definite. Note that again we are
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using the robust Huber-norm in the regularization. Next we describe the numer-
ical solver for the presented models. The definition of the diffusion tensor is the
difference between our two algorithms, however, for the numerical solver this
difference is only minor.

2.1 Numerical Solver & Discretization

After defining our continuous optical flow model we proceed with a discretization
of the formulation and a numerical algorithm to solve the optical flow problem.
We use a primal-dual convex optimization scheme to solve the linearized optical
flow. This scheme is a saddle point problem where one seeks to minimize a pri-
mal and to maximize a dual variable. For our discretization, the input images I0
(fixed image) and I1 (moving image) with the dimensionsM×N×L are defined
on the Cartesian grid Ωh = {(ihx, jhy, khz) : 1 ≤ i ≤M, 1 ≤ j ≤ N, 1 ≤ k ≤ L}.
We define the discretized optical flow uh = (uhx

1 , u
hy

2 , uhz
3 )T ∈ Xh, where the

vector space Xh = R
3MNL. The potentially anisotropic image spacing of medical

images is taken into account using spacings hx, hy, hz and the discrete pixel posi-
tion (ihx, jhy, khz) ∈ Ωh. Discretization of the gradient ∇h uses standard finite
differences (forward differences) on the discrete lattice with Neumann bound-
ary conditions. The primal-dual formulation requires a discretized divergence
operator on the dual variable, where we use backward differences. Note that the
gradient and the divergence operator are adjoint

〈∇huh,ph
〉 ≡ − 〈

uh, divh ph
〉

The discretized version of (4) on the lattice Ωh reads

min
uh

{∥∥∇huh
∥∥
ε
+ λ

∥∥ρ(uh)
∥∥
1

}
. (6)

Recently, it was shown in [11–13] that primal-dual approaches provide an
excellent performance for solving convex-concave saddle-point problems of the
form

min
x

sup
y

{〈Kx, y〉 − F ∗(y) +G(x)} , (7)

with K a linear operator, and the convex functions F ∗ and G. The basic itera-
tions of the primal-dual algorithm of [11] are defined as⎧⎪⎨⎪⎩

yn+1 = (1 + τd∂F
∗)−1

(yn + τdKx̃)

xn+1 = (1 + τp∂G)
−1 (

xn − τpK
∗yn+1

)
x̃n+1 = 2xn+1 − xn

(8)

Here the stepwidth for the primal and dual update is given as τp and τd, K
∗

denotes the adjoint operator of K and ∂ a partial derivative. In our case K
resembles the gradient operator and K∗ its adjoint operator, the divergence.

To gain a primal-dual saddle point problem like in (7), we apply the Legendre-
Fenchel transform to (6) and obtain the optimization problem

min
uh

sup
ph

{〈∇huh,ph
〉
X
− ε

2
||ph||22 − δPh(ph) + λ

∥∥ρ(uh)
∥∥
1

}
. (9)
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Here we introduce the dual variable p defined on the convex set P which is
defined as Ph =

{
ph ∈ Y h :

∥∥ph
∥∥
∞ ≤ 1

}
, where Y h denotes the convex set

Y h = Xh × Xh and
∥∥ph

∥∥
∞ the discrete maximum norm. Embedding the

primal-dual saddle point formulation (9) into the generic formulation (7) yields
G(uh) = λ

∥∥ρ(uh)
∥∥
1
and F ∗(ph) = ε

2 ||ph||22 + δPh(ph). Based on [11], the re-

solvent operator for F ∗(ph) is given as a pointwise projection onto an L2 ball
yielding

ph = (1 + τd∂F
∗)−1

(p̃h) ⇐⇒ ph
i,j,k =

p̃h
i,j,k

1+τdε

max
(
1,
∣∣∣ p̃h

i,j,k

1+τdε

∣∣∣) . (10)

With respect to G(uh) the solution to the resolvent operator is given by

uh = (1 + τp∂G)
−1

(ũh) ⇐⇒ uh
i,j,k = ũh

i,j,k

+

⎧⎪⎨⎪⎩
τpλ∇Ii,j,k if ρ(ũh

i,j,k) < −τpλ|∇I|2i,j,k
−τpλ∇Ii,j,k if ρ(ũh

i,j,k) > τpλ|∇I|2i,j,k
−ρ(ũh

i,j,k)
∇Ii,j,k
|∇I|2i,j,k

if |ρ(ũh
i,j,k)| ≤ τpλ|∇I|2i,j,k

. (11)

This iterative update scheme concludes our numerical implementation of the
optical flow algorithms for both cases. We have to specify a maximum number of
iterations in practice to work with this iterative scheme. Further, in the course
of optimizing for u we warp the moving image from time to time to take the
linearized model into account. For this purpose we perform an outer loop over
a number of warps and use the current solution of u0 = u to warp the moving
image.

3 Experimental Setup & Parameters

In the previous section we have described two variants of an optical flow al-
gorithm and their numerical implementation. We have implemented the whole
algorithm framework as well as the optical flow registration per resolution level
on a CUDA-based NVidia Tesla C1060 desktop computer platform with 4GB
of graphics RAM. This leads to a very efficient registration where the isotropic
optical flow takes around 4 minutes on average per data set and the anisotropic
variant around 6 minutes for the chosen parameter settings.

For the EMPIRE10 evaluation we utilize both algorithms and embed them
into a multi-resolution framework. Our algorithm constructs a fixed and a moving
image pyramid and calculates the solution of the optical flow registration on each
pyramid level starting with the coarsest. Then it upsamples the displacement
field u to propagate it to the next finer level and uses this upsampled solution as
initial solution u0. On the coarsest resolution we perform a simple initialization
of the displacement field using the difference vector of the centers of gravity of
the provided segmented lung mask images. This is our only pre-registration that
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we perform on all of the 20 data sets of EMPIRE10. Our fixed image pyramid
is constructed by first downsampling the fixed input image to 256 × 256 × 256
voxels. This also defines the image size of our warped image pyramid and the
pyramids for the displacement field components. We currently can not work on
the full resolution as finest pyramid level, due to a 4GB memory restriction of
our implementation hardware. Further, we use the moving image to construct
a pyramid with the original resolution as finest pyramid level. We downsample
all of our pyramids by factors of 2 and repeat this procedure until we have a
total of 5 pyramid levels. Note that the moving image pyramid uses a different
(finer) voxel grid than the rest of the pyramids, however due to the tricubic
interpolation in the warping step, which is of course performed in physical space,
not voxel space, this is not an issue. Tricubic interpolation is also used for all
other warping and resampling steps in the algorithm. As a consequence of our
memory restrictions and the finest fixed pyramid level, which never exceeds 2563,
we have to upsample the registration result from 2563 to the original size of the
fixed image data set. This way we will always make a certain error from the
upsampling, since there is no refinement of the displacement field on the original
fixed image resolution. We are currently looking into methods to parallelize the
algorithm on a higher level and distribute them onto several Tesla GPUs.

In our optical flow algorithm there are a number of parameters which we
either leave fixed or compute adaptively starting from some fixed value. Thus, our
algorithm falls into the category of fully automatic according to the EMPIRE10
challenge rules. First, a very important parameter is the trade-off λ between
regularization and optical flow constraint data term. We have chosen a value of
λ = 50 in our experiments, both for isotropic and anisotropic regularization. This
value gave in our experiments reasonable results, however, after investigating the
EMPIRE10 evaluation results we have to say that we presumably have chosen
λ too large, since the diffeomorphic behaviour of our result displacement field
is not satisfactory. This indicates that we have weighted our optical flow data
term too high. The specified λ is taken for the finest level of the pyramid, for
coarser levels we multiply it by a factor of 1.5scaleLevel to increase the influence
of the data term.

Some more parameters that we have to set are ε = 0.01 from the Huber
norm which was set empirically and does not seem to be critical. α and β for
the edge weighting are taken as α = 10, β = 1, these parameters influence how
large different edges are weighted in the computation of the diffusion tensor
(for OFaniso only). The computation of the gradients for the diffusion tensor is
performed on the fixed image using central differences. The number of warps
and number of iterations are chosen as 40 and 25, respectively, which means
that on the finest level we perform 40×25 = 1000 iterations in total. On coarser
pyramid levels we adapt these values by multiplying with 1.5scaleLevel in order
to perform more iterations since these downsampled levels are less expensive
to compute. The numerical primal-dual scheme requires two timesteps τp =
2 ∗ sqrt( 1

h2
x
+ 1

h2
y
+ 1

h2
z
)−1 and τd =

τp
4∗( 1

h2
x
+ 1

h2
y
+ 1

h2
z
)
. Another implementation note

is, that the update of the displacement fields is always clamped to the distance
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equivalent to the voxel spacing of the current pyramid level, since the optical
flow model per pyramid level is not valid for more than one voxel distance. This
is another reason why the course-to-fine framework is mandatory. Finally before
each warp with a displacement u0 we perform a 3 × 3 × 3 median filter on the
displacement field to remove outliers.

4 Evaluation Results

The following two tables show the results of the EMPIRE10 evaluation using
the algorithms OFiso (see Table 2) and OFaniso (see Table 1).

Lung Boundaries Fissures Landmarks Singularities

Scan
Pair

Score Rank Score Rank Score Rank Score Rank

01 0.04 18.00 15.69 28.00 17.95 29.00 13.17 34.00

02 34.00 34.00 34.00 34.00

03 0.00 5.50 0.00 12.50 0.33 6.00 0.08 31.00

04 0.00 24.00 0.00 16.50 4.86 30.00 3.00 34.00

05 0.00 13.00 0.00 16.00 0.00 5.50 0.00 27.00

06 0.00 16.00 0.00 21.00 0.33 10.00 0.01 33.00

07 0.02 16.00 7.53 28.00 6.23 25.00 4.04 33.00

08 0.00 19.00 3.56 27.00 3.22 26.00 1.17 33.00

09 0.00 23.00 0.00 6.50 0.51 3.00 0.06 32.00

10 0.00 17.00 0.00 15.00 10.33 33.00 5.50 34.00

11 0.03 15.00 2.30 27.00 2.09 23.00 2.29 33.00

12 0.00 10.00 0.00 13.50 0.00 5.00 0.00 14.50

13 0.00 11.00 0.06 5.00 0.79 6.00 0.29 33.00

14 0.06 19.00 8.46 26.00 12.78 28.00 7.47 33.00

15 0.00 8.00 0.00 7.00 0.58 2.00 0.10 31.00

16 0.01 31.00 2.06 30.00 4.40 32.00 6.68 34.00

17 0.00 24.00 0.04 12.00 0.69 7.00 0.19 32.00

18 0.06 19.00 6.87 26.00 7.06 27.00 4.61 33.00

19 0.00 14.00 0.00 12.00 0.45 4.00 0.00 31.00

20 0.01 18.00 7.93 27.00 14.09 28.00 9.00 34.00

Avg 0.01 17.72 2.87 19.50 4.56 18.17 3.03 31.67

Average Ranking Overall 21.76

Final Placement 28
Table 1. Algorithm OFaniso. Results for each scan pair, per category and overall.
Rankings and final placement are from a total of 34 competing algorithms.
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Lung Boundaries Fissures Landmarks Singularities

Scan
Pair

Score Rank Score Rank Score Rank Score Rank

01 0.27 26.00 15.06 27.00 31.93 31.00 6.43 32.00

02 0.02 31.00 0.00 15.00 0.54 19.00 0.02 31.00

03 0.00 22.00 0.02 30.00 0.90 29.00 0.10 32.00

04 0.00 18.00 0.00 16.50 6.68 33.00 0.43 31.00

05 0.00 13.00 0.00 16.00 0.23 22.00 0.00 30.00

06 0.00 16.00 0.00 7.00 0.46 25.00 0.01 32.00

07 0.40 27.00 11.71 33.00 14.40 30.00 2.22 32.00

08 0.05 25.00 9.23 33.00 9.52 34.00 0.45 32.00

09 0.00 22.00 0.00 25.00 1.45 32.00 0.05 31.00

10 0.01 22.00 0.00 15.00 9.38 32.00 1.14 31.00

11 0.26 26.00 7.15 33.00 5.54 32.00 0.85 31.00

12 0.06 29.00 0.00 13.50 0.89 27.00 0.01 33.00

13 0.00 17.00 0.09 17.00 0.95 14.00 0.14 30.00

14 0.88 28.00 13.34 29.00 19.43 31.00 3.63 32.00

15 0.00 27.00 0.00 15.00 0.90 26.00 0.08 30.00

16 0.00 25.00 0.01 8.50 2.02 28.00 0.48 31.00

17 0.00 20.00 0.06 27.00 0.91 15.00 0.05 30.00

18 0.29 24.00 25.25 32.00 14.72 29.00 1.36 32.00

19 0.06 31.00 0.05 32.00 1.61 32.00 0.22 33.00

20 0.23 26.00 6.83 25.00 20.06 30.00 2.83 32.00

Avg 0.13 23.75 4.44 22.47 7.13 27.55 1.02 31.40

Average Ranking Overall 26.29

Final Placement 31
Table 2. Algorithm OFiso. Results for each scan pair, per category and overall. Rank-
ings and final placement are from a total of 34 competing algorithms.

5 Discussion & Conclusion

From the previous section one can clearly see that the overall performance of
our algorithm is rather weak compared to the other methods. This is mainly due
to our rather simple optical flow model, which is a straight-forward extension
from a two-dimensional algorithm [9]. The most important drawback of our
method is the lack of a penalty for non-diffeomorphic transformations. This
can also be seen in the fourth evaluation measure where we rank at the end
of the field for most of the data sets. We are currently looking into a way to
include such a penalty into our convex formulation, however, this unfortunately is
not straight-forward. One could explicitly model diffeomorphic transformations
similar to [14] by calculating the displacement and its inverse in the optical
flow model and penalizing the difference between these two transformations.
However, this would at least double the time for calculating our solutions, which
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brings us to the main benefit of our method, the computational efficiency. We
are not aware of competing algorithms which are able to perform deformable
image registration as fast as our algorithm is able to, using a dedicated CUDA
based GPU implementation. This is a very important feature, especially for the
online registration at the workshop where 10 data sets will have to be registered
in 3 hours.

Another drawback of our method can be seen from the error measures on the
data sets showing large differences in the breathing cycle (scan pairs 1,4,7,8,10,14,16
In this case inhaled and exhaled lungs lead to rather different appearances, where
smaller vessels vanish in the exhaled data set due to the limitations in spatial
resolution. Therefore, the implicit brightness constancy assumption of optical
flow is not valid anymore, and our performance drops. So, here we have to con-
clude that the optical flow algorithm is not useful for too large displacements in
combination with disappearing vessel structures.

What we learned from the evaluation was the significantly better perfor-
mance of the anisotropic model compared to the isotropic one. This implies that
the image gradient information is very important for the registration and the
resulting displacement fields. Performance is better although we were not able
to register one data set (data set 2) due to memory problems which could not
be solved in time for the offline workshop contribution.

In conclusion we want to stress that this EMPIRE10 challenge is a very
important step forward in the evaluation of deformable registration algorithms.
In our contribution we have observed the strengths (efficiency) and also the
limitations of a simple optical flow implementation (which is a widely used model
in literature) with respect to the problem of thorax CT registration. We will
continue to work on improved models to perform better on the presented data
sets.
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Abstract. In this paper, we present an evaluation framework for the 3D
segmentation of knee bones and cartilage from magnetic resonance im-
ages. The framework was established for one of the three challenges at the
“Medical Image Analysis for the Clinic: A Grand Challenge” workshop
held at the 2010 Medical Image Computing and Computer Assisted Inter-
vention (MICCAI) conference in Beijing, China. After this workshop, the
framework will remain open to online submissions via www.ski10.org.
We describe the motivation for this challenge, the preparation of training
and test datasets, and the evaluation measures used to rate submitted
results.

1 Introduction

Musculoskeletal diseases and articular disorders are one of the major health
problems in developed countries and affect especially the aging population. The
human knee joint is commonly affected by osteoarthritis (OA), a degenerative
disease that is the primary cause of chronic disability in the United States [1].
OA leads to loss of articular cartilage, an effect that by now can be well-observed
using magnetic resonance imaging (MRI) [2]. With this background, the segmen-
tation of knee cartilage and the surrounding bones is a problem which has gained
considerable importance in recent years. A major direction of research is to use
cartilage segmentations for the development of biomarkers targeted at different
stages of OA [3]. Moreover, segmentations of bones and cartilage are required
for computer-based surgical planning of knee implants. Other applications in-
clude modeling of the knee by finite elements to predict joint kinematics [4]
or the understanding of natural variation and physiological effects for healthy
joints [5].

As usual in the field of medical image analysis, it is difficult to assess the suit-
ability of published segmentation algorithms for the wide variety of images used
in clinical practice. This is mainly due to the fact that every author evaluates his
new algorithm on a different set of test images, often using different measures
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of accuracy. The “Grand Challenge” series of workshops, initiated at the 2007
Medical Image Computing and Computer Assisted Intervention (MICCAI) con-
ference and since then repeated regularly, strives to remedy this problem. Each
workshop consists of several challenges which provide open image databases and
standardized evaluation procedures for a specific application. Applications that
have been topic of challenges include liver segmentation [6], coronary artery cen-
terline extraction [7], pulmonary nodule detection [8], and detection of micro-
aneurysms in fundus photographs [9]. A constantly updated list of all challenges
in medical image analysis is available at http://www.grand-challenge.org.

This year, one of the featured challenges is the segmentation of knee images,
named SKI10 (www.ski10.org). Related to this challenge is the Osteoarthritis
Initiative (OAI) 6, a large study of OA in the United States that aims to de-
velop a public domain research resource for the evaluation of biomarkers. Like
SKI10, OAI offers a large variety of knee images, unfortunately it does not (yet)
include the reference segmentations of bones and cartilage that are required for
an evaluation framework in the “Grand Challenge” tradition.

2 Data

2.1 Image data

Basis for the SKI10 challenge are 250 knee MRI images originating from the
surgical planning program of Biomet, Inc. Cases of left and right knees are dis-
tributed approximately equally. The data was acquired at over 80 different cen-
ters in the USA, using machines from all major vendors, i.e. General Electric,
Siemens, Philips, Toshiba, and Hitachi. All images were acquired in the sagittal
plane with a pixel spacing of 0.4×0.4mm and a slice distance of 1mm. No contrast
agents were used. Field strength was 1.5T in about 90% of the cases, the rest was
acquired mostly at 3T, with some images acquired at 1T. The employed MRI
sequences show a huge variety: the vast majority of images used T1-weighting,
but some were also acquired with T2-weighting. Many images used gradient echo
or spoiled gradient echo sequences, and fat suppression techniques were common
as well.

After acquisition, all images were segmented interactively by experts at
Biomet, Inc. Structures of interest were femur, femoral cartilage, tibia, and tibial
cartilage. Images were processed slice by slice (sagittally), starting with a vari-
able threshold to mark bones and cartilage. Subsequently, manual editing was
used to clean up the resulting masks. As all images were used for surgery plan-
ning of partial or complete knee replacement, segmentations were created for a
specific clinical goal, i.e. accuracy of contours is varying. On one side, in areas
where implant position guides should be placed, accuracy of bone and cartilage
segmentations is very high. On the other side, e.g. the exact boundary of the
cartilage to the sides is not relevant for the planned surgery and may thus be
quite far off the true location.

6 http://oai.epi-ucsf.org
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Fig. 1: One of the MRI knee images used in the SKI10 challenge, shown in dif-
ferent planes: sagittal (upper left), coronal (upper right), and transversal (lower
left). Contours of the reference segmentations for combined bone and cartilage
are displayed in white. The lower right window shows a 3D rendering of the
scene.

All segmentations were exported as surfaces directly from the segmentation
workstation. Technically, it was only possible to export combined bone and carti-
lage as one surface, and bone only as another surface. Before making available the
250 images, all patient information that could lead to identification was deleted
from the DICOM headers. An example for a knee MRI is shown in Fig. 1.

2.2 Processing

The first task was to convert the combined surface segmentations to individ-
ual label masks of femur, femoral cartilage, tibia, and tibial cartilage. For the
femur, the combined bone and cartilage segmentation was scan-converted to
label mask fcomb and the bone segmentation was scan-converted to fbone. Af-
ter morphological closing of fbone, the cartilage mask fcart was generated by
fcart = fcomb − fbone. To remove spurious cartilage voxels along the sides of the
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long bone that appeared due to small differences between the two surface meshes,
a connected-component filter was run on fcart, and components with less than
500 voxels (i.e. 80ml) were deleted. The same steps were taken for the tibia,
leading to tbone and tcart. All individual masks were combined to a multi-label
image with the following values: 0=background, 1=femur, 2=femoral cartilage,
3=tibia, 4=tibial cartilage.

The second task was to crop the images to a suitable region of interest around
the joint area. Although many images extended a bit further proximally and
distally from the joint, the available bone segmentations were limited to an area
of less than 15cm around the joint. To save bandwidth when offering the data
over internet, all images were cropped proximally and distally according to the
extent of their respective bone segmentations. To the anterior and posterior
sides, images were cropped to leave 50±5 voxels background before reaching the
closest bone. Finally, all images and multi-label masks were stored in a raw file
format, stripping all DICOM information except image size and voxel spacing.

2.3 Organization

After processing, all datasets were checked for their suitability in a segmentation
challenge. As mentioned above, the available segmentations were created for a
specific clinical goal, and high accuracy was required only in certain areas. For an
evaluation of segmentation algorithms as SKI10, however, reasonably accurate
segmentations should be expected everywhere. With this goal, we selected the
100 most accurate segmentations from the set of 250 images. These 100 datasets
were randomly divided into a training set of 60 images and a test set of 40
images.

After participants agreed to the rules for data usage, they could download
the training set including corresponding multi-label masks as reference segmen-
tations. This data can be used to train segmentation algorithms, but participants
were also free to use their own training data instead, or in addition. No additional
information as laterality or acquisition protocol was supplied. Registered partic-
ipants were also given access to the test data, which consisted of the selected
images only (without segmentations). Before a given deadline, each participating
team had to submit automatically generated multi-label masks for these images.

3 Evaluation

All submitted results were evaluated by the workshop organizers with the same
procedure, comparing the submitted segmentations to the hidden references.

3.1 Accuracy of bone segmentation

One aspect was the accuracy of bone segmentation, more exactly the combined
bone and cartilage segmentation. Both structures together form the outer sur-
face of the bone, which is of paramount importance for surgery planning. We
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Fig. 2: Regions of interest for the evaluation of femoral (left) and tibial (right)
cartilage.

evaluated the accuracy of this segmentation by two metrics: average symmet-
ric surface distance (AvgD) and root-mean-square symmetric surface distance
(RMSD). For these metrics, the boundary voxels of segmentation and reference
have to be determined. To account for the anisotropic voxel spacing, segmen-
tations were resampled first, doubling the number of slices (and leading to an
approximately isotropic spacing of 0.4×0.4×0.5mm). In the resampled segmen-
tation, boundary voxels are defined as voxels which have at least one non-object
voxel in their 18-neighbourhood. For each boundary voxel in the segmentation,
the closest boundary voxel in the reference is searched and the corresponding
Euclidean distance (in mm) is stored in a list. Subsequently, the same procedure
is repeated for all boundary voxels in the reference, searching the segmentation.
The average of all stored values is the average symmetric surface distance.

The root-mean-square symmetric surface distance is calculated similarly, ex-
cept that all distances are squared before storing in the list, and the root is taken
from the average value afterwards. In this latter metric, large deviations from
the reference are penalized stronger, which corresponds to the paradigm that
small segmentation errors are tolerable, while larger ones have to be avoided.
Both distance measures are given in millimeters and reach 0 for a perfect seg-
mentation.

3.2 Accuracy of cartilage segmentation

The second aspect is the accuracy of cartilage segmentation, which is of highest
interest for applications in computer-aided diagnosis. Here, volume and thick-
ness of cartilage are the most important parameters. As mentioned in Sec. 2.1,
cartilage boundaries to the side were not always accurate in the reference seg-
mentations. For this reason, we defined specific central regions of interest (ROIs),
in which the segmentations are compared to their respective references.
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The ROI for tibial cartilage consists of two elliptical areas around the contact
surfaces to the femur. It is extracted automatically from the reference segmenta-
tion by the following procedure. First, the transversal slice with the largest area
of tibia is determined, and the corresponding area is forwarded to a principal
component analysis. The largest eigenvector defines the lateral axis of the knee
joint and is used to determine the width of the tibia (taking into account the 3D
geometry around the selected slice). On the line defined by this axis, condyles
are expected at 25% and 75% of the total tibial width. Both condyles are pro-
jected upwards until the last voxels marked as tibia or tibial cartilage. At these
two locations, two oriented ellipsoids of radius 15×10×10mm are created, with
the largest radius pointing along the anteroposterior axis. An example ROI for
tibial cartilage is shown in Fig. 2 right.

The ROI for femoral cartilage consists of three areas: two at the condyles
around the contact surfaces to the tibia, and one in the center around the contact
surface to the patella. As contact surfaces move with varying flexion angle of the
knee joint, all ROIs are elongated structures which are extracted automatically
as follows. From the multi-label mask, all femoral cartilage voxels are selected
which are within a certain distance from planes perpendicular to the lateral
joint axis, located at the two estimated condyle positions and at the center.
The required distance is 1.5mm for the condyle planes and 5mm for the central
plane. Subsequently, selected voxels are cropped by a fixed-size bounding box
positioned around the condyle centers. Different boxes are used for condyles
and center plane. The remaining voxels are dilated by an ellipsoidal kernel of
15 × 15 × 5 voxels, with the smaller side in the lateral direction (which also
features a larger spacing). An example ROI for femoral cartilage is shown in
Fig. 2 left.

Inside their respective ROIs, femoral and tibial cartilages are evaluated ac-
cording to volumetric overlap error VOE and volumetric difference VD. The
volumetric overlap error between the set of voxels of the segmentation S and

the one of the reference R is given as VOE = 100
(
1− |S∩R|

|S∪R|
)
. It is measured in

percent and yields 0% for a perfect segmentation and 100% for no overlap at all.

The volumetric difference between S and R is defined as VD = 100 |S|−|R|
|R| . Since

this measure is not symmetric, it is no metric. A value of 0% means that both
volumes are identical. Please note that this does not imply that segmentation
and reference are identical, they do not even need to overlap. In our case how-
ever, as cartilage segmentations are limited to the sides by their respective ROIs,
cartilage volume is proportional to the average thickness. Thus, the VD indicates
(at least approximately) the deviation from the average cartilage thickness.

3.3 Scoring and Presentation

To allow a ranking between different methods for automatic segmentation, the
different measures for the different structures of interest have to be combined to
one single value. We employ a scoring technique based on inter-observer variation
for this purpose [6]. The principal idea is to take an independent second rater
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Structure Value 1 Value 2

Femur bone AvgD = 0.45mm RMSD = 0.77mm

Tibia bone AvgD = 0.37mm RMSD = 0.62mm

Femoral cartilage VOE = 34.2% VD = 7.1%

Tibial cartilage VOE = 34.2% VD = 7.1%

Table 1: Reference values for the accuracy of an independent second rater seg-
mentation.

who manually outlines the respective structures and to compare his result to the
hidden reference. On a range from 0 to 100 points, where 100 corresponds to
a perfect segmentation, the second rater’s outcome for each evaluation measure
corresponds to 75 points. An algorithm that produces a result with an error
twice as high is awarded 50 points, an error three times as high corresponds to
25 points. To prevent that a single unsuccessful segmentation ruins the entire
score, there are no negative points, i.e. errors more than four times as high as
the human observer’s still correspond to 0 points. The scores for each metric are
averaged per image, which results in a total score per image. Finally, the average
score over all images is the single value on which all algorithms will be ranked.
The second observer values used for score calculations are shown in Table 1.

To make the results from different teams easier to compare, the workshop
organizers generated the same results table and figures for each submission.
These tables and figures can be found in the results section of each SKI10 article.

4 Conclusions

In the weeks after the call for papers for the workshop was launched, 22 teams
registered for the knee segmentation challenge and downloaded training and
test datasets. Of these, 9 were from North America, 8 from Europe, 4 from
Asia, and 1 from Australia. Finally, 6 teams submitted segmentation results
for the supplied test images. Although the call was also open for interactive
segmentation methods, all submitted results were generated by fully automatic
approaches. This is probably due to the high number of test images and the
complexity of segmenting four different structures of interest, which makes an
interactive approach very time-consuming. After they received their respective
evaluation results, all 6 teams submitted articles describing their methods and
could be accepted to the workshop.

At the workshop in Beijing, we will organize an onsite competition with 10
new knee MRIs. Until then, teams can still work on improving their approaches.
For further training, we have received an additional 250 knee MRIs, which will
be processed as described in Sec. 2.2 and made available to participants several
weeks before the workshop.

After the workshop, the website www.ski10.org will be extended to allow an
online submission of results. This will allow interested researchers to test their
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methods against the collection of existing works described in these proceedings.
From our experience with past challenges, we expect this website to grow over
time and become a reference for cartilage and bone segmentation for knee MRIs.
The large collection of images used in the SKI10 challenge shows the huge hetero-
geneity of clinical data for this application. Segmenting the different structures
of interest from this data automatically is an extremely challenging task, but
one that we have to face if we want to bring our methods into clinical practice.
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Abstract. We present a method for fully automatic segmentation of
the bones and cartilages of the human knee from MRI data. Based on
statistical shape models and graph-based optimization, first the femoral
and tibial bone surfaces are reconstructed. Starting from the bone sur-
faces the cartilages are segmented simultaneously with a multi object
technique using prior knowledge on the variation of cartilage thickness.
We validate our method on 40 clinical MRI datasets acquired before knee
replacement.

Keywords: Segmentation, Statistical shape model, Magnetic resonance
imaging, Knee, Cartilage, Femur, Tibia, Joint

1 Introduction

Osteoarthritis (OA) is a disabling disease affecting more than one third of the
population over the age of 60. Monitoring the progression of OA or the response
to structure modifying drugs requires exact quantification of the knee cartilage
by measuring e.g. the bone interface, the cartilage thickness or the cartilage vol-
ume [4]. Manual delineation for detailed assessment of knee bones and cartilage
morphology, as it is often performed in clinical routine, is generally irreproducible
and labor intensive with reconstruction times up to several hours [10].

Due to the increasing availability of MRI scanners in clinical routine the de-
mand for automatic segmentation of knee bone and cartilage tissue is growing.
Though semi-automatic approaches remain necessary and useful in their own
right, we focus here on fully automatic methods. To this end, an approach for
segmentation of articular cartilage based on supervised learning was presented
in [1], where an evaluation on 46 MRI datasets with no or mild OA symptoms
resulted in an average Dice similarity coefficient (DSC) of 0.80, a sensitivity of
90.0% and specificity of 99.8%. A similar approach in combination with an elas-
tic registration scheme was presented in [11] but only evaluated on a single MRI
dataset. Fitting of a probabilistic atlas to MRI data exploiting linear program-
ming was presented in [3] to segment the cartilage of the patella, achieving a DSC
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Fig. 1. Segmentation system (see text for explanations)

of 0.84, a sensitivity of 94.1%, a specificitiy of 99.9% and an average surface dis-
tance of 0.49 mm evaluated on 28 MRI datasets from unspecified sources. In [2],
statistical shape models (SSMs) are used to extract the bone-cartilage interface
(BCI). 20 MRI datasets from healthy subjects were segmented with DSCs of
0.96, 0.96 and 0.89 for the femur, the tibia and the patella, respectively, and
an average point-to-surface error of 0.16mm on the BCI. A multi-object graph-
based approach to segment the bones and the cartilage of the knee with minor
manual interaction (≈ 30 sec) was proposed in [12], where an evaluation on 16
MRI datasets showed average surface positioning errors of 0.2 to 0.3 mm for the
bones and 0.5 to 0.8 mm for the cartilage.

Comparing the performance of these different approaches is difficult, because
evaluation results strongly depend on varying properties and origins of the em-
ployed image data (e.g. MR sequences, varying types of pathologies) as well as
different evaluation metrics. Very recently, a standardized benchmark for au-
tomatic knee segmentation systems has been introduced [5]. In this paper, we
propose a new model-based segmentation approach and validate it using the
data and evaluation metrics put forth in [5].

2 Auto-Segmentation System for Knee MRI

The general outline of our automatic segmentation system is shown in Fig. 1. It
consists of two major parts: (1) An SSM-based reconstruction method for bone
surfaces [9] applied to knee bones, and (2) a method for simultaneous segmen-
tation of adjacent structures via shared displacement directions [6] applied to
the tibial/femoral cartilage. In the following, due to space limitations we only
describe the modifications with which we adapted these two methods to the
application-specific situation of bone and cartilage in knee MRI. For more detail
we refer the reader to [9] and [6].
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2.1 Statistical Shape Models

The statistical shape models of proximal tibia and distal femur used in this work
were generated from 60 MRI datasets provided by the MICCAI 2010 Workshop
Medical Image Analysis for the Clinic - A Grand Challenge [5]. For each of these
datasets an expert segmentation was available for the bones and the associated
cartilage. We fitted existing SSMs of the femur and the tibia to the gold-standard
segmentation using the method in [9], thus extrapolating the femoral and tibial
shafts not included in the field-of-view of the MRI datasets. We used the resulting
reconstructed surfaces to generate a new SSM for each bone covering the range
of bone lengths occurring in the 60 MRI datasets.

2.2 Bone Segmentation

Side Selection and Positioning. We compute the initial transformation pa-
rameters (rigid transformation + uniform scaling) using a low resolution surface
template of the left distal femur (500 vertices, mean shape of the training data)
via the Generalized Hough Transform (GHT) [7]. To detect the correct side of
the body, i.e. left or right knee, this method is repeated with a shape template
mirrored on the mid-sagittal plane. Accepting the transformation with the max-
imum vote count after both detection cycles yields the side of the body and the
initial transformation T0 to position the SSMs of the bones in the data.

Parameter Initialization and Model Adaptation. The model adaptation
procedure described in the following is performed independently for the femur
and for the tibia. Given the transformation T0 of the SSM, the parameters of
the image feature based adaptation strategy are initialized. To this end, we rate
image features along surface normals with a new cost function that is particularly
suitable for MRI: Locations on the surface normals that exhibit intensities within
an intensity interval [t1, t2] and directional derivatives along the normal that
exceed a gradient threshold gmin are equipped with low costs gmin/g, where g
denotes the respective directional derivative. All other locations are equipped
with high costs (some constant larger than all low costs).

The parameters t1, t2 and gmin are determined automatically via histogram-
analyses: The bone intensity threshold t1 is computed by analyzing the histogram
of intensities inside the initialized SSM (see Fig. 2). It is set such that 5% of
the voxels that contribute to the histogram have higher intensities. The upper
threshold t2 is set to the maximum intensity that occurs within the initialized
SSM. To determine the gradient threshold gmin, a histogram of the gradient
magnitude of the entire image is computed, and gmin is set to the value above
which 15% of the gradient magnitudes lie.

In addition we check for a special case to handle large, bright artifacts (see
Fig. 3 left): A weighted sum of 5 gaussians

∑
i

wi · gi with gi(x) =
1

σi

√
2π

exp

[
−0.5

(
x − μi

σi

)2
]
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Fig. 2. Left: Schematic MRI histogram of the whole image and within the spatially
initialized femur and tibia SSMs. Right: Parameter initialization: The brightest 5% of
voxels within the initialized SSM define the intensity window [t1, t2]. Special case: Let
ga be the highest of the 5 gaussians fitted via EM. We look for the highest brighter
gaussian gb with non-overlapping standard deviation. If such a gb exists, t1 is set to
the intersection x0 of the two gaussians.

is fitted to the histogram of intensities via the Expectation Maximization (EM)
algorithm. We dermine the highest gaussian ga (i.e. a = arg maxi

wi

σi

√
2π

), and
then we look for the highest gaussian gb for which holds μa + σa < μb − σb.
If there is such a gb and a value x0 where ga and gb have equal height, i.e.
wa · ga(x0) = wb · gb(x0), and furthermore μa < x0 < μb and x0 < t1 holds, then
t1 is set to x0 and t2 is set to x0 + 0.25σb.

SSM adaptation followed by a graph-cuts based fine-grain adaptation is per-
formed as in [9] employing the cost function described above. The results are
surfaces of the femoral and tibial knee bone.

2.3 Cartilage Segmentation

The surfaces of femur and tibia are coupled with shared intensity profiles [6] and
deformed with multi-object graph cuts [8] employing a new cost function that we
specifically designed for cartilage in MRI: From the training data, we learn the
minimum, mean and maximum cartilage thickness in normal direction per vertex
of the bone surface mesh. Costs are generally high (“infinite”) at locations that
lie below the learnt minimum and above the learnt maximum cartilage thickness
per vertex in surface normal direction. Locations closer to the mean thickness
are slightly preferred over those further apart (but still within the minimum-
maximum range). Locations within the minimum-maximum range are equipped
with low costs −gminCart/g if the directional derivative in normal direction, g,
satisfies g < −gminCart, and the location exhibits an absolute intensity within an
intensity interval determined by histogram analysis. The respective histogram is
computed from voxels in-between the bone surface and a second surface “bone +
maximum cartilage thickness along normals”. A weighted sum of five gaussians
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is fitted, and the mean ± standard deviation of the highest gaussian serves as
the respective intensity interval. The gradient threshold gminCart is set to 10
(determined heuristically). Note, this can be seen as an “inverted” version of the
cost function described above for bone segmentation.

To obtain the final segmentation, the resulting bone and cartilage surfaces
are converted into binary voxel representations with the same extension and
voxel size as the original MRI image.

3 Results and Discussion

For evaluation, 40 additional clinical MRI datasets acquired before knee replace-
ment were made available by the workshop organizers. A detailed evaluation is
presented in Table 1. For tibial and femoral bones the average (AvgD) and the
roots mean square (RMS) surface distances were computed. Cartilage segmenta-
tion is quantified by volumetric overlap (VOE) and volumetric difference (VD)
measures. For all four structures a score was computed indicating the agreement
with human inter-observer variability. Reaching the inter-observer variability re-
sults in 75 points, while obtaining an exact match to one destinguished manual
segmentation results in 100 points. An error twice as high as the human rater’s
gets 50 points, 3x as high gets 25 points and if 4x as high or more receives 0
points (no negative points). All points are averaged for each image, which results
in a total score per image. Details on the evaluation procedure will be published
in an overview article of the Grand Challenge workshop [5].

The average performance of our auto-segmentation system for knee bones
and associated cartilage was 54.4± 8.8 points. Note that this value corresponds
to the status of the software at the time the first results were uploaded to the
workshop organizers. New results including bugfixes and other improvements will
be available by the time of the workshop and will be published on the workshop
website [5]. The automatic segmentation of one dataset took approximately 6
minutes on a standard desktop PC (Core 2 Duo CPU, 3.00GHz, 16GB RAM).
It is implemented as an extension to the ZIBAmira software (amira.zib.de).

With no failures the GHT proved to be a reliable method for the initializa-
tion of the the bone segmentation (side selection and positioning). The bone
segmentation achieves scores that indicate an error larger than that obtained
by human experts. This may be due to relatively large mismatches of the SSM
at the proximal and distal end of the MRI data due to missing or weak image
features related to intensity inhomogeneities stemming from the MRI sequence
(see Fig. 3). A strong artifact of unknown source (see Fig. 3) lead to the worst
segmentation result for the tibia. The scores for cartilage segmentation are based
on different error measures (volumetric) and are generally better, presumably
due to a higher inter-observer variability.

For the reasons already discussed at the end of the introduction, it is diffi-
cult to compare our results to previous approaches. However, from now on the
standardized evaluation system of [5] will allow for an unbiased comparison of
our method with other systems.
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(a) (b) (c) (d)

Fig. 3. Problem cases: Artifacts introducing ”false”image features (a), intensity inho-
mogeneities typical for MRI (b), similar intensities for cartilage and neighboring soft
tissues (d bottom) and invisible bone-soft-tissue interfaces (d top).

In the future we will investigate how the intensity inhomogeneities in the
MRI data can be dealt with. We are already examining the use of a combined
active shape model of the femur and tibia to increase the robustness and accu-
racy of the bone segmentation. Currently, our results indicate that some manual
post-processing is still required to draw level with human-rater performance.
However, we are confident that with our proposed framework and the suggested
improvements we will be able to increase the number of cases where manual
postprocessing will become obsolete.
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Img Femur bone Tibia bone Fem. cartilage Tibial cartilage Total
AvgD RMSD Scr AvgD RMSD Scr VOE VD Scr VOE VD Scr Score
[mm] [mm] [mm] [mm] [%] [%] [%] [%]

1 0.99 1.70 45 0.82 1.19 48 19.1 8.0 79 21.2 -6.5 81 63.2
2 0.87 1.25 55 0.91 1.31 43 33.7 -13.6 64 22.0 -17.2 62 55.9
3 0.83 1.25 57 0.66 0.95 58 28.3 23.2 49 31.2 -7.8 75 59.7
4 0.83 1.17 58 0.97 1.42 39 46.4 24.9 39 33.6 -32.0 38 43.4
5 1.20 1.76 38 0.78 1.08 52 62.4 -25.1 33 33.6 10.2 70 48.2
6 0.97 1.45 50 0.92 1.41 41 36.6 27.6 38 19.5 -13.3 70 49.4
7 0.99 1.66 45 0.73 1.13 52 30.5 3.8 82 26.3 20.6 54 58.5
8 1.91 2.58 8 0.83 1.15 49 80.4 -59.4 21 40.2 -16.8 56 33.3
9 1.06 1.54 46 0.83 1.17 49 33.3 -20.4 52 35.0 -27.3 39 46.3

10 1.01 1.42 49 0.72 1.04 55 32.0 -22.1 49 28.0 -26.3 44 49.1
11 1.07 1.83 40 0.71 1.08 54 23.6 14.1 67 24.0 -5.8 81 60.6
12 0.68 1.07 64 0.63 0.94 60 27.9 10.9 71 28.4 12.1 68 65.6
13 1.23 1.85 36 0.76 1.17 51 45.1 32.7 34 28.0 24.6 46 41.6
14 0.83 1.28 56 0.66 1.00 58 37.2 25.5 42 21.5 2.9 87 60.6
15 0.73 1.09 62 0.66 1.09 56 34.4 21.7 49 28.1 33.4 40 51.7
16 1.15 1.64 42 0.67 1.00 57 21.5 8.9 76 34.2 -14.7 62 59.2
17 1.14 1.63 42 1.13 1.47 32 34.3 28.5 37 41.6 -35.8 35 36.6
18 0.95 1.59 48 0.67 1.01 57 24.1 9.3 75 21.1 15.7 65 61.2
19 0.82 1.23 57 0.86 1.29 45 26.9 22.8 50 18.6 -2.4 89 60.3
20 0.93 1.37 52 1.15 1.72 26 31.6 7.5 75 49.0 4.3 75 57.0
21 0.95 1.39 51 0.70 1.03 56 28.7 -9.2 73 13.0 2.5 91 67.7
22 1.12 1.51 44 0.68 1.05 56 58.8 -19.6 44 30.3 -26.7 42 46.5
23 1.04 1.61 45 1.04 1.48 35 38.2 9.6 69 33.4 11.4 68 54.2
24 0.88 1.38 53 1.28 1.63 24 30.6 13.6 65 30.4 -9.6 72 53.6
25 1.12 1.65 42 0.85 1.24 46 20.7 6.4 81 27.2 24.3 47 54.2
26 0.96 1.38 51 0.67 0.97 58 22.9 -0.3 91 26.5 -9.5 74 68.4
27 1.05 1.57 45 0.87 1.28 45 38.2 -9.2 70 25.5 -19.2 57 54.2
28 1.28 2.13 30 0.90 1.24 45 38.0 8.6 71 22.5 -11.8 71 54.1
29 1.21 1.66 39 0.79 1.13 51 22.8 -10.6 73 21.3 -1.7 89 63.0
30 0.95 1.57 48 0.99 1.34 40 24.8 9.8 74 51.9 -0.4 80 60.4
31 1.12 1.62 43 0.78 1.14 51 51.8 12.6 59 26.5 -8.0 76 57.1
32 0.85 1.48 52 0.83 1.18 48 36.8 26.6 40 20.0 -1.9 89 57.4
33 0.60 0.97 68 0.85 1.26 46 25.4 14.2 66 30.0 -9.4 73 62.9
34 1.13 1.72 41 0.61 0.92 61 40.1 45.1 35 32.0 6.8 76 53.3
35 1.00 1.52 48 0.94 1.46 39 28.7 9.4 73 45.2 -33.2 33 48.2
36 0.91 1.39 52 1.11 1.51 32 18.4 7.7 80 25.8 -13.9 66 57.5
37 1.19 1.83 37 0.88 1.37 43 32.1 18.0 56 38.1 39.9 36 43.1
38 0.81 1.25 57 0.56 0.86 64 26.6 9.1 74 17.7 5.1 85 69.9
39 1.18 1.78 38 1.47 2.43 1 45.3 21.6 45 38.6 15.5 59 35.9
40 1.20 1.77 38 0.84 1.30 45 20.5 14.3 67 25.8 15.8 63 53.4

Avg 1.02 1.54 47 0.84 1.24 47 34.0 7.7 60 29.2 -2.7 65 54.4
±0.22 ±0.30 ±10 ±0.19 ±0.28 ±12 ±12.7 ±19.2 ±17 ±8.6 ±18.2 ±17 ±8.8

Table 1. Results of the comparison metrics and scores for all 40 test cases. AvgD and
RMSD are the average and RMS surface distance, respectively, VOE is the volumetric
overlap error and VD indicates the volumetric difference.
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Fig. 4. Different views on selected test cases 8 (top), 16 (center), and 31 (bottom). The
outline of the reference segmentation is displayed in green, the outline of the automatic
method described in this paper in red.
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Fully Automatic Segmentation of the Knee Joint
using Active Appearance Models

Graham Vincent, Chris Wolstenholme, Ian Scott, and Mike Bowes

Imorphics Ltd., Kilburn House, Manchester Science Park, Manchester, M15 6SE, UK.

Abstract. We present a fully automatic model based system for seg-
menting bone and cartilage in magnetic resonance (MR) images of the
knee. The segmentation method is based on Active Appearance Models
(AAM) built from manually segmented examples from the Osteoarthritis
Initiative database. High quality correspondences for the model are gen-
erated using a Minimum Description Length (MDL) Groupwise Image
Registration method. A multi start and hierarchical modelling scheme is
used to robustly match the model to new images.
The model has been applied to the MICCAI 2010 Grand Challenge test
data with no tuning from the supplied training data, and successfully
segmented all the test data automatically to a good degree of accuracy.

1 Introduction

Fully automated segmentation of bone and cartilage could be hugely beneficial
in clinical trials and in the orthopaedic industry.

Quantitative image analysis of cartilage from knee MRI is well established
method but its use in medium to large scale clinical studies has been hindered
by the need for manual segmentation of the cartilage. Manual segmentation
has been shown to be sufficiently sensitive to detect change [5], but is labour
intensive, taking up to several hours per image, which impacts on the size of
clinical trials and cost. Small trials are less well powered and less likely to detect
a change. The Osteoarthritis Initiative (OAI) provides a large dataset of images,
but no scalable means of performing quantitative analysis of the MR images.

In orthopaedics detailed information from MR and CT can be used to plan
for the best positioning of surgical cuts, allow intra-operative plan registration
and inform prosthesis design.

We have developed a statistical model based segmentation method for the
analysis of bone, cartilage and other soft tissues to meet these needs.

The model is based on the Active Appearance Models (AAMs) of Cootes et
al, in which the statistics of shape and image information are calculated from a
training set of images and used to match to new images. Variants of AAMs have
been extensively developed (see [2] for a review).

The model is built from 3D DESS Sagittal Water Excitation images from part
of the OAI database (available for public access at http://www.oai.ucsf.edu/).
We used 80 subjects from this dataset to build the model.
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2 Methods

2.1 Generating surface correspondences

An expert segmenter segmented the femur bone, tibia bone, femur cartilage and
tibia cartilage using a combination of manual line drawing and LiveWire [3], and
then converted them into surfaces.

Statistical appearance models rely on a large set of anatomically equivalent
landmarks (also known as correspondences) across the region of interest.

To obtain the anatomical correspondences on the bone surfaces we used a
variant of the Minimum Description Length approach to Groupwise Image Reg-
istration (MDL-GIR) of Cootes et al [1]. The MDL-GIR method finds the set of
deformations which register all the images together as efficiently as possible. This
idea is made concrete by the use of Information Theory to define the amount of
information required to encode a model using a particular set of deformations.
The method is an optimisation to find the set of deformations requiring the least
amount of information to encode. The output is a reference mean image and a
set of deformations which map the mean image to each example image.

We apply the MDL-GIR method to the signed distance images derived from
the segmented surfaces. The output reference mean image is, like the input im-
ages, a signed distance image and can be straight forwardly segmented using
the zero valued iso-surface. The mean surface is then propagated by the appro-
priate deformation field into the frame of each example. For each example the
propagated surface lies close to the segmented surface and is projected onto it
to generate correspondence points which are guaranteed to lie on the segmented
surface.

To obtain correspondences on the inside and outside surfaces of the cartilages
we consider the normal from each bone correspondence point normally covered
by cartilage. Correspondence points are placed on the intersections of the bone
normal with the inside and outside of the cartilage.

Finally the bone and cartilage correspondences are concatenated to form a
superset of points to be used in building the appearance models.

The number of correspondence points output from this process are as follows:
femur 60457, tibia 39239, femoral cartilage 37249, tibial cartilage 20459.

2.2 Active appearance models

An appearance model is a statistical model of the shape of a structure and associ-
ated imaging information. It is useful to process the imaging information further
to obtain feature response images such as gradients, corners and other points
of interest [4]. We refer to all such imaging information and their derivatives as
texture.

An appearance model has a set of parameters which control both the shape
and the texture, and are generative i.e. a specific parameterisation can generate
a realistic looking example of the shape and texture.
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An AAM can match its appearance model an image from a rough initial
estimate, by optimising the model parameters to generate an example which
matches the image as closely as possible (using the least squares sum of residu-
als). This can be made very efficient by pre-computing the Jacobian describing
the average change in residuals with respect to changes in model parameters on
a training set.

AAMs require an initial estimate of the model parameters including position,
rotation and scale. We provide multiple initial estimates at a grid of starting
points across the image. The grid of starting points are typically 30mm apart
in all directions. This is done at a low image and model resolution with a small
number of measured residuals to make it reasonably fast. The results of these
searches are ranked according to the sum of squares of the residual, and a propor-
tion (typically 75%) removed from consideration. The remaining search results
are used to initialise models at a higher resolution, and so on. Finally, the single
best result at the highest resolution gives the segmentation result.

In addition we use a hierarchical scheme whereby a single model of femur and
tibia generates an interim segmentation. This is then used to initialise individual
models of smaller regions e.g. the femur bone, tibia bone, femur cartilage, tibia
cartilage.

2.3 Extrapolation of shaft

The OAI model, developed to segment the articulating areas of the knee joint,
is restricted to a region roughly 70mm from the knee centre and therefore did
not segment all the shaft in the Grand Challenge images.

We apply an additional step which used a long shaft shape model (derived
from a small number of CT images) to extrapolate the shaft from a given result
from the short shaft OAI model.

The correspondence between the short shaft OAI shape model and the long
shaft shape model are calculated by aligning the mean shapes from the two
models. For a given result from the short shaft OAI model the positions of the
equivalent long shaft points are then estimated using these correspondences. A
fit of the long shaft shape model is applied, the fit having zero weights in the
region not covered by the short shaft model.

It is obviously not ideal that the shaft is not fitted to image information,
nor that the long shaft shape model was learnt over different and restricted
training set compared to the OAI AAM. However this time-saving compromise
was necessary in order to compete in the Grand Challenge. Ideally we would
have extended the shaft in our OAI model.

2.4 Segmentation pipeline

In summary, the segmentation proceeds according to the following pipeline:

– For each image:
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• Run N (typically 10s-100s) AAMs of the knee joint from a grid of starting
positions across the image at low resolution.
∗ Run the 25% best results at increased resolution
∗ Repeat until at highest resolution

• Choose best result
• Initialise and run separate AAMs of femur, tibia and cartilage
• Extrapolate final AAM surfaces with long shaft shape model

3 Results and Discussion

In this section we present the results of the model on test datasets provided for
the MICCAI 2010 Grand Challenge workshop (see Table 1 and Figure 1)

It was extremely encouraging that the OAI model worked ”out of the box” -
that is, not tuned to the Grand Challenge training data. The model segmented
every example reasonably well (as indicated by a maximum mean distance 1.4
mm).

Interestingly, it looks likes there is a systematic bias in the OAI model towards
thinner cartilage than for the Grand Challenge protocol, particularly on the
femoral side (see Table 1). This could be because of training data selection
effects or because of systematic segmentation protocol effects.

We should point out that the OAI data has mild OA whereas the Grand
Challenge data contained a number of endpoint OA cases with many osteophytes
which are not well captured by the OAI model. We have seen from work on other
datasets that osteophytic areas can actually be quite well modelled as they are
more systematic than might be expected.

These last two points argue for including the Grand Challenge training data
in the model in order to capture the specific imaging and segmentation protocols,
the long shaft and more disease states.

The time taken for an image search depends on the number of AAM starting
points. Given reasonable assumptions about the placement of the centre of the
knee (e.g. that at least 50mm of femur and tibia are within the image) the
average run time on a Dell Vostro 420 is approximately 15 minutes.

4 Conclusion

In this paper we have presented a fully automatic model based method to seg-
ment the bone and cartilage at the knee joint built from DESS images from the
Osteoarthritis Initiative database.

The results of the method without tuning to the Grand Challenge protocol
are very encouraging and demonstrate the robustness of the system. However
the model dataset is quite different from the Grand Challenge data and it would
be interesting to include the training data in the model for a reanalysis.
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Fig. 1. Different views on selected test cases 8 (top), 16 (center), and 31 (bottom). The
outline of the reference segmentation is displayed in green, the outline of the automatic
method described in this paper in red.
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Img Femur bone Tibia bone Fem. cartilage Tibial cartilage Total
AvgD RMSD Scr AvgD RMSD Scr VOE VD Scr VOE VD Scr Score
[mm] [mm] [mm] [mm] [%] [%] [%] [%]

1 0.81 1.39 55 0.59 0.97 61 27.7 -24.3 47 28.9 -1.0 88 62.6
2 1.09 1.62 44 0.75 1.12 52 40.0 -37.7 35 29.9 -13.3 66 49.3
3 0.69 1.12 63 0.47 0.73 69 31.7 -13.8 64 42.9 0.0 84 70.1
4 0.74 1.12 61 0.69 1.01 56 45.9 -40.5 33 44.2 -43.9 34 46.2
5 0.90 1.54 50 0.70 1.19 53 34.2 -24.2 45 38.1 -13.6 62 52.3
6 1.11 1.83 39 0.77 1.26 49 35.5 -24.7 44 29.6 -18.5 57 47.0
7 0.92 1.42 51 0.77 1.29 48 34.2 -30.9 38 23.3 -10.5 73 52.5
8 1.24 2.07 32 0.68 1.14 54 43.5 -41.8 34 29.1 -15.6 62 45.5
9 1.05 1.64 44 0.62 0.99 59 48.7 -36.9 32 38.6 2.3 82 54.4

10 1.14 1.76 40 0.76 1.22 50 43.6 -41.6 34 31.1 -24.3 46 42.4
11 1.12 1.90 38 0.84 1.39 44 30.8 -25.3 44 30.0 0.8 88 53.4
12 0.43 0.77 76 0.49 0.82 67 40.5 -30.8 35 43.9 -3.3 78 64.0
13 1.21 2.19 31 0.77 1.33 47 36.7 -5.5 77 28.2 11.7 69 56.0
14 0.65 1.03 65 0.84 1.37 44 31.8 -8.5 73 20.1 -9.4 76 64.6
15 0.66 1.18 63 0.67 1.22 53 29.2 -18.6 57 32.8 -29.0 38 52.5
16 0.46 0.79 75 0.68 1.26 51 33.1 -25.4 43 34.8 -8.2 73 60.5
17 1.20 1.99 34 0.68 1.13 54 41.1 -21.1 48 29.0 -21.3 52 47.1
18 0.86 1.52 51 0.89 1.37 42 36.5 -29.4 37 27.1 -18.1 58 47.2
19 0.69 1.31 60 0.61 1.03 59 28.7 -19.8 55 38.2 -17.0 56 57.2
20 0.84 1.34 55 0.64 1.03 58 31.4 -24.0 46 25.6 -15.2 64 55.7
21 0.49 0.77 74 0.56 0.88 63 39.1 -36.2 36 32.6 -22.7 48 55.2
22 0.81 1.24 57 1.05 1.71 30 37.8 -30.4 36 30.7 -25.0 45 42.1
23 0.75 1.25 59 0.91 1.39 41 35.5 -23.3 46 48.1 47.7 32 44.6
24 0.94 1.52 49 0.69 1.16 53 36.4 -31.0 37 41.9 -12.9 62 50.3
25 1.30 2.52 23 0.98 1.62 34 35.8 -17.8 56 45.1 7.5 70 45.8
26 0.94 1.57 48 0.67 1.05 56 33.5 -29.3 38 36.7 -24.4 44 46.5
27 0.87 1.33 54 0.73 1.20 51 47.5 -37.7 33 28.3 -24.9 46 46.0
28 1.14 2.40 29 0.62 0.99 59 34.8 -11.5 67 36.4 -34.4 37 48.1
29 0.80 1.31 56 0.74 1.12 53 43.6 -39.3 34 41.8 -8.7 69 53.1
30 0.95 1.71 46 0.94 1.70 34 39.6 -31.3 36 54.3 -36.0 30 36.4
31 1.11 1.75 41 0.73 1.05 54 39.7 -28.6 35 33.7 -12.8 65 48.9
32 0.74 1.25 59 0.60 0.93 61 31.1 -15.6 61 21.6 5.6 82 65.9
33 0.57 0.99 68 0.49 0.87 66 39.3 -29.0 36 41.5 -24.6 41 52.8
34 0.68 1.37 59 0.49 0.79 68 34.4 -0.8 86 36.3 9.2 71 70.8
35 1.07 1.81 41 0.82 1.37 45 35.8 -20.5 51 33.1 -22.1 49 46.3
36 0.52 0.96 70 0.66 1.10 56 26.6 -22.4 51 24.9 -6.7 79 63.9
37 1.21 2.00 34 1.47 2.10 8 32.5 -11.4 68 41.4 46.5 35 36.2
38 0.88 1.61 50 0.60 0.95 61 30.5 -22.6 49 29.2 -3.0 84 60.8
39 1.13 1.98 36 1.37 2.43 5 37.8 -14.7 60 32.1 17.3 58 39.9
40 0.56 0.92 69 0.71 1.14 53 35.5 -28.2 37 48.3 -7.0 70 57.5

Avg 0.88 1.49 51 0.74 1.21 51 36.3 -25.2 47 34.6 -9.5 61 52.3
±0.24 ±0.44 ±14 ±0.21 ±0.34 ±14 ±5.3 ±10.1 ±14 ±7.9 ±18.8 ±17 ±8.6

Table 1. Results of the comparison metrics and scores for all 40 test cases. AvgD and
RMSD are the average and RMS surface distance, respectively, VOE is the volumetric
overlap error and VD indicates the volumetric difference.
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Abstract. We present experimental evaluation of a new fully-automatic
method for accurate knee cartilage segmentation based on 40 test and
60 training images of the SKI10 set. The method is comprised of three
main steps: bone segmentation, bone-cartilage interface (BCI) classifica-
tion, and cartilage segmentation. For cartilage segmentation, reference
patches are extracted from training images by comparing the position
and appearance of sampled local patches on the BCI. These reference
patches provide specific local shape and appearance information to seg-
ment each patch by graph cuts using detailed local region and boundary
cues. The segmentations of all patches are combined to obtain the whole
cartilage segments. The average score was slightly lower than the 75
points of manual segmentation by expert raters at 65 for femoral and 68
for tibial cartilage demonstrating the accuracy of our method.

1 Introduction

Accurate segmentation of cartilage in 3-D magnetic resonance (MR) images for
quantitative assessment of volume/thickness is crucial for studying and diagnos-
ing osteoarthritis (OA) of the knee, a leading cause of disability in aged popula-
tion. Despite the necessity to further research, automatic segmentation of knee
cartilage is extremely difficult due to inhomogeneities, small size, low tissue con-
trast, and shape irregularity. Furthermore, subdivision into femoral/tibial/patellar
components is also exceedingly hard due to overlapping intensity distributions
and ambiguous boundaries.

Many previous methods have circumvented these difficulties based on sparse
user annotations. Various semi-automated segmentation techniques applying ac-
tive shape models [1], b-spline snakes [2] and graph-cuts [3] have been proposed.

� This research was supported by Basic Science Research Program through the Na-
tional Research Foundation of Korea(NRF) funded by the Ministry of Education,
Science and Technology (20090074888 and 20100012006)
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Although these techniques provide significantly better efficiency than manual
boundary delineation, they still require careful annotations.

Recent research has been focused on the development of a fully-automatic
method without the need for any user interaction. The method proposed by
Folkesson et al. [4] uses k-nearest neighbor (k-NN) classifiers to classify carti-
lage and non-cartilage voxels. Classifiers corresponding to features such as voxel
position, raw and Gaussian smoothed intensities, and intensity derivatives are
trained. However, the classifiers cannot fully represent cartilage characteristics
due to limited discriminative power.

More sophisticated methods by Fripp et al. [5] and Yin et al. [6] are both
based on a framework comprised of pre-segmentation of knee bones and seg-
mentation of the corresponding cartilage compartment. Both methods construct
a mesh model of each bone surface and identify vertices on the bone-cartilage
interface (BCI) by training. Fripp et al. [5] expand this model to explicitly con-
struct a dense BCI and then determine outer cartilage boundary by examining
the intensity profile of a constrained local region in the direction normal to the
BCI. Yin et al. [6] apply an optimal multi-surface segmentation method [7] to
constrain segmentation so that the geometric relation between bone and cartilage
reflects trained characteristics. For both methods, the focus is more on global
characteristics such as intensity mean and variance or estimated thickness.

The method of this paper emphasizes more on local characteristics by deter-
mining the relevant local shape and appearance information from atlas images.
By examining relevant local regions in various images from the atlas set and
incorporating flexible region and boundary cues, our method is able to explicitly
determine the appropriate local characteristics to enhance segmentation perfor-
mance.

Following the methods of Fripp et al. [5] and Yin et al. [6], the overall frame-
work is comprised of three main steps: bone segmentation, BCI classification,
and cartilage segmentation. Sec. 2 provides an overview while Sec. 3, 4, and
5 provide describe each process specifically. Experimental results are given in
Sec. 6 and the paper is concluded in Sec. 7.

2 Overview

Due to the relatively simple shapes of knee bones and the high contrast at
the BCI, bone segmentation and BCI classification are generally easier tasks
than direct cartilage segmentation. Furthermore, the BCI represents a significant
portion of the cartilage boundary and provides a valuable basis in identifying
the remaining boundary due to the thin plated shape of cartilage. Thus we first
segment bone compartments, determine the BCI, and then segment cartilage.

A flowchart summarizing each subprocess is presented in Fig. 1. We assume
that a training set Ω comprised of N cases is established. Each data ωn ∈ Ω,
n = 1, · · · , N , is comprised of the MR image Iωn , cartilage label mask Cωn , and
bone label mask Bωn . Bone-cartilage interface points BCIωn can be computed
from Cωn and Bωn . The set of all Iωn , Cωn , Bωn , and BCIωn over the training set
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Fig. 1. Flowchart of the proposed method.

Ω are denoted as IΩ, CΩ, BΩ, and BCIΩ , respectively. After pre-segmentation
of bone compartments from the input MR image I using BΩ as bone shape
templates, voxels on the bone surface are classified into BCI BCII and non-BCI
BCIcI based on position and local appearance.

For cartilage segmentation, a set of anchor points vai ∈ BCIaI ⊂ BCII ,
i = 1, · · · , |BCIaI | are established by stratified sampling of the BCI voxels. Cor-
responding local patches va

i centered at each anchor point are then defined, and
reference patches comprised of corresponding patches from Iωn , Cωn , and Bωn

are determined from Ω. Assigned reference patches, which contain the relevant
information to segment va

i , are collectively used as region and boundary priors
to enable accurate local segmentation of cartilage. Details of each subprocess
will be given in the following sections.

3 Bone Segmentation

We apply the method of Lee et al. [8] for bone segmentation. As described in
Fig.1, a modified version of the recently proposed branch-and-mincut method [9],
termed constrained branch-and-mincut, is applied to each bone compartment
based on mean shapes constructed from BΩ for coarse segmentation of I.

The branch-and-mincut method [9] is based on graph cuts [10], but assumes
an additional variable representing a set of non-local prior, such as a set of shape
priors, in the optimization process. To avoid brute force comparison of results
obtained based on different shapes to determine the optimal one, branch-and-
bound tree search is applied by defining a lower bound of energy for a given set
of shape priors. This lower bound energy is computed by min-cut [11], hence the
name of the method.

In our bone segmentation process, the original image based method is ex-
tended to 3-D medical images, substituting pixels by voxels. To further enhance
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efficiency, criteria to prune nodes with corresponding subsets unlikely to contain
the optimal shape prior is added to branch-and-bound tree search. For this con-
strained branch-and-mincut, we use the mean bone shape, computed by aligning
all BΩ and then averaging and thresholding all voxels, at different translational
positions as the set of shape priors. The approximate shape and position of the
bone in I is given as the output.

This intermediate segmentation is then refined by determining both the op-
timal segmentation and the optimal individual bone mask among BΩ to obtain
the final bone segmentation.

4 Bone-Cartilage Interface Classification

From the bone segmentation we classify voxels on the bone surface as BCI and
non-BCI based on position and local appearance. A combined classifier represent-
ing both distance and appearance is constructed by training separate classifiers
and learning the distribution of weights used to average them.

The positional classifier is based on the ratio of average minimum distances
of the current voxel from BCIΩ and BCIcΩ . We compute and average separate
distance transforms [12] DBCI and DBCIc from each BCIωn and BCIcωn

. Before
averaging the distance transforms, affine registration is done by ICP [13] to align
corresponding bone compartments. The input image bone surface is similarly
aligned and for each voxel v on the bone surface, probability of it being on the

BCI based on position is defined as Ppos(v ∈ BCII) = 1− DBCI (v)
DBCI (v)+DBCIc (v)

.

For appearance, we construct bags of image patches ΘBCI and ΘBCIc repre-
senting the respective local appearance of BCIΩ and BCIcΩ . Specifically, from all
voxels in BCIΩ and BCIcΩ , an image patch is extracted from IΩ . Principal com-
ponent analysis (PCA) and clustering is applied to reduce the patch dimensions
and the number of the patches. Then for each voxel v on the bone surface ap-

pearance based probability is defined as Papp(v ∈ BCII) = 1− ABCI (v)
ABCI(v)+ABCIc (v)

where ABCI(v) is the average Euclidian distance between the PCA coefficients
of image patch centered on v and those of the k-nearest neighbors (k-NN) in
ΘBCI . Here, distances between image patches are defined as normalized cross
correlation (NCC).

Finally, we construct a per-voxel weight map by weighing the consistency of
Ppos(v) and Papp(v) for voxels v on the surface of BΩ . The position and appear-

ance weight are defined as wpos =
Ppos

Ppos+Papp
and wapp = 1 − wpos, respectively.

Since voxels on bone surfaces are sparse, diffusion is applied to make the weight
map dense.

5 Cartilage Segmentation

Due to the thin structure of cartilage, a region of interest (ROI) can be designated
based on the BCI. The main idea of our method is to designate this ROI as a
collection of separate local image patches, and use relevant reference patches from
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Fig. 2. Flowchart of the proposed BCI classification process.

Ω to compute region probability of cartilage/non-cartilage for single voxels and
boundary probabilities for neighboring voxel pairs. Based on these probabilities,
graph cut [10] is applied for segmentation of each patch. A flowchart summarizing
our cartilage segmentation method is presented in Fig 2.

Stratified sampling is first applied to BCII to obtain evenly distributed an-
chor points vai ∈ BCIaI which will be the center of each local patch va

i . Next,
corresponding reference patches for each va

i is determined from the training set
Ω. For each va

i , only voxels among v ∈ BCIωn within a distance threshold θd
are extracted for each ωn. The NCC between va

i and the local image patches
centered at the extracted voxels are computed, and the patch with maximum
NCC is determined. If the NCC value of this patch is above threshold θNCC , it
is designated as a reference patch for va

i .
We construct a Markov random field (MRF) for actual segmentation. The

graph cut [10, 11] technique determines the optimal configuration for the vector
of labels x comprised of binary labels xv for each voxel v in set V that minimizes
the following energy function of the MRF:

E(x) =
∑
v∈V

φ (xv) + λ
∑

u,v∈E
ψ (xu, xv). (1)

xv is either foreground (FG) or background (BG), and in this case FG and BG
represent cartilage and non-cartilage tissue, respectively. φ (xv) and ψ (xu, xv)
represent functions of unary potential for v and pairwise potential for the neigh-
boring voxel pair (u, v) ∈ E , respectively.
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The unary probabilities are computed as the weighted average of separate
probabilities based on the reference shape and appearance models. Following the
method of Bai et al. [14] shape priors are emphasized for local regions with low
gradients along the cartilage boundary, while appearance priors are emphasized
regions with high gradients. Specifically, for each voxel v ∈ va

i , an intensity

based FG probability is defined as Pi(v) =
P (v|HFG)

P (v|HFG)+P (v|HBG) where HFG and

HBG are histograms constructed by voxels of va
i respectively using corresponding

labels from the cartilage labels of reference patches Ca
i . Then, the confidence of

the intensity probability Pi is measured as:

fc = 1− 1∑
v∈va

i

dc(v)

∑
v∈va

i

dc(v) |Ca(v) − Pi(v)|, (2)

where dc(v) represents the distance to the FG/BG boundary of Ca
i . This value

increases as Pi agrees more with reference labels close to the boundary and is
used to control the weight fs(v) between enforcing appearance probability Pi and
reference labels Ca

i . The combined FG probability is now defined as P (v = FG) =
(1− fs(v))Pi(v) + fs(v)Ca

i (v). Since there may be multiple reference patches for
va
i , FG probabilities based on multiple reference patches are averaged and the

potential is defined as φ (xv) = − log

(
1
R

∑
r≤R

Pr

)
, where R is the number of

reference patches.
We further use reference patches to model the local gradient distribution of

cartilage boundary and compute pairwise probabilities. Specifically, we construct
separate histograms HFF , HBB and HFB of intensity differences |I(u)− I(v)|
for (u = FG, v = FG), (u = BG, v = BG), and (u = FG, v = BG) voxel pairs,
and define boundary probability as

Pbd(u = FG, v = BG)) = P (u = FG)
P (u, v|HFB)

P (u, v|HFB) + P (u, v|HFF )

+P (u = BG)
P (u, v|HFB)

P (u, v|HFB) + P (u, v|HBB)
. (3)

This represents the weighted average of relative probabilities of the voxel pair
being on the boundary compared to both being on the foreground or background.
Pbd values based on different reference patches are once again averaged and

ψ (xu, xv) = − log

(
1
R

∑
r≤R

Pbd

)
.

Finally, graph cut is applied to each local patch for per-patch segmentation,
and these segmentations are combined to obtain the final cartilage segments.

6 Experimental Results

For efficiency, we apply a multi-resolution framework where our method is first
performed on data downsampled by a factor of 2, and then upsampled. parame-
ters applied for given results as follows: k = 3 for ABCI , θd = 7mm, θNCC = 0.6,

236



and local patch sizes were fixed to (20, 20, 10). Classifying each BCI compart-
ment takes 10-20 seconds, while each cartilage segmentation takes 1-3 minutes
depending on the size of bone and number of extracted reference patches. Run-
ning time for bone segmentation varies much depending on the difficulty of the
image. We note that all experiments were run on a 2.40GHz core2 Quad CPU
with 2GB RAM with unoptimized code.

Table 1 presents the accuracy of our method for the 40 test cases. Here AvgD
and RMSD denote the average and RMS surface distance, respectively, while
VOE is the volumetric overlap error and VD indicates the volumetric difference.
Scr denotes the score computed by combining all measures. The score for manual
segmentation results by expert raters was defined as 75 points. This score is
used as a benchmark of performance, along with the 100 points representing
segmentations exactly matching the reference.

The average score for the bone segmentation method were low for both the
femor and the tibia, being only 26 and 49 points, respectively. This low score
of the bone segmentation results were mainly due to large inaccuracies in the
upper regions for the femor and lower regions for the tibia. In many cases,
the bone shapes from the training set used as shape priors were severed at
image boundaries which led to similarly severed segmentations. Moreover, due
to low gradient and similar intensity distributions of bone and other tissue,
accurate delineation of the bone boundary at these regions. The results on sample
cases shown in Fig. 3 demonstrates this tendency. However, we can also see
that segmentation results at the BCI were accurate, which is sufficient for our
method where bone segmentation is essentially a preprocessing step for cartilage
segmentation.

We can see that despite the low score of bone segmentation results, our carti-
lage segmentation method performed well, giving average scores of 65 for femoral
cartilage and 68 for tibial cartilage, both close to 75 points. Despite high scores,
the score variance were also high for both cartilages at 15 and 18, respectively.
This inconsistent performance is mostly due to the direct referencing character-
istics of the method. If there are few cases similar to the input image in the
training data, the informative power of the reference images drops significantly.
Also, we can see in Fig. 3 most inaccuracies are localized at peripheral regions
of the cartilage, while the method gives more accurate results for central re-
gions, where most of the cartilage function is accountable due to the interaction
between the cartilage compartments.

7 Conclusion

We present experimental results of a new fully-automatic method for accurate
knee cartilage segmentation based on learned local shape and appearance. Since
segmentation is based on local regions, appearance and shape models can be more
tailored to represent relative characteristics for different positions. We believe
that our method has potential for segmenting pathological cartilage, which is
important to facilitate further research on OA. The average score of the method
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was 65 for femoral and 68 for tibial cartilage and were slightly lower than the
75 points of manual segmentation by expert raters. We believe that these scores
demonstrate the accuracy of our method and support potential clinical applica-
tion.
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Fig. 3. Different views on selected test cases 8 (top), 16 (center), and 31 (bottom). The
outline of the reference segmentation is displayed in green, the outline of the automatic
method described in this paper in red.
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Img Femur bone Tibia bone Fem. cartilage Tibial cartilage Total
AvgD RMSD Scr AvgD RMSD Scr VOE VD Scr VOE VD Scr Score
[mm] [mm] [mm] [mm] [%] [%] [%] [%]

1 0.83 1.41 54 0.81 1.58 41 20.4 10.4 74 41.3 -12.2 63 58.1
2 1.10 1.93 38 1.39 2.72 3 28.8 -19.4 55 27.9 -23.7 48 36.2
3 0.89 1.42 52 0.53 0.83 65 26.1 13.3 67 44.5 26.3 37 55.5
4 1.04 1.76 43 0.54 0.86 64 27.2 14.8 64 21.3 -10.7 73 61.1
5 2.40 4.35 0 0.69 1.09 55 29.3 13.6 65 36.1 -1.8 84 51.0
6 1.25 2.10 31 0.62 1.02 59 28.6 19.0 56 26.3 4.0 83 57.3
7 1.35 2.70 19 0.79 1.27 48 30.0 -9.4 73 32.7 -1.6 85 56.1
8 1.08 1.71 42 0.67 1.27 52 29.8 -16.2 61 37.8 -21.2 49 50.8
9 1.57 3.14 6 0.60 0.97 60 30.1 -17.6 58 36.6 8.7 71 49.0

10 1.39 2.38 23 0.62 1.02 58 40.3 -18.6 53 28.8 -17.2 59 48.3
11 1.85 3.85 0 0.74 1.44 46 26.4 6.9 78 35.2 2.2 83 51.8
12 0.89 1.68 48 0.46 0.77 69 29.4 9.6 72 35.4 11.3 67 64.1
13 1.33 2.47 23 0.75 1.33 48 43.0 33.2 34 34.1 25.7 42 36.9
14 1.00 1.59 47 0.75 1.39 47 37.2 14.1 62 21.4 -1.5 90 61.1
15 0.77 1.43 56 0.56 0.97 61 26.5 24.3 47 29.1 6.8 77 60.5
16 1.38 2.47 22 0.81 1.75 37 34.9 21.7 49 39.6 6.6 74 45.5
17 2.08 3.57 0 0.68 1.03 56 34.5 32.6 37 25.3 1.2 89 45.6
18 1.72 3.27 2 0.56 0.90 63 30.6 12.7 66 26.6 6.2 79 52.8
19 1.12 2.21 33 0.56 1.04 60 29.0 19.5 55 29.2 -2.4 85 58.3
20 1.64 2.80 9 0.61 1.08 58 25.6 5.4 81 35.3 -6.1 76 56.1
21 0.59 0.94 68 1.08 2.51 14 30.3 2.6 84 31.9 -8.2 74 60.0
22 2.88 5.99 0 0.65 1.04 57 25.7 6.0 80 30.9 -3.6 82 54.8
23 1.33 2.79 18 0.72 1.18 52 29.5 4.1 82 48.7 52.2 32 46.0
24 0.97 2.00 41 0.61 0.97 60 30.2 17.6 58 34.5 5.7 77 59.0
25 0.83 1.39 54 0.73 1.27 50 26.3 0.0 90 34.5 0.5 87 70.3
26 1.58 2.54 15 0.77 1.48 44 23.9 12.0 70 34.4 -6.9 75 51.1
27 1.53 2.92 10 0.65 1.05 57 36.4 1.9 83 24.6 -10.7 72 55.7
28 2.26 4.93 0 0.73 1.34 48 38.5 11.9 65 38.0 -28.1 37 37.5
29 0.87 1.40 53 1.47 2.88 0 25.4 -6.4 79 39.2 0.8 84 54.3
30 1.78 3.12 1 0.59 1.04 59 30.5 5.0 80 51.8 -9.0 65 51.3
31 1.94 3.31 0 0.90 1.60 37 28.7 5.4 80 23.7 4.8 83 50.1
32 1.99 3.98 0 0.48 0.72 69 33.2 29.6 38 26.5 23.6 49 38.9
33 1.54 2.73 13 0.70 1.12 54 38.9 12.3 64 45.9 -2.9 78 52.3
34 1.01 1.84 42 0.64 1.35 51 39.6 50.0 36 33.1 28.4 38 41.7
35 1.08 1.92 39 0.58 0.88 62 35.2 7.5 74 37.4 -20.7 50 56.3
36 0.87 1.88 45 0.57 0.99 61 19.0 -0.2 93 24.1 -4.1 84 70.7
37 1.42 2.49 20 1.63 3.33 0 32.9 33.3 38 38.3 43.1 36 23.5
38 1.09 2.24 33 0.48 0.80 68 29.3 10.2 71 23.8 1.3 89 65.3
39 1.72 3.69 2 2.52 5.16 0 36.3 14.7 61 44.1 -9.9 66 32.4
40 1.01 1.98 40 0.72 1.12 53 26.6 13.5 66 50.8 36.2 31 47.7

Avg 1.37 2.56 26 0.77 1.40 49 30.6 10.0 65 34.0 2.3 68 51.9
±0.50 ±1.06 ±21 ±0.38 ±0.84 ±19 ±5.4 ±14.8 ±15 ±7.9 ±17.6 ±18 ±10.0

Table 1. Results of the comparison metrics and scores for all 40 test cases. AvgD and
RMSD are the average and RMS surface distance, respectively, VOE is the volumetric
overlap error and VD indicates the volumetric difference.
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Abstract. A hierarchical decision framework for segmenting multiple
cartilage–bone surfaces belonging to mutually interacting bones (objects)
of the knee joint is reported. The underlying segmentation approach
is based on optimal graph-based surface detection with embedded pat-
tern recognition functionality. A novel tibia/femur/patella detection ap-
proach for initial bone segmentation uses 3D Haar wavelet features and
AdaBoost classifier. Accurate bone and cartilage surfaces are obtained
using LOGISMOS1 segmentation. On 40 knee MR images from the 2010
MICCAI Grand Challenge, our method achieved volume overlap error
(VOE) of 31.2%±9.1% and 33.5%±11.0%, as well as volumetric differ-
ence (VD) of -7.3%±19.3% and 3.6%±19.7% for the femoral and tibial
cartilage regions, respectively. The overall femoral and tibial cartilage
segmentation quality scores were 65 and 61, respectively.

1 Introduction

The reported segmentation of knee bone and cartilage surfaces from volumetric
MR images is an application of a general LOGISMOS1 framework for segment-
ing multiple surfaces belonging to multiple mutually interacting objects [1]. In
the knee joint, cartilage and bone surfaces are three-dimensionally coinciden-
tal with bone-to-cartilage-to-cartilage-to-bone interactions in the areas of joint
contact. Our approach uses shape and texture information and has only one
performance-sensitive parameter to optimize. It considers both of these morpho-
logic characteristics and yields a robust and accurate volumetric segmentation.
The running speed of our approach is much faster compared with previously
reported approaches [2–4].

2 Optimal Surface Detection Approach

The key segmentation technique in our framework is graph-search based optimal
surface detection approach with embedded prior shape information and further
employing pattern recognition [1, 5–8]. In a shape model based variant of this

1 Layered Optimal Graph Image Segmentation of Multiple Objects and Surfaces
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technique, a graph is built with graph edges between the graph columns con-
straining the solution surface smoothness according to the initial shape thus
preserving a priori shape information. With different surface or regional cost
function design, this graph can be used for globally minimum-cost surface de-
tection [5] or globally minimum-cost region delineation [6] under the smoothness
constraints.

Pattern recognition can substantially aid image segmentation but may suffer
from reliance on global shape and slow speed in volumetric (3D, 4D) image la-
beling. As a remedy, classifiers and active shape models can be combined, with
classifier outputs serving as external forces for active-shape-based image segmen-
tation. Similar to this idea, the pattern recognition technique can be embedded
directly in the optimal surface detection framework due to the flexibility of the
cost function design as shown in the following section.

3 Hierarchical Framework for Bone-Cartilage Delineation

For bone-cartilage structure, each knee bone with its associated cartilage can be
considered a single object. When processing the knee-joint volumetric MR im-
ages, 3D median filter was employed to remove local noise and image intensities
were normalized as suggested in [4].

After this preprocessing stage, the knee-joint bone and cartilage surfaces
were segmented following a general hierarchical framework. As summarized in
Fig. 1, the fully automated sequence of steps included locating individual object,
detecting initial surfaces, splitting regions with different properties, identifying
cross-object interacting regions and segmenting multiple surfaces of multiple
interacting objects. In this section, the details of each steps are described.

3.1 Locating individual object

Localizing individual objects by selecting volume of interest (VOI) is helpful to
reduce the computational load. More importantly, the local physical position can
be used as a feature that contains shape information [2].

We have extended face-recognition ideas of Viola and Jones [9] to 3D. Nine
types of 3D Haar features were designed (Fig. 2), in which the total voxel inten-
sity sum in the white area is subtracted from the total voxel intensity sum in
the gray area. It is efficient to compute these feature types in an integral image.
Computing the Haar features in multiple resolutions can be achieved by rescal-
ing the box size in Fig. 2, which avoids re-sampling the image or re-training the
classifiers.

For training purposes, VOIs were manually identified in a dataset that was
completely disjoint from any testing image sets used here, incorporated the
femoral, tibial, and patellar bone-cartilage structures (Fig. 3), and represented
foreground. The mean±standard deviation (std) of the VOI size were computed
for each object. The VOIs were randomly shifted nine times for each image
within a 2.8 ∼ 21 mm range to produce background samples. The foreground

242



Fig. 1. The flowchart of our hierarchical framework for knee bone-cartilage

Fig. 2. Nine types of employed 3D Haar
features, which were employed in a multi-
scale manner.

Fig. 3. A sample sagittal MRI slice (dual-
echo steady state (DESS) sequence) of a
knee with computer-identified VOIs and
roughly fitted bone shapes.
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and background VOIs were scaled to the mean size for each bone. 500 most
appropriate features were identified and used to train three AdaBoost classifiers
[10] representing the three bones. In that way, each VOI was described by a lim-
ited number of 500 Haar features. These features revealed the most important
characteristics within each VOI in 3D.

To locate VOIs in a previously unseen image, the selected 500 features were
computed for each candidate VOI location and a corresponding location-specific
VOI-presence probability was obtained from the trained AdaBoost classifier.
The maximum probability indicated the best estimation of VOI’s position. The
multi-resolution localization of bone VOIs utilized mean± 3 std of the learned
VOI sizes. The femur, tibia, and patella bones were identified sequentially in this
order (Fig. 3).

3.2 Detecting initial surfaces

After localizing the objects, their initial surfaces must be approximately deter-
mined. For the knee bone-cartilage structures imaged by MR, bone surfaces can
be used to approximate both bone and cartilage surfaces for the purposes of their
accurate delineation. Using a separate training set, Random Forest classifiers [11]
were trained using voxels on the bone boundaries as foreground and surround-
ing the bone boundaries as background. Intensity, gradient and second order
intensity derivatives were selected as features. Multi-directional (along sagittal,
coronal and axial axes) distances from the center of the VOI were utilized as a
shape-information bearing feature.

The bone surfaces were identified by fitting the mean bone shape models
(about 2000 mesh vertices each, constructed during training) directly to the
corresponding VOIs (Fig. 3). A single surface detection graph was constructed
along the fitted mean shapes. As introduced in [1], graph columns were built
along non-intersecting electric lines of force (ELF) to increase the robustness
of the graph construction. The surface cost was associated with each graph
node based on the inverted surface probabilities provided by the Random Forest
classifiers. In our experiments, the optimal surface detection process converged
in 3–5 iterations and generated initial bone surfaces – separately for each bone
(Fig. 1b).

3.3 Splitting regions exhibiting different properties

Objects identified in the previous step may consist of regions with locally differ-
ent properties. Consequently, separate training of individual classifiers for such
regions may greatly increase the segmentation performance. For example, the
cartilage and non-cartilage regions along the knee bone surface differ dramati-
cally in texture as shown in Fig. 1c. Features employed for cartilage segmentation
included intensity, gradient, and second order derivatives of Gaussian-smoothed
images with multiple smoothing kernel sizes. Physical distances from a detec-
tion position to the bone surface were also adopted [4]. To reveal the cartilage
shape properties in different locations, each graph node was mapped back to
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the mean shape along its search direction. The original vertex coordinates of the
corresponding vertex on the mean shape were used as yet another feature [12].

Using the cartilage features and labels collected from the training dataset, a
new AdaBoost classifier was trained for each bone. When segmenting the bone
surface, these AdaBoost classifiers quickly scan the graph nodes. If any node
along a search direction is identified as cartilage, the search direction is marked
as being inside of the cartilage region.

3.4 Identifying cross-object interacting regions

Surfaces of mutually interacting objects may appear in close contact. Such inter-
acting regions need to be identified and the segmentation algorithm constrained
to limit surface distance between the coupled surface pairs as well as prevent sur-
face intersection. In practice, an iso-distance medial separation sheet is identified
in the global coordinate system between adjacent bone surfaces. If a vertex is
located on an initial surface while having search direction intersecting the sheet,
the vertex is identified as belonging to the region of surface interaction (Fig. 1d).
The separation sheet can be identified using signed distance maps even if the
initial surfaces intersect. To generate one-to-one and all-to-all search direction
mapping at interacting regions, our ELF search approach was used [1].

3.5 Segmenting multiple surfaces of multiple interacting objects

After completion of the above four steps, the segmentation of multiple surfaces
of multiple mutually interacting objects can be solved as previously presented in
[1]. Consequently, all surfaces are segmented simultaneously and globally opti-
mally under the interaction constraints as shown in Fig. 1e. Specifically, double
surface segmentation graphs were constructed individually for each bone us-
ing that bone’s initial surface. Using anatomically-motivated a priori knowledge
about cartilage and non-cartilage regions of each bone, intra-surface distance
constraints were employed accordingly [1]. Note that non-cartilage constraints
force the two surfaces to coincide by assigning the maximum distance to zero
while the minimum distance is set as zero in the cartilage regions to allow for the
case of complete cartilage degeneration in severe osteoarthritis. The three dou-
ble surface graphs were further connected by inter-object graph arcs between the
corresponding columns identified during the previous step as belonging to the
region of close-contact object interaction. The minimum distance between the
adjacent cartilage surfaces was set to zero to avoid cartilage overlap. Three Ran-
dom Forest classifiers were trained using the same features in step 3.3 by samples
from cartilage regions. The regional cost was associated with each graph node
within identified cartilage regions (in step 3.3) based on the inverted regional
probabilities provided by these classifiers.
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4 Experimental Methods and Results

Due to the limited time of only 2 weeks to test our previously reported LO-
GISMOS method [1] on MICCAI MR knee segmentation image data that were
different from any data we have previously used, our approach needed to be re-
trained in a limited manner – specifically, we did not have time to appropriately
deal with different slice thickness compared to our original MR-DESS datasets
that were used to develop our method [1]. The training was performed using a
MICCAI training set of 60 MR images. Complete volumetric bone and cartilage
tracing was available for femoral and tibial bones of the knee joint. The perfor-
mance of the method was tested in a MICCAI test dataset of 40 MR images.
The physical voxel spacing of MICCAI-Challenge data was 0.39×0.39×1.0 mm3

which was interpolated to 0.365×0.365×0.70 mm3 to mimic the voxel spacing of
3D sagittal MR-DESS images we used previously.

Since the segmentation is performed in 3D, the entire cartilage can be easily
evaluated. As an example, Fig. 4a shows femoral and tibial cartilage volume
and Fig. 4b shows the cartilage thickness map. Several other segmentation re-
sults are shown in Fig. 5. The performance was assessed in a blind fashion by
the MICCAI Grand Challenge organizers. Our method achieved volume overlap
error (VOE) of 31.2%±9.1% and 33.5% ±11.0%, as well as volumetric differ-
ence (VD) of -7.3%±19.3% and 3.6%±19.7% for the femoral and tibial cartilage
regions, respectively. Negative values of the VD indicate that the computer carti-
lage segmentation is thinner than the reference, positive values that it is thicker.
The overall score for femoral segmentation was 65 while the same score for tibial
cartilage segmentation was 61. The detailed evaluation is shown in Table 1. Note
that obtaining an exact match results in 100 points. The score is 50 points if the
error is twice as high as the inter-observer variability of a human rater. Since our
method only segments cartilage regions (see segmentation result in Figs. 1e and
4b) while the bone definition in the MICCAI challenge included the complete
bone shaft, and considering the limited time available, we have only extended
the bottom of our bone segmentation to meet the very basic bone-topology seg-
mentation requirement allowing the performance of our approach to be assessed.
Obviously, this simple remedy does not offer a good bone segmentation surface
outside of the cartilage regions and low bone measurement score results. Our
approach is fully automated and no manual editing was employed. The knee
cartilage segmentation required about 10 minutes of run time on a PC with one
Intel Core 2 Duo 2.6 GHz CPU with a single-thread implementation to perform
the entire femoral and tibial bone/cartilage segmentation.

5 Discussion & Conclusion

A hierarchical decision framework for detection of multiple surfaces on multiple
interacting objects was reported and results of the knee bone-cartilage segmenta-
tion demonstrated the utility of our fully automated approach. The framework
is quite general and can be directly applied to segment other bone-cartilage
structures (e.g., hip or ankle) or used for other image segmentation tasks.
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Img Femur bone Tibia bone Fem. cartilage Tibial cartilage Total
AvgD RMSD Scr AvgD RMSD Scr VOE VD Scr VOE VD Scr Score
[mm] [mm] [mm] [mm] [%] [%] [%] [%]

1 1.37 2.50 22 2.44 4.16 0 21.4 1.3 90 28.6 -13.2 66 44.4
2 1.91 3.49 0 2.77 4.77 0 31.3 -27.9 40 28.0 -10.2 72 27.8
3 1.39 2.41 22 2.24 4.02 0 23.4 9.3 75 39.5 24.5 42 35.0
4 2.32 3.48 0 2.80 4.69 0 47.6 -43.4 33 43.7 -25.1 40 18.1
5 2.17 3.94 0 2.33 4.26 0 26.1 -8.3 76 35.0 -11.1 68 35.9
6 1.39 2.31 24 2.23 3.69 0 25.8 -0.3 90 20.5 16.7 63 44.3
7 1.38 2.43 22 2.08 3.51 0 30.9 -16.0 61 30.9 25.8 43 31.5
8 1.49 2.77 14 2.43 3.86 0 37.7 -33.4 36 27.8 -17.6 59 27.2
9 1.73 2.97 4 1.94 3.40 0 38.3 -30.5 36 29.7 -11.0 70 27.4

10 1.81 2.85 4 2.43 4.10 0 31.6 -24.9 45 19.0 -10.8 74 30.6
11 1.66 2.74 9 2.56 4.00 0 21.3 10.6 73 34.3 7.2 75 39.4
12 1.42 2.67 17 3.05 5.39 0 33.4 -21.6 50 36.4 11.4 67 33.4
13 1.50 2.35 20 2.80 4.36 0 38.6 20.7 50 27.3 26.4 43 28.3
14 1.35 2.48 22 2.98 5.13 0 28.0 2.8 85 15.1 9.6 78 46.2
15 1.23 2.57 24 2.05 3.68 0 23.1 6.4 80 31.7 -5.0 80 46.0
16 1.85 3.72 0 2.89 5.31 0 32.7 -2.7 83 57.1 14.9 53 34.1
17 2.21 3.53 0 2.74 4.70 0 46.7 -24.6 40 36.4 2.6 82 30.4
18 1.63 3.15 5 2.77 4.78 0 21.5 8.7 77 21.5 17.3 62 35.8
19 1.30 2.37 25 2.17 3.61 0 24.2 17.1 61 30.2 -1.3 87 43.3
20 1.69 2.71 9 1.87 3.03 0 38.2 -16.8 57 29.9 -7.8 75 35.2
21 1.73 3.15 2 3.40 5.54 0 30.9 -16.8 59 46.4 -23.7 41 25.6
22 1.90 3.54 0 2.65 4.91 0 25.8 -6.3 80 29.0 -12.0 68 37.0
23 1.18 2.01 34 2.46 3.78 0 27.1 0.1 90 41.9 42.2 35 39.8
24 1.51 2.72 14 2.49 4.37 0 23.1 13.8 67 32.0 4.1 81 40.6
25 1.32 2.16 28 2.45 3.96 0 21.8 -0.1 92 41.0 32.0 35 38.8
26 2.78 4.92 0 2.53 4.29 0 41.2 -34.1 35 61.4 -24.2 35 17.5
27 1.62 3.01 6 1.93 3.38 0 35.8 -6.9 75 22.4 -17.1 62 35.7
28 2.27 4.13 0 2.31 3.69 0 32.2 -2.1 85 18.5 -9.7 76 40.2
29 1.90 3.14 0 3.58 5.85 0 33.8 -27.1 40 52.6 11.1 61 25.3
30 1.67 2.78 9 2.37 3.69 0 33.4 -1.6 85 45.1 12.0 62 39.0
31 2.23 3.37 0 2.76 4.48 0 40.2 -23.6 44 34.8 7.1 75 29.6
32 1.39 2.49 21 2.29 3.84 0 26.7 20.5 54 21.4 17.6 61 34.1
33 1.77 3.13 1 2.09 3.83 0 37.1 -13.7 62 33.6 0.9 86 37.3
34 1.71 3.37 2 1.94 3.63 0 35.8 37.0 37 33.1 13.7 64 25.8
35 1.42 2.64 18 1.96 3.15 0 32.7 -6.6 76 30.4 -18.6 56 37.6
36 1.46 2.73 15 2.77 4.98 0 18.0 -3.7 87 19.0 -5.3 84 46.5
37 1.69 2.87 7 3.97 7.14 0 29.1 1.4 87 33.4 36.5 38 32.8
38 1.88 3.12 0 2.54 4.58 0 16.9 3.6 88 21.2 12.1 71 39.6
39 1.91 3.38 0 4.28 6.48 0 63.5 -58.7 27 53.3 -30.5 31 14.3
40 1.45 2.77 15 2.36 4.33 0 23.2 7.3 79 46.1 52.8 33 31.6

Avg 1.69 2.97 10 2.57 4.36 0 31.2 -7.3 65 33.5 3.6 61 34.1
±0.35 ±0.58 ±10 ±0.53 ±0.88 ±0 ±9.1 ±19.3 ±20 ±11.0 ±19.7 ±17 ±7.8

Table 1. Results of the comparison metrics and scores for all 40 test cases. AvgD and
RMSD are the average and RMS surface distance, respectively, VOE is the volumetric
overlap error and VD indicates the volumetric difference.
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(a) (b)

Fig. 4. Fully automated 3D segmentation of knee bone and cartilage surfaces performed
simultaneously for all three bone and all three cartilage surfaces forming the joint.
Example of MICCAI-Challenge Case 1 shows the segmented cartilage volume in panel
(a) and color-coded cartilage thickness in panel (b), note the color scale in mm.

Embedding pattern recognition techniques into an optimal surface detection
framework is the key factor of our algorithm. Random Forest has a good discrim-
ination performance [13], while Adaboost offers much faster classification speed;
the cascaded Adaboost has the ability to quickly remove background samples [9].
So we use Adaboost classifier for region detection (VOIs and cartilage regions)
since background samples are in the majority and no precise probabilities de-
scribe them. For graph cost design, Random Forest classifiers provide desirable
accurate probabilities for each graph node location.

Notably, our approach has only one sensitive parameter to be determined
– the surface smoothness constraint, the selection of which is very intuitive. A
too-small constraint value would make the algorithm insensitive to sharp changes
of the bone and cartilage surfaces while a too-large value would contribute to
an increase in surface noise, roughness, and loss of a priori shape information.
In the work reported here, smoothness constraint of 3 voxels was utilized that
was experimentally determined in our earlier studies. Note that the distances
between adjacent vertices on the result segmentation surfaces range from 2 to 5
voxels.

Compared with the Osteoarthritis Initiative (OAI) images that were used for
the method development and performance assessment in [1], the images provided
in the MICCAI datasets were more challenging. The MICCAI images were of
lower quality, with larger intensity variations (tibial cartilage in case 16) and
rotation angle differences (femur in case 31). The differences may cause local
segmentation failures in our method. Furthermore, in the training process, the
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Fig. 5. Different views on selected test cases 8 (top), 16 (center), and 31 (bottom). The
outline of the reference segmentation is displayed in green, the corresponding results
of the automated method described in this paper are shown in red.

249



automatically estimated VOI information is not as accurate as manually decided
VOI. To reduce the computation load, we only randomly selected less than 10%
foreground samples and less than 1% background samples to train our bone and
cartilage classifiers, which may have missed some important information during
the rushed training process. Adjusting the sampling rate at regions with “rich”
information may greatly increase the classifiers’ performance.
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Abstract. In this paper we present a completely automated method for
the segmentation of bone and cartilage in MR images of the knee. Our
segmentation method is based on fitting a statistical deformation model,
which was built from a set of labeled training images of the knee. The
resulting deformation field is used to transfer a given segmentation from
a reference image onto the target image to be segmented. To enlarge
the flexibility of the deformation model in a controlled way, we use the
idea of localized fitting, i.e. we fit the deformation model to local regions
separately and combine the individual deformation fields.
We applied our procedure to a set of images that were provided for the
MICCAI 2010 workshop “Medical Image Analysis for the Clinic”. Our
results show that our approach yields good results around the interface
of tibia and femur. The results also reveal a number of problems that
occur with a naive application of this method to the problem of knee seg-
mentation. In particular it turns out that the quality of the segmentation
deteriorates near the boundary of the images.

1 Introduction

The problem of cartilage segmentation from MR images of the knee has become
increasingly important in recent years. In this paper we present a method for
the fully automated segmentation of the knee from MR images. The work we
present here is an entry to the MICCAI 2010 workshop “Medical Image Analysis
for the Clinic”.

The segmentation of anatomical structures from medical images is an ill-
posed problem. Usually the image does not provide enough information such that
a clear distinction between the different tissue types could be achieved. Therefore
prior information has to be incorporated. A commonly used and successful class
of priors for segmentation are statistical shape and deformation models [1]. The
problem with these model based approaches is, however, their lack of flexibility
in case of insufficient training data. To overcome this problem we use a method
proposed by Amberg et al. [2]. The main idea is to fit a deformation model
locally to different regions in the image and to combine the individual fitting
results. As each fit strives to minimize the error only locally, the result is more
accurate in this region compared to a global fit. Nevertheless, as each individual
fitting result satisfies the shape constraint, the combined result will in each region

251



correspond to the modeled shape. Thus, the resulting segmentation is resilient
to noise, artifacts and missing data in the images. This property, however, also
implies that pathological structures in the images, such as complicated lesions,
cannot be segmented.

The main contribution of this paper is to present a fully automated workflow
for model based segmentation, and to apply it to a number of test images of the
knee, which were provided by the workshop organizers. Our procedure works
as follows: We single out one of the training images as a reference. To build a
statistical deformation model, we establish correspondence between the reference
image and each of the training images, using the known labels. For segmentation
of an image, we perform a fitting of the deformation model to the image to be
segmented. The segmentation of the target image is obtained by transferring
the labels given for the reference image with the resulting deformation field. We
present segmentation results for 40 given test data-sets and discuss the strength
and problems of the proposed method.

2 Segmentation method

Our procedure is divided into two stages: In the training phase, the statistical
deformation model is built, using the label information given in the training
images. In the segmentation stage, this deformation model is used to find valid
deformations between the reference image and the target image to be segmented.
Our workflow consists of the following steps:

Training:
– Choose an image of the training data-set as a reference image.
– Rigidly align the training images to this reference.
– Establish correspondence for each training image to the reference image.
– Build a deformation model from the resulting deformation fields.

Segmentation:
– Rigidly align the image with the reference image.
– Perform a (local) deformation model fitting.
– Transfer the reference label using the resulting deformation fields.

In the following, we will describe the steps of this workflow in more detail.

2.1 Rigid Alignment

All the images have to be aligned with the chosen reference image. Having a
common alignment for the training and test data ensures that the deformations
that are observed during the training phase are representative for the deforma-
tions observed in the testing phase. Furthermore, it can also serve as an initial
alignment for the subsequent registration step.

Let IR : Ω → R denote a reference image and let IT : Ω → R be a target
image with image domain Ω which is large enough to contain both images. To
perform the rigid alignment, we translate the image IT such that its center of
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gravity C[IT ], defined by C[I] :=
∫

Ω
I(x)x dx is aligned with the center of gravity

C[IR] of the reference image. Assuming that a standard protocol is used for the
acquisition of the images, this already gives a good initial alignment. In a second
step, we explicitly optimize for the translation t ∈ R

3 and rotation R ∈ R
3×3,

such that the L2 distance between the images is minimized. More precisely, we
solve the optimization problem

arg min
R,t

∫
Ω

(IR(x) − IT (Rx − t))2 dx (1)

to obtain the final rigid alignment.
Note that we use the information of the whole image to compute the opti-

mal transformation. This may lead to inaccurate alignments in cases where the
angle between the tibia and the femur bone of the target image greatly differs
from the one used in the reference. For our segmentation approach this is not a
big problem, as long as similar bending angles of the knee are observed in the
training and the test data. In other words, as long as the training images are
representative for the images to be segmented, such alignment inaccuracies will
be accounted for in the model.

2.2 Establishing correspondence

After the images are aligned, we perform a non-rigid registration of the training
images. Here, we do not use the intensity images but the label-maps, which
represent the different cartilage and bone regions. We compute additional feature
images from these label-maps, which we will include in our registration algorithm
as additional features to be matched.

Let L denote a label map, in which the individual structures to be segmented
are given a non-zero label. We compute the signed distance image D : Ω → R

which is defined by

D(x) :=
{

min{x′:L(x′)�=0}‖x − x′‖ if L(x) = 0
−min{x′:L(x′)=0}‖x − x′‖ otherwise .

and a curvature image C : Ω → R defined by

C(x) := ΔD(x).

Our registration-algorithm is an extension of the well known Demons algorithm
[3] that takes these feature images into account. The standard Demons algorithm
aims to find a deformation field u : Ω → R

3 that minimizes the distance

D[FR, FT , u] :=
∫

Ω

1
‖∇FR(x)‖2 + FR(x) − FT (x + u(x))

(FR(x)−FT (x+u(x)))2 dx

between a reference image FR and a target image FT , subject to some smoothness
constraints. We instead minimize the following distance term:

DE := wLD[LR, LT , u] + wDD[DR, DT , u] + wCD[CR, CT , u]
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which takes all three feature images into account. Here wL, wD, wC ∈ R are
weights that determine the influence of the respective feature images. Our ex-
periments showed that choosing wL = 5.0, wD = 0.8, and wC = 0.8 leads to
good registration results.

2.3 Statistical Deformation Models

Let I1, . . . , In be n training images. For each training image Ii we obtain from
the registration a deformation field ui that relates image Ii with the reference
image IR. The idea behind a statistical deformation model is to model the space
of deformations as the linear span of these examples. This is usually achieved
by applying PCA to the (suitably discretized) example deformations [4]. A sta-
tistical deformation model can be written as a generative model defined by the
parameter vector α ∈ R

n:

M[α] : Ω → R
d x �→ u(x) +

∑n
i=1 αi

√
λiφi(x) (2)

where u : Ω → R
3 is the sample mean of the deformation fields, φi : Ω → R

3, i =
1, . . . , n are the principal components and λi ∈ R is the variance captured by
the i-th principal component. The quantity ‖α‖2 is often taken to measure the
likelihood of a given deformation M[α]: The larger ‖α‖2, the less likely is the
given deformation (see e.g. Lüthi et al. [5] for a precise probabilistic motivation
of this term).

2.4 Localized fitting of deformation models

With the statistical deformation model built from the training data, we have now
an explicit model of the deformations that relate typical knee images. Given a
test image I∗ that is aligned to the reference IR, we can fit a deformation model,
and thus find a deformation field M[α], which relates the reference image with
the given target image. To find this deformation we minimize the L2 distance
between the reference and target image. In order to avoid deformations that are
unlikely under the given model, we further penalize large values of ‖α‖2. This
results in the following optimization problem:

α∗ := min
α∈Rn

∫
Ω

(IR(x) − I∗(M[α](x)))2 dx + μ‖α‖2, (3)

where μ ∈ R is a regularization parameter. While conceptually simple, this ap-
proach has the problem that the model is often not flexible enough to accurately
explain the true deformation for the full image. To alleviate this problem we
use an idea inspired by the method of local regression, which is commonly used
in statistics (see e.g. Hastie et al. [6]). The intuition behind our method is the
following: We fit the model individually to different local regions of the image.
As a local region is easier to explain than the full image, the local fits are very
accurate for small enough regions. By combining these individual fitting results
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we obtain a solution, which is accurate for all the individual regions, but still
satisfies the model constraints locally.

We now make this idea more precise. Let X = {x1, . . . , xK} ⊂ Ω be a set
of points, where each point xk ∈ X marks the center of a region. To define
the regions, we use a weighting function wxk

, which assigns every point in the
support of wxk

a weight that depends on its distance to xk. This can for example
be achieved with the Epanechnikov kernel [6]:

wxk
(x) := κσ(xk, x) =

{
3
4 [1 − (‖x−xk‖

σ )2] if ‖x − xk‖/σ ≤ 1
0 otherwise.

(4)

Here σ is a bandwidth parameter that determines the size of the support of wxk
.

For each point xk we then perform a weighted fitting of the shape model:

α∗
xk

:= arg min
α∈Rn

∫
Ω

wxk
(x)(IR(x) − I∗(M[α](x)))2 dx + μ‖α‖2. (5)

Note that this procedure yields a full deformation field u∗
xk

:= M[α∗
xk

] for any
point xk. As each solution is only accurate around the fitting point xk we need to
combine the individual solutions. Each deformation field u∗

xk
should determine

the final deformation in the region around the point xk. We obtain a deformation
field u∗ with this property by defining:

u∗(x) :=
∑K

k=1 ŵk(x)u∗
xk

(x)∑K
k=1 ŵk(x)

, x ∈ Ω. (6)

As a weight function ŵk we chose again the Epanechnikov kernel (4), with the
same value for the bandwidth parameter as used for the local fitting (5).

2.5 Label transfer

Above procedures yields a deformation field u∗ that relates the given test image
with the reference. We can use u∗ to transfer the labels LR of the reference image
to the target I∗. For this we need to compute the inverse deformation [u∗]−1.
The labels for the test images are then given by

L∗(x) := LR(x + [u∗]−1(x)), x ∈ Ω. (7)

Rather than computing this inverse mapping directly from the solution u∗, we
invert each individual deformation field u∗

xk
and combine them similar to Equa-

tion (6):

[ũ∗]−1(x) :=
∑K

k=1 ŵk(x)[u∗
xk

]−1(x)∑K
k=1 ŵk(x)

, x ∈ Ω.

To compute the inverse deformations fields [u∗
xk

]−1 we use a fixed point algorithm
proposed by Chen et al. [7].1

1 Our registration algorithm does not enforce that the deformation fields are invertible.
If they are not, the fixed point scheme yields an approximate inverse. Our experience
showed that this approximate inverse is nevertheless rather accurate, provided that
the registration results are sufficiently smooth.
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2.6 Tricks of the trade

During our experiments we noticed that a number of slight modification in above
workflow makes the approach more robust. The first modification concerns the
image domain over which we optimize Problems (1) and (5). Instead of optimiz-
ing over the full image domain Ω, better results can be obtained by solving the
optimization problem only over a region ΩM ⊂ Ω. This region is chosen slightly
larger than the one labeled as bone in the reference image. This has the effect
that the result is not influenced by image information far away from our region
of interest. The second trick is to adapt the image intensities of the individual
images. Even when the images are acquired according to the same protocol, the
intensities slightly vary among different patients. Before performing the rigid
alignment, we therefore align the image intensities using histogram matching.
After the non-rigid registration has been performed, it even becomes possible
to compute simple intensity statistics from the training images I1, . . . , In. It
turns out that the fitting result is already greatly improved if we use an aver-
age image IAVG(x) := 1

n

∑n
i=1 Ii(x + u∗

i (x)), where u∗
i denotes the deformation

field obtained from the registration step, instead of the reference image IR in
Equation (5). For a more detailed treatment and numerical results for these
modifications, we refer the reader to the recent Master’s thesis by Amberg [8].

3 Results

3.1 Experimental Setup

The main focus of our participation was to evaluate the performance and ro-
bustness of our model building and automated segmentation pipeline given a
novel application scenario. Therefore, we did not focus on extensive parameter
tuning. All training data was utilized for building the statistical model and no
cross validation was conducted. Similarly, as a reference image, we chose an im-
age that seemed to be a representative example for the data set, but we did not
employ cross validation or similar techniques to choose it optimally.

For all our experiments, we used the same fixed set of parameters, which
are summarized in Table 1. The implementation is done in ITK [9], where we
extended the standard registration framework provided by this toolkit.

3.2 Results

We applied our algorithm to the test images given by the workshop organizers.
With our current implementation, each segmentation takes approximately 10
minutes on a standard PC (8 cores, 2.3 GHz, 24 GB RAM). The running time
increases linearly with the number of fitting points, as for each point the full
deformation model is fitted. Each such fit takes around 30 seconds with our
implementation.

We submitted 40 segmentation results to the challenge organizers for evalua-
tion. Table 2 lists the different evaluation results. The cartilage results, evaluated
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Parameter Value

Registration Number of resolution levels 5
Number of iterations per level 128
Smoothness parameter 1

Model fitting Number of model components 50
Number of fitting points 29
Point distribution Uniformly at random on shape surface
Regularization parameter μ 100
Bandwidth parameter σ 30
Optimizer lbfgs

Table 1: Parameter settings used for all the experiments.

in the provided regions of interest, are considerable better than the bone seg-
mentations, which suffer from boundary problems. Figure 1 shows sample slices
of different segmentation results compared to the reference segmentation. The
method successfully identifies the individual bones and cartilage regions and
yields a rather accurate segmentation around the interface between tibia and
femur. The most obvious problem is the bad segmentation near the upper and
lower border of the image. This is on one hand due to the choice of the refer-
ence. It can happen that an image shows a larger region of the bone than the
one depicted on the reference image. This implies that at these places no valid
correspondence can be found, and therefore the deformations at these places are
arbitrary. Further artifacts are introduced by the boundary conditions of our
registration algorithm. To alleviate this problem, the images would have to be
standardized to show the same region. Furthermore, a margin would have to
be introduced around the images, such that boundary effects do not play any
role. A second main problem is that the deformation does not adapt to all the
fine structures shown in the image. This is a typical problem with statistical
shape and deformation models. We claimed that this problem can be solved us-
ing localized fits. While this is indeed the case, it requires careful tuning of the
parameters, in order to find the best trade-off between accuracy and robustness.

4 Conclusion

We presented segmentation results of our statistical shape model based seg-
mentation pipeline. The complete process, consisting of initial alignment, estab-
lishing correspondence, statistical model building, fitting and label transfer was
completely automated. The results show that with our model based approach
automatic segmentation of the knee and cartilage becomes feasible. Yet, to reach
the accuracy of an human expert, the algorithm would have to be better tai-
lored for the given problem. For example the values of the parameters should
be optimally chosen for the given data-sets. Furthermore, additional measures,
such as using a full intensity model similar to Active Appearance Models [10], or
employing a label fusion approach [11] may increase the segmentation accuracy.
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Fig. 1: Different views on selected test cases 8 (top), 16 (center), and 31 (bottom). The
outline of the reference segmentation is displayed in green, the outline of the automatic
method described in this paper in red.
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The biggest problem that we faced is that our model degrades considerably
at the image borders, therefore also decreasing the quality of our overall bone
segmentation. While it is possible to introduce an artificial margin to reduce this
effect, our model based approach is not ideal for cases where the structure to be
segmented is not completely represented in the image. This scenario does not
only lead to numerical problems, but also choosing a representative reference
image becomes difficult.

Participating in this challenge provided us with a valuable opportunity to
evaluate our method on novel data. While detail improvements are needed, the
underlying approach of local deformation model fitting has shown to be promis-
ing for image segmentation.
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Img Femur bone Tibia bone Fem. cartilage Tibial cartilage Total
AvgD RMSD Scr AvgD RMSD Scr VOE VD Scr VOE VD Scr Score
[mm] [mm] [mm] [mm] [%] [%] [%] [%]

1 1.23 1.94 34 1.25 2.02 17 53.5 -24.2 38 78.4 -53.8 21 27.7
2 1.32 2.35 25 2.53 4.24 0 58.9 -42.0 28 89.7 -65.8 17 17.7
3 1.33 1.95 31 1.14 2.09 19 47.5 -20.8 46 82.3 -37.8 20 29.2
4 0.95 1.50 49 0.96 1.50 37 62.6 -19.8 42 89.9 -60.9 17 36.5
5 1.17 1.68 40 1.20 1.90 21 46.5 -23.9 41 83.6 -50.2 19 30.5
6 1.39 2.44 22 2.03 4.19 0 55.6 -12.5 58 71.9 -53.1 24 25.8
7 1.40 2.15 26 1.08 1.65 30 56.8 -33.5 29 84.5 -41.1 19 26.2
8 1.52 2.59 16 1.30 1.98 16 56.2 -42.2 29 80.2 -61.7 21 20.5
9 1.10 1.69 42 2.25 3.93 0 54.2 -38.1 30 88.8 -54.5 18 22.4

10 1.54 2.50 17 1.47 2.85 0 59.2 -36.5 28 75.1 -56.8 23 16.9
11 1.30 2.14 29 1.11 1.80 26 41.8 -17.7 54 64.3 -39.8 27 33.9
12 1.21 2.04 33 0.94 1.59 36 52.3 -13.7 57 86.0 -32.0 19 36.1
13 1.13 1.78 40 1.87 2.61 0 58.5 5.6 69 71.9 -32.9 24 33.0
14 1.14 1.97 36 1.47 2.57 0 56.3 -12.0 58 81.2 -52.3 20 28.8
15 0.97 1.60 47 1.04 1.71 30 51.7 -8.1 67 73.5 -40.7 23 41.8
16 2.30 3.58 0 1.88 3.81 0 72.8 -4.6 65 92.5 -43.0 16 20.4
17 1.64 2.80 9 0.97 1.76 32 55.6 -5.3 70 78.6 -58.5 21 33.2
18 1.34 2.82 17 1.50 2.66 0 44.9 -25.1 39 64.7 -34.8 26 20.7
19 0.96 1.61 47 1.22 2.05 18 46.3 -12.2 62 72.7 -46.9 23 37.5
20 1.87 3.20 0 1.82 3.06 0 59.1 -25.9 33 71.5 -52.6 24 14.1
21 1.35 2.45 23 3.57 6.61 0 55.6 -22.1 41 80.1 -53.5 21 21.0
22 2.26 3.80 0 1.91 3.67 0 58.2 -23.0 38 80.5 -52.6 21 14.7
23 1.35 2.06 29 1.39 2.02 12 47.1 -22.0 44 88.5 -36.5 18 25.7
24 1.26 2.40 26 2.14 5.31 0 46.1 -13.8 59 73.0 -37.0 23 27.1
25 1.39 2.37 23 1.53 2.51 0 48.9 -33.2 32 88.5 -39.5 18 18.1
26 1.55 2.46 17 0.97 1.42 39 49.2 -31.4 32 82.8 -53.0 20 26.9
27 1.10 1.99 37 2.41 4.42 0 54.8 -16.3 51 89.6 -63.3 17 26.4
28 2.29 3.71 0 2.19 3.38 0 62.1 -6.4 66 88.7 -63.5 18 20.9
29 1.56 2.79 11 2.55 4.32 0 52.8 -35.8 31 92.7 -55.8 16 14.5
30 0.96 1.79 44 0.95 1.35 41 44.6 -23.2 43 72.5 -29.5 23 37.7
31 1.70 2.77 8 2.32 3.65 0 47.7 -24.8 39 88.6 -44.2 18 16.1
32 0.90 1.48 51 1.15 1.92 22 42.1 -2.6 80 70.5 -36.5 24 44.4
33 1.02 2.01 39 1.33 3.29 5 54.5 -10.8 61 69.6 -51.8 25 32.4
34 1.26 1.80 36 1.31 2.07 14 55.4 21.0 43 78.6 -34.4 21 28.5
35 1.54 2.49 17 2.18 3.22 0 65.9 -14.5 50 86.7 -59.9 18 21.4
36 1.53 3.06 8 2.02 4.29 0 44.8 -29.8 34 83.4 -52.0 20 15.3
37 1.64 2.42 15 1.91 2.90 0 51.7 -16.3 52 84.0 -34.2 19 21.7
38 1.32 2.48 23 1.03 2.09 23 45.8 -23.5 42 78.7 -47.0 21 27.3
39 2.09 2.96 2 5.35 7.73 0 65.5 -15.9 48 86.2 -41.8 18 17.1
40 1.24 2.18 30 1.42 2.38 4 46.6 -16.7 54 85.1 -20.3 33 30.2

Avg 1.40 2.35 25 1.72 2.96 11 53.3 -19.3 47 80.7 -46.9 21 26.0
±0.36 ±0.59 ±15 ±0.83 ±1.41 ±14 ±7.0 ±12.8 ±14 ±7.7 ±11.0 ±3 ±7.9

Table 2: Results of the comparison metrics and scores for all 40 test cases. AvgD and
RMSD are the average and RMS surface distance, respectively, VOE is the volumetric
overlap error and VD indicates the volumetric difference.

260



On Nonparametric Markov Random Field
Estimation for Fast Automatic Segmentation of

MRI Knee Data
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Abstract. We present a fast automatic reproducible method for 3d se-
mantic segmentation of magnetic resonance images of the knee. We for-
mulate a single global model that allows to jointly segment all classes.
The model estimation was performed automatically without manual in-
teraction and parameter tuning. The segmentation of a magnetic reso-
nance image with 11 Mio voxels took approximately one minute. Our
labeling results by far do not reach the performance of complex state of
the art approaches designed to produce clinically relevant results. Our
results could potentially be useful for rough visualization or initializa-
tion of computationally demanding methods. Our main contribution is
to provide insights in possible strategies when employing global statisti-
cal models.

Keywords: Bone, cartilage, knee, magnetic resonance imaging (MRI),
3d semantic segmentation, Markov random field (MRF), nonparametric
density estimation.

1 Introduction

We present a fast automatic reproducible method for 3d semantic segmenta-
tion of magnetic resonance (MR) images of the knee. We formulate a single
global model that allows to jointly segment all classes. The model adaptation
was performed automatically without manual interaction and parameter tuning.
The segmentation of an MR image with 11 Mio voxels took approximately one
minute.

From a broad perspective in this work we investigate the potential of Markov
random field (MRF) models [6] in this context. More specifically, we investigate
to what extent can we in this context eliminate the need for solving an involved
task of learning unknown model parameters.

Markov random fields are global models that in general pose a problem of
estimating a complex probability distribution. A widely adopted approach is to
first formulate a model of specific functional form governed by some number of
unknown parameters and subsequently to learn these parameters from a training
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(a) (b) (c) (d) (e)

Fig. 1. (a) 2d slice of a training MR image. (b) Manual segmentation of the MR image
in (a), where we show the corresponding 2d slice. (c) 2d slice of a test MR image shown
in the outlined 3d MR image volume. (d) Our automatic segmentation of the test MR
image in (c), where we show the corresponding 3d view with transparent background
class labels. (e) Class label color code used in (b) and (d).

data set. Learning unknown parameters of a global probabilistic model is a task
that can in principle be solved by a Monte Carlo simulation [8] or, alternatively,
by methods of variational inference [7]. However, the task involves solving an
NP-hard problem and, hence, in practice both approaches in general inevitably
lead to approximations. Even though much work has recently been done in both
areas, approximate parameter learning remains a difficult task.

We pose the following practical question. To what extent can parameter
learning be avoided? In this work we completely eliminate the need for solving a
difficult learning problem by designing a nonparametric model and reducing the
model adaptation to a simple histogram based nonparametric density estimation.
Let us note that while large volumes of magnetic resonance imaging (MRI)
data would further challenge the efficiency of approximate parameter learning
approaches, for nonparametric density estimation techniques, large amount of
data is of advantage.

In this work we focus on a generative model. Such model, as opposed to a
discriminative model, poses in general a more complex problem, however, it has
the advantage of allowing not only to find an unknown labeling, but a generative
model also provides means to compute labeling of incomplete data, it can be used
to sample an MR image using a Monte Carlo simulation and quite importantly
can be combined with additional priors or be integrated in a superior reasoning
system. Disadvantage of the model is its lower discriminative power, relative to
a pure discriminative model. In case we would be mainly interested in finding an
unknown labeling, it would be possible to adopt a similar approach and sacrifice
the estimation of the generative power in favor of a better estimate of a pure
discriminative model.

2 Related Work

In clinical studies, a manual or semi-automated 2d slice by slice segmentation
is a prevalent approach, leading to possibly several hours of trained radiolo-
gist’s manual slice annotation. In the context of medical image analysis, number
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of both semi-automatic and automatic approaches have been proposed. These
approaches range from 2d slice by slice methods, or methods combining this ap-
proach with 3d image registration, to the methods segmenting directly in 3d. In
our review we focus on current approaches that are automatic and that segment
directly in 3d.

Current state of the art approaches [2][3][1] are complex problem specific
methods comprised of multiple locally acting computational steps performed se-
quentially. We formulate a simple reproducible global model that in one step
allows to jointly segment all classes. Our work is in this regard related to the
work in [4]. An atlas based prior information has previously been used both in
the form of one particular manual segmentation [3] or in the form of a statisti-
cal atlas [4] that was derived from multiple manual segmentations. Our model
utilizes a spatially variant label prior that we derive from multiple manual seg-
mentations and that can be viewed as a form of a statistical atlas. Segmentation
time in [1] is in the order of tens of minutes. Cartilage segmentation in [3] takes
approximately 15 minutes. We segment an MR image with 11 Mio voxels in ap-
proximately one minute, which is comparable to [4]. Our approach is related to
the work in [4] both conceptually and computationally. Broadly they also adopt
MRF model and also employ the optimization algorithm proposed in [5]. They
are interested in finding patella cartilage and pose the problem as registering a
deformable statistical atlas to the observed data. We are interested in a multi-
label problem that we pose as a semantic segmentation task assuming that prior
label information can be captured in a spatially variant label prior and spatially
invariant label smoothness prior. We currently study the relation of our work
to the approach in [4]. Regarding the accuracy, our labeling results currently by
far do not reach the state of the art performance of complex problem-specific
approaches in [2][3][1][4].

3 Task and Model Requirements

We are faced with a multi-label semantic segmentation problem, where we wish
to identify each voxel of an observed and previously unseen MR image with the
femur, the femoral cartilage, the tibia, the tibial cartilage or with the background
class label.

We assume that complex MRI measurement yields noisy observation and,
hence, to account for the expected interscan variability we require our data
model to be statistical. It is our goal, among others, to distinguish between the
femur, the tibia and the patella. Let us maintain that we wish to identify the
latter with the background class. Inspection of Fig. 1(a) and Fig. 1(b) reveals
that these bones appear as large regions with pronounced boundaries. Hence,
we assume that data provides us with a hint in regard to the spatial extent
of these regions. Nevertheless further inspection reveals that all bones appear
almost identical and also very similar to the area outside of the knee in the top
left corner in Fig. 1(a). Hence, we assume that MR data only provides us with
a hint of a class subset. On the other hand we realize that MRI is a controlled
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measurement. Hence, we assume that the location in the MR image provides
us with a hint in regard to the class label. Nevertheless we expect variability
in the knee placement and in the knee itself and assume thus that at the same
time location in the MR image does not provide a hint of region boundaries.
This motivates the model requirement to provide means to statistically capture
spatially variant label prior information and to combine this information with
the statistical data model. Background and bones are large homogeneous regions,
see Fig. 1(b), and, hence, we require our model to prefer smooth segmentation
results.

The femoral and the tibial cartilage appear to challenge all model require-
ments. Cartilage lacks both distinct appearance and distinct boundaries with
neighboring soft tissues and represents thus challenge to the data model. Being
realized by a thin layer of tissue, cartilage represents a challenge for both the
spatially variant label prior, that should be well localized, and the smoothness
prior, that should not oversmooth the resulting segmentation. Hence, we require
the model to well balance all requirements.

4 Nonparametric Markov Random Field Model

In this section we derive a global statistical model that relates the unobservable
class labels to an observed MR image. In other words, let a vector y denote an
MR image, where y = (yi)i∈S , the scalar yi is the intensity of the ith voxel, and S
is the set of the MR voxel indices. Let the class labels assigned to the MR voxels
be given by a vector x = (xi)i∈S . We have xi ∈ {0, 1, 2, 3, 4}, where the label
set encodes the set {background, femur, femoral cartilage, tibia, tibial cartilage}
of classes of our multi-label semantic segmentation problem. We refer to the
vector x as label configuration and sometimes abbreviate label configuration as
labeling. In the considered generative framework we relate an unobservable class
label configuration x to an observed MR image y in terms of the joint probability
p(x, y) = p(y | x)p(x).

We in common way simplify complex data generation process p(y | x) as
p(y | x) ≡ ∏

i p(yi | xi). This step is needed to arrive at a computationally
tractable generative model. On one hand, this means to give up discriminative
power of features derived from larger image regions and to resort to using sole
intensity values as features. On the other hand, the resulting simplicity allows
to estimate the model component accurately from training data. We note that
the functional form of the term itself is spatially invariant. Nevertheless let us
maintain that the value of this term is spatially variant through the dependence
on the data. We thus refer to this term as spatially invariant data term.

We model the class labeling prior p(x) ≡ pMRF (x)
∏

i pi(xi) as a product
of a spatially variant label prior pi(xi) and spatially invariant smoothness prior
pMRF (x). We model the latter term pMRF (x) ∝ exp{∏{i,i′} δ(xi − xi′)} as a
standard Potts model [6][8] Markov random field defined on a 3-dimensional (3d)
grid with 6-neighborhood. Here {i, i′} denotes pair of neighboring voxels.
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The modeled joint probability can now be expressed as

p(x, y) = pMRF (x)
∏

i

p(yi | xi)pi(xi) (1)

5 Model Adaptation by Nonparametric Estimation

We adopt a histogram based nonparametric density estimation approach and
model the spatially invariant class-conditional intensity probability p(yi | xi),

p(yi | xi) ≡ p̂(yi | xi) (2)

as an empirical probability estimate p̂(yi | xi), i.e., as a class-specific frequency of
an intensity value in training data divided by the total number of its observations.

Similarly, the spatially variant class label prior distribution pi(xi),

pi(xi) ≡ p̂i(xi) (3)

is an empirical probability estimate p̂i(xi) of a class label at a specific location.
Unlike nearest-neighbor based nonparametric methods and kernel based non-

parametric methods, the adopted histogram based method has the advantage of
allowing to discard the training data once the histograms have been computed.
This is especially convenient in a situation involving large MRI data volumes.
In addition, this approach further allows for a convenient model update in case
the training data arrives sequentially.

6 Inference of Unknown Labeling

For the statistical model formulated in Eq. (1), for its estimate in Eq. (2), for
its estimate in Eq. (3) and for a given and previously unseen MR image y we
are interested in finding a label configuration x that maximizes the probability
in Eq. (1). To do so, we express the model in Eq. (1) in an equivalent form
of a Boltzmann distribution p(x, y) ∝ exp{−E(x,y)} and pose the problem as
finding a minimum of the so called energy function

E(x,y) = −
∑

i

log p̂i(xi) −
∑

i

log p̂(yi | xi) +
∑
{i,i′}

δ(xi − xi′)

In general, this problem is very difficult to solve exactly. Recently, algorithms
based on graph cuts, loopy belief propagation and convex relaxation have proven
to be efficient in finding good approximate solutions to the above problem. In
our experiments we adopted the latter proposed in [5].
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7 Experiments, Results and Discussion

In our experiments, we use training data to train our model and we use test data
to evaluate the model. Training data comprised 60 MR images, see Fig. 1(a), and
of 60 corresponding manual segmentations, see Fig. 1(b). In our work we refer
to the result of manual segmentation as ground truth label configuration. Test
data consisted of 40 MR images, see Fig. 1(c). Test ground truth labelings were
unknown to us during experiments. Evaluation of our segmentation results, see
Fig. 1(d), that involved the unknown test ground truth labelings, was performed
by a third party. In total, there were 100 MR images available to us. MR image
size ranged from 8 to 16 Mio voxels, where typical size was 11 Mio voxels.
Typical MR image resolution was roughly 300 × 350 × 100 voxels. MR image
spatial resolution was 0.4 × 0.4 × 1 mm. Hence, typical MR image volume size
was roughly 120×140×100 mm. In our experiments, we normalized the intensity
values, in each MR image individually to [0, 1] by finding the maximum intensity
and by dividing each intensity by this value. We did not correct the bias by
subtracting the minimum intensity from each intensity value.

We resort to using intensity values as features. To what extent are intensity
values discriminative for our problem? What is the interscan variability of the
intensities? To answer these questions we used training data to compute class-
specific histograms of intensity values, see Fig. 2(a). In Fig. 2(b) we show means
of single MR image frequencies together with the percentile ranges. We observe
that background class intensities cover almost the whole intensity range. Fur-
ther, we have observed that the femoral and the tibial cartilage class intensities
cover wide intensity range and that the distributions are very similar. The femur
and the tibia intensity distributions are more localized, however, appear almost
identical. In Fig. 2(b) we observe that per MR image distributions can deviate
considerably from each other. We conclude that the adopted features are simple
on one hand, however, on the other hand appear to be weak in terms of discrim-
inative power. For this reason, the spatially invariant data term, that is based
on the class conditional distribution of intensity values shown in Fig. 2(c), is a
weak component of our model. This is further confirmed in Fig. 4(b).

To what extent is the spatially variant label prior derived from unregistered
manual segmentations informative? Slices of the spatially variant label prior vol-
ume with the resolution of 60×60×60 are shown in Fig. 3. We show class-specific
slices and also a max prior probability slice, where white means preference for a
particular label and where gray area means weak preference for a particular class
label. What is the role of the spatially variant label prior? This is illustrated in
Fig. 4(c)(e)(f). Here we observe how prior alignment is corrected by the data
term. Fig. 4(d)(f) further illustrates the role and the impact of the spatially
invariant label smoothness prior.

Further qualitative and quantitative results using the full model, where a
coarse spatially variant label prior with the resolution of 30× 30× 10 was used,
can be found in respectively Fig. 5 and Tab. 1. Here we observe strong block
artifacts even though the segmentation was computed on the full resolution.
Comparison to the result in Fig. 4(f), where a finer 60×60×60 spatially variant
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(a) (b) (c)

Fig. 2. Single point on a function graph shows: (a) Class-specific frequency of an in-
tensity in training data, (b) mean with percentile range of frequencies computed per
training MR image, (c) class-conditional probability of an intensity computed from the
frequency in (a).

(a) (b) (c) (d) (e)

Fig. 3. Slices of spatially variant label prior. Probability values of (a) femur, (b) femoral
cartilage, (c) tibia, (d) tibial cartilage. (c) Maximum prior probability values. We show
probability of 1 in white, probability of 0 in black and other probability values in gray.

(a) (b) (c) (d) (e) (f)

Fig. 4. (a) 2d slice of the test MR image in Fig. 1(c). Model components: 2d slice of
labeling computed only with (b) spatially invariant data term, (c) spatially variant
label prior, (d) combination of spatially invariant data term and spatially invariant
label smoothness prior, (e) combination of spatially invariant data term and spatially
variant label prior. (f) 2d slice of the full model based labeling in Fig. 1(d).
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label prior was used, reveals that this is mainly a consequence of the coarse
spatially variant label prior used here.

8 Conclusion

We discussed the potential of a fast automatic reproducible method for 3d se-
mantic segmentation of magnetic resonance images of the knee. Our labeling re-
sults by far do not reach the state of the art performance of complex approaches
specifically designed to produce clinically relevant results. We illustrated to what
extent can an involved learning problem be avoided, while still obtaining results
potentially useful for rough visualization, see Fig. 1(d), or for initialization of
computationally demanding methods. Our main contribution is to provide in-
sights in possible strategies when employing global statistical models.
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Fig. 5. Different views on selected test cases 8 (top), 16 (center), and 31 (bottom). The
outline of the reference segmentation is displayed in green, the outline of the automatic
method described in this paper in red.
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Img Femur bone Tibia bone Fem. cartilage Tibial cartilage Total
AvgD RMSD Scr AvgD RMSD Scr VOE VD Scr VOE VD Scr Score
[mm] [mm] [mm] [mm] [%] [%] [%] [%]

1 2.27 3.14 0 2.31 3.52 0 50.8 89.2 31 50.3 -25.8 36 16.9
2 2.40 3.20 0 3.55 4.55 0 90.0 -89.6 17 62.4 10.2 59 19.1
3 2.91 4.29 0 3.95 5.40 0 56.6 -8.4 64 68.8 93.3 25 22.3
4 2.77 4.24 0 3.05 5.13 0 80.3 -74.2 21 59.3 -28.3 28 12.3
5 2.60 3.37 0 3.73 6.56 0 75.4 -67.6 22 66.2 14.3 51 18.3
6 2.04 2.90 3 1.51 2.16 6 55.2 38.5 30 52.3 18.1 49 22.1
7 3.16 4.61 0 3.41 4.91 0 76.2 -65.7 22 65.2 79.9 26 12.1
8 2.22 3.24 0 2.51 3.81 0 60.2 -36.1 28 57.2 95.3 29 14.3
9 3.31 4.49 0 3.32 4.81 0 60.9 -12.0 57 61.3 68.8 28 21.0

10 2.68 3.63 0 2.97 3.95 0 43.5 -25.2 40 49.4 82.2 32 17.9
11 2.99 4.20 0 2.86 4.07 0 55.8 62.2 30 56.6 105.5 29 14.7
12 3.19 4.93 0 3.44 5.23 0 70.7 -42.7 24 68.0 50.1 25 12.3
13 2.70 3.66 0 2.21 3.27 0 66.1 136.2 26 89.4 -24.9 24 12.3
14 2.57 3.40 0 2.21 3.21 0 61.4 131.5 28 68.4 -39.5 25 13.1
15 2.88 4.20 0 2.76 3.80 0 72.6 -66.4 23 64.2 105.4 27 12.5
16 3.73 5.39 0 3.86 6.05 0 89.1 -70.7 17 71.7 -39.8 24 10.3
17 2.92 3.85 0 3.09 4.78 0 86.3 -77.9 18 76.1 -37.7 22 10.2
18 2.09 2.97 2 2.58 4.43 0 55.7 106.9 30 79.8 -73.2 21 13.0
19 1.93 2.84 4 1.55 2.37 2 51.9 72.9 31 49.3 20.0 47 21.0
20 3.24 4.60 0 2.65 3.68 0 74.8 -52.3 23 51.1 70.5 31 13.5
21 2.14 3.21 0 3.30 5.60 0 74.1 -31.6 23 65.0 -25.6 31 13.5
22 2.40 3.57 0 3.39 5.16 0 59.5 93.1 28 82.6 -67.4 20 12.0
23 2.76 3.96 0 4.14 5.90 0 53.7 -6.6 69 64.1 64.2 27 23.8
24 2.38 3.61 0 2.76 3.93 0 45.7 52.0 33 61.8 -22.1 39 18.0
25 3.07 4.68 0 3.53 5.07 0 44.2 62.9 34 44.8 41.7 34 16.9
26 3.36 4.34 0 4.11 7.02 0 93.2 -93.1 16 82.5 -46.1 20 8.9
27 2.46 3.40 0 2.78 3.77 0 77.6 -61.0 22 50.5 44.6 32 13.3
28 4.86 7.21 0 2.76 3.89 0 68.4 39.4 25 50.5 31.7 32 14.1
29 2.09 2.73 6 5.06 6.77 0 76.1 -62.1 22 89.6 -58.9 17 11.3
30 2.64 3.93 0 2.07 3.70 0 53.0 33.0 31 64.7 24.3 34 16.1
31 4.74 6.90 0 2.24 3.61 0 63.6 -36.8 27 61.6 40.6 28 13.6
32 2.04 2.89 3 1.54 2.30 4 53.3 51.2 31 61.7 18.3 45 20.6
33 2.64 4.17 0 1.67 2.62 0 60.8 27.9 29 59.5 111.5 28 14.2
34 2.51 3.53 0 2.14 3.20 0 84.3 -79.3 19 64.4 93.7 26 11.4
35 2.51 3.78 0 2.16 3.24 0 61.5 -40.4 28 52.0 -1.2 79 26.6
36 1.94 3.22 0 1.81 2.72 0 47.6 80.8 33 72.5 -57.6 24 14.0
37 5.14 6.92 0 5.94 8.22 0 80.8 8.7 55 100.0 -100.0 13 17.1
38 2.94 4.34 0 2.14 3.26 0 53.8 4.7 72 57.9 129.1 29 25.2
39 4.35 5.53 0 5.47 7.23 0 95.9 -93.6 15 84.2 -41.3 19 8.5
40 4.39 6.82 0 5.32 8.77 0 52.5 28.7 31 65.6 75.8 26 14.2

Avg 2.90 4.15 0 3.05 4.54 0 65.8 -1.8 31 65.1 20.0 31 15.6
±0.81 ±1.17 ±1 ±1.09 ±1.59 ±1 ±14.4 ±66.9 ±14 ±12.7 ±60.7 ±12 ±4.5

Table 1. Results of the comparison metrics and scores for all 40 test cases. AvgD and
RMSD are the average and RMS surface distance, respectively, VOE is the volumetric
overlap error and VD indicates the volumetric difference.
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Abstract. This paper presents the results of the Head and Neck Auto-
segmentation Challenge, a part of the workshop, “Medical Image Analy-
sis in the Clinic: A Grand Challenge”, held in conjunction with the 13th

International Conference on Medical Image Computing and Computer
Assisted Interventions (MICCAI), Beijing, China, in September 2010.
The aim of the challenge was to evaluate the performance of fully au-
tomated algorithms in segmenting the parotid glands in head and neck
CT image data used in radiotherapy planning. We describe the motiva-
tion behind the clinical application selected for the challenge, the image
data used, and the metrics applied for the quantitative assessment of
the segmentation accuracy with respect to the ground truth segmenta-
tions provided by a clinical expert. The quantitative evaluation results
of the auto-segmentations submitted by the workshop participants are
included.

1 Introduction

Radiation therapy is one of the three principal treatments for cancer besides
surgery and chemotherapy. It is based on the principle of damaging DNA of
the malignant cells by applying ionizing radiation [1]. External beam radiation
treatment planning is a process of setting up the treatment protocol including
dose computation and beam placement and is typically done using 3-D computed
tomography (CT) image data. Accurate segmentation of the target volumes and
risk organs in the patient’s image is a crucially important part of the planning
procedure. Although some commercial software products allowing for semi- and
fully automated segmentation of risk organs have recently become available,
their application is limited for many anatomical structures, where the common
clinical practice is still 2-D manual contouring in axial slices using standard
drawing tools.

The planning of head and neck cancer radiation therapy is especially labor-
intensive due to the complexity of the underlying anatomy and the large num-
ber of contours that need to be generated. Manual contouring can often require
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several hours to be spent on a single plan. On the other hand, automated seg-
mentation of many organs at risk in the head and neck area is challenging due
to poor soft tissue discrimination in CT, artifacts from dental fillings, and large
variability of patient’s anatomy.

The purpose of the Head and Neck Auto-segmentation Challenge is evaluat-
ing the performance of state-of-the-art fully automatic segmentation algorithms
in CT image data used for radiotherapy planning. It is organized as a part of
“The Grand Challenge” series of workshops series [2] held in conjunction with
the Medical Image Computing and Computer Assisted Interventions (MICCAI).
These workshops have been attracting considerable attention from the scientific
community as they provide an excellent testground for systematic and unbi-
ased evaluation of segmentation algorithms with a focus on important clinical
applications. The first Head and Neck Auto-segmentation Challenge took place
in London, UK, in September 2009 [3]. The present paper describes the offsite
evaluation results for the contributions submitted to the second Head and Neck
Auto-segmentation Challenge held in Beijing, China, in September 2010.

The organization of this paper follows the structure of the paper summariz-
ing the on-site results of the previous event [3]: Section 2 describes the challenge
objectives, presents the image data used for the contest, and introduces the eval-
uation metrics used for the quantitative assessment of segmentation accuracy.
In Section 3, the results of the evaluation study for the data submitted offsite
by the participants are discussed. Section 4 concludes the paper.

2 The challenge

2.1 Clinical background

Anatomical structures that need to be contoured in the planning routine include
the treatment target volumes and a set of structures at risk. Among the target
volumes, a differentiation is made between the gross tumor volumes (GTV) en-
compassing the visible extents of the disease and regional lymph nodes, the
clinical target volumes (CTV) accounting for possible microscopic infiltration
into the surrounding tissue, and the planning target volumes (PTV) which add
margins to the CTV due to various geometric uncertainties at treatment time,
such as patient setup differences, changes in the tumor volume, etc. The defi-
nition of the target volumes is usually highly patient specific. In most cases it
cannot rely on image information alone and is based on the clinical case, hospital
common practice, physician’s experience, and other subjective factors. Due to
these reasons, automatic contouring of the target volumes is quite challenging.

In addition to the target volumes, a set of critical structures at risk must also
be contoured. The goal is to incorporate this information into the treatment plan,
thus minimizing the dose delivered to the critical structures and leading to re-
duced radiation induced toxicity. Due to the complexity of the head and neck
anatomy, a large number of organs needs to be contoured. Their size and appear-
ance in the image is highly variable across patients. Based on their appearance
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in CT, anatomical structures can be divided in two groups: high-contrast bones
and low-contrast soft tissues.

For the first Head and Neck Auto-segmentation Challenge, which took place
in 2009, two prominent organs at risk were selected: i) mandibular bone and
ii) brainstem, which is a soft tissue structure. Both organs are always contoured
in a head and neck treatment plan and their excessive irradiation can lead to
significant morbidity for the patient. The submitted segmentation results demon-
strated that it was potentially possible to reduce the contouring time by applying
fully automatic algorithms to segment the mandible, where the segmentation ac-
curacy of approximately two thirds of all slices could be deemed acceptable. In
contrast, the user would need to correct about half of the slices of the brainstem
after applying auto-segmentation [3].

In this year’s challenge, the complexity of the task has been increased, and
the participants were invited to develop fully automatic solutions to segment the
parotid glands. These bilateral organs are responsible for the salivary function
and represent important structures at risk contoured in most of the head and
neck treatment plans [4]. The shape of the parotid glands is rather irregular with
concavities, and their gray-value appearance in CT data spans the intensity range
between fat and muscle but can be inhomogeneous and highly affected by dental
artifacts. All these factors make their reliable fully automatic segmentation very
challenging.

2.2 Image data

The datasets used were the planning CT images of 25 anonymized patients ac-
quired at the Princess Margaret Hospital in Toronto, Canada, and were identical
to the 2009 challenge. The reconstruction matrix for all datasets was 512×512
pixels with the pixel size of approximately 0.98×0.98 mm. The number of slices
was in the range of 100-200 slices with the slice thickness of 2 mm.

Manual delineations of both left and right parotid glands were generated by
an expert radiation oncologist and stored as a set of axial contours for visual-
ization purposes and as binary masks for the quantitative evaluation.

Analogously to the 2009 challenge, the datasets were organized in 3 groups:
10 datasets could be used by the participants for training purposes, for which
the manual ground truth segmentations were provided; 8 datasets were used for
the offsite testing; 7 datasets were left for the online contest.

2.3 Evaluation metrics

The evaluation metrics used in the challenge have been selected to reflect dif-
ferent aspects of segmentation quality assessment for the clinical application in
focus. The contours produced by any auto-segmentation algorithm in radiother-
apy planning must be reviewed and approved by a clinician in order to be used
instead of manual delineations, and interactive corrections are often required for
the problematic areas. The review and correction process is typically performed,
analogously to manual contouring, by inspecting axial slices of the dataset. Thus,
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Fig. 1. Illustration of the evaluation metrics: Hausdorff distance (left) and the param-
eters of the Dice metric (right).

one relevant criterion to evaluate the performance of an automatic segmentation
algorithm is to estimate the amount of manual interactions that may be needed
before accepting the segmentation. Another criterion used in the challenge mea-
sures the volumetric discrepancies between the automatic and manual ground
truth segmentations.

A formal representation of the above criteria can be done by using the fol-
lowing evaluation metrics (see Fig. 1):

Slice-wise 2-D symmetric Hausdorff distance.
The Hausdorff metric measures the maximum distance of a point in a set to

the nearest point in the other set:

dH(X, Y ) = max{dXY , dY X} = max{max
x∈X

min
y∈Y

d(x, y), max
y∈Y

min
x∈X

d(x, y)}.

In the segmentation challenge context, this distance was only computed in
the axial slices where the expert manual delineations were present. A large value
indicates that the automated segmentation was not accurate in that particular
slice. Since deviations below 3 mm are often considered acceptable by the clin-
icians, the number of slices per dataset with the Hausdorff distance exceeding
3 mm is directly related to the amount of manual corrections required.

The technical implementation of the Hausdorff metric for the challenge was
done by computing a Euclidean distance map around the extracted boundary
of the binary masks. A particular slice was given a symbolic Hausdorff distance
value of -1 when it contained no automatically generated delineation whereas a
manual expert delineation existed, thus definitely requiring manual interaction.

Volume overlap (Dice similarity coefficient).
This criterion was used to measure the volumetric overlap between the auto-

matic and manual segmentations represented by binary masks. It is valued from
0 to 1, and is computed as:

κ = 2 × |X ∩ Y |
|X| + |Y | ,

where | · | is the number of pixels/voxels contained in a region. Analogously to
the slice-wise Hausdorff distance, the Dice coefficient was also evaluated only



in axial slices where the manual delineations were present, however, the total
volume overlap was also computed in the whole image.

In summary, the following evaluation results were sent to the groups partic-
ipating in the challenge:

- Mean 2-D Hausdorff distance
- Median 2-D Hausdorff distance
- Number of slices with 2-D Hausdorff distance greater than 3mm
- Average volume overlap per slice
- Median volume overlap per slice
- Total volume overlap

2.4 Participating groups

After the data had been made available to the public, 19 groups expressed their
interest in participating in the challenge, 7 groups managed to submit the offsite
results according to the announced deadline and 6 groups submitted papers for
the workshop. The groups who returned the results and submitted the papers
describing the underlying algorithmic solution are the following:

1. CMS Software / Elekta, St. Louis, MO – CMS
2. Technical University of Denmark, Copenhagen, Denmark – DTU
3. Federal Polytechnic University of Lausanne, Switzerland – EPFL
4. French National Institute for Research in Computer Science and Control,

Sophia Antipolis, France – INRIA
5. MD Anderson Cancer Center, Houston, TX – MDACC
6. TomoTherapy, Madison, WI

3 Results

A common methodological background shared between all submissions consists
of non-rigid registration between the testing dataset and a pre-segmented at-
las, transferring segmentations from the atlas, and applying refinement. This
includes application of STAPLE approach [5] to merge individual segmentations
derived by registering the dataset to multiple atlases (CMS, MDACC, EPFL),
registration of multiple segmentations with the test dataset through an inter-
mediate averaged atlas and using intensity-based voting system to combine the
segmentations into the final result (INRIA), using level set speed function to
constrain a deformable registration framework and several optimal atlas selec-
tion strategies (EPFL), and applying level set refinement of registration results
(DTU). TomoTherapy has proposed an original approach based on a combina-
tion of global and local priors in a pre-classified region of interest obtained by
registration of a probabilistic atlas and slice-wise propagation of segmentation.
A detailed description of each method can be found in the respective workshop
paper.
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Fig. 2. Automatic segmentations by all 6 groups overlaid in adjacent slices of a testing
dataset.

The variability between automatic segmentations yielded by each individual
method is shown in Fig. 2. The quantitative results are summarized in Tables 1-
5, where the best value is shown in boldface. Dataset No. 13 was acquired with
a truncated field of view and different neck flexion, and not all methods were
able to cope with this issue. More details of the offsite evaluation can be found
in the respective paper in these proceedings.

To compute the final rank for each group, the following approach has been
applied. Depending on the result per dataset, 2 ranks from 1 to 6 were assigned
for each of the 2 parotid glands. The two criteria used to assign the ranks were:
i) median 2-D Hausdorff distance and ii) total volume overlap (Dice metric).
The final ranks were computed by averaging the results for both left and right
parotid.
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Dataset # CMS DTU EPFL INRIA MDACC TomoTherapy

11 4.02 12.69 9.61 6.40 5.69 10.78

12 4.63 18.57 7.44 4.63 6.55 8.67

13 6.02 8.79 9.79 48.65 6.21 11.09

14 6.73 13.21 9.69 6.94 10.16 13.98

15 4.97 10.55 5.12 7.91 6.15 11.01

16 4.03 9.81 4.98 3.91 4.88 10.52

17 5.48 18.20 14.71 10.34 9.77 7.87

18 4.34 32.21 8.22 8.07 5.28 9.03

Table 1. Median 2-D Hausdorff distance in mm (minimum in boldface) for the left
parotid.

Dataset # CMS DTU EPFL INRIA MDACC TomoTherapy

11 0.870 0.675 0.773 0.835 0.850 0.722

12 0.882 0.563 0.770 0.862 0.851 0.748

13 0.763 0.775 0.742 0.000 0.849 0.737

14 0.866 0.671 0.746 0.888 0.856 0.713

15 0.898 0.809 0.859 0.869 0.866 0.792

16 0.844 0.608 0.759 0.845 0.841 0.636

17 0.834 0.515 0.635 0.764 0.763 0.685

18 0.854 0.136 0.754 0.831 0.836 0.781

Table 2. 3-D volume overlap (maximum in boldface) for the left parotid.

In general, it can be noted that the quantitative results for the left and right
parotid gland correlate well, e.g. the best volume overlap value for each dataset is
about 0.83 which can be considered as a good result in terms of overall agreement
with the ground truth. On the other hand, as reported by the workshop papers,
2-D Hausdorff distance exceeds 3 mm in more than 75% of slices even in the
best case, which is strong indication that the majority of axial slices would still
require manual corrections.

4 Conclusion

We have presented the evaluation framework and quantitative results of applying
fully automated algorithms to segment the parotid glands in head and neck CT
image data in the context of the Head and Neck Auto-Segmentation Challenge
organized as part of the MICCAI conference in Beijing, China in September
2010.
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Dataset # CMS DTU EPFL INRIA MDACC TomoTherapy

11 6.25 8.05 5.69 6.69 6.69 8.73

12 5.69 16.00 9.62 5.61 6.87 12.82

13 5.78 10.74 7.01 40.06 6.40 12.54

14 5.25 12.70 9.81 4.63 5.69 10.38

15 5.27 9.67 5.27 7.03 6.18 13.36

16 3.09 8.37 6.02 4.88 6.91 13.81

17 3.91 19.53 10.28 6.91 8.30 8.73

18 3.73 28.44 5.90 5.90 4.17 6.52

Table 3. Median 2-D Hausdorff distance in mm (minimum in boldface) for the right
parotid.

Dataset # CMS DTU EPFL INRIA MDACC TomoTherapy

11 0.881 0.809 0.817 0.857 0.852 0.774

12 0.849 0.585 0.717 0.835 0.823 0.649

13 0.828 0.721 0.779 0.040 0.837 0.719

14 0.853 0.601 0.681 0.876 0.870 0.723

15 0.881 0.817 0.844 0.883 0.871 0.741

16 0.868 0.667 0.738 0.826 0.813 0.507

17 0.838 0.573 0.675 0.829 0.818 0.644

18 0.882 0.202 0.802 0.845 0.860 0.772

Table 4. 3-D volume overlap (maximum in boldface) for the right parotid.

CMS 1.38

INRIA 2.66

MDACC 2.66

EPFL 3.75

TomoTherapy 5.09

DTU 5.34

Table 5. Final average ranks.
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Abstract. Radiotherapy treament planning implies to delineate on the
CT image of the patient the organs at risk where the dose has to be
controlled. To avoid manual contouring that is tedious and prone to
inter-expert variability, algorithms able to provide these delineations au-
tomatically can be helpful for the clinicians. This paper presents a multi-
atlas based segmentation procedure to segment the parotid glands in the
context of the Head And Neck Auto-Segmentation Challenge 2010. In this
procedure, the images of the training database and their manual segmen-
tations are first resampled on the query image through the intermediate
coordinate system of an average atlas. Then, a voxel-wise combination
strategy based on a weighted majority vote rule is performed to esti-
mate the segmentation of the query. For each voxel, the weight assigned
to a given resampled segmentation reflects the local degree of similarity
between the corresponding resampled image and the query image. We
applied our method with the database provided by the workshop.

1 Introduction

During a radiotherapy treatment planning, the clinicians have to parametrize
and shape the beams in order to maximize the dose received by the target tumor
while controlling the dose received by the surroundings organs at risk. Manual
contouring can provide these delineations but it is time consuming and prone to
inter-expert variability. To overcome these drawbacks, algorithms can be used
to get automatic delineations of the organs at risk. The Head and Neck Auto-
Segmentation Challenge 2010 aims at comparing several of these algorithms in
the context of the delineation of the parotid glands, that are among the most
critical structures in the head and neck. Indeed, these glands are the most im-
portant salivary glands and their irradiation can result in xerostomia and dental
complications. Therefore, sparing them from irradiation as much as possible is
essential to preserve the quality of life of the patient after the treatment.

Atlas-based approaches have been proposed to get automatic delineations
of the organs at risk in the brain [1], and automatic delineations of the lymph
nodes and/or organs at risk in the head and neck region [2, 3]. When using
atlas-based segmentation, the choice of the atlas is crucial, and several strategies
have been proposed. The first introduced strategy was to use a single atlas for
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segmenting all the images. This atlas can be an artificial delineated volume [1]
or a particular manually delineated image but the accuracy of the resulting
segmentation may be low for patients whose anatomy is too different from the
atlas. If a database of several manually delineated images is available, there are
two ways to solve this problem. The first way is to build an average atlas from the
database and to use it for segmenting the patients [3]. If the database is sufficient
to represent the variability of the population, this solution enables defining an
atlas that is in the center of the population, and therefore close enough to most
of the patients. However, such an atlas can still fail to segment some particular
anatomies that are not well-represented in the database (for instance corpulent
patients or patients with high neck flexion). The second way to take advantage
of the training database is to select, for each new query image to segment, the
image of the database that is the most similar to the query image, and to use
it as atlas [4, 5]. This enables being more robust to non-common anatomies. By
extension, it has also been proposed to select several of the most similar images
and to combine their segmentations for segmenting the query image [6]. This
approach is commonly called multi-atlas segmentation.

In the multi-atlas segmentation approaches, the selection of the most similar
images can also be performed regionally as in [7–10] instead of globally. We pro-
pose here to go one step further by using a voxel-wise selection. In addition, in-
stead of selecting the most similar images and combine their segmentations with
equal weights, we keep all the images and weight their segmentations according
to an intensity-based weighting system. Though a bit different, our approach has
some similarities with one method proposed in [11].

Finally, we applied our method with the database provided by the Princess
Margaret Hospital, which is composed of 10 training images and 8 testing images.

2 Method

We denote by P a query image to segment. We assume that a training database
of N manually delineated images {Ik}k∈[1...N ] is available.

2.1 Efficient resampling of the training images on the query image

Registering each training image Ik on the query image requires to perform N
non-linear registrations. To avoid these multiple registrations, we use here the
intermediate coordinate system of an average intensity image M . This average
intensity image is built from the N training images using the algorithm of Gui-
mond et al. [12]. As registration method, we perform an affine registration [13]
and then a non-linear registration [14] that are both based on a block-matching
framework. Guimond’s algorithm not only provides us the average intensity im-
age M , but also the transformations TIk←M enabling to resample each image Ik

of the database on M . All these preliminary steps are done off-line.
Then, the query image and the average intensity image M are non-linearly

registered using the same framework than the one detailed above. This provides
the transformation TM←P . At the end, each image Ik and its segmentation can
be resampled on the query image with the transformation TIk←M ◦ TM←P .
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2.2 Intensity-weighted majority vote rule

Let us denote by s ∈ [1 . . . L] the labels of the anatomical structures of interest,
the label s = 0 representing the background. At this step, the images Ik and
their associated segmentations Sk have been resampled onto the query image
P . We call Ĩk and S̃k the images and segmentations resampled onto P . Each
resampled segmentation S̃k can be seen as a candidate segmentation for the
query image. Combining the N candidate segmentations {S̃k}k∈[1...N ] enables
compensating the local errors that can be introduced by some of them, and can
therefore enhance accuracy and robustness.

To estimate the probability p(x ∈ s) of the voxel x to belong to each label
s ∈ [0 . . . L], we apply a weighted majority vote rule, as described below:

∀s ∈ [0 . . . L] p(x ∈ s) =
1PK

k=1 ωk(x)

KX
k=1

ωk(x) δ
“
S̃k(x), s

”
(1)

where δ(S̃k(x), s) = 1 if S̃k(x) = s and 0 otherwise. In this equation, the weight
ωk(x) reflects the local degree of similarity between P and Ĩk on a neighborhood
V (x) of the voxel x. We defined it as the inverse of the SSD (Sum of Squared
Differences), so that high weights are given to the candidate segmentations S̃k

for which the intensity similarity between P and Ĩk is high on V (x):

∀k ∈ [1 . . . K] ωk(x) =
1

SSDV (x)(P, Ĩk)
=

1
1

card(V (x))

P
y∈V (x)[P (y) − Ĩk(y)]2

(2)

Then, we assign the voxel x to the label s̃(x) having the highest probability:
s̃(x) = arg maxs∈[0...L] p(x ∈ s). In case there is one or several images Ĩk for which
SSDV (x)(P, Ĩk) = 0, then we compute s̃(x) using a simple majority vote rule
from the corresponding S̃k, without taking into account the other segmentations.

Finally, we apply a morphological closing to smooth the resulting segmenta-
tion and we extract the main connected component.

3 Evaluation

The database of images was provided by the Princess Margaret Hospital in
Toronto. The training database was composed of 10 images for which the parotids
were manually delineated by an expert. The testing database was composed of
8 images. The voxel size was 0.976562× 0.976562× 2 mm3 for almost all images
and the matrix size was 512 × 512. To increase the size of the training database,
we symmetrized each training image and its manual delineations with respect to
the mid-sagittal plane. Thus, we had a training database of N = 20 delineated
images. We built an average intensity image from these 20 images using [12].
Then, for each of the 8 query images of the testing database, we resampled the
20 images of the training database on it (as described in 2.1), and we performed
the multi-atlas based segmentation process in the coordinate system of the query
image (as described in 2.2). In this last step, the local similarity measures were
computed on a 3×3×3 neighborhood. The figure 1 and the overlap and Hausdorff
distance raw results were provided by the organizers of the workshop.
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3.1 Qualitative Results

Figure 1 shows the automatic and manual segmentations for a particular patient
of the testing database. The top images illustrate well the problem of dental
artifacts, which are one of the main issues in segmenting organs of the head
and neck on CT images. Indeed, these artifacts introduce a bias in the inten-
sity distribution especially in the area of the parotids, which can corrupt our
intensity-based similarity metric and result in local errors in the segmentation.

Fig. 1. Qualitative results of segmentation obtained with our method (red
contours) compared to the ground truth manual segmentation performed
by a single observer (green contours).
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3.2 Quantitative Results

The quantitative evaluation is based on overlap measures (Dice index, presented
in Table 1) and distance measures (Hausdorff distances (HD), presented in Table
2). These measures were computed slice by slice and the average/median values
over all the slices are shown in the columns 2 and 3 of Tables 1 and 2. The
volumetric Dice was also computed (column 4 of Table 1). Finally, the column
4 of Table 2 contains the number of slices for which the Hausdorff distance was
greater than 3mm. More details on these measures can be found in [15].

First, the quantitative measures show that our method fails to segment the
dataset #13. The particularity of this dataset is that it has a truncated field of
view and an important neck flexion compared to the majority of the patients
in the training database. We visually inspected the intermediate results for this
patient, and concluded that the failure occurred during the non-linear registra-
tion of the query image with the average atlas. The rigid and affine part of this
registration work pretty well and the truncated field of view of the patient is
well-taken into account in the registration. The failure appears in the non-linear
part of the registration and is due to the high neck flexion of the patient. As the
remaining of the algorithm (resampling of the training images/segmentations on
the query and multi-atlas segmentation) directly relies on this registration, the
resulting automatic segmentation is not localized in the correct area and the
numerical results are very bad (Dice ≈ 0 and HD > 40mm).

Statistics computed on the remaining of the testing datasets (ie left and right
parotids of datasets #11, #12, #14, #15, #16, #17 and #18) are shown at the
bottom of Tables 1 and 2. Numerical results obtained for both parotids were
considered together to compute these statistics. We chose to exclude the dataset
#13 to compute statistics in order to illustrate the capacities of the algorithm
when no registration failure happens. We believe that such registration failure is
quite rare (this is confirmed by experiments launched on another database, with
registration failure occuring for only 2 images out of 105) and that taking it into
account while computing statistics over 8 datasets only would introduce a bias.
All remaining datasets provided a median slice HD that ranges between 3.91mm
and 10.34mm, with an average of 6.42mm. As to the median slice overlap values,
they range between 75.0 % and 90.4 %, with an average of 85.3 %.

Finally, our algorithm does not perform very well with respect to the number
of slices for which the Hausdorff distance was greater than 3mm (column 4 of
Table 2). Indeed, the best case is the left parotid of dataset #16 for which 22
slices out of 29 have an HD greater than 3mm.

3.3 Discussion

The low accuracy obtained for dataset #13 is caused by a failure in the regis-
tration between the query image and the average atlas. This failure is due to
the different neck flexions in the two images to register (high neck flexion in the
query image, and standard neck flexion in the average atlas). Actually, this kind
of problem could potentially occur with any other particular anatomy that is
marginally represented in the training database (like corpulence for instance).
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Dataset No. Average slice OV Median slice OV Total volume OV

R
ig

h
t

p
a
ro

ti
d

11 81.6% 87.1% 85.7%
12 81.7% 83.2% 83.5%
13 4.0 % 0.6 % 4.0 %
14 85.3% 89.0% 87.6%
15 83.6% 88.4% 88.3%
16 79.9% 83.7% 82.6%
17 77.8% 83.3% 82.9%
18 80.8% 85.1% 84.5%

L
ef

t
p
a
ro

ti
d

11 77.0% 82.1% 83.5%
12 82.8% 87.4% 86.2%
13 0.0 % 0.0 % 0.0 %
14 85.3% 90.4% 88.8%
15 83.1% 86.0% 86.9%
16 82.4% 85.4% 84.5%
17 67.7% 75.0% 76.4%
18 80.0% 83.5% 83.1%

Statistics with dataset #13 excluded:

Min-Max [67.7 % - 85.3 %] [75.0 % - 90.4 %] [76.4 % - 88.8 %]

Average 80.6 % ± 4.5 % 85.0 % ± 3.8 % 84.6 % ± 3.1 %

Median 81.7 % 85.3 % 84.5 %

Table 1. Overlap (OV) statistics for left and right parotid segmentation in the testing
datasets.

Dataset No. Average slice HD Median slice HD
No. of slices

( HD > 3 mm )

R
ig

h
t

p
a
ro

ti
d

11 7.09 6.69 32 (32)
12 5.35 5.61 30 (30)
13 41.22 40.06 26 (26)
14 5.18 4.63 24 (23)
15 7.32 7.03 26 (24)
16 4.90 4.88 31 (25)
17 9.12 6.91 27 (27)
18 6.38 5.90 25 (23)

L
ef

t
p
a
ro

ti
d

11 6.76 6.40 34 (33)
12 5.76 4.63 28 (26)
13 50.32 48.65 26 (26)
14 6.19 6.94 24 (20)
15 8.96 7.91 23 (23)
16 4.37 3.91 29 (22)
17 12.37 10.34 33 (33)
18 8.15 8.07 24 (24)

Statistics with dataset #13 excluded:

Min-Max [4.37 - 12.37] [3.91 - 10.34] -

Average 6.99 ± 2.12 6.42 ± 1.69 -

Median 6.57 6.55 -
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A way to avoid this kind of problem is to directly register each training
image with the query image instead of using the average atlas as intermediate
coordinate system. Indeed, the resulting segmentation does no longer rely on a
single registration but on multiple independent registrations. If the query image
has a particular anatomy that is represented by a small minority of datasets in
the training database, then at least the direct registrations with those particu-
lar datasets will succeed, which would be sufficient to improve significantly the
accuracy of the resulting segmentation. Of course, the main drawback of this
method is that it increases the computation time. However, the recent advances
in parallel programming may help to solve this problem.

In the perspective of evaluating our algorithms before submission to the
workshop, we also provided to the organizers the resulting segmentations ob-
tained for the testing database when the query image was directly registered
to each training image. The improvement with respect to the algorithm using
the average atlas as intermediate coordinate system is significant for the dataset
#13: the total volume overlap reaches 47 % instead of 4 % for the right parotid,
and 15 % instead of 0 % for the left parotid. There is no significant difference be-
tween the two methods for the other datasets, indicating that the approximation
TIk←P ≈ TIk←M ◦ TM←P is valid for these datasets.

4 Conclusion

We presented a multi-atlas based segmentation approach and applied it with the
database provided by the Head And Neck Auto-Segmentation Challenge 2010.
Our method uses a pre-built average intensity image as intermediate coordinate
system to deform the images/segmentations of the training database onto the
query. Then, a multi-atlas segmentation algorithm is performed in the coordinate
system of the query. This algorithm enables weighting locally the influence of
each training dataset with respect to its local intensity similarity to the query.

Our results show that our approach provides segmentation with reasonable
accuracy for 7 testing datasets out of 8 (average Dice of 84.6 %). Our framework
fails to segment the remaining patient (dataset #13) because of its high neck
flexion that causes errors in the registration with the average atlas. We demon-
strated that registering directly each training image to the query enabled im-
proving significantly the segmentation accuracy for this dataset. This approach
is therefore more robust to particular anatomies (high neck flexion, corpulence)
than the approach that uses the average atlas as intermediate coordinate system.
However, it is computationally too expensive for the on-site live contest, which
is the reason why we submitted the approach that uses the average atlas.

As to the evaluation, this study uses 10 training images and 8 testing images.
Increasing the training database would enable a better representation of the
anatomical variability present in the head and neck region, and it is likely to
improve the results as our method consists in weighting the training images
according to their similarity to the query. As to the testing database, the online
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contest will enable assessing our method on 7 more unseen datasets, which will
increase the statistical significance of the results.

Finally, we will study the impact of the neighborhood size on the weights
and also test to what extent undersampling to 256×256 decreases the accuracy.

Acknowledgments This work was undertaken with the MAESTRO project (IP
CE503564) funded by the European Commission, and was also funded by ANRT.
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Abstract. A new method of image segmentation is proposed with the intent of 
incorporating context, both immediate and broad.  The context is expressed as 
the region of interest (ROI), and as spatially-varying prior (SVP) probabilities, 
in a Bayesian classifier.  The ROI is computed by first segmenting the entire 
image into 42 anatomic structures, and then applying a set of anatomic 
guidelines to establish patient-specific boundaries.  The Bayesian priors are set 
to zero outside the ROI in order to situate the classifier to operate relative to 
anatomic landmarks.  The prior representing broad context is computed by 
deforming a probabilistic atlas constructed from training data.  The prior 
representing immediate context is computed by propagating the online results of 
segmenting neighboring slices.  Disappointing quantitative results (mean Dice 
volume overlap value of 71%) prompted us to replace the Demons deformation 
with the new Marionette method for the online portion of the MICCAI Auto-
segmentation Challenge 2010. 

Keywords: Image segmentation, image deformation, radiation therapy, 
contouring 

1   Introduction 

Radiation therapy planning aims to maximize the dose gradient between the target 
volumes and the organs at risk (OAR).  This process involves delineating the 
boundaries of these organs, which is usually accomplished through a blend of manual 
contouring and editing of automatically generated contours.  Contouring for cancers 
of the head and neck (H&N) demands a more meticulous attention to detail than does 
most other regions.  The OAR in the H&N exhibit non-convex forms, such that 
manual drawing requires several hours of tedious work. 

With the exception of tumors very low in the neck, parotid glands are a prominent 
pair of OAR, appearing in roughly 95% of H&N contoured plans.  Each gland 
consists of a superficial lobe and a deep lobe connected by a narrow isthmus, yielding 
an asymmetric shape.  Responsible for producing saliva, excessive irradiation of the 
parotids causes xerostomia and adverse effects on quality of life [1].  Radiation 
modifies the chloride pump at the cell membrane level so that parotid cell volume 
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shrinks during treatment while the number of cells stands.  Complication probabilities 
can be read off a curve indexed by degree of irradiation of the parotid glands. 

When contoured manually by experts, studies show significant differences in mean 
parotid volume between observers, and between modalities [2].  When imaged by 
computed tomography (CT), the parotid tissue appears between fat and muscle in 
intensity, but the range is much broader, partially overlapping both fat and muscle.  
Some reasons for this are that the glands gain more fat with age, and they are 
vascularized so that tiny bright vessel spots appear inside as the external carotid artery 
runs through, and bifurcates within, the interior of the parotid. 

The approach taken by this paper is to attempt to discern the CT intensity 
characteristics, while simultaneously relying on context to varying degree, depending 
on image ambiguity.  The popular method for introducing context is atlas-based 
segmentation [3,4,5] because a labeled reference scan is a straightforward means of 
representing many irregularly shaped structures.  In addition to an atlas, we adopt the 
idea of defining anatomic landmarks that bound where in the image the classifier is 
permitted to practice [6]. 

2   Methods 

Akin to consensus guidelines that define anatomic bounds for use by manual raters 
[6], we generate an ROI that situates a classifier. 

2.1   Computation of the ROI  

The first step in generating the ROI is to segment the entire CT volume into tissue 
types (air, fat, muscle, bone, skin) using an adaptive Bayesian classifier with Markov 
random fields within a framework of expectation maximization (EM) [7].  
Segmentation then proceeds to label 42 H&N structures using anatomic logic and 
shape models based on geometric primitives [8].  This entire process consumes only 
30 seconds on standard single-processor PC. 

Given this segmentation, the ROI is drawn by computer relative to anatomic 
landmarks.  This can be conceptualized as a generative model for certain anatomy, 
namely the parotids, relative to other anatomy.  The parotid glands are expected to 
reside in the space bordered superiorly by the middle ear and zygomatic arch, and 
inferiorly by the bottom reaches of the mandible body.  The medial boundaries are 
carved by the styloid process of the temporal bone, while the lateral boundary is the 
skin.  The anterior limits are established by the fact that the parotid lies along the 
masseter, and it wraps around the posterior tip of the mandible ramus.  The posterior 
boundary is buttressed by the sternocleidomastoid and the mastoid process. 

Figure 1 illustrates various steps in this process for case #16 of the testing data, 
which is the case on which our quantitative results were the poorest.  Compare the 
rightmost frame of Figure 1 with the bottom left frame of Figure 4, and it is readily 
apparent that the ROI itself would have been a better solution than the final output of 
the complete algorithm.  We will address this observation further in the discussion 
section. 
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Fig. 1. On the left, is shown the initial segmentation into couch, body, and background.  In the 
center, is the segmentation into 5 tissues types (air, fat, muscle, bone, skin).  On the right, is the 
segmentation into organs with the ROI for the parotid glands drawn in pink on the left-hand 
side, and dark blue on the right-hand side.  Other organs labeled on this slice include the 
cranium, brainstem, C1, dens, mandible, pharynx, and teeth. 

2.2   Computation of the Spatially Varying Prior Probabilities 

A probabilistic atlas was computed from the training set of 10 CT scans provided by 
the MICCAI Head and Neck Auto-Segmentation Challenge 2010.  Case #6 was 
chosen as the reference scan to which the other 9 scans were deformed.  The 
deformation system consisted of affine registration followed by the Insight Toolkit’s 
(ITK) implementation of the demons algorithm for free-form deformation [9].   

The output of the deformation process is a 3D warp field for each case.  If a warp 
field were applied to a binary mask, such as the manually delineated parotid glands 
included in the training set, then the warped mask would suffer from fragmentation 
and holes.  Therefore, the warp field is applied not to the masks, but instead to 3D 
meshes generated from each mask by using the method of marching cubes.  After the 
mesh vertices are displaced, the masks are regenerated using ITK’s rasterization filter.  
The resultant masks are accumulated and normalized to form the probability map 
shown in Figure 2.  Since there were only 10 discrete levels owing to the size of the 
training set, the map is smoothed by convolution with a 3D Gaussian kernel. 

In order to apply the atlas to the test data, the average of the 10 deformed training 
scans was deformed, again using ITK, to each of the test scans.  The resultant warp 
field was also applied to the probability map. 

We refer to this atlas-based probability map as the broad prior.  Another type of 
prior, the immediate prior is computed online during the segmentation of each scan.  
It is generated from the binary mask segmentation of the parotid gland on the 
immediately neighboring slice.  The mask is converted to a smoothly varying map 
whose values are floats on [0.0, 1.0]. The first slice segmented is the slice on which 
C1, the first cervical vertebrae, has the widest span, which is the slice depicted in 
Figure 1 for case #16.  We know with confidence that the parotid glands can be 
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expected to have a large, if not the largest, cross-sectional area on this particular slice.  
From here, segmentation propagates in both directions, inferior and superior, always 
using the previously visited slice to compute the immediate prior. 

 

Fig. 2. Three slices of the probability map computed from fusing the 10 scans of the training 
data.  Greater brightness corresponds to greater likelihood of finding parotid glands at specific 
voxel locations.  From left to right, are inferior, middle, and superior slices. 

2.3   Situated Bayesian Classification 

The likelihood, p(d|h), is the probability of CT intensity data, d, given a tissue class 
hypothesis, h.  We assume Gaussian forms for each likelihood, and we estimate the 
governing parameters online with the adaptive classifier of Section 2.1.  We measured 
the statistics of CT values within the manually delineated parotid glands of the 
training data, and derived the following equations to express the parameters for the 
parotid tissue class in terms of the parameters of the fat and muscle tissue classes that 
are discovered online: 

MuscleParotid

MuscleFatParotid

SDSD
MeanMeanMean

*)7.3(

*)59.0(*)41.0(

(

((
 

(1) 

We have two prior probabilities, pB(h) and pI(h), one broad and one immediate, to 
combine into a single prior, p(h).  We combine them using a blending factor, b, on 
[0.5, 1.0] that specifies the degree to which to favor the broad prior over the 
immediate prior.  This blending factor varies with the degree to which the slice 
contains dental artifacts, which compromise the integrity of data, d.  The artifacts are 
detected by fuzzy logic that examines image characteristics in the mandible’s vicinity. 

The Bayesian classifier computes the a posteriori probability for each of just three 
tissue classes (fat, parotid, muscle) within the ROI, and selects the class associated 
with the maximum a posteriori (MAP) probability, as expressed in Equation 2. 

))1(*)(*)((*)|(maxarg bhpbhphdph IBHhMAP bpa
Hh

 (2) 

2.4   The Marionette Method of Image Deformation 

A new method of image deformation was recently introduced in [10] with the intent 
of improving the anatomic significance of the results.  Instead of allowing each image 
voxel to move in any direction, only a few anatomic motions are permissible. The 
reference image and subject image are both segmented automatically.  These 
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segmentations are then analyzed to divine the values of the few parameters that 
govern the allowable motions. Given these model parameters, a deformation field is 
generated directly without iteration.  This field is then passed into a pure free-form 
deformation process in order to account for any motion not captured by the model. 

Analogous to strings on a marionette, this approach manipulates parameters that 
tilt, swivel, and nod the cranium, swing the mandible, and shrink/expand fatty tissue 
to account for weight loss/gain.  It was originally designed for adaptive radiation 
therapy, where the reference image is the planning image, and the subject image is the 
daily image of the same patient.  However, we propose applying it to atlas-based 
image segmentation with the following modifications: the cranium and mandible are 
each allowed to scale in size.  Figure 3 suggests substantial improvement for case 
#16. Contrast the correctly sized parotid masks of (c) with the overly shrunk version 
of (d).  Also observe how much a 7-parameter marionette method can transform (b) 
into (c).  The pharynx is not reconciled because it is not captured by the model. 

 

Fig. 3. (a) Case #6 with manual contours overlaid.  (b) Case #16 with the atlas contours 
overlaid prior to deformation.  (c)  Case #16 deformed by the Marionette method with the atlas 
contours overlaid.  (d) Case #16 with the original atlas, constructed using Demons, at a 40% 
threshold.  (e) Original results produced using the method from (d) instead of (c). 

3   Results 

The datasets used in this paper were provided by the MICCAI Head and Neck Auto-
Segmentation Challenge 2010, courtesy of Princess Margaret Hospital, Toronto.  The 
training data consists of 10 cases whose manual segmentations created by a clinical 
expert have been provided to us.  The test data consists of 8 cases whose manual 
segmentations have been kept hidden. 

A pre-processing step Gaussian smoothed and downsampled the data in-plane to 
reduce resolution to 256x256 to conserve memory and time.  We did not crop away 
slices, but rather, we input the entire volumes into the initial segmentation stage of 
Figure 2.  The resulting segmentations provided the context for automatically 
cropping away slices to reveal smaller slabs for deforming using ITK.  Slabs with 44 
slices and 128x128 in-plane resolution were affine registered and deformed in 6 
minutes.  Finally, the parotid segmentation, given the initial segmentation and 
deformed atlas, took another second to run.  The marionette method of deformation 
required only 9 seconds to run, but it was not being used yet at the time that the 
quantitative results were generated.  These results are presented in Tables 1-4, and 
Figure 4. 
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Fig. 4. The results of case #16 compare the automatic (red) and manual (green) contours.  
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4   Discussion 

Upon receiving the quantitative results, we were disappointed with the degree to 
which our results consistently under-segmented the gland, as shown in Figure 4.  Our 
atlas reference, case #6, appears to be a hefty male, while case #16 appears to be a 
slim female.  Consequently, the demons deformation over-shrunk the parotid portion 
of the atlas.  The ROI that situates the Bayesian classifier forms a suitable 
segmentation alone, which prompted us to reconsider the atlas-based portion of the 
algorithm.  Indeed, replacing the demons-based method with the marionette-based 
method [10] produces substantially better results, as shown in Figure 3, but this is 
merely qualitative at present.  We look forward to measuring new quantitative results 
at the online portion of the MICCAI Head and Neck Auto-Segmentation Challenge 
2010. 
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Abstract. Treatment planning for high precision radiotherapy of head
and neck (H&N) cancer patients requires accurate delineation of many
critical structures. Manual contouring is tedious and often suffers from
large inter- and intra-rater variability. To reduce manual labor, we have
previously developed a fully automated, atlas-based method for H&N CT
image segmentation [1, 2]. In this work, we adapt the previous method
and apply it to tackle the parotid segmentation problem in the MIC-
CAI 2010 H&N Segmentation Challenge. The proposed method applies
a hybrid deformable image registration to map parotid labels from an
atlas image to the subject, the result of which is then refined using a
deformable surface model approach. Segmentation fusion using multiple-
atlases is also employed to further improve the segmentation accuracy.
Validation results on eight clinical datasets distributed by the MICCAI
workshop showed that the proposed method gave accurate segmentation
results, with a volume overlap above 85% for most subjects.

1 Introduction

Treatment planning for high precision radiotherapy of head and neck (H&N)
cancer patients requires accurate delineation of target volumes and OARs on
planning computed tomography (CT) images. Manual contouring is tedious and
time-consuming, and often suffers from large intra- and inter- rater variability.
Tools for automated segmentation are thus needed.

We have previously developed a fully automated atlas-based segmentation
method for H&N CT images [1, 2], which consists of a hierarchical atlas reg-
istration method and a multiple atlas fusion strategy. The method was shown
to produce very accurate results for the segmentation of the mandible and the
brainstem [2], as well as some other structures [1]. In this work, we adapt the pre-
vious method to the segmentation of the left and right parotids, as required by
the MICCAI 2010 H&N Auto-Segmentation Challenge. In particular, a different
atlas registration method is used here to account for the limitation of the train-
ing data (i.e., only parotids labels are available for each atlas). The rest follows
a similar strategy as our earlier work: we apply a deformable surface model to
improve the segmentation results of individual atlases and use multi-atlas fusion
to achieve overall better accuracy. In the following, we first briefly summarize
the multi-atlas segmentation framework and then describe the atlas registration
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and segmentation refinement methods in more details. Finally, we present the
validation results based on the test datasets provided by the workshop.

2 Method

2.1 Overview

The overall framework stays the same as in the previous work [2], where the
segmentation of a new subject is computed by applying multiple atlases sep-
arately and then combining the individual segmentation results. The STAPLE
(Simultaneous Truth And Performance Level Evaluation) algorithm, as originally
introduced by Warfield et al. [3], is applied as the segmentation fusion method.

The multi-atlas fusion strategy still requires a reliable atlas registration and
segmentation method in order to get good segmentation result for each individ-
ual atlas. In this work, we apply a hybrid non-linear image registration method
to align the subject to a chosen atlas, following a global linear registration. The
mapped structure labels are then refined by a deformable model method to fur-
ther improve the accuracy. The linear registration method applied here is exactly
the same as in [2]. Thus, in the next we only present the new non-linear image
registration algorithm and the deformable model-based parotid refinement.

2.2 Dense Hybrid Deformable Registration

The goal of the deformable registration is to align details between the atlas
and the subject images, given an initial linear registration. We use here a non-
parametric transformation model, where the image transformation T is modeled
directly as a vectorial displacement field U, such that T (x) = x + U(x) for
every image point x. In order to be able to handle intensity contrast changes
that often exist between CT images of different subjects in the parotid region,
we have designed a hybrid image matching metric to be used at this step. This
hybrid metric is a combination of the popular MI metric and a new normalized-
sum-of-squared-differences (NSSD) metric:

JH(I, J,U) = −MI(I, J,U) + w · NSSD(Ĩ , J̃ ,U), (1)

where I and J denote the atlas and the subject images respectively, and w
denotes a relative weighting of the two terms. From our experience, this hybrid
similarity measure provides better image alignment than using the MI metric
alone since the latter cannot account for local image contrast changes. Thus,
this new metric tends to improve the segmentation accuracy for all structures
comparing to the MI-only method of [2], not just limited to the parotids.

Definition of the MI metric is skipped here, which can be found in [4, 5]. The
NSSD-term is an edge-based alignment metric, which is defined as follows:

NSSD(Ĩ , J̃ ,U) =
1
N

∑
x

‖Ĩ(x) − J̃(T (x))‖2, (2)
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where

Ĩ(x) =
I(x) − μI(x)

σI(x)
, (3)

and μI = Gσ ∗ I and σ2
I = Gσ ∗ (I − μI)2 denote the local intensity mean and

local intensity variation for image I. Gσ denotes a Gaussian filter with kernel
size σ (the kernel size σ is chosen to be two times the image voxel size in all later
experiments). Similar notations hold for image J . We call Ĩ and J̃ the normalized
local offset images as implied by Eq. (3).

The solution for the optimal deformation field can be found using a compos-
itive, explicit local search scheme similar to what we initially proposed in [5].
In particular, the deformation field U is updated iteratively according to the
following equation:

Un = Un−1 ◦ (Id + un) + un; (4)

or equivalently,

Un(x) = Un−1(x + un(x)) + un(x), ∀x. (5)

In Eq. (4), Id denotes the identity transformation, “◦” denotes transformation
composition, and un is a local update field that optimizes the hybrid image
metric at each iteration step.

In this work, the update field in Eq. (4) is computed as the average of two
separate update fields, one for each of the two similarity terms. Consider first
the NSSD-term. Given the previous estimation of the deformation field (Un−1),
an update field (un) can be found that minimizes the NSSD metric between Ĩ
and J̃n = J̃ ◦ (Id + Un−1):

NSSD(Ĩ , J̃n ◦ (Id + un)) =
1
N

∑
x

‖Ĩ(x) − J̃n(x + un(x))‖2. (6)

Since Eq. (6) is a summation of N -independent terms, the optimal update un(x)
at each atlas image location x can be found separately. In particular, we search
the local neighbors of x in the deformed subject image J̃n and find the neighbor
x′ that minimizes ‖Ĩ(x) − J̃n(x′ = x + un(x))‖2. This gives the update field
corresponding to the NSSD-term. A second update field can be computed sim-
ilarly that optimizes the MI-term, as initially described in [5]. We then average
the two update fields as mentioned above to get the final update field for the
whole hybrid image metric, which is further smoothed with a spatial Gaussian
filter. The regularized update field is applied to update the total deformation
field according to Eq. (4), and the result is regularized using another Gaussian
filter. The iteration is repeated until a user-specified number of steps or until
the hybrid metric in Eq. (1) stops decreasing.

This dense deformable registration is the most time-consuming part of the
whole atlas-based segmentation method. To improve the computation efficiency
and make multi-atlas segmentation feasible in practice, we have implemented this
deformable registration algorithm on NVIDIA GPUs using the NVIDIA CUDA
programming model. As we have observed, the GPU-based implementation easily
offers a speed-up of more than 25× comparing against a modern CPU.
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2.3 Refinement of Parotid Segmentation using Deformable Surface
Model

In the last step of parotid segmentation using a single atlas, a deformable sur-
face model method is applied to improve the initial segmentation result as pro-
duced by atlas registration and label mapping. Refinements for the left and right
parotids are computed separately at this step.

Mathematically, we denote the initial parotid surface (either left or right) by
a vector-valued parametric function x0(r, s) = [x0(r, s), y0(r, s), z0(r, s)], which
gives the position of each surface point (indexed by (r, s)1) in the subject image’s
coordinate system. We model the surface deformation using a surface deforma-
tion field d(r, s), such that x(r, s) = x0(r, s) + d(r, s) gives the final location
of each surface point. The surface refinement is then formulated as finding the
optimal solution, dopt, that minimizes the following energy functional:

E(d) =
∫ ∫

exp(−‖∇P (x(r, s))‖2)drds +
∫ ∫

‖∇d(r, s)‖2drds, (7)

where P (x) ∝ exp(−(J(x)−μp)2/σ2
p) measures the probablity that a point x of

the subject image J belongs to the parotid region. The parotid intensity mean
μp and variance σ2

p are estimated based on the initial segmentation result. In the
above equation, the first term drives the surface to the boundary of the estimated
parotid region and the second term enforces the regularity or smoothness of the
surface displacement field. Regularizing the surface deformation instead of the
surface itself allows capturing fine details of the object shape whereas at the
same time enforcing the deformed surface to stay close to the initial shape. The
solution is computed iteratively with a gradient-descent scheme. We limit the
refinement to a local neighborhood of the initial segmentation and this step
usually takes less than ten seconds. An example result is illustrated in Fig. 1.

Fig. 1. Illustration of deformable model based refinement of parotid segmentation. The
images show three cross-sections for one subject. The blue curves are the initial results
before refinement and the red curves are the final results.

1 The parameters (r, s) simply indicate that the surface is intrinsically a two-
dimensional object. In practice, we approximate the surface using a triangulated
surface mesh and each surface node is indexed by a unique number.
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3 Results and Discussions

A total of 18 datasets were provided by the MICCAI 2010 H&N Auto-Segmentation
Challenge workshop at the offline competition stage. Among the 18 datasets, 10
were provided as the training data, for which expert manual segmentations of
the parotids were made available. We used the 10 training datasets as the atlases
and applied the proposed method to process the remaining 8 test datasets. As
described in Section 2, for each test dataset, 10 individual segmentation results
were first computed using each of the 10 atlases, and the results were then fused
using the STAPLE algorithm to get the final auto-segmentation result. The fu-
sion was performed independently for the left and the right parotids. The final
auto-segmentation results for all test subjects were submitted to the organizers
of the workshop and evaluated against manual expert segmentation.

All experiments were carried out on a HP xw8400 desktop computer equipped
with an Intel Xeon Quad-core 2.66 GHz CPU and a NVIDIA GTX 280 graphics
card. The computation time was about 1 minute for each dataset if a single atlas
is used and the total computation time was about 10 minutes for 10 atlases.

Fig. 2 illustrates the segmentation results for the left and right parotids
for one test dataset. The figures were generated by an independent reviewer (an
organizer of the workshop). As we can see from the figures, the auto-segmentation
results match the manual segmentation pretty well except for slices that are
corrupted by streaking artifacts.

For quantitative evaluation, the auto- and manual- segmentations were com-
pared in a slice-by-slice fashion for each dataset and the following quantitative
measures were computed for each slice: the symmetric Hausdorff distance (HD)
and the Dice similarity coefficient. A volumetric Dice similarity coefficient was
also computed for each dataset to assess the overall volume overlap. Details of
these evaluation criteria and their computation can be found in [6].

The overall statistics of the quantitative measures are summarized in Ta-
bles 1-2 for the left parotid and Tables 3-4 for the right parotid. From these ta-
bles, it can be seen that the median slice-wise Hausdorff distance mostly ranges
between 4–6 mm. The median slice-wise Dice coefficient is mostly above 0.85 for
both the left and the right parotids. The total volume overlap for most subjects
is also close to or above 0.85. Thus, our method provided quite accurate seg-
mentation for this soft-tissue structure. We note that the dataset No. 13 has a
relatively low accuracy, which is due to the fact that No. 13 has a truncated field
of view and the parotid region is not fully contained in the image. The accuracy
for the dataset No. 17 is also low, which is because the parotids of this subject
are much smaller than all the atlas subjects.

We note that the segmentation accuracy is lower than our previous results
on the mandible and the brainstem [2]. This is largely due to the fact that the
parotid is a structure with low contrast in typical H&N CT images. In addition,
the parotid region is often corrupted by the streaking artifacts, as observed in
many of the provided datasets. The artifacts (in either the atlas or the subject
image) make the atlas registration more difficult and also limit the accuracy of
the model-based refinement.

301



Fig. 2. Snapshots of the parotid segmentation result for one test subject. Red curves
indicate the auto-segmentation result and green curves are the corresponding manual
segmentation.
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Dataset No. Mean HD Median HD No. of slices ( HD > 3 mm )

11 5.20 4.02 34 (31)

12 5.45 4.63 28 (23)

13 6.89 6.02 26 (26)

14 7.33 6.73 24 (22)

15 5.78 4.97 23 (21)

16 4.48 4.03 29 (23)

17 6.93 5.48 33 (31)

18 5.41 4.34 24 (20)

Table 1. Hausdorff distance (HD) statistics for left parotid segmentation in the testing
datasets.

Dataset No. Average slice OV Median slice OV Total volume OV

11 83.4 % 86.9 % 87.0 %

12 87.0 % 89.1 % 88.2 %

13 79.0 % 81.7 % 76.3 %

14 82.7 % 84.1 % 86.6 %

15 85.0 % 89.5 % 89.8 %

16 82.1 % 85.2 % 84.4 %

17 77.6 % 81.6 % 83.4 %

18 80.8 % 86.8 % 85.4 %

Table 2. Overlap (OV) statistics for left parotid segmentation in the testing datasets.

The last column in Table 1 and Table 3 shows the number of slices with a
Hausdorff distance greater than 3 mm for the left and the right parotid segmen-
tation results respectively. Typically, a Hausdorff distance greater than 3 mm
means that the auto-segmentation results need be edited before they can be
used clinically [6]. From the tables, it is seen that most slices still require some
editing. But from our experience, contour editing usually takes much less time
than drawing contours from scratch. Thus, the auto-segmentation method can
still help reduce manual contouring time in general. In addition, it has been
observed that editing a common auto-segmentation result usually helps improve
the consistency of contouring by different users. Of course, the current data is
insufficient to validate any of these claims.

4 Conclusion

In this work, we have developed an atlas-based method for fully automatic seg-
mentation of parotids in H&N CT images. From the experimental results gen-
erated for the MICCAI 2010 H&N Auto-segmentation Challenge workshop, it
was shown that the method offered good accuracy on real clinical data, as indi-
cated by a mean volume Dice coefficient above 0.85 for most cases. On the other
hand, automatic parotid segmentation is still a challenging problem due to the
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Dataset No. Mean HD Median HD No. of slices ( HD > 3 mm )

11 6.16 6.25 32 (29)

12 6.87 5.69 30 (30)

13 6.42 5.78 26 (25)

14 6.31 5.25 24 (24)

15 7.06 5.27 26 (24)

16 3.57 3.09 31 (19)

17 4.81 3.91 27 (23)

18 4.31 3.73 25 (18)

Table 3. Hausdorff distance (HD) statistics for right parotid segmentation in the
testing datasets.

Dataset No. Average slice OV Median slice OV Total volume OV

11 85.7 % 89.4 % 88.1 %

12 82.4 % 85.6 % 84.9 %

13 83.4 % 87.5 % 82.8 %

14 81.4 % 85.3 % 85.3 %

15 83.4 % 88.2 % 88.1 %

16 86.2 % 87.4 % 86.8 %

17 77.3 % 84.8 % 83.8 %

18 82.8 % 88.7 % 88.2 %

Table 4. Overlap (OV) statistics for right parotid segmentation in the testing datasets.

usual presence of streaking artifacts in this region and the relatively low image
contrast. Future work will further improve the accuracy by studying adaptive
atlas selection, and investigating the use of statistical shape model for parotid
refinement.
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Abstract. The bilateral parotid glands were segmented using a regis-
tration scheme followed by level set segmentation. A training set con-
sisting of computerized tomography from 10 patients with segmentation
of the bilateral glands was used to optimize the parameters of registra-
tion and level set segmentation. The method was evaluated on a test set
consisting of 8 corresponding data sets. The attained total volume Dice
coefficient and mean Haussdorff distance were 0.61 ± 0.20 and 15.6 ± 7.4
mm respectively. The method has improvement capabilities for potential
clinical introduction.

1 Introduction

Cancer is the greatest killer worldwide accounting for more than 7,5 million
deaths [1]. Radiotherapy has become a large part of the clinical treatment of
cancer. Newer, more sophisticated and intelligent methods for applying radia-
tion has allowed clinicians to radiate volumes precisely with greater doses [2].
This leads to a demand for precise contouring methods for cancer tissue as well
as healthy tissue which should be spared from the harmful radiation. Manual
contouring on computerized tomography (CT) images has been the prevalent
method used in the clinic for delineating volumes of interest (VOI).

But manual contouring has shown to have several drawbacks. The method
shows variability both inter-subject and intra-subject in contouring tumors [3]
as well as healthy tissue [4]. The method is also time consuming in a clinic
with increasing patient flow and a high emphasis on budget control. Automatic
segmentation methods seem to be the solution to these problems [5]. These
methods could pre-process the images of the patient creating contours for VOI.
Leaving the radiation oncologist to evaluate and modify the contours instead of
manual contouring.

In this paper we show that automatic contouring of the bilateral parotid
glands is possible by combining registration and level set methods. The registra-
tion method uses a diffusive regularizer and uses basis functions to interpolate
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the image [6]. All patients with segmented parotid glands are registered into
the patients with unknown segmentations. The volume where most of the trans-
formed segmentations are located is taken as an initial guess for the level set
segmentation. The level set segmentation is based on the work by Osher and
Sethian [7] and is dominated by extrinsic and intrinsic forces.

2 Data

The provided data set consisted of 18 CT datasets from Princess Margaret Hospi-
tal representing a subset of a real clinical patient population. The CT resolution
was 0.98 mm in both direction of the transversal plane and 2.0 mm along its
axis. The data was given as values between 0 and 4096 with a value of 1000
regarded to be 0 HU. In the transversal plane the dimensions were 512 by 512
voxels and with 108-191 slices along the transversal axis.

10 of the datasets were supplemented with manual segmentations of the bi-
lateral parotid glands, henceforth called the training set. The manual segmen-
tations had been created by a clinical expert using standard manual delineation
tools. The segmentations were provided as a volumetric binary mask with the
same dimensions as the corresponding CT. The remaining 8 datasets without
segmentations are referred to as the test set.

3 Methods

To decrease the computational load of the registration the CT data were initially
reduced. The reduction was performed automatically to remove slices below the
upper part of the neck and above the lower part of the nose. The coronal axis
was cut at the front of the mandibles and in the back around the ears. The
saggital axis included all of the head.

3.1 Image Registration

The registration used in this work is shortly summarized in this section. For
more extensive information about the methods used the reader is referred to [6].

The registration consists of two individual transformations. A preliminary
affine registration to align head position and size followed by a cubic b-spline
registration to align organs, bones, and surfaces. The parameters of the regis-
tration was found by minimization of the objective function

C[R, T ;φ] = D[R, T ◦ φ] + αS[φ], (1)

where R is the reference image, and T is the template, with a segmentation,
which we will transform into the reference. φ is the transformation, D is the dis-
similarity measure, in this instance sum of squared difference, S is the regularizer
described below, and α is a trade-off constant.
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The scale space of the image was used for the registration to avoid a local
minimum solution. Afterwards the CT data was interpolated by combinations
of 1 dimensional cubic b-splines. The knots of the splines were placed at each
sampling point and provided spatial derivatives. In order to find the coefficients
of the splines a linear system was set up

Bw = I , (2)

where B is a sparse matrix consisting only of the spline basis for one knot along
each row, w is a matrix consisting of the spline coefficients, and I is the image
matrix that we are interpolating.

Afterwards the transformation of the template could procede. Each of the
transformations are parametrically defined as

φ(x;p) = x+ u(x;p) = x+A(x)g(p), (3)

where x is the position vector, p is the transformation parameter vector, A is
the spatial basis, and g is the parameter kernel.

For the affine transformation a solution is found relatively easy because of the
few number of parameters. But when making the cubic b-spline transformation
a regularizer is needed. The used diffusive regularizer was defined as

Sdif (φ) = tr(∇uT
∇uT ), (4)

where ∇u is the relative displacement gradient.
Once the problem has been defined and discretized it is then possible to opti-

mize the transformation parameters using a limited memory Broyden-Fletcher-
Goldfarb-Shanno algorithm [8].

3.2 Level Set Method

We are interested in surfaces when using the level set methods for segmentation.
A matrix of the same size as our image is defined and the surface voxels are
represented with 0 and every other voxel represented as the distance to the closest
point of the surface, negative inside and positive on the outside of the surface.
These are the level set values. The result of the registration was employed as the
initial surface. The surface evolves iteratively by using the following equation

ηn+1,x = ηn,x −Δt (V(x) · ∇ηn(x) + a(x) − b(x)) , (5)

where η is the level set value, n is the current evolution, Δt is the time step for
each iteration, and the three force fields: V is the velocity field, a is the speed
field, and b is the curvature field.

V is the force that pulls the surface towards the edges by influencing the
level set value. It is derived by taking the gradient, G(x), of the CT image. The
velocity field is then defined as ∇|G(x)|. a is the force that pulls the surface in
the direction normal to the surface. It is defined to be high when the value of
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the HU is close to the mean of the parotid gland and negative when away. a was
computed as the value of a gaussian distribution with the mean and standard
deviation of the segmented parotid glands of the training set. b was calculated
from the underlying level set values computing the curvature from the gradients.
For a more detailed description of the method and its capabilities the reader is
referred to [9].

3.3 Optimization of parameters

Parameters for the registration and level set segmentation were found by the
leave-one-out strategy on the training set. The objective function was the com-
bined Dice coefficient (DSC) of all slices between the new segmentation and
the manual segmentation. The transformed segmentation templates were com-
bined by addition and then a final registration segmentation was found using a
threshold value.

The parameters were found making consecutive grid searches over the pa-
rameter and threshold values in the following order: Registration parameters,
threshold of registration combination and level set parameters. Afterwards the
test set was segmented using the parameters and thresholds attained from the
grid searches. The attained threshold parameter was corrected for the total num-
ber of templates (multiplying with 10

9 ) when segmenting on the test set.

4 Results

The parameters for the registration were found and the individual transformed
segmentations were combined as described in section 3.1. Figure 1 shows exam-
ples of the individual registration along with their combination. Table 1 shows
the DSC results which confirms that the individual registration results vary and
that the resulting combination is a reasonable compromise.
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Fig. 1. Example of the registration result. Manual segmentation in green, individual
registration in magenta and combined registration in blue. To the left data set 1, to
the right data set 3
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Left parotid Right parotid Combined

Set No. Ind. Com. L.S. Ind. Com. L.S. Ind. Com. L.S.

1 0.5± 0.15 0.53 0.54 0.54± 0.21 0.65 0.63 0.52± 0.16 0.59 0.58

2 0.53 ± 0.14 0.76 0.78 0.59± 0.16 0.77 0.78 0.56± 0.14 0.77 0.78

3 0.62 ± 0.13 0.79 0.8 0.66± 0.081 0.82 0.84 0.64 ± 0.095 0.8 0.82

4 0.52± 0.081 0.55 0.69 0.53± 0.11 0.46 0.6 0.52 ± 0.077 0.51 0.64

5 0.59 ± 0.11 0.64 0.69 0.62± 0.088 0.6 0.71 0.61± 0.09 0.62 0.7

6 0.46 ± 0.14 0.6 0.66 0.54± 0.16 0.7 0.75 0.5± 0.14 0.65 0.7

7 0.51 ± 0.2 0.76 0.77 0.51± 0.11 0.73 0.77 0.51± 0.15 0.75 0.77

8 0.57± 0.083 0.58 0.68 0.48± 0.14 0.52 0.64 0.53 ± 0.099 0.55 0.66

9 0.62 ± 0.12 0.82 0.84 0.63± 0.11 0.84 0.83 0.63± 0.11 0.83 0.84

10 0.58 ± 0.14 0.81 0.83 0.5± 0.22 0.65 0.7 0.54± 0.17 0.73 0.77
Table 1. DSC scores of the registration. Ind. is the individual transformed segmen-
tations from the registration scheme, Com. is the combination of the individual seg-
mentation and L.S. is the level set result. The result of the individual segmentations is
given as the mean DSC ± one standard deviation.

In figure 2 the results of the level set segmentation is seen along with the ini-
tial segmentations. It can be seen that the level set segmentation is less smooth
than the initial segmentation however the changes are minor which is also con-
firmed in table 1. It is seen that the level set segmentation increases the DSC
slightly but not significantly, p = 0.3 on a pooled t-test.
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Fig. 2. Example of the level set results along with the initial segmentation from the
registration. Manual segmentation in green, combined registration in blue and level set
segmentation in red. To the left data set 1, to the right data set 3

Examples of the test set segmentations is shown in figure 3. The contour is
coarse and generally includes the dermis and subcutaneous tissue which are not
part of the manual segmentation. The resulting statistics for Hausdorff distance
(HD) and DSC can be seen in table 2 and 3 respectively.

In table 2 it is seen that HD is larger than the clinically acceptable 3 mm
deviation on all slices for all data sets. In table 3 it is seen that the DSC lie in the
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Fig. 3. Example of the registration result from different slices of data set 16 of the test
set. Manual segmentation in green and the final segmentation in red.

Mean HD Median HD No. of slices ( HD > 3mm )

Set No. Left Right Left Right Left Right

11 12.97 8.36 12.69 8.05 34 (34) 32 (32)

12 18.56 17.71 18.57 16.00 28 (28) 30 (30)

13 8.73 10.59 8.79 10.74 26 (26) 26 (26)

14 15.49 14.87 13.21 12.70 24 (24) 24 (24)

15 11.09 10.61 10.55 9.67 23 (23) 26 (26)

16 10.80 8.60 9.81 8.37 29 (29) 31 (31)

17 18.46 19.66 18.20 19.53 33 (33) 27 (27)

18 34.07 29.62 32.21 28.44 24 (24) 25 (25)

Table 2. Hausdorff distances (HD) statistics for left and right parotid segmentation
in the testing datasets.
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same range as the training set except for data set 18. The initial segmentation
(not shown) from the registration is located over the temporal parts of the skull.

Average slice Median slice Total volume

Dataset No. Left Right Left Right Left Right

11 0.62 0.77 0.66 0.81 0.68 0.81

12 0.53 0.56 0.57 0.59 0.56 0.59

13 0.78 0.70 0.80 0.74 0.78 0.72

14 0.62 0.55 0.71 0.60 0.67 0.60

15 0.77 0.78 0.82 0.82 0.81 0.82

16 0.55 0.61 0.63 0.63 0.61 0.67

17 0.46 0.47 0.53 0.54 0.52 0.57

18 0.11 0.15 0.11 0.14 0.14 0.20

Table 3. Dice coefficient statistics for left and right parotid segmentation in the testing
datasets.

5 Discussion

The results in table 2 show that the proposed method underperformed in relation
to the clinically acceptable HD. This is mainly due to the fact that the param-
eters have been optimized to increase the DSC as much as possible. Instead of
optimizing the method based on the DSC, one could make an optimization based
on an intermix of HD and DSC.

Furthermore it did not achieve an DSC above 0.5 for data set 18. This did
not happen in the training set. This could be caused by dissimilarity between
the patient of data set 18 and the patients of the training set. As commented
earlier the segmentation from the initial registration is dislocated which could
be corrected by adjusting registration parameters.

The method was constructed to be a fast segmentation method. At the cur-
rent time it can segment a new patient on an average of 60 seconds. A number of
parameters could be changed to increase the performance of the method but also
increase the computation time. The number of cubic b-spline registrations could
be increased to increase the DSC of the initial registration. By having a serie of
cubic b-spline registrations with initial high downsampling and high scale space
to align the overall structures followed by registrations of lower or none down-
sampling and lower scale space to align tissue, bones and surfaces. The number of
iterations for both transformations was set low to ensure fast segmentation. By
increasing the number of iterations the performance could have been increased
but at the expense of computational time of the segmentation. A tolerance limit
for the registration algorithm could also solve the problem without setting the
number of iterations.
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The level set method did improve the initial segmentation. But it was devised
as a final refinement of the results and hence it did not change the segmentation
significantly. Moreover the curvature parameter was decreased so much that it
produced a coarse surface. Optimization based on an intermix of HD and DSC
could have improved the results of the level set segmentation.

6 Conclusions

We have shown that it is possible to segment the bilateral glands automatically
using registration and level set methods. The method has development possibil-
ities which could be harnessed to enable clinical introduction.
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Abstract. This paper presents the segmentation of bilateral parotid
glands in the Head and Neck (H&N) CT images using an active contour-
based atlas registration. We compare segmentation results from three
atlas selection strategies: (i) selection of “single-most-similar” atlas for
each image to be segmented, (ii) fusion of segmentation results from mul-
tiple atlases using STAPLE, and (iii) fusion of segmentation results using
majority voting. Among these three approaches, fusion using majority
voting provided the best results. Finally, we present a detailed evaluation
on a dataset of eight images (provided as a part of H&N auto segmenta-
tion challenge conducted in conjunction with MICCAI-2010 conference)
using majority voting strategy.

1 Introduction

Automated segmentation of structures in the Head and Neck (H&N) CT images
is a challenging as well as important task for radiation treatment of H&N can-
cer [1]. Among various structures in the H&N region, parotid glands are one of
the important organs at risk that need to be accurately segmented in treatment
planning. Automated segmentation of parotid glands is challenging because of
their low contrast and lack of distinctly visible boundaries with the surrounding
structures. Thus, for an accurate segmentation of these structures, inclusion of
prior knowledge is essential. Atlas-based segmentation methods are widely used
for exploiting prior anatomical knowledge. There are two factors that mainly af-
fect the accuracy of atlas-based segmentation methods: the type of registration
algorithm used for mapping the atlas to the image to be segmented, and the
closeness/similarity of the atlas to the image to be segmented.

In this paper, we perform segmentation of bilateral parotid glands in the
H&N CT images, using an Active Contour-Based Atlas Registration (ACBAR)
� This work is supported in part by the Swiss National Science Foundation under

Grant 205321-124797 and by CIBM of the Geneva–Lausanne Universities and EPFL,
as well as the foundations Leenaards and Louis-Jeantet.
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framework. This framework has been already proven to be successful in the seg-
mentation of other structures in the H&N CT images, like lymph nodes [1],
mandible and brainstem [2]. As we mentioned, atlas selection is another impor-
tant factor that affect the accuracy of segmentation. In this paper, we mainly
focus on the atlas selection strategies.

2 ACBAR

In the Section, we present a brief description of Active Contour-Based At-
las Registration (ACBAR) framework. Please refer to [1,2] for more details.
ACBAR framework combines the forces coming from both optical flow frame-
work (like pixel-based forces), and active contour framework (like region-based
and boundary-based forces). The formulation of ACBAR has been intuitively
derived from level set equation [3]. The generalized evolution equation of the
registration model is given by:

∂u(x, t)
∂t

= −S(x) ν(φL(x + u(x, t), 0))
�φL

| � φL| (1)

where u(x, t) is the deformation field vector at time t and spatial coordinates x,
ν is a speed function that contains local segmentation and contour regularization
constraints, S(x) is a sign function that provides polarity information, and φL

is a labeled level set representation of the contour proposed in [1].
In the current application, we perform a two-level hierarchical registration.

In the first level, we perform a region-based registration driven by two selected
structures of interest: external contour of the image and the mandible. The
reason for using mandible is because it is adjacent to the actual structure to
be segmented (parotid glands), and thus can influence in accurately segmenting
the parotid glands on the target image. The region-based energy term used is
inspired by region-based segmentation model proposed by Chan and Vese [4],
and it is same the one described in [2]. In the second level, the registration is
driven by pixel-based forces, and the corresponding speed term is same as the
one used by [5]. The details of the registration parameters, preprocessing and
postprocessing used here for the segmentation of parotid glands are presented
in Section 4.

3 Atlas Selection Strategies

Atlas selection strategy is a key issue for achieving accurate results in atlas-based
segmentation [6,7]. In majority of works, the much deserved attention has not
been given for atlas selection, and a single segmented image is almost randomly
selected as an atlas for all the images to be segmented. Such random selection can
lead to significant undesirable bias. One of the simple and effective approaches
to overcome this problem is, for each image to be segmented, to adaptively select
the most similar atlas from a given database of atlases [6]. Alternatively, instead
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of using a single atlas, multiple atlases can be used. For instance, in [6], it is
shown for the segmentation of brain in the confocal microscopy images, that,
using multiple atlases can give more accurate results than with a single-best-
atlas.

Segmentation results from multiple atlases can be fused in different ways [6,7,8].
In this paper we consider two popular fusion approaches: “Majority voting” [6]
and “STAPLE” [8]. In majority voting, each voxel is assigned with the label
that most segmentations agree [7]. Another popular algorithm is “Simultaneous
Truth And Performance Level Estimation” (STAPLE) [8]. Intuitively, majority
voting gives equal weight to segmentations from all atlases, while in STAPLE,
the probabilistic estimate of the true segmentation is formed by estimating an
optimal combination of the segmentations, weighting each segmentation depend-
ing upon the estimated performance level. In this paper, we assess three atlas
selection strategies: (i) adaptively selecting the “most similar atlas” for each
image to be segmented, (ii) fusion of segmentation results from multiple atlases
using STAPLE, and (iii) fusion of segmentation results from multiple atlases
using majority voting.

4 Results

The dataset is provided by Princess Margaret Hospital, Toronto, as a part of
H&N auto-segmentation challenge [9]. It currently consists of 18 CT images. At
the time of evaluation, expert segmentation for only 10 images (training data) are
available to the participants, whereas for the remaining 8 images (testing data),
expert segmentations are hidden from the participants and are available only
with the organizers of the challenge; automated segmentations for the testing
data are submitted by the participants to one of the organizers and then, the
organizer has generated the evaluation results for the testing data. Out of 10
images in the training data, for 3 images (numbered: 01, 04 and 10), there are
considerable artifacts in the mandible region; so we have constructed an atlas
database with only the remaining 7 images. We note that we could actually
remove those 3 images from the training data as well. However, we deliberately
did not do that because, in practice, we can only select the images to be used in
the atlas database, but not the images to be segmented. On the other hand, we
could have introduced a preprocessing step before segmenting them, in order to
remove the artifacts and thereby obtain more accurate evaluation.

In order to speed up the registration, all images are cropped in the Z-
direction; the images are cropped such a way that they include all the structures
of interest (parotid glands) as well as 3 additional axial slices both at the top
and bottom of the images.

First of all, an affine registration is performed between the images to be seg-
mented versus all the images in the atlas database. We use the AffineTransform
available in ITK 4 along with Mean Square Error (MSE) as similarity metric.

4 http://www.itk.org/
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Fig. 1: Box plots of Dice Similarity Measure (DSM) for the segmentation of Left Parotid
(LP) and Right Parotid (RP) glands, for varying number of atlases. Box plot corre-
sponding to a single atlas represents the results for single-best-atlas selection.

Then, for each image to be segmented, atlases are ordered based on the resulting
MSE at the end of affine registration. This is based on our hypothesis that smaller
MSE indicates better similarity of the atlas to the image, and thus, is ordered
first. This ordering is used later while merging segmentations from multiple at-
lases. Then, as described in Section 2, a 2-level active contour-based registration
is performed; in the first level, region-based forces and curvature forces are used,
and in the second level, pixel-based forces are used. The parameters for ACBAR
are same as those used in [2]. For the segmentation of parotid glands on test-
ing data, merged segmentation results from multiple atlases are post-processed
by connected-component-thresholding to contain only the principal component,
followed by Gaussian smoothing.

4.1 Comparison of Atlas Selection Strategies

Three types of atlas-selection strategies are compared on the training data of 10
images. While selecting atlases for each image, obviously, the same image in the
atlas database is left out and is not considered as an atlas-candidate. Figure 1
shows box plots of Dice Similarity Measure (DSM) for the segmentation parotid
glands, with varying number of atlases. Top row and bottom row respectively
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Fig. 2: Graph showing the average values of DSM for the segmentation of Left Parotid
(LP) and Right Parotid (RP) glands, with varying number of atlases. Note that since
atlases for each image are ordered in the decreasing order of similarity, the values shown
for single atlas (i.e., values corresponding to x-label: “1”) represent the average DSM
values for “single-best-atlas” selection strategy.

Atlas Selection Optimal no. Corresponding DSM (mean ± SD)
Strategy of Atlases Left Parotid Right Parotid

Adaptive Single
- 74.05% ± 6.02% 73.37% ± 5.06%

Best Atlas

STAPLE 3 76.77% ± 5.13% 76.02% ± 5.05%

Majority Voting 6 78.85% ± 5.01% 78.01% ± 4.18%
Table 1: Comparison of the three approaches for parotid glands segmentation.

show the statistics for atlas fusion using STAPLE and Majority Voting (MV)
algorithms. First and second columns respectively show the statistics for left
and right parotid glands. Please note that for each image to be segmented,
atlases are ordered in the decreasing order of similarity; in other words, the first
atlas for each image represents the “most similar atlas” for that image. Thus,
in the box plots of both STAPLE and majority voting approaches, the boxes
corresponding to single atlas (i.e., the first box in each figure with x-label: “1”)
actually represent the statistics for “single-most-similar” atlas selection. Because
of this reason, we have not separately shown the box plots for single best atlas
selection strategy. Figure 2 shows average values of DSM for parotid glands, over
the complete training data, with varying number of atlases. Table 1 summarizes
the comparison of the three atlas selection approaches. Note that number of
atlases for which the average value of DSM is maximum, is considered as the
“optimal number of atlases” for that strategy.

Multi-atlas-based segmentation results clearly outperformed the single-best-
atlas selection, with an optimal selection of “number of atlases”. Between the
multi-atlas selection strategies, STAPLE gave its best results with 3 atlases
whereas results from MV kept improving till 6 atlases. There is approximately
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Dataset No. Mean HD Median HD No. of slices ( HD > 3 mm )

11 9.65 9.61 34 (34)

12 7.40 7.44 28 (28)

13 10.34 9.79 26 (26)

14 11.65 9.69 24 (24)

15 6.42 5.12 23 (23)

16 6.69 4.98 29 (28)

17 14.26 14.71 33 (33)

18 8.76 8.22 24 (24)

Mean±SD (9.40±2.68) (8.70±3.11) -

Table 2: Hausdorff distance(HD) statistics for left parotid segmentation.

2.7% improvement in DSM from single-best-atlas to the best results of STAPLE,
and there is further improvement of 2.1% from the best results of STAPLE to
that of MV. Based on these results, for the final evaluation on the testing data,
we have chosen majority voting strategy with 6 atlases.

4.2 Evaluation on Testing Data

As mentioned in the preceding Subsection, the final evaluation on the testing
data of 8 images is performed using majority voting with 6 atlases. The quan-
titative evaluation is performed using various Hausdorff Distance (HD)-based
and overlap (OV)-based metrics. Some of these metrics are evaluated both slice-
wise and volumetric-wise. Please refer to [9,10] for a detailed description of the
evaluation metrics.

Figure 3 shows ground truth and automated segmentation of parotid glands
for one of the images. Table 2 and Table 3 respectively present the Hausdorff
distance and overlap statistics for left parotid gland segmentation. Similarly,
Table 4 and Table 5 respectively present the Hausdorff distance and overlap
statistics for right parotid gland segmentation. As expected, the quantitative
evaluation results for left and right parotid glands have similar behavior, because
of the similarities of these two structures. Average total volume overlap is around
75.5% whereas the average mean-HD is around 9 mm.

5 Conclusions

In this paper, we have presented the segmentation of parotid glands in the H&N
CT images using active contour-based atlas registration framework. We have
evaluated three atlas selection strategies: single-best-atlas, STAPLE and major-
ity voting; among the three approaches, majority voting gave the best results. We
then performed the final evaluation on the testing data using majority voting.

Although the current automated segmentations still need manual corrections
before using them in treatment planning, these results are quite promising con-
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Fig. 3: Middle two columns show the segmentation of parotid glands for one of the
images in the testing data. First and last columns show a zoom of the selected regions in
the middle image. Ground truth and automated segmentations are respectively shown
in green and red colors.

Dataset No. Average slice OV Median slice OV Total volume OV

11 69.4% 72.3% 77.3%

12 72.1% 78.8% 77.0%

13 69.0% 75.7% 74.2%

14 68.6% 78.5% 74.6%

15 81.9% 87.6% 85.9%

16 73.0% 79.0% 75.9%

17 60.7% 63.0% 63.5%

18 69.4% 73.8% 75.4%

Mean±SD (70.51±5.89)% (76.09±7.02)% (75.48±6.10)%

Table 3: Overlap(OV) statistics for left parotid segmentation on testing data.

sidering the low contrast of the parotid glands and the presence of artifacts.
These two issues can be clearly noticed from Figure 3.

The main contribution of this paper is the evaluation of three atlas selection
strategies. We note that while ordering the atlases for fusion, we have arbitrarily
selected MSE as a measure of similarity. In future work, we would like to eval-
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Dataset No. Mean HD Median HD No. of slices ( HD > 3 mm )

11 6.81 5.69 32 (32)

12 12.30 9.62 30 (30)

13 9.69 7.01 26 (26)

14 12.23 9.81 24 (24)

15 8.13 5.27 26 (24)

16 7.03 6.02 31 (30)

17 10.17 10.28 27 (27)

18 6.62 5.90 25 (25)

Mean±SD (9.12±2.33) (7.45±2.10) -

Table 4: Hausdorff distance(HD) statistics for right parotid segmentation.

Dataset No. Average slice OV Median slice OV Total volume OV

11 77.8% 83.1% 81.7%

12 66.6% 76.2% 71.7%

13 72.4% 75.8% 77.9%

14 62.1% 70.6% 68.1%

15 77.7% 85.1% 84.4%

16 69.5% 75.4% 73.8%

17 64.7% 72.2% 67.5%

18 73.8% 82.3% 80.2%

Mean±SD (70.58±5.86)% (77.59±5.30)% (75.66±6.34)%

Table 5: Overlap(OV) statistics for right parotid segmentation on testing data.

uate and compare the effect of using other similarity measures, like normalized
correlation coefficient and mutual information.
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Abstract. Accurate delineation of normal structures is a crucial step in design-

ing highly conformal treatment plan for radiotherapy. Manual contouring of 

these structures is generally tedious and time-consuming, and suffers inter-

observer variations. Thus it is urgent to automate this process in the clinical 

practice. In this paper, we design an automatic atlas-based segmentation method 

for delineating parotid glands, which is an important organ to spare in head-

and-neck cancer radiotherapy in order to reduce radiation-induced toxicity. The 

proposed approach uses deformable image registration to map the pre-defined 

atlas structures to a new patient image. A local image matching is implemented 

to find a set of optimal atlases. Statistical fusion of multiple atlas-generated 

structures is applied to reduce the inter-subject variability. The entire segmenta-

tion scheme is validated using eight clinical datasets. Volume overlap and 

Hausdorff distance (HD) is computed against the physician’s manual delinea-

tion. Our approach shows an averaged volume overlap of 85% and an averaged 

median HD of less than 7mm.

Keywords: Atlas-based segmentation, Deformable registration, STAPLE. 

1 Introduction 

The development of intensity-modulated radiation therapy (IMRT) treatment tech-

nique allows the radiation dose to be delivered to the target with higher precision, 

while minimizing radiation toxicity to the adjacent normal tissue cells. In order to 

achieve a successful IMRT treatment, it is a crucial process for the clinical specialists 

to accurately define targets and all the organs-at-risks (OAR). However, the above 

process has proven to be tedious and time-consuming. Particularly for HN patients, it 

has been shown in some studies that specialists may spend several hours on average 

to fully define the desired target for a single patient. In addition, manual contouring 

process introduces intra/inter-observer variability, which are caused by variable clini-

cal experience and training of the specialists, as well as the limitation of medical 

image quality. As a result, there is an urgent need to define automatic segmentation 

systems to reduce contouring time drastically, and create more objective and standar-

dized contours.   
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Recently, automatic atlas-based segmentation has drawn enormous attention in radia-

tion therapy [1-3], the key idea of which is to exploit the prior knowledge encoded in 

those patients that have already been manually contoured in the database to segment 

the new patient images. In this project, the target structures that we are interested in 

are bilateral parotid glands, which are critical structures to spare in HN radiotherapy. 

First, we use deformable image registration approach to calculate dense correspon-

dences between atlas image and new patient image; then this correspondence informa-

tion in the form of displacement vector field will be used to warp the atlas structures 

onto the new image. Nonetheless, the high variations in intensity, contrast and geome-

try across different patients pose a significant challenge for intensity-based image 

registration. A bad atlas image usually introduces large registration discrepancies with 

the testing image, leading to inaccurate target segmentation. Therefore, a good atlas-

based segmentation system requires not only a robust registration algorithm, but also 

an effective scheme to select optimal atlas templates that are close to the testing im-

age from the patient database. In this paper, we have proposed an efficient atlas-based 

segmentation system that consists of three key components: atlas selection, deforma-

ble image registration and fusion of multiple atlases. First, a local image matching 

approach was used to select a set of optimal atlas candidates. Then, an improved 

“Demons” algorithm was used to perform registration between selected atlas images 

and patient image.  The resultant displacement vector field mapped the atlas structures 

to the test patient image. Finally, STAPLE algorithm was employed to achieve a 

statistical estimation of true segmentation from multiple atlases. 

2 Method and Materials 

Eighteen clinical CT datasets were provided for the MICCAI 2010 Head and Neck 

Auto-Segmentation Challenge workshop by the Princess Margaret Hospital in Toron-

to, Canada. All images have the in-plane dimensions of 512×512 pixels with pixel 

size of approximate 0.98×0.98mm2. The number of slices ranges from 108 to 191 

with the slice thickness of 2mm. In all the 18 datasets, 10 of them are identified as the 

training datasets, for which the manual segmentations of parotids were provided. The 

manual delineations of the parotids were generated by an expert radiation oncologist 

and stored as binary masks. The other 8 datasets are used for the evaluation purpose. 

2.1 Overview 

We proposed a multi-atlas based segmentation method to delineate parotids from CT 

images automatically. Our method can be summarized in the following steps: 

Preprocess the training datasets: we manually reviewed the expert delineated paro-

tid contours and modified contours accordingly to minimize the intra-observer varia-

bility and to reduce the systematic error propagation during segmentation. 

Select optimal atlas candidates: we selected 6 out of 10 training datasets as our 

atlases which are most representative and less registration error prone.   

Perform multi-atlas based image segmentation: we used the selected atlases to 

perform segmentation on a given testing dataset. The overall framework of our me-
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thod is illustrated in Fig. 1. For a given testing dataset, the atlases are applied sepa-

rately to register the testing dataset. A set of vector fields characterizing the individual 

registrations are then used to deformed the manually delineated contours separately 

for individual segmentations, which are then combined in a fusion framework to ob-

tain the final segmented object. 

Fig. 1. Overall framework of multi-atlas based image segmentation.

2.2 Preprocess training data 

All training datasets were imported into Pinnacle Treatment Planning System (Philips 

Medical Systems) for manual review. The binary images of segmented parotids were 

converted to 2D slice contours and then imported into the Pinnacle Treatment Plan-

ning System. We first examined slice by slice to manually correct the contours where 

there exist obvious anatomically inaccurate segmentations. In addition to checking the 

contours in the transverse plane, we also checked the sagittal view and the coronal 

view of the contours and modify them to ensure its consistency between different 

slices. The inconsistency normally happens where the anatomical boundaries of paro-

tids are ambiguous.  

In order to minimize the intra-observer variability, we performed a manual contour 

refinement on each of the training datasets. In this step, we registered other 9 training 

datasets to the one in consideration, and deformed the parotids contours from other 9 

training datasets.  The 9 sets of deformed contours, as well as the manual delineated 

contours, describe the same parotid in the space of the training dataset in considera-

tion. These 10 sets of contours were fed into the STAPLE (Simultaneous Truth and 

Performance Level Estimation) algorithm [4] to estimate a fused set of contours, 

which is considered to show the inherent contouring practice of the physician by 
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removing the variation across different subjects. Based on the STAPLE generated 

contours, we further refined the contours manually at the location that is anatomically 

ambiguous to be consistent with the physician practice. With this preprocessing we 

expect to minimize the systematic error propagation during the automatic segmenta-

tion in later steps. 

2.3 Selection of Optimal Atlas Candidates  

In this paper, we have proposed an approach that uses multiple representative atlases 

for parotid gland segmentation.  First, a local appearance-based image matching ap-

proach was defined to find a set of closest templates from the training set.  Secondly, 

multiple segmentation results were then fused to achieve final segmentation using 

STAPLE algorithm. As the target to be segmented is parotid gland, it is a reasonable 

assumption that good atlas candidates should possess similar intensity distribution 

within the testing image around parotid region. Image similarity metric was only 

calculated over a small region that covers the parotid, rather than the entire image. To 

start, all the images in training set were first registered to a common template. Subse-

quently, a small region of interest (ROI), which was expanded by 1cm from the target, 

was cropped from each image sets, Fig. 2. Instead of directly matching images as used 

in [2], our approach performs image matching within a transformed low-dimensional 

space, which is more robust to  the noises introduced by dental artifacts and registra-

tion errors. Principal Component Analysis (PCA) is used to learn a subspace represen-

tation of these image regions, whose basis vectors correspond to major variations of 

image intensities. By discarding those less important bases, significant dimension 

reduction can be achieved, and at the same time noises are suppressed. In this paper, 

we used a 5-d subspace to represent the training image regions, since we have found 

that the first five bases could capture over 80% the total variations, Fig. 2 illustrates 

our subspace learning procedure. 

Once the subspace is given, we will perform image matching by comparing PCA 

coefficients using Normalized Correlation (NC) similarity metric. Leave-one-out
strategy was used to find an 

optimal atlas set from the 

training set. In our experiment, 

a total of six images were 

selected as the atlas templates 

to perform atlas segmentation 

for the testing set. At the same 

time, we have also conducted 

a study to select an atlas set by 

visual assessment of images, 

where the image intensity, 

contrast and the head tilt, were 

considered as the major fac-

tors. The results were quite 

close to the automatic one. As 

a final note, we should em-Fig. 2. Learning appearance subspace of parotid regions.
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phasize that our atlas sets were selected off-line, and then used for all the testing im-

ages. Although it has achieved satisfactory results on this testing set, it is potentially a 

better solution to select the atlas online for any given patient’s image. This will re-

quire extra efforts to register the testing image to a common template. 

2.4 Intensity-based Deformable Image Registration 

Intensity-based deformable registration algorithms directly calculate correspondences 

from the intensity of pixels under the assumption that the intensity is consistent across 

images. Because Hounsfield units of the CT images are calibrated to the attenuation 

coefficient of water, intensity-based methods are thus preferred for CT-to-CT deform-

able registration. In this study, we chose to use an improved dual-force ‘Demons’ 

algorithm. The original ‘Demons’ algorithm [5] was further extended and validated 

by Wang et al. [6] with improved accuracy and speed. The diffusion process can be 

made more efficient within low-gradient regions, by introducing an additional force in 

the opposite direction, which can be characterized as: 
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where the parameter   is introduced to control the weight between internal force and 

external force. Multi-resolution scheme was used to handle large deformation. Rigid 

alignment of image pair was first performed as a preliminary step to minimize the 

global positional difference. Instead of using the entire image for rigid alignment, we 

choose an object-specific alignment scheme, which is expected to be more flexible in 

achieving a good starting position for individual structures. In this paper, C2 was used 

as the alignment object due to its proximity to the parotid.  

2.5 Automatic segmentation 

The vector field we obtained from deformable registration indicates how each point of 

the atlas moves to match the testing image. It can be used to transform the manual 

segmented parotids on the atlas to match the parotids on the testing image. In order to 

achieve an accurate contour transformation, the binary image of the segmented paro-

tids is first converted to closed triangular surface meshes. The vector field is applied 

to each mesh vertex to transform the parotid surface to match the testing image. Al-

though the vertex positions have been changed, the topology of the surface is pre-

served. After the vertex mapping, the new surfaces represent the segmented parotids 

on the testing image. The surface meshes are then converted back to a binary image. 

In the clinical practice, the organ is contoured slicewise, normally in transversal 

planes. In order to imitate the clinical practice of contouring, we first cut through the 

surface meshes using an axial plane slice by slice, and then converted each slice to a 

2D binary image. The final 3D binary segmentation is stacked from all those 2D im-

ages. This segmentation process was applied to each atlas to generate a set of individ-

ual segmentations for the same parotids on the testing image. 
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We observed that there exist big 

variations in the superior and infe-

rior parts of parotids when we de-

formed all segmented parotids from 

multiple atlases. This observation is 

illustrated in Fig. 2, where we trans-

formed the parotids on 9 training 

datasets to match the rest one. At the 

same time we also noticed that the 

group consensus of the individual 

segmentations very closes to the 

manual segmentation (Fig. 3). This 

is basically because the inter-subject 

variations can be reduced when 

multiple segmentations of the same 

object are available. Therefore, we 

are motivated to take advantage of 

the STAPLE algorithm [4]. By ap-

plying the STAPLE algorithm to all 

the individual segmentations, the 

inter-subject variations are minimized and a fused binary image is produced as the 

final segmentation of parotids. 

Fig. 3: Automatic segmentation of parotids. 

Green contours denote 9 individual segmenta-

tions. Red contours refer to the STAPLE. Blue 

colorwash denotes the manual segmentation.

3 Results

We selected 6 datasets from the 10 training datasets (Set# 3, 5, 6, 8, 9, and 10) as our 

atlases based on our atlas selection rule. These 6 datasets are considered the most 

representative when they are used for the segmentation of the given 8 testing datasets. 

For each test dataset, 6 individual segmentation results were first computed using the 

6 atlases, and then the STAPLE algorithm was applied to the 6 individual segmenta-

tions to obtain the final auto-segmentation result. The STAPLE fusion was performed 

separately for left and right parotids. The final segmentation results for all testing 

datasets were submitted to the organizers of the workshop for independent evaluation. 

Fig. 4 illustrates the segmentation results for both the left and right parotids for one 

testing dataset #16. The figures were generated by the workshop organizer. As we can 

see from the figures, the auto-segmentation results match the manual segmentation 

well in most locations except for some ambiguous parts where it is not easy to deter-

mine the boundaries even for experts. 

Quantitative evaluation was performed slice-by-slice for each dataset to compare the 

auto-segmentation with the manual segmentation results. The quantitative measures 

include the symmetric HD and the Dice similarity coefficient. A volumetric Dice 

similarity coefficient was also computed to evaluate the overall volume overlap for 

each dataset. The statistics of the quantitative evaluation are summarized in Tables 1-

2. The tables show that the median slicewise HD is less than 7mm for most datasets, 
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and the median slicewise Dice coefficient is mostly above 0.85 for left parotids and 

0.82 for right parotids. The total volume overlap is close to or above 0.85 for most 

datasets. We can observe that, except for dataset #17, our method provides accurate 

and robust segmentation of parotids for most of the given testing datasets. 

Fig. 4: Snapshots of the parotids segmentation for one testing dataset. Red curves indicate auto-

segmentation results and green curves are the corresponding manual segmentation.  

All our experiments were carried out on a PC with an eight-core Intel Xeon CPU and 

8GB memory. Multithread computing is enabled in our algorithm. For segmentation 

using a single atlas, the computation time is less than 10 seconds. When all 6 atlases 

are used, the overall segmentation time is around 1 minute. 

4 Conclusion

We have developed an automatic segmentation method for head-and-neck CT images 

using multiple sets of atlas to increase the robustness and accuracy of parotids seg-

mentation. The experiment results demonstrated that our method was able to produce 

accurate segmentation of parotids using clinical data. We also showed a practical atlas 

selection strategy and demonstrated its computational efficiency of our method when 

multiple atlases were used for segmentation. 
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Table 1. Hausdorff distance (HD) and overlap (OV) statistics for left parotid segmentation in 

the testing datasets. 

Table 2. Hausdorff distance (HD) and overlap (OV) statistics for right parotid segmentation in

the testing datasets. 
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