
1

Proximal Subgradient and Dual Averaging for
Sequential Decision-making and Non-smooth

Optimization

Paul Grigas Robert Freund
pgrigas@mit.edu

Massachusetts Institute of Technology

August 2012



2

AdaBoost, Mirror Descent, Dual Averaging, and
Frank-Wolfe

Paul Grigas Robert Freund
pgrigas@mit.edu

Massachusetts Institute of Technology

August 2012



3

Overview/Results

Our Results:

AdaBoost is mirror descent operating on the distributions over
the training examples, to optimize the margin

More broadly, mirrror descent is a special case of dual
averaging (with qualifications)

Frank-Wolfe applied to the smoothed dual problem is a
special case of dual averaging (with qualifications)

Complexity result for Frank-Wolfe applied to the smoothed
dual problem

Frank-Wolfe and dual averaging yield new boosting algorithms
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Motivation: Boosting and AdaBoost, continued

The set-up of the general boosting problem consists of:

Data/training examples (x1, y1), . . . , (xm, ym) where each
xi ∈ X and each yi ∈ [−1, 1]

A set of base classifiers H = {h1(·), . . . , hn(·)} where each
hj(·) : X → [−1, 1]

We would like to construct a classifier (after k iterations)
Hk = λ1h1(·) + . . .+ λkhk(·) that performs significantly better
than any individual classifier in H.
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Motivation: Boosting and AdaBoost, continued

Form the matrix A ∈ Rm×n by Aij = yihj(xi )

Aij > 0 if and only if classifier hj(·) correctly classifies example xi

Suppose that we have access to a weak learner W(·) that, for any
distribution w on the examples (w ∈ ∆m), returns the base
classifier hj∗(·) in H that does best on the weighted example
determined by w :

m∑
i=1

wiyihj∗(xi ) = max
j=1,...,n

m∑
i=1

wiyihj(xi ) = max
j=1,...,n

wTAj = max
λ∈∆n

wTAλ
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Motivation: Boosting and AdaBoost, continued

Method: AdaBoost

1 Initialize at w0 = (1/m, . . . , 1/m),H−1 = 0, k = 0

2 Compute jk ∈ W(wk)

3 Hk ← Hk−1 + αkhjk (·)
4 Choose αk ≥ 0, set wk+1

i ← wk
i exp(−αkaijk ) and

re-normalize wk+1 so that eTwk+1 = 1

In step (4.), αk is typically chosen by:

rk := (wk)TAejk

αk := 1
2 ln((1 + rk)/(1− rk))
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Motivation: Boosting and AdaBoost, continued

Method: AdaBoost

1 Initialize at w0 = (1/m, . . . , 1/m), H−1 = 0 λ−1 = 0, k = 0

2 Compute jk ∈ W(wk)

3 Hk ← Hk−1 + αkhjk (·) λk ← λk−1 + αkejk and re-normalize
λk so that eTλk = 1

4 Choose αk ≥ 0, set wk+1
i ← wk

i exp(−αkaijk ) and
re-normalize wk+1 so that eTwk+1 = 1

In step (4.), αk is typically chosen by:

rk := (wk)TAejk

αk := 1
2 ln((1 + rk)/(1− rk))

Why re-normalize λk? Because Aλk

eTλk ∈ [−1, 1]m
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Motivation: Boosting and AdaBoost, continued

AdaBoost has been interpreted as a coordinate descent method to
minimize the exponential loss (Mason et al., Mukherjee et al.,
etc.).

A related method, the Hedge Algorithm, has been interpreted as
dual averaging by Baes and Bürgisser.

Our Results:

AdaBoost is a proximal subgradient (mirror descent) method
to optimize the margin, operating on the distributions w on
the training examples.

(More broadly, the proximal subgradient method is a special
case of the dual averaging method (with certain
qualifications).)
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Minmax Problems

More generally, consider problems arising from a minmax structure:

P ⊆ Rn,Q ⊆ Rm are convex and compact sets

φ(·, ·) : P × Q → R is convex-concave

f (x) = max
λ∈Q

φ(x , λ) and h(λ) = min
x∈P

φ(x , λ)

f (·) and h(·) are generally non-smooth.

This structure induces the following dual problems:

(P): min
x∈P

f (x) and (D): max
λ∈Q

h(λ)
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Proximal Subgradient Method

The proximal subgradient method utilizes the following:

1 Prox function: d(·) : P → R is differentiable and 1-strongly
convex with respect to the norm ‖ · ‖

2 Prox center: xc := arg min
x∈P

d(x) (d(xc) = 0 WLOG)

3 The Bregman function associated with d(·):

D(x , y) := d(x)− d(y)−∇d(y)T (x − y) ≥ 1

2
‖x − y‖2
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Proximal Subgradient Method, continued

Proximal Subgradient Method for min
x∈P

f (x)

1 Initialize at x0 ∈ P
2 Compute gk ∈ ∂f (xk):

1 Compute λ̃k ∈ arg max
λ∈Q

φ(xk , λ)

2 Compute gk ∈ ∂xφ(xk , λ̃k)

3 Choose αk ≥ 0 and set xk+1 ← arg min
x∈P
{αkgT

k x + D(x , xk)}
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Complexity Result for Proximal Subgradient

The sequence {λ̃k} naturally induces dual variables {λk} by:

λk :=

∑k
i=0 αi λ̃i∑k
i=0 αi

Assume that:

f (·) is Lipschitz with constant Lf

An upper bound D̄ ≥ max
x∈P

D(x , x0) is readily available

With constant step size αi := 1
Lf

√
2D̄
k+1 , the proximal subgradient

method achieves the following complexity bound:

min
0≤i≤k

f (xi )− h(λk) ≤ Lf

√
2D̄

k + 1
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AdaBoost is Proximal Subgradient (Mirror Descent)

For a vector of weights λ on the classifiers (λ ∈ ∆n), define the
margin of example xi as:

n∑
j=1

yihj(xi )λj = (Aλ)i

High margin on example i means that the classifier determined by
λ does well on example xi

A reasonable approach to boosting is to choose λ to maximize the
worst-case margin:

Define h(·) : ∆n → R by h(λ) := min
i=1,...,m

(Aλ)i

Solve max
λ∈∆n

h(λ)
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AdaBoost is Proximal Subgradient (Mirror Descent),
continued

The number of classifiers n is often huge, so solving max
λ∈∆n

h(λ) is

cumbersome to do directly

Instead, solve max
λ∈∆n

h(λ) indirectly by solving its dual

The dual problem is min
w∈∆m

f (w), where f (w) := max
λ∈∆n

wTAλ

The subgradients of f (·) are given by the weak learner W(·) since:

j∗ ∈ W(w)⇒ ej∗ ∈ arg max
λ∈∆n

wTAλ⇒ Aej∗ ∈ ∂f (w)
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AdaBoost is Proximal Subgradient (Mirror Descent),
continued

To use the proximal subgradient method, we need a prox function
on ∆m

Use the entropy prox function

e(w) :=
m∑

i=1

wi ln(wi ) + ln(m)

For a fixed w̄ ∈ ∆m, the solution to min
w∈∆m

{
αcTw + D(w , w̄)

}
is

given by:

wi =
w̄i exp(−αci )∑m
i=1 w̄i exp(−αci )

i = 1, . . . ,m
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AdaBoost is Proximal Subgradient (Mirror Descent),
continued

Recall the kth iteration of AdaBoost:

1 Compute jk ∈ W(wk).

Same as computing ejk ∈ arg max
λ∈∆n

(wk)TAλ and

gk := Aejk ∈ ∂f (wk).

2 Hk+1 ← Hk + αkhjk (·).

Same as setting λk+1 ← λk + αkejk and re-normalizing so that
eTλk = 1.

3 Choose αk ≥ 0 and set wk+1
i ← wk

i exp(−αkaijk ) and

re-normalizing so that eTwk+1 = 1.

Same as setting wk+1 ← arg min
w∈∆m

{
αkg

T
k w + D(w ,wk)

}
.
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AdaBoost is Proximal Subgradient (Mirror Descent),
continued

AdaBoost is a proximal subgradient method to minimize f (·) on
∆m

This interpretation of AdaBoost yields the following complexity

result, when we use a constant step-size αi :=
√

2 ln(m)
k+1 :

min
0≤i≤k

f (wi )− h(λk) ≤
√

2 ln(m)

k + 1

If v∗ := max
λ∈∆n

h(λ) is the maximum margin, then

v∗ − h(λk) ≤
√

2 ln(m)

k + 1
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The Structure of AdaBoost

AdaBoost produces a sparse combination of classifiers

In our formulation, this means that the (dual) variables λk are
sparse

Sparsity comes from the fact that arg max
λ∈∆n

(wk)TAλ is a

vertex (i.e. no regularization term in the objective)

A direct approach to solve max
λ∈∆n

h(λ) would not in general

guarantee sparsity
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Methods for Minmax Problems

Nesterov and many others have developed algorithms that produce
a sequence of primal variables {xk} and a sequence of dual
variables {λk} such that:

f (xk)− h(λk) ≤ O

(
1

k

)
even though f (·) and h(·) are non-smooth.

When designing methods, it is important to consider:

1 The difficulty of computing xk and λk

2 The resulting “structure” of xk and/or λk (e.g. sparsity)
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Methods for Minmax Problems, continued

We consider 3 methods that each produce “structured” dual
iterates:

1 Proximal Subgradient method (i.e. mirror descent)

2 Dual Averaging method

3 Frank-Wolfe method for the smoothed dual (hµ(λ))

In all three of these methods, the complexity bound is of the form:

f (xk)− h(λk) ≤ O

(
1√
k

)
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“Generalized” Dual Averaging Method

Dual Averaging for min
x∈P

f (x)

1 Initialize at x0 ∈ P, s0 ∈ Rn (Nesterov assumes
s0 = 0, x0 = xc).

2 Compute gk ∈ ∂f (xk):

1 Compute λ̃k ∈ arg max
λ∈Q

φ(xk , λ).

2 Compute gk ∈ ∂xφ(xk , λ̃k).

3 Choose αk ≥ 0 and set sk+1 ← sk + αkgk .

4 Choose βk+1 ≥ βk and set
xk+1 ← arg min

x∈P
{sT

k+1x + βk+1d(x)}.

The dual averaging method obtains a similar complexity bound as
the proximal subgradient method.
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Proximal Subgradient is Dual Averaging

In a wide variety of settings, the proximal subgradient method and
the dual averaging method produce identical iterates.

Given the proximal subgradient iterates {xk}, define:

s0 := −∇d(x0)

sk+1 ← sk + αkgk

Theorem

If the the iterates {xk} of the proximal subgradient method satisfy
xk ∈ relint(P), then:

The proximal subgradient iterates {xk} correspond exactly to
dual averaging iterates

Indeed: xk = arg min
x∈P
{sT

k x + d(x)}
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Proximal Subgradient is Dual Averaging, continued

Three important cases where the proximal subgradient iterates {xk}
satisfy xk ∈ relint(P) automatically:

1 Unconstrained convex optimization (Bürgisser):

P = Rn

2 Optimization on the unit simplex using the entropy prox function:

P = ∆n

d(x) =
∑n

j=1 xj ln(xj) + ln(n)
Here the prox function serves like a barrier in that
‖∇d(x)‖∗ → +∞ as x → rel∂P.

3 Optimization on the unit “spectra-simplex” of symmetric matrices,
using the entropy prox function:

P = {X ∈ Sn×n : X � 0, and I • X = 1}
d(x) =

∑n
j=1 λj(X ) ln(λj(X )) + ln(n)
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Dual Averaging for Boosting

Returning to the boosting problem, we can use dual averaging with
the entropy prox function e(w) to solve min

w∈∆m

f (w)

With {βk} constant (βk := 1), we recover AdaBoost due to
proximal subgradient and dual averaging equivalence.

With non-constant {βk}, step (2.) of the dual averaging boosting
method is:

Choose αk ≥ 0, set wk+1
i ← (wk

i )
βk

βk+1 exp(−(αk/βk+1)aijk )
and re-normalize wk+1 (so that eTwk+1 = 1)
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Frank-Wolfe Method for Concave Maximization

If h(·) is a smooth function arising from minmax structure, then by
Danskin’s Theorem we have:

x̄ ∈ arg min
x∈P
{φ(x , λ)} ⇒ ∇h(λ) = ∇λφ(x̄ , λ)

Frank-Wolfe for max
λ∈Q

h(λ)

1 Initialize at λ0 ∈ Q
2 Compute ∇h(λk):

1 Compute xk ∈ arg min
x∈P
{φ(x , λk)}

2 Compute ∇h(λk)← ∇λφ(xk , λk)

3 Compute λ̃k ∈ arg max
λ∈Q
{h(λk) +∇h(λk)T (λ− λk)}

4 Choose ᾱk ∈ [0, 1] and set λk+1 ← λk + ᾱk(λ̃k − λk)
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Compleixty Bound for Frank-Wolfe

Define the curvature constant Ch of h(·) as the minimal value of C
satisfying:

h(λ+ α(λ̃− λ)) ≥ h(λ) +∇h(λ)T (α(λ̃− λ))− Cα2 ,

for all λ, λ̃ ∈ Q and for all α ∈ [0, 1].

(If ∇h(·) is Lipschitz, then Ch ≤ 1
2L∇h(diam(Q))2)

Using the step-size sequence ᾱk = 2
k+2 , Clarkson (and others) obtain the

following complexity bound:

min
0≤i≤k

f (xi )− h(λk) ≤ 4Ch

k + 2

Note: a norm on the space of (dual) variables λ is not used in this

analysis



26

Frank-Wolfe with bilinear minmax structure

Suppose that we have a simple bilinear form φ(x , λ) = λTAx .

The Frank-Wolfe Method for solving max
λ∈Q

h(λ) requires h(·) to be

smooth, but in the general minmax format h(·) is not guaranteed
to be smooth.

As in Nesterov, augment φ(·, ·) with a smoothing term as follows:

φµ(x , λ) := λTAx + µd(x)

Define fµ(x) := max
λ∈Q

φµ(x , λ) and hµ(λ) := min
x∈P

φµ(x , λ)



27

Frank-Wolfe with bilinear minmax structure, continued

Nesterov: hµ(λ) is differentiable and has Lipschitz continuous gradient

This set-up is indeed an approximation of h(·) and f (·):

f (x) ≤ fµ(x) ≤ f (x) + µd̄ for any x ∈ P

h(λ) ≤ hµ(λ) ≤ h(λ) + µd̄ for any λ ∈ Q

Property

If f (·) has Lipschitz function values with constant Lf , then the curvature
constant Chµ of hµ(·) satisfies:

Chµ ≤
2(Lf )2

µ

Note: curvature of hµ(·) (a dual object) is bounded by the Lipschitz

constant of f (·) (a primal object)
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Frank-Wolfe with bilinear minmax structure, continued

Strategy: apply F-W to solve the smoothed problem max
λ∈Q

hµ(λ)

The smooth approximation bounds and F-W complexity bound yields:

min
0≤i≤k

f (xi ) ≤ min
0≤i≤k

fµ(xi )

≤ hµ(λk) +
8(Lf )2

µ(k + 2)

≤ h(λk) + µd̄ +
8(Lf )2

µ(k + 2)

Choosing the smoothing parameter µ optimally as µ :=
√

8(Lf )2

(k+2)d̄
yields:

min
0≤i≤k

f (xi ) ≤ h(λk) +
4Lf

√
2d̄√

k + 2
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Frank-Wolfe as Dual Averaging?

Notice that we have ∇h(λk) = Axk , and thus in step (2.) of the
Frank-Wolfe method we have:

λ̃k ∈ arg max
λ∈Q
{hµ(λk) +∇h(λk)T (λ− λk)} = arg max

λ∈Q
{λTAxk}

The Frank-Wolfe method for solving max
λ∈Q

hµ(λ) is therefore:

1 Compute xk ∈ arg min
x∈P
{λT

k A︸︷︷︸
sk ?

x + µ︸︷︷︸
βk ?

d(x)} and assign

∇h(λk)← Axk

2 Compute λ̃k ∈ arg max
λ∈Q
{λTAxk}

3 Choose ᾱk ∈ [0, 1] and set λk+1 ← λk + ᾱk(λ̃k − λk)

The method looks similar to dual averaging . . . .
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Frank-Wolfe as Dual Averaging, continued

Actually Frank-Wolfe iterations are dual averaging iterations.

Given the Frank-Wolfe step-sizes {ᾱk} (assume ᾱk < 1), define
sequences {αk} and {βk} as follows:

βk =
µ

k−1∏
j=1

(1− ᾱj)

αk =
βk ᾱk

µ(1− ᾱk)
, k ≥ 1

Define the dual averaging initial conditions as:

β0 = µ , s0 = ATλ1 , α0 = 0 , x0 arbitrary
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Frank-Wolfe as Dual Averaging, continued

Given the Frank-Wolfe iterates {λk}, {λ̃k}, and {xk}, define:

gk := AT λ̃k

sk+1 ← sk + αkgk

Theorem

gk ∈ ∂f (xk) for all k ≥ 0

xk = arg min
x∈P
{sT

k x + βkd(x)} for all k ≥ 1

Therefore:

Frank-Wolfe for max
λ∈Q

hµ(λ) ≡ Dual Averaging for min
x∈P

f (x)



32

Boosting via Smoothing and Applying Frank-Wolfe

Returning to boosting, the smoothed dual function hµ(·) is:

hµ(λ) := min
w∈∆m

{
wTAλ+ µe(w)

}
(recall that e(w) is the entropy prox function)

In light of the connections between Frank-Wolfe and dual
averaging, we can use Frank-Wolfe to solve max

λ∈∆n

hµ(λ)

Step (1.) of the F-W boosting method works out to be:

Choose αk ≥ 0, set wk+1
i ← (wk

i )1−ᾱk exp(−(ᾱk/µ)aijk ) and
re-normalize wk+1 (so that eTwk+1 = 1)
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Boosting via Smoothing and Applying Frank-Wolfe,
continued

What might be the advantage of using Frank-Wolfe boosting
methods over “vanilla” AdaBoost?

It turns out that:

hµ(λ) = − ln

(
m∑

i=1

exp((Aλ)i/µ)

)

This is the (negative) log of the µ-exponential loss function.

Therefore F-W applied to hµ(·) directly minimizes the exponential
loss function, while indirectly maximizing the margin via
smoothing.
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Conclusions and Next Steps

AdaBoost is Prox Subgradient (Mirror Descent) with entropy prox
function to solve the dual of the maximum margin problem

Dual Averaging encompasses Mirror Descent (with qualifcations)

AdaBoost is also a special case of Dual Averaging

Different {βk} and {αk} sequences may yield better boosting
algorithms in practice

Dual Averaging encompasses Frank-Wolfe for smoothed dual
problem (with qualifications)

Different F-W {ᾱk} sequences may yield better boosting
algorithms in practice
F-W directly maximizes the smoothed dual function, which is
related to the exponential loss function

Next: computational evaluation of DA and F-W boosting methods

Next: understanding how a generic smooth function g(λ) can be
construed as a smoothed minmax function


