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Abstract

We propose a new dynamic factor model that allows nonlinear dynamics in the state

and measurement equations. The proposed nonlinear factor model can 1) capture dif-

ferent types of nonlinearities in the data; 2) generate state-dependent responses of ob-

servables; 3) deliver hump shaped responses of observables; and 4) fits the data better

than a linear factor model. Using macroeconomic and financial variables, we show how

to take the model to the data. We find overwhelming evidence in favor of the nonlinear

factor model over its linear counterpart in applications that include interest rates with

zero lower bounds and European credit default swap spreads. The resulting nonlinear

factor loads heavily on the first principal component of the data. The response of the

nonlinear factor is stronger in absolute terms during periods of high risk than in periods

of low risk. This is apparent during episodes of turbulence such as the European debt

crisis or the Great Recession.
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1 Introduction

Dynamic factor models (DFM) are a fundamental tool in empirical economics for both structural

and forecasting analysis (Stock andWatson, 2016). Since their introduction in the 1970s, DFMs have

relied mostly on a vector-autoregressive representation that imposes a linear relation between the

factor today and its past as well as between the factor and the observables.1 However, there is sub-

stantial evidence showing that economic variables possess significant nonlinearities (Fernandez-

Villaverde et al., 2015, Baker et al., 2016). In this paper, we extend the DFM to incorporate nonlin-

earities in the measurement and state equations.

The nonlinearities in theDFMallowus to exploitmany features emphasized in the recentmacroe-

conomic and financial literature that previous work on factor models have largely left unexplored.

We introduce a new nonlinear dynamic factor model (NLDF) and use it to examine the importance

of nonlinear state dynamics, volatile data, and the truncated relation between factors and observ-

ables like in the shadow interest rate literature (Wu and Xia, 2016). Crucially, our model provides a

coherent framework that can simultaneously account for all those forces together.

Our nonlinear factor model is inspired by the pruned second-order state-space (2ndSS) model

discussed in Andreasen et al. (2013) as the approximate solution of a nonlinear dynamic stochastic

general equilibrium model. As discussed in Fernandez-Villaverde et al. (2016) and the references

therein, an important feature of the pruned solution is that it can capture several types of nonlin-

earities with reasonable accuracy, a feature that we aim to exploit in this paper. We re-interpret

the 2ndSS framework in the context of a dynamic factor model whose factor evolves according to

the state-space model’s state equation. We depart from the standard pruned state-space model in

that we allow the measurement equation to be potentially nonlinear. This accommodates situations

where the observables are bounded and allows for the presence of non-additivemeasurement errors.

We use simulations to show the properties of our proposed model and to evaluate its perfor-

mance for estimation. First, we show that if the data generating process is the nonlinear factormodel
1The standard representation follows:

Yt = ΛFt + et; Ft = Ψ(L)Ft−1 + vt.

Here, the first and second expressions correspond to the measurement and state equations, respectively. The
shocks et and vt are assumed normally distributed and independent over time and cross-sectionally. L is the
lag operator.
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itself, our estimation strategy can recover the true parameter values. Second, we find that the like-

lihood implied by a linear factor model is below the likelihood from the nonlinear model. Unlike

the standard factor model, the impulse response functions (IRFs) in the NLDF model can display

hump shapes. Furthermore, the IRFs are state-dependent and asymmetric. That is, the shape of the

responses depends on whether the shock to the factor is positive or negative and whether the data

implies a high or a low state. This is an important feature of our model because if used for forecast-

ing its predictions take into account where the economy is in a state-dependent fashion. We will see

this at work in our empirical applications.

Although the proposed nonlinear factor model is deceptively simple, it brings upon important

identification and computational challenges. Similar to the linear factormodel, we show that naming

the factor after one of the observables is necessary to identify the model. We delay the discussion of

the computational difficulties to the main text and appendix. For now, it suffices to say that we rely

on the particle filter to estimate the model (Särkkä (2013)).

We consider two applications to illustrate the NLDF model. In our first application, we estimate

the shadow interest rate model in Wu and Xia (2016). The exercise extracts a common factor from

a series of forward rates while respecting the zero lower bound in the short-maturity rates. Our

second application estimates the common component in a series of European Credit Default Swaps

(CDS) spreads.

These empirical applications reveal several insightful and common findings. First, likelihood ra-

tio tests reveal that the data prefer overwhelmingly the nonlinear factormodel over its linear counter-

part in the two applications.2 Second, there is a strong correlation between our extracted nonlinear

factor and the first principal component from the data. The strong correlation comes mostly from

the second-order component of the factor. Third, the autoregressive component of the nonlinear

factor model is less persistent than that in the linear factor model.

When we focus on the shadow interest rate study, we find that the factor (and hence the shadow

rate) is informed by two forces in the data. On the one hand, the trend of the factor comes from the

trend embedded in the long-maturity rates. On the other hand, the higher frequency dynamics of

the factor around its trend are dictated by the fluctuations in the short-run maturities interest rates.
2 This is also true if we look at the mean-squared errors implied by each model.
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As a result, the absence of movements in the short rates during the ZLB bout implies that the factor’s

dynamics capture that of the long rates, resulting in a downward trend during the period 2009-2014.

The CDS exercise shows the importance of the nonlinear component of our factor during sudden

changes in the data like the financial crisis and the European debt crisis. This is so because a rise in

the linear term of the factor is strongly amplified by the second-order component. As a result, the

model relies less on exogenous shocks to account for periods of high turbulence.

Literature Review

The literature has considered some forms of nonlinearities in factormodels like time-varying param-

eters and stochastic volatility. However, to the best of our knowledge, there is no work on models

that allow for nonlinear dynamics in the state equation or general nonlinearities in themeasurement

equation. The classical example these days of a nonlinearity in the data is the zero lower bound im-

posed on short-term interest rates. In general, we find lower and upper bounds when we deal with

percentages like labor-market tightness, transitions probabilities, job finding and separation rates in

the labor market so allowing the factor model deal with these situations would be important.

An in-depth review of factor models is given by Stock and Watson (2016). Among those recent

advances in factor models, we relate to 1) Banbura and Modugno (2014) who allows missing data

with arbitrary patterns in the estimation of factor models. Due to missing observations, they use an

expectations-maximization algorithm rather than standard techniques; 2) Chauvet (1998) uses a lin-

ear factor model with regime switches to estimate business cycles; 3) Aruoba et al. (2017) introduce

the quadratic autoregressive process (QAR), which allows quadratic terms in lagged regressors as

well as GARCH features. Like our approach, they rely on the pruned representation to generate a

stable model but their approach concentrates on univariate models and posits that the observables

follow the QAR; 4) Aruoba and Diebold (2010) leave nonlinear factors as a to-do task, although with

a focus in Markov switching regimes rather than the type we propose; 5) Shintani (2005) estimates a

nonparametric diffusion model for forecasting Japanese data; 6) Chen et al. (2021) analyzes a semi-

parametric panel data model where latent factors are modeled in a nonparametric fashion; 7) Cheng

et al. (2016) propose a linear DFM that allows for breaks in loadings and/or the number of factors.

This is an alternative view of the world. They find that the Great Recession led to a change in the
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factor loadings and the emergence of a new factor; 8) Carrasco and Rossi (2016) consider forecasting

with misspecificed factor models. Like their work, we conduct inference using a misspecified linear

factor model. Unlike theirs, the actual DGP features a nonlinear factor in our setup. Our application

on the ZLB with rectified Gaussian shocks is related to work that departures from Gaussian shocks

(Gourieroux et al. (2019)). Finally, we are related to the dynamic stochastic general equilibrium lit-

erature and the nonlinear representation of the solution of its models (Fernandez-Villaverde et al.,

2015).

The rest of the paper is organized as follows. The next section discusses the nonlinear dynamic

factor model using a simple example with two observables. Using simulations, we address some of

the identification issues behind themodel. We also show the implementation using the particle filter.

In Section 3, we show Monte Carlo simulations to demonstrate the performance of our proposed

factor model. We present our applications in Section 4. Some concluding remarks are in the final

section.

2 The Nonlinear Dynamic Factor Model

Let us consider the following nonlinear dynamic factor model with additive measurement/state

innovations:

Measurement: yt = G(ft) + ηεt (1)

Factor dynamics: ft = H(ft−1) + σνt. (2)

Here, εt and νt are iid N(0, I) innovations, yt are observed variables, and ft is the underlying factor.

G(·) andH(·) are general, possibly nonlinear, functions. The additivemeasurement error assumption

is for ease of exposition. Our framework can easily handlemultiplicative errors like in Hwang (1986)

or nonadditive errors as in the shadow rate exercise in Section 4.

For empirical applications involving data such as unemployment, GDP growth or inflation rates,

a typical desirable feature of the factor process is stationarity. A generic H(·) function, estimated

using limited data range, may imply explosive dynamics of the factor and, thus, of the observables.

To avoid this problem, we use the stationary pruned motion equation (Andreasen et al. (2013)) that
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guarantees stationarity. To make the analysis more concrete, consider a NLDF model, in which the

measurement equation is linear in the underlying factor. Let ft denote the underlying factor and fft

and fst its first- and second-order terms such that ft = fft + fst . Then the pruned system is

yt = Gft + ηεt

ft = fft + fst – 1st and 2nd order factors

fft = hxf
f
t−1 + σνt

fst = hxf
s
t−1 + hxx

(
fft−1 × f

f
t−1

)
.

(3)

Themodel allows for rich nonlinear dynamics that have not been explored previously in the dynamic

factor literature. To see this, expanding the second-order term of the factor leads to

fst = hxf
s
t−1 +

1

2
hxx

(
h2
x(fft−2)2 + 2hxσf

f
t−2νt−1 + σ2ν2

t−1

)
. (4)

As one can see, the model incorporates elements that mimic time-varying volatility (specifically,

GARCH-type dynamics) and an interaction between the factor and the factor’s innovation. As we

will seemomentarily, this second elementmakes the effect of shocks on observables potentially state-

dependent. This interaction can be interpreted as a restricted time-varying parameter factor model,

where the TVP term is i.i.d.

The presence of the quadratic term hxx introduces an additional distinction relative to the linear

factor model. Even if the shocks have zero mean, the factor will have a mean different from zero.

This can be verified by applying the expectation operator on equation 4. In the dynamic stochas-

tic general equilibrium literature, hxx makes the model’s steady state different from the model’s

stochastic steady state. This can potentially bias the estimate of the parameters of the factor equa-

tion if the observables have zero mean. For this reason, we will include a constant in the factor’s law

of motion.
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2.1 Identification

As with the linear DFM, our model needs some normalization to achieve identification. To show

this point, we find it convenient to use a two-observable version of our model:

y1,t

y2,t

 =

G1

G2

 ft + ηεt,

ft = c+ fft + fst ,

fft = hxf
f
t−1 + σνt,

fst = hxf
s
t−1 + hxx

(
fft−1

)2
.

(5)

In this system, the unknown parameters are the loading components G1, and G2 and the factor’s

linear and quadratic terms hx, and hxx.

Proposition 2.1. The sign and scale of the factor in the nonlinear factor model 5 are not identified.

Proof. Consider the following constant n 6= 0 and scale the system 5 as follows:

y1,t

y2,t

 =

G1

G2

( 1

n

)
nft + ηεt

nft = nc+ nfft + nfst

nfft = hxnf
f
t−1 + nσvt

nfst = hxnf
s
t−1 + nhxx

(
1

n

)2 (
nfft−1

)2
.

Next, define f̃t = nft, G̃1 =
(

1
n

)
G1, G̃2 =

(
1
n

)
G2, σ̃ = nσ, h̃xx =

(
1
n

)
hxx, c̃ = nc and rewrite the
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system as follows:

y1,t

y2,t

 =

G̃1

G̃2

 f̃t + εt

f̃t = c̃+ f̃ft + f̃st

f̃ft = hxf̃
f
t−1 + σ̃νt

f̃ st = hxf̃
s
t−1 + h̃xx

(
f̃ft−1

)2

(6)

This shows that the “tilde” model produces exactly the same observables as the baseline model.

Therefore, not all parameters in the model are identified. Moreover, since n can be negative, we do

not have sign or magnitude identification.

In our applications, we fix G1 = 1. This corresponds to the named factor approach in the DFM

literature (Stock and Watson (2016)).

2.2 Simulation

We use a parameterized version of the nonlinear model to gain insight on its properties. To this end,

consider the baseline model with two observables:

y1,t

y2,t

 =

G1

G2

 ft + ηεt

ft = c+ fft + fst

fft = hxf
f
t−1 + σvt

fst = hxf
s
t−1 + hxx

(
fft−1

)2
,

(7)

The baseline parameterization is c = 0, G1 = 1, G2 = 2, hx = 0.45, hxx = 0.5, and σ = 3. We start

our discussion with the impulse response functions implied by the model.
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2.2.1 Impulse Response Functions

Figure 1 shows the IRFs of the factor following a negative innovation (left panel) and a positive one

(right panel), initializing the first-order factor ff0 at 0. The figures plots the dynamics of the factor

(blue line) and its first- (black dashed line) and second-order (black line) components. Asmentioned

in the introduction, the model generates asymmetric responses. Following an adverse shock, the

model implies that the factor drops upon impact followed by a strong reversal. Furthermore, we can

get a hump-shaped response with the quadratic model that is impossible to get with a linear AR(1)

model (although it is possible to get with a AR(2) model). This feature of our model is important

because many papers (i.e. Christiano et al. (2005)) have shown that hump-shaped responses are a

defining feature of monetary policy shocks.
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Figure 1: Baseline model.

The term hx impacts the persistence of the response (both linear and nonlinear). As seen in Fig-

ure 2, a higher value of hx can produce a long-lasting hump. Here, we changed hx to 0.9. It is worth

noting the strong amplification embedded in the model. Following a positive shock, the IRF more

than doubles its initial value, reaching its peak within 5 periods of the initial disturbance. Further-

more, the half-life of the shock is about 18 periods, which is 3 times longer than the one implied by

the linear factor model. This property of the NLDF model may be desirable in applications where

the data feature large half-lives such as in exchange rate studies (Steinsson (2008)).
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Figure 2: hx = 0.9, Left: positive shock, Right: negative shock

The sign and magnitude of hxx matters. First, the sign of hxx controls the direction of the asym-

metry, positive hxx means that a positive shock has a larger effect than a negative shock, while nega-

tive hxxmeans that a negative shock has a larger effect than a positive shock (see Figure 3). Second, as

shown in Figure 4, the magnitude of hxx controls the size of the quadratic component and therefore

the size of the hump. A small enough hxx can even remove the hump.
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Figure 3: hxx = −0.5, Left: positive shock, Right: negative shock
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Figure 4: hxx = 0.2, Left: positive shock, Right: negative shock

It’s easy to show analytically that the impulse response function is 1) asymmetric and 2) state-

dependent. Denote s =


0, if ε = 1

1, if ε = −1

. It can be clearly seen that in the model both the state

dependence and asymmetry come from the second-order factor, while the response of the first-order

factor is standard.

Table 1: Conditional IRF

Per. First order Second order Sum
0 σ(−1)s 0 σ(−1)s

1 hxσ(−1)s 1
2
hxx

(
σ2 + 2hxσ(−1)sf f0

)
hxσ(−1)s + 1

2
hxx

(
σ2 + 2hxσ(−1)sf f0

)
2 h2

xσ(−1)s 1
2
hxhxx(σ

2 + 2hxσ(−1)sf f0 )+ 1
2
hxhxx(σ

2 + 2hxσ(−1)sf f0 )+
+1

2
hxx(h

2σ2 + 2h3
xσ(−1)sf

f
0 ) +1

2
hxx(h

2
xσ

2 + 2h3
xσ(−1)sf

f
0 ) + h2

xσ(−1)s

n hnxσ(−1)s 1
2
hxxh

n
x(

1
hx
σ2 + 2(−1)sσf f0 )

1−hnx
1−hx

1
2
hxxh

n
x(

1
hx
σ2 + 2(−1)sσf f0 )

1−hnx
1−hx + hnxσ(−1)s

Suppose for the purpose of exposition that the factor describes the level of risk in the economy.

That is, the larger its value is, the higher is the level of risk in the economy is (this is the case in

the credit default swap application discussed below). Consider a model with 0 < hx < 1, ff0 > 0,

hxx > 0, which corresponds to the high-risk state in the empirical exercise that we provide below,
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and compare ε = 1 (adverse, increasing risk) and ε = −1 shocks. Then,

ε = 1 :
1

2
hxxh

n
x

(
1

h
σ2 + 2σff0

)
︸ ︷︷ ︸

amplification

1− hnx
1− h

+ hnxσ (8)

ε = −1 :
1

2
hxxh

n
x

 1

hx
σ2︸ ︷︷ ︸

dampening

−2σff0︸ ︷︷ ︸
amplification

 1− hnx
1− h

− hnxσ (9)

An adverse shock that increases the credit risk is unambiguously amplified, while the effect of the

second-order factor on a favorable shock that decreases the risk is ambiguous. For a sufficiently

high σ, the effect of a favorable shock would be dampened, while if the expression in the brackets is

negative, the shock is amplified as well.

If we consider low but positive levels of ff0 and leave the sign of the rest of the parameters as

above, the adverse shocks are unambiguously amplified and the favorable shocks dampened. Thus,

given the same size of the shock, starting frommoderate risk levels, the system would go “faster” to

high risk levels relative to the speed of its decline to low levels.

The takeaway is that the second-order term allows the impulse responses to the same sized shock

to differ at various states of the business cycle. For instance, if the factor reflects the credit risk, at

high values of the factor, i.e. in a financial crisis, the second-order term magnifies the response in

comparison to the case of a linear factor.

2.3 Variants: Nonlinear Measurement Equation

Our formulation can accommodate more complex dynamics like nonlinear interactions in the mea-

surement equation. For instance, one could allow for multiplicative measurement errors:

y1,t

y2,t

 = G
2×2

f1,t × η1ε1,t

f2,t × η2ε2,t

 ,
fft = hxf

f
t−1 + σνt,

fst = hxf
s
t−1 + hxx(fft−1 × f

f
t−1),
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or a fully non-linear measurement equation:

y1,t

y2,t

 = G


f1,t, η1ε1,t

f2,t, η2ε2,t


 ,

fft = hxf
f
t−1 + σνt,

fst = hxf
s
t−1 + hxx(fft−1 × f

f
t−1).

Here, G is the nonlinear function mapping from measurement errors and factors to observables.

2.4 Variants: Multidimensional state

One can easily expand our model to accommodate more factors. Below we still use 2 observables

but we add an additional factor. y1,t

y2,t

 = G
2×2

x1,t

x2,t

+ η
[2×2]

εt
[2×1]

,

x1,t

x2,t

 = H


x1,t−1

x2,t−1


+ Σ

2×2
νt.

Here, the functionH(·) is the nonlinear map between the factors yesterday and the factors today. If

one extends the pruned representation from above to the two-factor case, the results from proposi-

tion 2.1 carry over. Specifically, two factors must be named; i.e., their loadings in two of the observ-

able equations must be set to 1.

3 Monte Carlo Results

To better understand the estimation of our model, we turn to a Monte Carlo experiment. Here,

we show that if the true data generating process is the nonlinear dynamic factor model, our esti-

mation strategy successfully recovers all parameters. Based on an initial estimation on the Euro-

pean CDS data described momentarily, we assume that the underlying model is our benchmark
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NLDF model with the following parameters: c = 0, hx = 0.85, hxx = 2.15 , σ = 0.18, diag(η) =

[0.54, 0.06, 0.79, 1.08, 0.39], G = [1, 0.17, 1.5, 2.21, 0.56]. We generate 50 series of length T = 1000,

starting from ff0 = 0, fs0 = 0.

With the synthetic data in hand, we then estimate the linear factor model and our benchmark

NLDF model with linear measurement equation allowing for the estimation of all its parameters.

Each of the models is estimated using the Markov Chain Monte Carlo (MCMC) procedure detailed

in Section 4 with 200, 000 MCMC steps.

In this exercise, the parameter estimates converge to the true values. As seen in the left panel in

Figure 5, the log likelihood is higher for the nonlinear model (vertical axis) than it is for the linear

one (horizontal axis) across all simulations. The average difference between the log likelihoods in the

nonlinear and linear models 80 points – the difference can be as low as 48 points and as high as 127

points. Correspondingly, the mean square errors (MSE) of the factors are smaller in the nonlinear

factor version (right panel in Figure 5).3

We report the estimands of the state equation’s parameters in Figures 6 and 7. Whereas the

nonlinear factor model’s estimate for hx is clustered around its true value, the linear estimate is

about 14% more persistent. This over-persistence is compensated with a downward bias estimate

of the factor innovation volatility. This is needed so the factor delivers second moments consistent

with the data. In contrast, the volatility estimate from the NLDF model is around the true value.

Furthermore, the second-order component (hxx) is estimated close to its true value.
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Figure 5: Performance of estimated linear and nonlinear models on simulated data

3The mean square error is defined as
∑T=1000

t=1 (f̂t|t−ft)2

T , where f̂t|t is the factor filtered from the estimated
model (linear or non-linear), and ft is the true simulated factor.
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Figure 6: Estimation bias of linear and nonlinear models on simulated data

Figure 7: Performance of nonlinear model in estimation of hxx on simulated data

4 Estimation

Now we proceed to the quantitative component of the paper. First, we detail the implementation of

the estimation approach and then show different applications.

4.1 Estimation Strategy

The nonlinear dynamic factor model is simple. However, its estimation imposes several challenges,

which are related to the identification of the factor and the numerical implementation of the estima-

tion.
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We use the Metropolis-Hasting algorithm to characterize the likelihood function.4 The set of es-

timated coefficients is divided into 3 subsets: {c, hx, hxx, σ}, {Gj}kj=2, {ηj}kj=1, where k is the number

of observable series. The MCMC algorithm proposes new values of coefficients for each subset in

this order, keeping the rest of the coefficients constant. The number of iterations specific to every

block within one cycle is set to 50 in the applications.

Preliminary estimations pointed to two computational challenges. First, the particle filter pro-

vides a noisy estimate of the likelihood function due to numerical approximation errors. The size of

this error matters for the MCMC algorithm, because the ratio of likelihoods defines the acceptance

of the proposed values of coefficients. To get a sense of the size of the computational error, one can

evaluate the likelihood at the same vector of parameters Θ but feeding in different sets of random

draws for particle filtering. Alternatively, one can change parameters by an epsilon amount, and

then compare the resulting likelihood’s values. The second challenge arises from the rule of thumb

for the MCMC simulator’s acceptance rate of around 25% (Robert and Casella (2004) and Roberts

et al. (1997)). This level, while affected to large extent by the imprecision of the likelihood’s estimates,

also depends on the size of the step between the previous estimates Θ0 and the proposed vector Θ∗.

In order to stabilize the evaluation of the likelihood, we use an adaptive MCMC algorithm (Andrieu

and Thoms, 2008), which we describe in detail appendix B.

After running a very long Markov chain and making sure it has converged, we use the after-

burning chain to compute the mode of the likelihood distribution, which corresponds to the maxi-

mum likelihood estimate.5 We use the same number of particles for filtering the factors in all of our

applications – note that the amount of particles used for estimation and for filtering at the median

does not have to be the same.

In practice the “bottleneck” of the estimation procedure is the sequential character of the particle

filtering: the draws are performed period-by-period (seeAppendixA for details). While GPUs allow

us to work with lots of particles (up to 500,000 in some applications), and parallel computing makes

it possible to use a large amount of observable variables, the estimation procedure slows downwith

an increase in the number of periods.
4Our approach is similar to Chernozhukov and Hong (2003)’s use of MCMC methods in a classical esti-

mation setup.
5See Robert and Casella (2004) for convergence tests.
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4.2 Application 1 – Shadow rate

For our first application, we estimate the shadow rate model proposed inWu and Xia (2016). To this

end, we followed their approach to construct 1-month forward rates for 7 maturities, based on the

nominal yield curve data (Gurkaynak et al. (2006)), using the code provided in the original paper.

The end-of-month monthly data spans the period from Jan, 1990 to Sep, 2019, and the maturities

used are the same as in the original paper: 3 and 6 months, 1, 2, 5, 7, and 10 years. We impose 0.3%

as the effective zero lower bound for the series.6

We estimate 4 specifications of the factor models. The first version has linear motion and mea-

surement equations, which is the standard factor model considered in the literature. We refer to it

as the “lin-lin” model below in the text. In the second and the third specifications, we assume that

there is a lower bound for the forward interest rates which binds only for the series with shorter

maturities (3, 6 and 12 months). Thus, the measurement equations describing the first three rates

can be written as:

Rt = max{Gft; 0.3}+ ηεt. (10)

The measurement equations for the remaining maturities are linear. In the second model, that we

refer to as “linear”, the equation for the factor dynamics is linear, which is close to the specification

used inWu and Xia (2016). The third version, called “non-linear”, models the factor dynamics by the

second-order pruned system identical to the one discussed in the previous sections. In all models,

the factor is named after the 3-month forward rate.

Although equation 10 seems like the natural extension to allow for the zero lower bound, it has

a potential problem. If this version is used to generate synthetic data, there is no guarantee that the

rates will respect the zero lower bound. The reason is the additive error is outside the max operator.

Additionally, from a conceptual point of view, the model imposes that even thought the underlying

factor dynamics calls for the zero lower bound, say for the 3-month rate, the presence of the error

incorrectly allows for the rate to be above zero. This is problematic when the observable rates enter

and exit the zero lower bound. To address these limitations, our fourth specification allows for
6 The benchmark series of the Wu and Xia (2016) shadow rate were downloaded on Sep, 3, 2020 from Jing

Cynthia Wu’s website, where it was updated up to 07/2020.
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nonlinear dynamics in the factor equation and the following measurement equation:

Rt = max{Gft + ηεt, 0.3}. (11)

Away from the zero lower bound, this specification is identical to the third one. Near the bound,

however, the specification is different because the nonadditive measurement error respects the re-

sulting nonlinearity. This addition comes at the expense of complicating the estimation of themodel.

The reason is that even if the measurement error is normally distributed, during the ZLB the pre-

dicted observable from the model comes from a Rectified Gaussian distribution. Here, the particle

filter is useful because it can easily compute the likelihood density associated with the new distri-

bution.7

The parameter estimates are reported in Table 2. A few interesting results emerge from this

exercise. First, the likelihoods (LL row) indicate that the data favors the linear factor model with

nonlinear measurement equation over the lin-lin model.8 Moreover, the fully nonlinear model is fa-

vored over the other two variants. Indeed, a standard likelihood ratio test rejects the null hypothesis

of the model with linear measurement and nonlinear factor being a better fit of the data.9 Second,

looking at the models with linear state equations (first two columns), we note that the estimated pa-

rameters are close. In fact, the estimation renders similar estimands for all 4 versions of the shadow

ratemodel. However, the likelihoods indicate that introducing the nonlinearmeasurement equation

significantly improves the fit. Indeed, this model’s likelihood ismore than 300 log-points higher that

that of the lin-lin model. Third, the models with linear state equations (first two columns) require

higher persistence than the model with the nonlinear factor and additive measurement error (third

column). Fourth, the coefficient for the nonlinear term hxx is estimated to be significantly different

from zero. Finally, allowing for non-additive measurement errors worsens the fit relative to all mod-

els. Inspecting the residual errors from the estimation reveals that the non-additive model struggles
7In the economics literature, this specification is referred to as a Tobit model. For a detailed review, see

Mavroeidis (2019).
8For the models with linear factor dynamics, we found that the MCMC chain for the constant did not pass

the convergence tests. Hence, we prefer to report the results without a constant. Importantly, the estimates
for all other parameters are very close between the models with and without a constant.

9Let L0 and L1 denote the likelihoods of the linear and nonlinear models, respectively. Then λ =-
2 logL0/ logL1 is distributedχ2 with 2 degree of freedombecause of the constant used in the nonlinearmodel.
In our case, λ = 20 and the p-value is less than 0.001.
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to match the 6-month rate. In contrast, the models with nonlinear measurement and additive errors

do significantly better in matching that series. Moreover, the better fit of the second series, as seen

by the smaller standard deviation of the measurement errors (η2), is why the models “linear” and

“non-linear” with additive errors do significantly better than the “lin-lin” model.

Figure 8 displays the 5-year forward rate (solid black line), the Wu-Xia shadow rate (gray line),

the factor from the linear measurement model (dashed blue line), the nonlinear measurement with

linear factor (solid blue line), the fully nonlinear model with additive error (dashed red line) and

with non-additive error (solid red line). Our estimated factors are almost identical everywhere but

during the period 2008 - 2015. Moreover, our nonlinear factors closely track theWu-Xia shadow rate

(the correlation is 0.95).

The main departure happens around the zero lower bound episode. Let us start with the evo-

lution of the Wu-Xia rate. We can see that the shadow rate keeps falling from 2008 until late 2014,

with some flattening in 2013. That is, their results indicate that unconventional monetary policy

was effective. From the perspective of our estimated factors, the message is mixed with the factors’

shapes being model specific. The closest resemblance to the Wu-Xia rate comes from our nonlinear

model with additive measurement error (dashed red line). Broadly speaking, the two factors point

to significant monetary easing in the period 2008 - 2014, with our factor reaching its lowest point

of -3.5% in 2014, about 50 bps lower than the one predicted by Wu and Xia. Both rates point to a

tightening in monetary policy starting early in 2015.10 Under the non-additive measurement error

specification (red line), the factor points to a very limited scope of monetary policy during 2008 -

2015 (a similar story arises from the lin-lin model, albeit this is by construction because the factor

tracks closely the 6-month rate).
10We believe that our factor does not match perfectly Wu and Xia’s for two reasons. First, their estimation

approach relies on an approximation of the max operator that exploits normality of the shocks. Second, they
use the extended Kalman filter to compute the likelihood of their model.
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Table 2: Parameter Estimates. Shadow Rate Case

Linear measurement Non-linear measurement
Linear motion Linear Non-linear (additive) Non-linear (non-additive)

hx 0.988 0.991 0.975 0.985
(0.986 , 0.993) (0.985 , 0.998) (0.960 , 0.980) (0.965 , 0.989)

hxx 0.000 0.000 -0.136 -0.084
(0.000 , 0.000) (0.000 , 0.000) (-0.213 , -0.088) (-0.168 , -0.062)

σ 0.241 0.242 0.263 0.226
(0.237 , 0.249) (0.240 , 0.281) (0.227 , 0.263) (0.218 , 0.260)

const 0.000 0.000 8.243 8.028
(0.000 , 0.000) (0.000 , 0.000) (7.673 , 8.350) (7.437 , 8.399)

g1 1.000 1.000 1.000 1.000
(1.000 , 1.000) (1.000 , 1.000) (1.000 , 1.000) (1.000 , 1.000)

g2 1.035 1.037 1.031 1.034
(1.029 , 1.038) (1.028 , 1.039) (1.029 , 1.038) (1.028 , 1.041)

g3 1.089 1.087 1.091 1.091
(1.077 , 1.094) (1.075 , 1.095) (1.076 , 1.095) (1.072 , 1.100)

g4 1.162 1.163 1.157 1.159
(1.133 , 1.180) (1.127 , 1.180) (1.109 , 1.181) (1.117 , 1.194)

g5 1.327 1.299 1.292 1.274
(1.263 , 1.340) (1.228 , 1.335) (1.235 , 1.334) (1.222 , 1.365)

g6 1.388 1.339 1.300 1.380
(1.320 , 1.396) (1.285 , 1.399) (1.275 , 1.418) (1.237 , 1.443)

g7 1.386 1.386 1.398 1.419
(1.363 , 1.523) (1.327 , 1.468) (1.329 , 1.458) (1.322 , 1.490)

η1 0.185 0.183 0.182 0.202
(0.169 , 0.189) (0.167 , 0.191) (0.168 , 0.190) (0.183 , 0.218)

η2 0.008 0.001 0.001 0.025
(0.007 , 0.019) (0.001 , 0.001) (0.001 , 0.001) (0.006 , 0.025)

η3 0.319 0.329 0.348 0.344
(0.312 , 0.353) (0.309 , 0.356) (0.310 , 0.357) (0.322 , 0.391)

η4 0.929 0.914 0.932 0.906
(0.845 , 0.956) (0.846 , 0.972) (0.852 , 0.969) (0.860 , 1.021)

η5 2.114 2.063 2.210 2.324
(1.957 , 2.197) (1.949 , 2.258) (1.957 , 2.254) (1.951 , 2.347)

η6 2.398 2.489 2.414 2.509
(2.355 , 2.651) (2.354 , 2.703) (2.358 , 2.706) (2.366 , 2.815)

η7 2.672 2.842 2.729 2.834
(2.609 , 2.967) (2.599 , 3.006) (2.614 , 2.999) (2.597 , 3.110)

LL -2927.820 -2618.160 -2608.100 -3126.080
Maximum likelihood estimates and 95% confidence intervals.

The filtering process delivers a shadow rate for the period 2009 - 2014 that captures the down-
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ward trend of rates with maturities of 2 years and longer. To understand the smoothness, note that

the measurement errors of the first three rates are small compared to those for longer maturities.

This means that the factor tracks closely the behavior of the shorter maturity rates. At the zero

lower bound, these rates are constrained. Therefore, the downward trend in the longer maturity

rates in the data is the only source of information for the factor dynamics. The trade-off between

the downward trend in the long rates and the absence of fluctuations in the short rates is captured

by a sequence of smooth and small shocks hitting the first-order component of the factor. As a con-

sequence, the bulk of the variation of the longer maturity rates as the trend decreases is captured

by the measurement errors of each rate.11 When the short-maturity rates escape the ZLB, they exert

a strong upward pull on the factors, resulting in their sharp increase in early 2015. Thereafter, all

factors are broadly similar.

Figure 8: Estimated Shadow Rates

11Loosely speaking, the filter is trading off the absence of variation in the short maturity rates and the
downward trend present in the longer maturity rates.
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Figure 9: Response of the 3m rate to a 1 std shock in factor. Model with additive error (10).

Figure 9 shows the impulse response function of the 3-month rate to an innovation to the factor

in the nonlinear model with additivemeasurement error. To illustrate the role of the state in shaping

the impulse response, we look for the highest and lowest values of the factor f , which are April 1990

and June 2015, respectively. The upper panels show the responses to a positive shockwhile the lower

panels show them to a negative one. The left panels show the IRFs conditioned on the factor being

low, while the right ones are conditioned on the factor being high. The IRFs are computed as the

difference between the path with and without the shocks. We plot the responses from the nonlinear

model in blue and the lin-lin model in red.

During the first months following a positive shock during adverse times (upper left panel), the

impulse response from the nonlinear model is flat at zero. This means that the 3-month rate keeps

binding even after a rise in the factor. Then, the 3-month rate increases to about 60 basis points

above the counterfactual without the shocked factor. As the effect of the shock vanishes, the paths

of the rates with and without the shock converge, driving the impulse response to zero. Following
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a negative shock conditional on a depressed factor (lower left panel), the IRF remains unchanged

longer than in the previous case. This is because the adverse innovation holds the 3-month rate

longer at the ZLB. When the economy escapes the lower bound, the interest rate with the shocked

factor remains persistently below the counterfactual interest rate. Importantly, this asymmetry in

the response is absent in the lin-lin model (red lines). Since the estimated autoregressive term hx is

fairly similar between the lin-lin and the nonlinear models, the difference in the impulse responses

comes almost exclusively from the nonlinearities.

During normal times, we observe that the IRFs in the nonlinear model are quite different. First

of all, the impulse responses are almost symmetric regardless of the nature of the shock. Second,

the IRFs do not display a hump shape. For brevity, we omit the responses from the model with

non-additive measurement error. The responses are roughly similar to those from the additive one.

This is because the estimated parameters of the two models are close.

Before moving on to the next application, it is worth mentioning that our estimated factor is

highly correlated with the first principal component resulting from the forward rates. The correla-

tion is 0.94, which comes mostly from the second-order element in the factor.

4.3 Application 2 – European CDS spreads

For our second application, we extract a nonlinear factor from a series of European CDS spreads. We

select five European countries, including three countries that belong to the GIIPS group: Italy, Ire-

land, Portugal, and the largest Eurozone economies: Germany and France. We use 5-year USD CDS

end of month sovereign bonds’ spreads, covering the period 2006:10-2018:2. For this application, we

chose to name the factor after Italy’s spread.12

Table 3 shows themaximum likelihood and the estimates of the parameters in the standard linear

dynamic factor model and in the nonlinear model. The data favors the nonlinear factor model as

reflected by its likelihood being higher than its linear counterpart. Indeed, a standard likelihood

ratio test rejects the null hypothesis of the linear model being a better fit of the data.13 We see that
12All the series were standardized: yt = xt−x̄

σ(x) , where xt are original series, x̄ denotes average and σ(x) –
standard error.

13Let L0 and L1 denote the likelihoods of the linear and nonlinear models, respectively. Then λ =-
2 logL0/ logL1 is distributed χ2 with 2 degrees of freedom. In our case, λ = 80 and the p-value is 0.000.
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the persistence, hx, in the linear model is about 15% larger than that in the nonlinear counterpart.

Similarly, the volatility of innovations in the factor equation are almost double in the linear version

than that in the nonlinear alternative.

Table 3: MCMC estimates

Linear Non-linear
hx 0.972 0.847

(0.952 , 0.992) (0.818 , 0.876)
hxx 0.000 2.609

(0.000 , 0.000) (2.268 , 3.167)
σ 0.213 0.126

(0.182 , 0.243) (0.093 , 0.161)
constant 0.000 -0.850

(0.000 , 0.000) (-0.995 , -0.755)
g1 1.000 1.000

(1.000 , 1.000) (1.000 , 1.000)
g2 1.070 1.087

(1.016 , 1.174) (0.990 , 1.204)
g3 1.008 0.972

(0.945 , 1.119) (0.900 , 1.141)
g4 1.028 0.946

(0.918 , 1.116) (0.864 , 1.157)
g5 0.982 0.983

(0.889 , 1.081) (0.860 , 1.121)
η1 0.416 0.450

(0.374 , 0.487) (0.354 , 0.520)
η2 0.193 0.122

(0.136 , 0.239) (0.109 , 0.239)
η3 0.382 0.422

(0.345 , 0.432) (0.341 , 0.464)
η4 0.406 0.426

(0.365 , 0.469) (0.363 , 0.508)
η5 0.476 0.410

(0.422 , 0.533) (0.400 , 0.542)
Log likelihood -478.375 -438.474
Maximum likelihood estimates and 95% confidence intervals.

The lower persistence and volatility required by the nonlinear model shows that the second-

order term, hxx, plays an important role in matching the data. This term is estimated to be positive

and statistically significant. Furthermore, because hxx is above zero, an exogenous and positive

innovation to the factor leads to a hump-shaped and persistent increase in the spreads (see Section 2
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for details). Looking at the remaining estimates, one can see that the factor loading coefficients gi and

standard deviations ηi in the measurement equations are not different across the two models. This

indicates that the total factor from the linear and nonlinear model features similar characteristics.

However, their interpretation is different since the quadratic termpoints to the existence of nonlinear

elements in the data. One can think that these elements come from adjustment costs associated with

the increasing likelihood of default in countries such as Greece and Italy.

Figure 10 shows the factor in the linear model (panel a) and the nonlinear model (panel b). To

explain the data, the linear model relies on exogenous shocks to explain the run-up to the European

debt crisis. This is so because shocks to the factor enter the system only through the linear term.

In contrast, the nonlinear model needs some exogenous variation in the early stages of the crisis

(upper panel in right column), but then the model’s internal amplification generates the persistent

and increasing spreads (middle panel in right column). Outside the crisis episodes, the second-order

component of the nonlinear factor is dormant with all of the action coming from the first-order part,

which displays dynamics similar to those in the linear factor model.

(a) Linear model (b) Non-linear model

Figure 10: Filtered factor at the MLE. Grey lines denote the data ỹj .
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Figure 11: Principal components and nonlinear factor.

To gain more insight about the nonlinear factor, Figure 11 plots the first (dashed blue line) and

second (dotted red line) principal components present in the data as well as the nonlinear factor

(black line). Eyeball econometrics suggests that the estimated factor tracks the dynamics of the first

component. This is confirmed by the strong correlation (0.97) reported in the first entry of column

“ff + fs” in Table 4. Moreover, it is the factor’s second-order part that leads to the high correlation

(column f s). The linear factor is weakly correlated with the second principal component, mostly

from the 2008 financial crisis.

Table 4: Correlation of factors and principle components

f f + f s f f f s

PC 1 0.992 -0.271 0.963
PC 2 0.062 0.274 -0.005

In Section 2, we learned that in theory, the impulse response functions can differ between the

linear and nonlinear factor models. Figure 12 shows that the differences indeed are relevant in this

empirical application. The upper panels show the response to a positive one-standard deviation

innovation to the factor in the linear model (red line) and nonlinear model (blue line). As one can
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see, the nonlinear model’s IRFs are quite different during periods of high risk (right panels) and low

risk (left panels). For the conditioning, we use the state of the first and second factors in September

2011 and in March 2018 to capture periods of high and low spreads, respectively.

An initial inspection of the figures reveals that while the linear model predicts a monotonic and

slow return to the pre-shock level, the nonlinear model features a hump-shaped response. Take

for example the response when the economy is in the low risk zone. The initial shock raises Italy’s

spread (the naming factor) by 12 basis points. It keeps rising until it peaks at 15 bps about 5 months

after the initial disturbance. This impulse response suggests that the crisis is the result of a sequence

of shocks that keep building up (due to the nonlinear feedback) rather than one massive shock.

When the economy is in the high risk state, the positive shock increases the spreads on impact but

the effect is short-lived. In fact, there is a negative correction within a couple of months after the

shock. In contrast, the linear model delivers the same responses regardless of the level of risk.

The bottom left panel shows the effect of a negative shock when risk is low. While the linear

model’s prediction is the mirror image of the response to the positive shock, the response from the

nonlinear model is quite different. Overall, the impulse response functions reveal that the nonlinear

model delivers highly asymmetric responses both during periods of low and high risk. The red lines

show that such asymmetry is absent in the linear model.
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Figure 12: Impulse Response Functions

5 Conclusion

We propose a parsimonious dynamic factor model (DFM), that’s built around a pruned second order

motion equation. In this model, the propagation of shocks is both state and shock-size dependent,

and stationarity is guaranteed by construction. We show that the estimated model performs better

than the standard linear factormodel both in terms of likelihood and in terms of factor extraction in a

series ofMonteCarlo exercises. The application of the particle filter to evaluate likelihood and extract

the factor allows us to augment the non-linear factormotionwith non-linearities in themeasurement

equation, whichmakes themodel applicable tomacroeconomic environments inwhich variables can
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be constrained.

We investigate the properties of the model and illustrate the non-linear measurement equation,

estimating the shadow rate model à la Wu and Xia (2016) with a Tobit-like measurement equation

describing the Zero Lower Bound in the US. We show how the extracted shadow rate factor and

thus conclusions regarding the monetary conditions differ between models: one with a non-linear

measurement equation with normally distributed errors (Wu and Xia (2016)) and a Tobit-like model

with a rectified normal distributed measurement errors. The former predicts an easing of monetary

conditions during the ZLB period, while the latter does not provide evidence of such.

We further expand the applications of the model by extracting a common factor from the esti-

mated DFM for European sovereign CDS spreads. According to our nonlinear model, at the peak

of the sovereign debt crisis proxied by the highest value of the extracted factor, both positive and

negative shocks have significantly higher effects on credit conditions than during periods of low

risk.
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Appendices

A Particle Filter

General principle: generates distribution of particles, weights each particle according to its likeli-

hood, resamples to avoid degeneration and propagates through nonlinear system.

Bootstrap filter version from Särkkä (2013):

• Prediction

Given particles and weights at t− 1:
{
xit−1,W

i
t−1

}
1. Draw a new particle x(i)

t for each point in the sample set {x(i)
t−1 : i = 1, . . . , N} from

x
(i)
t ∼ p(xt|x

(i)
t−1), i = 1, . . . , N

2. Calculate weights:

ω
(i)
t = p(yt|x(i)

t ), i = 1, . . . , N

• Update

1. Define normalized weights: W̃ (i)
t =

ω
(
ti)W

(i)
t−1

1
N

∑
ω
(i)
t W

(i)
t−1

.

2. Resample from multinomial distribution
{
ω

(i)
t , W̃

(i)
t

}
and setW (i)

t = 1.

Approximate state distribution and likelihood are:

p(xt|Y1:t) ≈
N∑
i=1

ω
(i)
t δ(xt − x(i)

t ), p(yt|Y1:t−1) ≈ 1

N

N∑
i=1

ωitW
i
t−1. (12)

B Adaptive MCMC

In order to stabilize the evaluation of the likelihood, we introduce several technical changes. First, the

normal-distributed random variables used both to generate the initial distribution and for the pre-
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diction step of the particle filter are generated only once (Fernandez-Villaverde and Rubio-Ramirez

(2007)). This allows us both to make estimates the of likelihood more stable and to speed up the

procedure by avoiding the generation of random values on every step of the MCMC simulator.

Furthermore, we consider some smoothing of the likelihood, using as the acceptance rule in the

Metropolis-Hasting algorithm:

e(1−α) logL(Θ∗)+α logL(Θ0)−logL(Θ0) > u; u ∼ uniform[0, 1]. (13)

Here, Θ∗ is the proposed parameter vector, Θ0 is the original vector, and 0 < α < 1 is a smoothing

parameter.14

In the case where the precise value of the likelihood is available (for instance, estimation of a

linear regression equation under the assumption of normality of errors), this modification would

lead to the over-acceptance of the suggested values compared to the unmodifiedMCMC for the same

value of MCMC innovations. However, when the likelihood is estimated with error, as in the case of

the particle filter, this procedure allows us to reach acceptance levels in the range of 15-30%. While

more advanced methods exist in the statistics literature to deal with model misspecification and

measurement errors (Calvet et al. (2015)), the proposed modifications allow us to solve in practice

the issue of near-zero acceptance.

The proposal step size we implement is assumed to be normally distributed with zero mean and

σMCMC
j variance for parameter j. σMCMC

j starts from a proportion of the initial values ( 1
25 of initial

parameters in our applications). We set a window size (1000 steps in our empirical exercises), and

after the algorithmmakes the amount of steps sufficient to calculate acceptance inside this window,

we start recording it. Thus, if in the last 1000 steps the acceptance rate is less than 15%, we reduce

σMCMC
j , and if it is larger than 35%, we increase it. Gradual changes by 0.01% of previous σMCMC

j

values are applied to all of the parameters simultaneously and are conducted at every step until

the target acceptance range is reached, or until the lower bound for σMCMC
j is reached. In the latter

case, if the acceptance rate is close to 0, the estimation procedure is considered failed, and the tuning

parameters, such as the step size and the smoothing of the likelihood, have to be changed for the

next attempt.
14For the ZLB application, α is set to 0.25. In general, its value depends on how volatile the series are.
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This method has limitations – for instance, if the likelihood has many peaks, the acceptance

rate around the global maximum would be naturally small, and if no additional constraints are

imposed, the steps may at some point converge to values below the size of the computational error,

e.g. the algorithm would be repeating one point that may not necessarily be the global maximum.

On the other hand, if σMCMC
j is too large for hx, then the algorithm would be frequently proposing

values outside the unit circle, especially if the data series are persistent. Thus, we set the minimum

values of parameters at 1
50 of the initial values, and maximum step for hx : σMCMC

1 = 0.1 in an

ad-hoc fashion. This approach does not guarantee the proximity to the target acceptance level, but

in practice it allows us to avoid extreme values of the acceptance rate.
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