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Abstract

An Oracle is a design for potentially high power artificial intelligences
(AIs), where the AI is made safe by restricting it to only answer questions.
Unfortunately most designs cause the Oracle to be motivated to manipu-
late humans with the contents of their answers. This paper presents three
Oracle designs that get around this manipulation problem in different
ways: the Counterfactually Unread Agent, the Verified Selective Agent,
and the Virtual-world Time-bounded Agent. The

1 Introduction

1.1 The problems with Oracles

An Oracle is a design for safe AI, in which the AI is confined in some way (gen-
erally by restricting its options) and only answers human questions [Armstrong
et al., 2012, Yampolskiy, 2012, Bostrom, 2014]. It is presumed to be safer than
a general AI which would have unrestricted access to the internet or the outside
world.

However, there are two problems with the general Oracle design: the first
is that the AI can manipulate those who read its outputs with the content
of its messages. The second is that we need the AI’s output to be in a form
understandable to us. For instance, responding to questions about election
winners with long printouts of expected atomic positions may be accurate but
is not useful.

But there is a tension between those two objectives. The more the AI’s
output is funneled towards being human-usable, the more it risks being human-
manipulative. An example would be to have the AI’s output be “something
the humans would agree is truthful”: the AI’s goal is phrased entirely in terms
of human judgement, putting a high premium on manipulating us. Conversely
the “atomic position printout” agent described above is relatively easy to define
objectively so that the AI has no possibility of manipulation — but that output
will be useless information.

The three designs presented here each have different ways around this double-
conundrum. The Counterfactually Unread Agent (CUA) does so because it acts
as if its message was never read by humans; the Verified Selective Agent (VSA)
does so by having only a small amount of outputs to chose from, options that
are informative for us but give it little latitude to push its own agenda; while the
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Oracle type Questions asked

CUA
Probability estimation
Testing ‘safe’ utility functions

VSA
Best option among implementable set
Easily checkable questions

VTA
Testing within formal models
Design within formal models

Table 1: Different Oracles, different questions.

Virtual-world Time-bounded Agent (VTA) will have ceased to care about our
reaction, by the time we see its output. See Table 1 for what kinds of questions
these different Oracles can be asked. These designs emerged originally from
consideration of low-impact [Armstrong and Levinstein, 2016] and virtual world
agents1, but it was found they worked very well with general Oracles.

1.2 General requirements and definitions

All these Oracle designs assume that the Oracle is properly “boxed2” and cannot
affect the outside world except through the output channels prescribed [Arm-
strong et al., 2012]. They also assume that the humans are also constrained to
operate in the desired fashion, and won’t try and interact with the AI to get ex-
tra information. These assumptions are crucial, but won’t be further discussed
here.

Also assumed will be the critical problem of maintaining independence across
agents, so that different Oracles maximise only their own goal, instead of col-
laborating. This problems is subtle, see for instance the issue of acausal trade3,
but we’ll assume it has been solved here.

Some of these agents may seem convoluted ways of achieving simple objec-
tives. The Counterfactually Unread Agent, for instance, seems like it could be
replaced instead by a probability estimator. However there are arguments that
any program, especially if capable of self-modification, may change itself into an
agent that is an expected utility maximiser [Omohundro, 2008]. Conversely, it
is possible that we might have algorithms whose internal structures are opaque
or impossible to change, but whose goals we can set. For these reasons, the
question we want to solve is:

• Are there some combinations of physical setup and agent utility,
that will give us safe Oracles?

The general assumptions are:

• The AI is physically contained.

1See https://agentfoundations.org/item?id=657
2Constraining what the AI can physically access is likely more important than any physical

confinement.
3A speculative idea who’s import to AI is difficult to estimate, see here for a summary:

https://wiki.lesswrong.com/wiki/Acausal_trade and here for a potential counter: http:

//lesswrong.com/lw/luy/acausal_trade_barriers/
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• Humans respect the protocol.

• Different AIs only maximise their own utilities.

• We can set the AIs’ utilities (or rewards).

• We can refer to physical events within these utilities.

• We can refer to time within these utilities.

• There are random events that remain random to the AIs.

The last few points mean that we can use time and spacial considerations in
the design of the AIs’ utilities, as well as allowing randomisation.

1.3 Training

The description of each agent ends with a short paragraph on training. This is
not about training the agent per-se — the characteristics of the agent are almost
impossible to know in advance [Armstrong et al., 2014, Müller and Bostrom,
2016] — more an indication of a training setup and a reward signal that could
cause an AI to converge on the required Oracle design.

1.4 Layout of the paper

The most important sections of the paper are Sections 2, 3, and 4. These present
the three different designs. Section 5 then looks at what we can do with each
Oracle design.

Section 6 is more technical, looking at what can happen for minor mis-
specifications of the design. This is less important if we’re confident the design
can be specified properly.

2 Counterfactually Unread Agent

Figure 1: The Counterfactually Unread Agent.
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In this agent design, there is an event E that erases the AI’s output entirely,
so that it is never read. The AI’s utility is multiplied by IE , the indicator
function for erasure. Hence the AI’s utility is identically zero in any world in
which we read its message; thus it gains nothing by manipulating us through
the contents of the message. We would want to set the probability of E to be
low, so as to ensure we generally gain access to the message.

But what should that message be? We could use the AI to estimate the
expectation of a particular utility function U . As we’ll see, we can ask a lot
of questions about this U – such as what outcome of some random variable Y
would result in the highest (or lowest) expectation.

This allows us to, for instance, test whether a putative friendly utility func-
tion [Yudkowsky, 2008] genuinely is friendly: would U be maximised by a nuclear
war happening? If some virus was to be introduced into the human population,
which one would maximise the expectation of U? If the AI is supposed to be
contained by its utility — such as low impact AIs [Armstrong and Levinstein,
2016] — then is U increased or decreased by unboxing it?

This allows the “honeypot” or test approach of Armstrong et al. [2012] to
be used, without the AI seeking to manipulate the process. Moreover we can be
more imaginative than that: as long as the variable Y can be defined, there is no
reason for it to be anything under human or AI control. It could be anything,
anywhere. If we set U as the indicator function of some event, then the AI will
report the probability of that event – conditional, of course on E.

If U = IX is the indicator function of some event X, then the AI can also
be used to estimate the probability of events.

In all cases, the CUA will output the expected utility conditional on that
estimate never getting read. This avoids all issues with self-confirming (or self-
infirming) prophecies.

2.1 Proper scoring functions

Let U be any bounded utility function. By affine rescaling, we can ensure that
0 ≤ U ≤ 1. Then, to motivate the AI to output the correct expected utility,
we turn to proper scoring functions [Gneiting and Raftery, 2007]. We don’t
need the complete theory, but, for f any differentiable strictly convex function,
define:

S(U, f(r), r) = f(r) + f ′(r)(U − r).

For instance, if f(r) = r2, then S(U, f(r), r) is r2 + (U − r)2r = 2Ur − r2.
Then any agent that can choose r and is motivated to maximise S(U, f(r), r)
(but cannot affect the expectation of U) will set r = E(U) [Gneiting and Raftery,
2007]. In the CUA setup, the agent’s utility is

U# = IES(U, f(r), r),

for some f , and since the output r is not read if E happens (and since the agent
doesn’t get any utility at all if E doesn’t happen), a U#-maximising Oracle will
output r = E(U |E).

The CUA can be used to output other estimates — such as conditional
utility, highest probability among various options, and (to some extent) highest
conditional utility among various options. These results are summarised in
Table 2, and proved in Appendix A.
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Expectation estimated Outputs

Expectation of U . arg maxr IES(U, f(r), r)

Expectation of U , conditional on
Y = y.

arg maxr IEIyS(U, f(r), r)

Expectation of U , conditional on
Y = y, times the probability of
Y = y.

arg maxr IES(IyU, f(r), r)

The y with the highest probability
of Y = y.

arg maxy,r S(Iy, f(r), r)

The y with highest expectation of
U conditional on Y = y, times the
probability of Y = y.

arg maxy,r IES(IyU, f(r), r)

The y with highest expectation of U
conditional on Y = y, with a min-
imal probability of 1/n, to within
log(n)/θ.

arg maxy,r,s

[
IEIyS(U, exp(θr), r) +

IES(Iy, s
2/2, s)

]
Table 2: What a CUA can estimate, for f strictly convex, differentiable, and,
except for the first three cases, increasing.

2.2 Training

If the probability of E is not too low (ie sufficiently high that the Oracle will
experience E reasonably often), and the utility of U can be measured at a later
date, the Oracle can be trained by having an automated circuit that gives it
reward equal to this utility, in the cases where E happens only. This means
that the Oracle must be kept on until the result of U is known, without being
given any future questions. Of course, we must carefully ensure that whenever
E happens, we don’t read its output, even indirectly.

If the Oracle can understand varying the probability of E, and extending to
scenarios when U is less easy to calculate in a short amount of time, then we
could train it on high probability E and easy U (such as the indicator function
for an event in the near future) and run it on lower probability E and more
complex U once it was out of the training area.

3 Verified Selective Agent

The Verified Selective Agent (VSA) is very different from the CUA, and some of
the differences are illustrated in Table 3. Instead of addressing the problem of
the Oracle manipulation by having the Oracle assume that humans won’t read
its message, a VSA will instead only have access to a small subset of possible
messages.

For instance, we could ask the Oracle which of a thousand different stocks
would preform best, over the course of a year, on a certain stock exchange. The
Oracles set of possible answers is them limited to one of those thousand stocks.
It is this limitation in possible answers that makes the agent “selective”.

But what would motivate the Oracle to give the right answer? After the
year has passed, input a number into the AI. This would the rank that stock
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Figure 2: The Verified Selective Agent.

CUA VSA
Counterfactual Non-counterfactual
Complex value definition Simple reward definition
Outside setup unimportant Outside setup vital
Numerical output Pre-selected output

Table 3: Contrast between CUA and VSA

achieved, among the thousand. The AI’s reward is simply the negative of this
number. This reward makes the AI “verified”. Of course, it’s important that
this input reward is the only interaction the humans have with the AI, which is
then reset so it can be asked another question.

Unlike many other systems, this design does not need to clearly define all
terms. In the extreme case, it doesn’t even need a definition of stocks, of
companies, of relative value, or even the meaning of its thousand outputs. It
simply requires that humans be reasonably well committed to inputing that
number in the way we’ve defined. Armed with that knowledge and extensive
world knowledge, the agent could then deduce what it’s supposed to be doing.

Thus the outside setup is vital for the VSA, as that contains most of the
pressure of the AI towards its goal. Note also that this reward is not counter-
factual: if the Oracle selects ‘Google’ as the best performing stock, then this
would be in a world where the Oracle is known to have selected ‘Google’. See
Section 6.3 for more details on this.

3.1 Training

The training of the VSA is very easy: the human input gives it its reward
function, and it simply needs to be trained on that. This is, of course, much
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easier and faster for situations where the reward swiftly follows the Oracle’s
prediction. It is dangerous for an Oracle to be asked multiple questions at the
same time (see Section 3.2), so one possibility is to run multiple identical Oracles
for long term predictions, and merge the collective rewards as feedback once all
the results are in.

3.2 Degree of freedom

If we give the Oracle too many options, it effectively becomes unconstrained.
Limiting it to the 25000 different bitstreams of length 5000, is exactly the same
as giving letting it emit any message of length 5000. Section 6.3 looks into more
details at the safe number of options.

However, it’s important that the AI really be limited to the number of op-
tions in its output set. This precludes chaining together different Oracles to
reach a decision. For example, suppose that a hundred Oracles are queried in
turn, with 1000 options each, in order to answer some specific question. And
then suppose that, among those 1000100 options, one of them results in the
creation of an unconstrained intelligence that will give all hundred Oracles the
maximal reward. Obviously, if creating such an intelligence is an option for the
hundredth Oracle, it will choose that. If putting the hundredth Oracle in a
position to choose that is an option for the ninety-ninth Oracle, it will choose
that. And so on, all the way to the first Oracle. Thus, even though we only
give the first Oracle 1000 options, it effectively has 1000100 = 10300 degrees
of freedom for achieving certain goals. Thus its important to keep the output
of the Oracles independent of any other Oracle (unless that other Oracle has
already received its reward).

It might be possible to chain together Oracles by giving them conditional
rewards or utilities — maybe cause them to output their estimate, conditional
on the other Oracles giving random answers. This breaks the above optimisation
possibility. But such approaches require more complex goal specifications, and
more complex training.

4 Virtual-world Time-bounded Agent

Figure 3: Virtual-world Time-bounded Agent.
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The problem with the previous two agents is that their outputs are (de-
liberately) reduced. The CUA can only produce a single number (of limited
significant figures, see Section 6.2), while the VSA can select only from a short
list. The VTA is designed to produce much larger outputs than that; its entire
reasoning, in fact. Of course, there are tradeoff for this.

The idea of an AI only caring about a virtual world is an old one. The
problem with that old idea is that the virtual world influenced us, since we
looked into it, and we in turn could influence the virtual world in various ways.
This thus gives the AI an incentive to manipulate us, especially if it had a long
planning horizon.

For a VTA, we get around the problem by running the AI on its virtual world
only until a time t. And we don’t inspect any of its running until after time t.
And we further give the Oracle a utility, or a reward, that it can only receive
before time t. Thus the AI doesn’t care about anything after t; in particular, it
doesn’t care about influencing our reading of its output, because that happens
after t.

The cost is that we can only get the Oracle to answer questions that we can
specify as tasks in a virtual world, with a reward or utility fully specified in that
virtual world, before we have the opportunity to look at it.

4.1 Training

The natural way to train the VTA would be to give it models to operate on,
and then give it an internal reward specified within the model and problem
specification, and only then look upon its output and history. Thus, train it in
the same way that we expect to run it.

5 Example questions to ask

The different Oracles can be asked different types of questions. This is sum-
marised in Table 1, and explained in this section.

5.1 Questions for a Counterfactually Unread Agent

The first use of the CUA is as a probability estimator. If U = IX is the indicator
function for some event X, then the Oracle can be used to estimate P (X|E). It
can, of course, also be used as a conditional probability estimator and similar.

Another use is to check the safeness of putative safe U ’s. If a certain U is
claimed to be compatible with human flourishing, we can compare the expected
value of U conditional on certain disasters (such as the release of a virus) to
the value without such disasters. Or if a U is supposed to motivate the AI to
remain contained in an area, we can compare U conditional on an event which
unlocks its containment system. We can use it gain a general impression of what
U might value or disvalue, and see if these are compatible with the claims made
about U .

5.2 Questions for a Verified Selective Agent

There are many question we can ask of a VSA. Apart from the stock market
example, we might also ask what drugs are the most promising to treat a certain
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disease, or even which project is most likely to make the best progress towards
safe AI in the next year (as subjectively estimated by us, and without producing
an actual AI in that time). Many multiple choice questions are amenable to such
treatment. And as long as we give the Oracle its reward before asking it another
question (or asking another Oracle another question, see Section 3.2), we can
chain them together. For instance, we could ask ‘what change in my life is more
likely to make me happy?’, resolve that, then ask the AI the same question
again for further happiness increase.

But there is one crucial subtlety. We can’t ask the AI ‘what is the best
option O for X, among these thousand options?’, do that option exclusively,
and then reward the AI — because we can’t compare O with the other options
we didn’t take.

Instead we can ask something like: ‘what is the best option O for X, among
these thousand options?’, draw ten options at random among selection, and
implement all eleven options: O and the ones we drew at random. Then reward
the VSA if O outperforms the other ten (or comes close to the top). We can
only use the VSA to choose among options if we will run a reasonable amount
of those options.

Another easy approach is to use the Oracle on questions which are easy to
check — such as factorising a large number. This also includes things which are
easy to check within the human world, such as identifying the unknown father
of a child, for a subsequent DNA test.

5.3 Questions for a Virtual-world Time-bounded Agent

The best use of a VTA is to give it a particular model, fully specified — a model
of internet use, a model of biological processes and so on — and have it answer
certain questions about that model.

These questions roughly divide into three categories: finding, designing, and
predicting. We could, for instance, give it a model of a cancerous cell and a
list of compounds and have it find the compound most likely to have an impact
on that cell. Or we could give it a model of tensions in materials, and have it
design a bridge. Or we could ask it what the likely consequences of a modeled
situation are.

In all cases, we need to be able to specify fully what we want, sight unseen,
so that it gets the reward before t without us needing to look at it. This is where
it becomes useful to be able to see the whole trajectory of the AI’s calculations,
not just the outcome. For example, we could give it a model of a cancerous
growth, ask it to get rid of this given certain modeled tools, and reward it for
achieving that. Then we could look at what it actually did to get there, and
copy some of those methods.

At first, it’ll probably often find methods that break the implicit confines of
the model: things that fit with the technical definitions we’ve given it, but not
the true meaning of what we wanted [Bostrom, 2014]: “yes, a massive cyanide
injection will destroy the cancerous cells, but that’s not what we wanted...”.
Thus there will be a cycle as we use the AI’s answers to improve the model,
then ask the AI again with the new model, up until we start getting good
answers.

This Oracle can also be used for easily checkable questions, but the VSA is
probably superior for those.
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6 Consequences of minor implementation errors

The above approaches assumed that the Oracles’ goals were perfectly specified.
But what if this is not the case? What if, for instance, the erasure procedure
for the CUA didn’t work perfectly, and there was a small chance humans would
still be able to access the output? What if the outside setup for the VSA wasn’t
ideal?

This section looks at the consequence of such small errors on the safety of
the agent designs. In summary, the CUA is safest to small errors, the VSA is
also safe as long as we are careful about the questions we ask, but the TMA is
not safe.

6.1 The danger of extra information, and full Oracle col-
laboration

All agents cease to be safe if we try and get information from them in ways
different from the ways we have specified. Looking at a CUA’s output before
the erasure process, asking a VSA for reasons for its answer, or peering into
the WTA’s virtual world before time t are all extremely unsafe. They reduce
the interaction a general interaction with an unconstrained Oracle [Armstrong
et al., 2012], and should absolutely be avoided.

Similarly, if the Oracles that we run at different times have shared goals —
maybe through acausal trade — they cannot be trusted. The exception is if
they are only run once or twice in total, and never again — an unlikely state of
affairs for a powerful predictive tool in human hands. This assumption really
cannot be waived.

6.2 Errors for a Counterfactually Unread Agent

There are two small errors that can divert a CUA. The first is if the erasure
event E is not perfect (or if the agent believes it isn’t perfect) and there is a
small chance that humans will actually read the message, given E. The second
is if the agent comes develops some small preferences over the world where E
doesn’t happen. By “small preference”, we mean that the current Oracle gets
some small bounded reward in this world.

Both of these problems cause the same issue: the Oracle now has a motive to
influence humans through its output. For the first, it gains influence up to the
likelihood that humans read its message; for the second, it cares, slightly, about
what happens in a world in which E doesn’t happen (and hence its message is
read). But what is the “extent” of the motive?

The maximal extra utility it can gain in the first case is the probability P (E)
times P (read|E), the probability that the message is read despite the erasure
event. In the second case, the extent of the motive is P (E) times m/P (E), where
m is the maximal utility it can gain in the non-erasure world. Thus low values of
P (E) are dangerous in the second case. For counterfactual setups (see Section
A.3 and following subsections), where there are indicator functions for other
events such as Iy, the AI’s standard utility is multiplied by P (E)× P (Y = y),
which might be very low, and even small m’s could loom large in that situation.

Assume that the maximal extra utility it can gain is P (E) × ε for some
ε. Then it will become willing to sacrifice numerical accuracy in its output r
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to gain some utility. But, crucially, it will only be willing to sacrifice a bit of
accuracy. The question is, how much?

The amount can be calculated, given ε and f . Suppose, for instance, that
f = r2, and that it reports an inaccurate r′. Then its maximal expected utility,
assuming the inaccurate r′ gives it maximal extra utility, is P (E) times

2r′E(U |E)− (r′)2 + ε = (r′)(2E(U |E)− r′) + ε.

If we set r to be the true value of E(U |E), and δ to be the deviation — r′ = r+δ,
then this is:

(r′)(2r − r′) + ε = (r + δ)(r − δ) + ε = r2 − δ2 + ε.

Thus the Oracle would be willing to make an error of at most δ =
√
ε in order to

secure extra utility. If we choose an a > 0 and set f(r) = (1+a)r2−ar, then the
agent would make an error of at most δ =

√
ε/(1 + a) to secure extra utility4.

To avoid this issue, we could simply truncate the AI’s estimate of r to within a
precision of

√
ε/(1 + a). For general f and small ε, the second derivative of f

will provide a bound on the allowable error.

6.2.1 Dangerous questions

There are few dangerous questions to ask a CUA — only those whose answer
we would for some reason not want to know (therefore we shouldn’t ask those
questions in the first place).

6.3 Errors for a Verified Selective Agent

In the case of the VSA, there are two main types of errors. As with the CUA, one
case is where the VSA cares about the values of other Oracles, to some bounded
extent. The other is when one of the option allows a way of receiving a reward
that is impermissible. Maybe saying “Nestle” could set in train a sequence of
events that is more likely to result in the creation of a dangerous unconstrained
intelligence that will reward the VSA by giving it maximal reward. Again,
these are related problems: the AI has a small chance of extra reward through
concealing the truth.

But this is not a problem, as long as the probability of that outcome is low.
If the AI estimates that ‘Google’ will have the highest stock with probability 0.5
(and that we give the AI its reward correctly with probability 0.99), while saying
‘Nestle’ will result in the above outcome with probability less than 0.4995, it
will still choose to say ‘Google’. This assumes that the reward for the correct
guess is the best outcome the AI could get, an important caveat in its design.

And we should certainly be able to ensure that we aren’t giving the Oracle
options that result in unconstrained AIs with 0.4995 probability! If we are,
then we probably have other problems, and its likely that the probability of the
creation of unconstrained AI is high whatever the AI chooses.

Sometimes, the AI just won’t be able to guess correctly. Maybe it isn’t smart
enough to predict the stock market. In that case, the manipulative ‘Nestle’-style
guess will dominate. However, the probability of unconstrained AI should still

4Though note that (1 + a)r2 − ar is not a purely increasing function, which is relevant for
selecting the most or least likely options.
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be low, meaning that while ‘Nestle’ was selected for bad reasons, it’s not a bad
guess as far as the AI is concerned. Still, we should beware areas where the
Oracle’s performance is poor: unwanted ways of achieving its goal may come to
dominate its estimations.

Note that it is likely that guesses on stock market performance is likely
self-confirming: if people hear that the Oracle has recommended ‘Google’, then
people may flock to that stock, pushing it up, and thus making its prediction
more likely to be true. Some guesses may anti-self-confirming: predicting what
film will win an Oscar may cause the judges to go for another option. Both
self-confirming and anti-self-confirming choices are bad, in that they reduce the
urge for the Oracle to get the right answer. And hence leave room for the Oracle
to consider other factors, such as pernicious ways of achieving its reward.

Anti-self-confirming situations can be identified by poor performance on the
part of the AI. We could even get at estimate of its certainty, by making it output
an estimate of how much it wants to ‘risk’ in exchange of a higher reward if it
gets that answer right. Self-confirming guesses are harder to identify, and we
might need to add a chance of erasure — as for the CUA — to get some sense
of this, since erased guesses cannot be self-confirming.

6.3.1 How many options can we give?

As noted in Section 3.2, we cannot chain together different Oracles to answer
the same question; the number of options we have for each Oracle is all we have,
up until the problem is resolved. However, estimating the number of options
that it is safe to give an Oracle is something of an open question. There are
several considerations that can make it safer to give the Oracle more options:

• If the problem has a clear answer of which humans are currently ignorant,
but will find out about (eg the result of a medical experiment).

• If the Oracle is capable of finding the right answer with high probability.

• If none of the options are likely to cause us to lose control of the reward
signal.

• If the people giving the reward signal are firm in their commitment to
using it properly.

• If the delay between the Oracle’s guess and its reward is low.

So, for instance, we could ask the VSA ‘what are the prime factors of this
number, from lowest to highest’. Though we have given the Oracle an absurd
amount of options, we can take its output, automatically check the answer, and
reward the Oracle for the correct answer, long before looking at it ourselves.

6.3.2 Dangerous questions about AIs

Apart from questions with too many options, dangerous questions would be
those that are likely to cause to the Oracle to get its reward in an unintended
manner.

The number of options gives the optimisation power of the AI: how much
influence it can bring to bear on the future. It might feel like the Oracle needs a
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lot of influence to achieve anything. Suppose the Oracle wishes to bring about
the creation of another AI with a specific 2000-bit code. Then, if that code is
generic, it needs at least 22000 ≈ 10602 options to achieve this reliably, a truly
immense amount.

But this calculation omits many factors. Firstly, if the Oracle is strongly
intelligent, it may have a way of building an AI which achieves the same goal
with a shorter code than we can imagine. Secondly, there may be many other
AI codes that are ‘almost as good’ as that specific code (maybe any effective
AI will reward the Oracle). And, thirdly, that specific 2000-bit code might not
be generic, but actually highly likely to happen, as compared with other equal-
length codes. The moral is that we should always give the AI fewer options
than the amount we estimate to be ‘perfectly safe’.

At the extreme, the question ‘is it safe to turn on this unconstrained AI, yes
or no?’ could be highly dangerous, even though there are only two options, if
the unconstrained AI is likely to reward the Oracle for turning it on.

6.3.3 Dangerous questions in general

The creation of other AIs is a particular case, as this results in an intelligent
agent that may be able and willing to reward the Oracle for its actions. But in
general, the optimisation power calculation is more reliable, as a small amount
of generic options (without creation of other agents) do not give the Oracle fine
control over the future. The more removed the options are from creating new
agents or influencing the current agents (i.e. humans), the safer they are, and
the more we can give the Oracle to chose from.

6.4 Errors for a Virtual-world Time-bounded Agent

Errors in the VTA can have more impact. Imagine that it cares a little bit
about what happens after t. If so, then the VTA has many ways to influence
us, because we intend to take its output and thought process, and study them
thoroughly. It can then craft its output in many dangerous ways.

A second problem is if the AI become convinced we have a small probability
of looking at its output before time t. This leads to the same behaviour as
above.

The problem comes if it has a way of achieving maximal reward (or quasi-
maximal reward) within the model, while still leaving enough data to influence
us subsequently. If the goal is easy for it to achieve, and it has a lot of time
to do so, it can craft an elaborate history likely to influence us, and still get a
high reward from within the system. A high discount rate may combat this to
some extent, but this remains risky if there are many ways of achieving its goal,
all of comparable lengths, but very different. For instance, if the solution is
‘start process X’ + ‘wait ten thousand turns doing irrelevant actions’ + ‘finish
process X’, then it could use the content of those ten thousand turns to influence
us. Unless we are sure that the agent must continually be doing its upmost to
achieve its internal goal, we can’t trust its output unless the restriction on caring
after t is secure.
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6.4.1 Dangerous questions

Even if the VTA’s motivation is perfect, there remains dangerous questions
to ask it. For instance: ‘here is a detailed model of a human brain; what
argument is most likely to convince these types of beings to endorse cause X?’
is a dangerous question, as the AI will produce a human-convincing argument
that we will actually read. The more abstracted away from humans the virtual
world we give it, the better. There should be no trace of human psychology
within it, or only the most simplified models of these.
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A What a CUA can estimate

This appendix demonstrates how CUA agents can be used to output certain
estimates.

A.1 Conditional expectation

If Y is any random variable over which the Oracle has no control (given E),
then we can use the following utility to have it output E(U |E, Y = y):

U# = IEIyS(U, f(r), r),

where Iy is the indicator function for Y = y. Again, the AI gains no utility
unless E happens and Y = y, so it outputs r conditional on those fact, and then
the proper scoring function ensures r = E(U |E, Y = y).

A.2 Highest probability

If we use the indicator function Iy for Y = y, we can get the AI to compute
the probability of Y = y. But what if we instead wanted to know the y with
the highest5 probability of having Y = y? If the space of possible values of Y
is low, we could list them all, but this is not feasible for Y with many degrees
of freedom.

One way to do that is to use Iy, but allow the Oracle itself to determine what
y to use (this y would form another part of its output, along with the expecta-
tion/probability r). The Oracle’s expectation for IES(Iy, f(r), r), given that it
outputs the perfect r, is the probability of E times f(E(IY |E)) = f(P (IY |E)).

5Or lowest. In the rest of this section, we’ll always be looking for the highest value of
something; the lowest can be obtained by the same methods by replacing U with 1−U , or by
using a decreasing f .
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So as long as f is an increasing function, letting the Oracle choose y will result
in the y with the highest probability of Y = y.

A.3 Highest weighted conditional expectation

As we’ll see, there are problems with the Oracle outputting the y with the
highest expectation of U conditional on Y = y. If we weight the conditional
expectation by the probability of Y = y, then there is no such problems;
P (Y = y|E)E(U |E, Y = y) is simply E(IyU,E). If the different y have equal
probabilities of Y = y (for instance, if Y is a randomly generated message) then
the highest weighted conditional expectation will be the highest conditional
expectation.

A.4 Highest conditional expectation

It is problematic to have the Oracle find the y with the highest unweighted
expectation E(U |E, Y = y). First of all, if P (Y = y|E) = 0, then that expression
is undefined. If that probability is very close to zero, it becomes hard to design
a proper scoring function that covers an event that will almost certainly never
happen6. Indeed, since proper scoring functions are analytic expressions, the
inability to get one that would choose the best y if its probability is close to
zero, extends to cases where P (Y = y|E) is larger.

We can, however, use better and better approximations. Let θ > 0 be a
measure of the quality of the approximation (higher values being better) and fix
f(r) = exp(θr). Then we can bound the error in choosing the highest conditional
expected utility:

Theorem A.1. Assume the Oracle outputs y and r to maximise the utility
U# = IEIyS(U, exp(θr), r). Let s be the probability P (Y = y|E). Then, for all
y′ with P (Y = y′|E) > s,

E(U |E, Y = y′) < E(U |E, Y = y),

and for all y′ with P (Y = y′|E) > s
n for some n,

E(U |E, Y = y′) < E(U |E, Y = y) +
log(n)

θ
. (1)

Proof. Note the first result is a special case of the second, for n = 1. If the
Oracle outputs y rather than y′, then, since it will always choose r equal to the
conditional utility of U given that Y equals the y it outputted,

P (Y = y|E) exp(θE(U |E, Y = y)) ≥ P (Y = y′|E) exp(θE(U |E, Y = y′)).

Using P (Y = y′|E) > s
n , this gives

exp(θE(U |E, Y = y)) >
1

n
exp(θE(U |E, Y = y′))

n exp(θE(U |E, Y = y)) > exp(θE(U |E, Y = y′))

log(n) + θE(U |E, Y = y) > θE(U |E, Y = y′)

E(U |E, Y = y) +
log(n)

θ
> E(U |E, Y = y′).

6There are mathematical reasons why it is impossible to have a proper scoring function
that outputs the r and s that maximise the ratio r/s.
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Therefore n and θ provide the bound on the quality of the conditional ex-
pectation E(U |E, Y = y): if we want to find y′ with much higher conditional
expectation, we need to go to y′ with much lower probability.

In the preceding, it’s useful to know the probability s of the y that was found.
Therefore it would be good to have the AI output the value of s directly. This
can be accomplished while preserving the result of Theorem A.1, by having the
AI output y, r, and s:

Corollary A.2. The results of Theorem A.1 still apply if the Oracle has to
output y, r, and s to maximise

U# = IEIyS(U, exp(θr)− 1, r) + IES(Iy, s
2/2, s).

Proof. The second part of the equation for U# is maximised when s = P (Y =
y|E). Then, analogously to the proof of Theorem A.1, it suffices to demonstrate
than if P (Y = y′|E) > s

n , then exp(θE(U |E, Y = y)) > 1
n exp(θE(U |E, Y =

y′)).
The bound in equation (1) increases as n increases, so consider the case

where it is sharp: P (Y = y|E) = s and P (Y = y′|E) = s
n .

Since the agent maximises U# and chose y, we know that if u = E(U |E, Y =
y) and u′ = E(U |E, Y = y′),

s (exp(θu)− 1 + s/2) ≥ s

n
(exp(θu′)− 1 + (s/n)/2)

exp(θu) ≥ 1

n
exp(θu′) + 1− s/2 +

s/2

n2
− 1

n
.

Thus it suffices to prove that the term 1−s/2+ s/2
n2 − 1

n is non-negative. Note that
for n = 1, this is 0. Differentiating with respect to n gives 1

n2 − s
n3 , which, since

s ≤ 1, is non-negative. Hence that expression is 0 at n = 1 and non-decreasing
in n, and thus is non-negative for all n ≥ 1.
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