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Abstract. Content based image retrieval (CBIR) is employed in
medicine to improve radiologists’ diagnostic performance. Today effec-
tive medical CBIR systems are limited to specific applications, as to
reduce the amount of medical knowledge to model. Although supervised
approaches could ease the incorporation of medical expertise, its appli-
cation is not common due to the scarce number of available user an-
notations. This paper introduces the application of radiology reports to
supervise CBIR systems. The concept is to make use of the textual dis-
tances between reports to build a transformation in image space through
a manifold learning algorithm. A comparison was made between the pre-
sented approach and non-supervised CBIR systems, using a Leave-One-
Patient-Out evaluation in a database of computer tomography scans of
interstitial lung diseases. Supervised CBIR augmented the mean aver-
age precision consistently with an increase between 3 to 8 points, which
suggests supervision by radiology reports increases CBIR performance.

1 Introduction

Radiology departments are today fundamental for quality and cost-effective
health care due to the broad number of diagnoses and treatments which require
the support of medical imaging. Because of this central role a large number
of exams are undertaken every day originating large multimedia repositories.
Although today Picture Archiving and Communication Systems (PACS) have
brought new possibilities by providing online access to patients’ exam history,
PACS full potential is not yet explored as exams are not yet organised and
searched beyond patient number. Intelligent systems that could automatically
link similar cases would bring important developments into radiology education,
diagnosis, research and quality control [2].

Content Based Image Retrieval (CBIR) is a search paradigm that makes use
of image content to retrieve similar images from large collections. A possible ap-
plication of CBIR techniques is in the field of Computer Aided Diagnosis (CAD).
After obtaining a new exam, which a radiologist is expected to diagnose, a CBIR
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system could search for similar cases in the hospital PACS, and retrieve all as-
sociated information. This is specially useful for inexperienced radiologists in
specific complex problems [1], as they can consult cases diagnosed by domain
experts. The benefit of the presentation of similar cases has been demonstrated
before [1]. Although medical CBIR has seen some success, it has been on par-
ticular user case scenarios, using specialised methods and selected databases [2].
These systems require expensive and subjective medical expertise, which un-
dermines the applicability of CBIR systems. Methods that are able to ease the
introduction of medical knowledge are fundamental for CBIR development.

Automatic supervised learning consists on the use of labelled datasets to infer
a mapping between raw features and high level concepts. It is often used to
reduce the amount of expert intervention, and although it has been employed
in other CAD areas, its application to CBIR is hampered by the difficulty in
collecting a sufficient number of annotations. Annotation of image pairs by a
user perceived distance is time-consuming and prone to intra and inter subject
variations [7], reason why CBIR supervised approaches normally start with a
standard metric (e.g. euclidean, city block) and adapt it to constraints, typically
similar/dissimilar image sets [12] obtained by user feedback.

User annotations are normally limited in number, and have therefore little
impact in the system, reason why implicit measures (e.g. user clicks, browsing
time, annotation and reference) became popular [5]. Work like [10], which makes
use of text in blogs to deduce the relation between bands for music retrieval, is
capable of reducing user involvement by using the distance between entities in
text as a implicit measure of their semantic distance. Radiology is quite unique
in the CBIR field because of the presence of associated radiological reports with
precise and technical descriptions of the exam specifications, findings and con-
clusions. Report analysis has already been proven useful in radiology [3] and
textual analysis is normally considered to be at a higher semantic level than
image [4].

This paper studies the possibility of using medical reports to supervise CBIR
representations. As illustrated in fig. 1, contrary to the typical approach where
image and text retrieval do not interact (Fig. 1a), under a supervised learning
scheme (Fig. 1b) a feature transformation is built which will distort image space
to resemble the text space topology. The method used to transform the image
space is manifold learning. Manifold learning are a set of techniques which infer
a low-dimensional structure from a initially high-dimensional space. In this sys-
tem a low-dimensional space is searched in order that the distance between all
points are similar to the original text distance. An image transformation is then
produced to map each image point into this new feature space.

This approach improves image representations without the need to design
elaborate and specialised medical features. When compared to the approach in
[12] or [7] where supervision is achieved using medical labelling, the present
approach has the advantage of not requiring medical doctor intervention and
making use of a source of information widely available in hospitals. It therefore
increases its applicability and eases its use in other CBIR areas. Contrary to
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Fig. 1. Comparison between a typical CAD system (a) and a CAD system using reports
for supervising the image representation (b). The text space topology guides the image
space transformation promoted by the manifold learning algorithm.

work described in [4], where text is employed as a feature, the scheme herein
presented uses it as a label which permits its application when the query has no
text, as is the case when a new scan is presented to a CAD system.

The proposed architecture was tested on a Interstitial Lung Diseases (ILD)
CAD problem. ILD are a set of more than 200 lung conditions affecting the lung
interstitium. Its diagnosis is dependent on the analysis of the patient computer
tomography (CT) scan for which expertise is required. Since they are relatively
rare conditions it is difficult for a general radiologist to have enough experience
to correctly interpret an ILD CT exam. It is therefore a typical problem where
a CBIR CAD system makes sense, reason why it was attempted before [1].

2 Materials and Methods

2.1 Dataset

Experiments were based in a database of 253 patients diagnosed with one of
17 interstitial lung diseases conditions. From these patients all CT scans and
respective reports were collected from a period of five years to a total of 1110.
Scans with no reports or on which the segmentation process failed were dis-
carded. The number of exams per class varies between 1 (microlithiasis) and 114
(sarcoidosis) patients, with 12 classes having less than 10 patients. All reports
are in Portuguese. Fig. 3 shows an example of a database exam.
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A terminology was built using the 3026 terms present in the report collec-
tion by a resident radiologist (R.R.) by dividing them into 6 classes: ”diagno-
sis”, ”findings”, ”anatomy”, ”intensifiers”, ”others” and ”irrelevant”. Terms that
pointed to the same concept (”LAM”, ”Lymphangioleiomyomatosis”), inflections
(”adenoma”, ”adenomas”) and spelling errors (”langerhans”, ”langherans”) were
grouped to the same term.

2.2 System Description

Overview. Fig. 2 presents an overview of the system. As in any supervised
architecture it is composed of a training and testing stages.

Fig. 2. Overview of the system. Training stage (top): a mapping between the image
space and a manifold is built. Testing stage (bottom): where the closest exams are
retrieved using the previously described mapping.

Training uses a local collection to build a mapping between image space and
a created manifold space. As presented in fig. 2 the reports and images from
the corresponding exams run in parallel. The reports distance matrix D which
contains the textual distance between the several exams is the outcome of the text
processing chain and constitutes the exam textual representation. The vectors
V = v1, ..., vk in image space X is the output of the image processing chain and
constitutes the exam description from an image standpoint.

The connection between the two representations uses a low-dimensional man-
ifold space Y . This manifold is built using a manifold learning algorithm which
finds the set of vectors U = {u1, ..., uN} such that,

C(E(U), D), U = {u1, ..., uN} ∈ Y (1)
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Fig. 3. An example of a HRCT slice with respective radiology report in Portuguese
(and corresponding translation)

is minimal, where C is a cost function, D is the textual distance, E is the
euclidean distance between all U pairs and N the number of exams in the PACS.
Therefore the manifold space Y presents a similar inter distance between the
training exams as the textual representation.

After obtaining the manifold representation a mapping is established between
each point vi in the image space X and its counterpart manifold representation
ui in Y .

ui = L(vi), v ∈ X, u ∈ Y (2)

The mapping L is the outcome of the training process and is used in the testing
stage (lower part of fig.2). When a new image test point x is obtained, the
mapping L calculates y = L(x) and compares y with PACS U vectors. The
closest vectors are returned as the set of most similar images.

As visible in fig. 2 there are four main phases for training: text processing chain
that calculates the textual distances D; image processing chain which extracts
the vector set V ; manifold learning phase that builds the vector U from textual
distance D; mapping, phase which maps every point in image space X to the
manifold Y .

All these phases are herein described in detail. For image and text processing
chains several methods were evaluated as to represent different representation
possibilities.

Text Processing Chain computes textual distance using the cosine between
term frequency-inverse document frequency (tf-idf ) vectors. tf-idf is a vector
representation which scores the importance of a term according to the frequency
it appears on a text, weighted by the the number of documents it appears in
the entire collection. All reports from the same patient were concatenated to
the same text, so textual distances are calculated between patients. Distances
between scans were obtained from the expansion of the patient distances by
considering the intra-patient scans distance to be zero and inter-patient equal
to the corresponding patients distance.

Seven variations were attempted, either by removing/weighting terms accord-
ing to a terminology (knowledge-based method), or expanding them according
to their co-occurrence in the same text (statistical method). Weighting uses
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the term classes as described in section 2.1, to increase/decrease/remove its tf-
idf score and therefore change its importance in the comparison. Co-occurrence
uses the frequency with which terms occur in the same text and their relative
distance as a measure of their relatedness, increasing tf-idf related term scores
according to this proportion. The tested approaches are:

– text1 - tf-idf ;
– text2 - terms marked as irrelevant are removed;
– text3 - terms importances are weighted according to their class: diagnosis

(2), findings (1.5), anatomy (1), intensifiers (0.5) and others (0.5);
– text4 - terms are expanded according to their co-occurrence in the same text;
– text5 - terms are expanded according to their co-occurrence taking into ac-

count their distance in the text;
– text6 - method 3 combined with method 4;
– text7 - method 4 combined with method 5.

Image Processing Chain produces a scan representation. It consists of five
stages: Resizing where all scans are resized to 128x128x128 voxels; Segmentation
using a hybrid the algorithm described in [8]; Division on volumes of Interest in
which the scan regions segmented as lungs are then divided in Volumes Of Inter-
est (VOI) using the algorithm detailed in [6]; Region Descriptors, characterising
each VOI by extracting a set of features to represent the region. The features
are a 3D version of the set of features used in [11]; Summary where all regions
from the entire scan are compacted into a vector.

Three different region summary methods were evaluated:

– MEAN - The mean of all features for all VOI was taken to a total of 128
features.

– HIST - A 10 bins histogram of all features was constructed. The concatenated
vector of all histograms represents 1280 features.

– UNSUP - K -means clustering algorithm applied to all regions was used to
produce a 100 elements wide codebook. Each VOI for each scan was assigned
to one of the codebook vectors and a histogram for each scan was produced
containing the 100 elements.

Manifold Learning uses the Sammon algorithm described in [9] to obtain a
manifold representation U from the exams distance matrix D. From an initial
set of random vectors it makes use of a steepest descent algorithm to iteratively
find the vectors U that minimize the cost function:

1/d
∑

1<i<N
1<j<N

(|‖ ui − uj ‖ −Dij |)/Dij , u ∈ Y (3)
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where ui uj are the manifold representations of exams i j respectively, ‖ . ‖ is
the euclidean distance, Dij the textual distance between exam i and j, N the
number of exams in the PACS and:

d =
∑

1<i<N
1<j<N

Dij (4)

The algorithm stops when the minimum is obtained.

Mapping L uses the test point’s nearest neighbours as the basis for the trans-
formation. That is if x is the new point representation in space X and A =[
v1 v2 · · · vk

]
contain the k nearest neighbours PACS image representations then

we calculate the k -dimensional λ vector so that:

x = Aλ (5)

The new point representation in low dimensional space y will be:

y = A′λ (6)

with A′ =
[
u1 u2 · · · uk

]
where u are the manifold representations of image

vectors contained in A. This new image point y representation can then be
compared to all training vectors representations u and the most similar exams
will be returned.

3 Results

The evaluation is based in a Leave-one-Patient-Out scheme, where each of the
scans from the patient left out are the test scans, and the remaining constitute
the training collection. We used Mean Average Precision (MAP) as the perfor-
mance measure by considering a retrieved exam to be relevant if it belonged to
the same class as the query exam. Parameters for the several text, image and
manifold learning methods were set manually to values that seemed appropriate,
and have no guarantee of being optimal.

Table 1 has the results for three different exam representations. In the top of
the table, the distance between exams is based solely on their reports as in a
text retrieval system. In the middle an unsupervised image representation was
used, and in the lower part the image representation was altered according to
the described manifold learning process using the corresponding text and image
methods. We added a learning method using class labels (distance is 1 for scans
from the same class and 0 for different classes) for comparison purposes. Fig.
4 contains the precision recall curves for the text retrieval system using text3,
the unsupervised CBIR using UNSUP and the supervised CBIR text3 UNSUP
(method text3 for text representation and UNSUP for image) and text6 UNSUP.



256 J. Ramos et al.

Table 1. Mean average precision of retrieval systems based on text (top), on an unsu-
pervised CBIR system (middle) and on a supervised CBIR system based on manifold
learning (bottom)

Text Retrieval

text1 text2 text3 text4 text5 text6 text7 Class
0.35 0.37 0.43 0.27 0.35 0.38 0.40 1

Unsupervised CBIR

MEAN HIST UNSUP
0.26 0.24 0.26

Supervised CBIR using manifold learning

text1 text2 text3 text4 text5 text6 text7 Class
MEAN 0.29 0.30 0.31 0.25 0.29 0.31 0.31 0.48
HIST 0.29 0.29 0.32 0.25 0.29 0.32 0.32 0.49
UNSUP 0.29 0.30 0.32 0.25 0.24 0.32 0.32 0.48

Recall

P
re
c
is
io
n

UNSUP

text3_UNSUP

text6_UNSUP

text3

Fig. 4. Precision Recall curves for the unsupervised CBIR using UNSUP, the super-
vised CBIR methods using text3 UNSUP (method text3 for text representation and
UNSUP for image) and text6 UNSUP and the text retrieval system text3
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4 Discussion

From the analysis of table 1 it is clear a consistent and significant difference in
MAP between text and unsupervised CBIR retrieval methods, justifying the ini-
tial assumption that text is a higher semantic representation than image. It can
also be observed that text methods which relied on the built terminology show
an improvement over statistical based methods, which points to the importance
of medical knowledge.

The increased performance by using supervised CBIR is also consistent across
all attempted configurations, except for text representation text4 which pre-
sented a similar MAP as image. The analysis of fig. 4 points to the same con-
clusion. One can also observe an improvement as better image descriptions,
or higher quality annotations are used, as is typical in any supervised learn-
ing scheme. The analysis of fig. 4 suggests that the differences in MAP can be
caused by an increase in performance at different levels of recall, as is visible
in the differences in precision in curves 3 UNSUP and 6 UNSUP. This suggests
that a mix of different text distances inside the same learning process can be
advantageous. The low values of MAP for all systems reflects the complexity of
ILD CT diagnoses. Manifold learning performance is still distant from the tex-
tual representation which suggests that improvements by using different image
features and learning methods might still be possible. Advances might also be
achieved by better textual representations, as the improved performance of class
labelling suggests.

The results suggest that supervised learning from radiology reports improves
CBIR performance. Reports are frequently available in every hospital PACS,
and the presented approach does not require physician intervention, easing its
application in new CAD areas. Also the proposed scheme might scale to a PACS
system as the increase in complexity is accompanied by a richer text distance
space. The introduction of user feedback, or adaptation of other annotations is
trivial by adapting the initial text distance matrix. All these points suggest the
use of a supervised radiology reports scheme to be beneficial to a CBIR system
in a real clinical context.

5 Conclusion

This work presents a new application of radiology reports by using them as a
label in a CBIR system. It made use of a manifold learning algorithm to build
a transformation between image space and a new manifold, where the distance
between exams is similar to the textual distance. The presented experiments
revealed an improvement of our approach in the retrieval performance of a CBIR
system using an interstitial lung diseases database, and they suggested that
supervision by radiology reports can improve CBIR systems performance in a
clinical environment.
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