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Abstract 

Sequential sampling schemes have traditionally used ad hoc rules for sample size. The variable-sample-size 

sequential probability ratio test (VPRT), developed by Cressie and Morgan (Proc. 4th Purdue Symp. on 
Decision Theory and Related Topics, IV Vol. 2, Springer, New York (1988), 107-118), generalizes the 

classical one-at-a-time and group-sequential procedures to an optimal procedure that maximizes the 

expected net gain of sampling, conditional on the accumulated observations on the stochastic process. In 

this paper, we apply the VPRT to the problem of sequential testing of a Gaussian mean. 

AMS Subject Classification: 62L12, 82M05 
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1. Introduction 

The problem to be addressed here is that of sequentially testing two hypotheses, 

where gains for making right/wrong decisions are balanced against the cost of 

sampling. The sequential procedure chosen is the one that maximizes the expected net 

gain (ENG), where the stopping rule, the rejection regions and the sample sizes are 

chosen to achieve the optimal ENG. The new component is the optimization over 

sample sizes, a feature that results in a procedure superior to the usual one-at-a-time 

or group-sequential procedures. Following Cressie and Morgan (1988, 1993), we call 

the optimal procedure a variable-sample-size sequential probability ratio test 

(VPRT). 

The need for choosing optimal sample sizes is obvious when one considers the cost 

of clinical trials and other procedures where the data are extremely expensive. The 

following situations are natural applications of sample-size-optimal sequential 

procedures. 
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1. Sequential clinical trials: The gain function could represent the financial gain of 

testing a drug. This could be appropriate for a pharmaceutical company seeking to 

maximize profits. The function could also represent gain, in an ethical sense, to 

determine whether a treatment is worth testing at all, and if so, on how many subjects. 

2. Industrial quality control: This is a situation in which there is often a well- 

defined gain function in a financial sense, and a known cost of sampling. For an 

industrial manufacturing process, the VPRT could be used, for instance, in destructive 

testing of the sampling units. 

3. Group testing for at least one individual with a disease: Sequential methods have 

been used in group testing of samples of blood from a group of individuals in order to 

detect at least one with a certain disease. Great economy can be achieved by testing 

batches sequentially in order to detect at least one diseased individual; see Das and 

Choudhury (1987). 

4. Oil exploration: Geological evidence may suggest that a particular area of land 

contains a number of undiscovered sources. Bayes sequential methods can be used to 

sample (drill) in a manner so as to maximize the profits of the company owning the 

land; see Benkherouf and Bather (1988). 

Wald and Wolfowitz (1948) showed that the sequential probability ratio test 

(SPRT) for testing two simple hypotheses can be optimal in the sense that, of all 

level-a tests having the same power, the test needing the fewest average number of 

observations is the SPRT. At almost the same time, Arrow et al. (1949) established 

many of the same results with proofs that are less restrictive than those of Wald and 

Wolfowitz and which foreshadow the use of dynamic programming in constructing 

optimal decision procedures. Nevertheless, the VPRT is superior to the SPRT under 

more general assumptions, and is identical to it under the previous authors’ specific 

assumptions: They assume that their experiment has an infinite truncation time T(the 

last time point by which a terminal decision must be made), the gains to either correct 

decision are equal, the cost of each datum is a constant c > 0, the start-up cost c(0) = 0, 

the discount factor r = 1 so that the payoff received for deciding upon one hypothesis 

or the other is independent of when that decision is taken, and the sampling design is 

restricted to one-at-a-time sampling. Irle (1984) shows that the SPRT retains its 

optimality properties under minimal assumptions on a stochastic process generating 

the observations (one-at-a-time), and Bhat and Vaman (1984) show that the SPRT is 

optimal in the presence of a discount factor r. 

Here we focus attention upon the optimal choice of sample sizes as a component of 

an optimal decision procedure. An initial examination of this problem is provided 

by Whittle (1965), Ehrenfeld (1972), and Spahn and Ehrenfeld (1974). As well, 

search theorists have explored sampling-rule choice problems; see, e.g., Morgan and 

Manning (1985). The particular problem considered here is deciding between two 

Gaussian means. One could look at the cumulating test statistic as a stochastic 

process of independent Gaussian increments. At any time point, a random number of 

increments is chosen and the procedure terminated or continued according to the 
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cumulative value of the process. The resulting first passage probabilities are calculated 

in Section 4. 

Section 2 sets out the model structure and notation. Section 3 gives a number of 

theoretical results for the testing of a Gaussian mean, and Section 4 presents various 

numerical results that confirm the theory and suggest open problems. Conclusions are 

given in Section 5. 

2. Model structure and notation 

This section gives the general model structure as specified by Cressie and Morgan 

(1988, 1993). In Sections 3 and 4 it will be specialized to the problem of testing 

a Gaussian mean. 

2.1. Sequential decision rules 

Let Q = {q,, wl} be a two-element set of the possible states of nature. The problem 

is to decide which of Ho: w = coo or H1 : w = co1 is true. Let X be an observation space 

over which is defined a cumulative distribution function (c.d.f.) F(x;o); xsX and 

o~sZ. Observations may be drawn from X to assist in the choice between o. and q. 

Let f denote the Radon-Nikodym derivative of F with respect to a dominating 

measure (usually, either Lebesgue measure or the counting measure). 

Throughout this article, we shall consider the case of simple hypotheses (as did 

Wald and Wolfowitz, 1948), since that is where the concepts are clearest. Even when 

two hypotheses are composite, ‘least favorable’ choices from each of the hypothesized 

parameter spaces lead to testing simple hypotheses. 

Let T denote the number of decision points available to the decisionmaker, 

16 Tdaz. Let te{O, . . . . T} denote the tth decision point. When T<oo, we have 

a truncated procedure. In other words, a decision about the true state of nature can be 

made or put off at any of the t =O, 1 , . .., T- 1 discrete time points, but a choice 

between o. and o1 must be made by time T. 
The decisionmaker’s initial information, at t = 0, is: the value of the truncation time 

T, complete knowledge of Q and {F( .; co), w~l2}, an initial information vector y,, and 

an associated prior probability p. for the event {w=q}. 

Observations x, = (xtl , . . . , xtn,)’ are asked for at time t, collected between t and t + 1, 

and received by the decisionmaker at time t + 1, at a cost of c,(n,) paid at time t. The 

case n, = 0 corresponds to no observations being taken. Assume that, for each t 2 0, 

c,(O)>O, c,(n) is monotonic strictly increasing with n, and c,( .) is unbounded above. 

The information vector y, at time t is updated to include any new information x,: 

Yf+l= 
Yt, n,=O 
(yl,x;)‘, n,>l for t=O,...,T-1 (2.1) 
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Define x to be the range associated with the information vector y,, t=O, . . . . T. 

Classical sequential decision theory corresponds to the special case of n,d 1 for 

t =O, . . . . T- 1 (e.g. Ferguson, 1967, Ch. 7). 

A (sequential) decision rule that chooses between o,, or o1 consists of a stopping 

rule, a sample-size rule, and a terminal decision rule. 

Definition 1. A terminal decision rule 6 is a sequence {6,}:=, where 6,: Y,+{O, l}; w. is 

chosen if 6,(.)=0, and wi is chosen if a,(.)= 1. 

Call A the space of terminal decision rules. 

Definition 2. A payofS(or gain)function at time t is a mapping U,: D x (0, l}+R, with 

(400 if 6(y,)=O and o=oo 

u&J, d(y,))= 
utol if 6(y,)=O and o=wl 

utIo if 6(y,)=l and o=wo 
for t=O, . . . . T. (2.4 

u,ii if 6(y,)=l and o=wr 

Typically, atoo > utl o and at1 1 > U,O 1, since correct decisions are usually rewarded more 

generously than incorrect decisions. Each utij is assumed to be finite. 

Definition 3. A sample-size rule v is a sequence {v~}~=~ where v, 

of nonnegative integers; vT( .) = 0. 

Call N the set of sample-size rules. 

Definition 4. A stopping rule S is a sequence (S,}F=, where S 

z-+2’ u {0}, the set 

K-,(0, l}; sampling 

continues at t if S,( .)=O and a terminal decision is made at t if S,( .)= 1; S,( .)E 1. 

Call C the space of stopping rules. 

Definition 5. A sequential decision rule is an ordered triple (S, v,6) composed of 

a stopping rule S, a sample-size rule v, and a terminal decision rule 6. 

Call DzC x N x A the space of sequential decision rules. 

In the decision-theory literature, payoffs are often expressed as negative losses, by 

way of a prespecified loss function, Which approach one uses is a matter of taste; in 

what follows, we shall look to maximize expected gain net of costs (see Definition 6), 

which is clearly equivalent to minimizing the Bayes risk. Raiffa and Schlaifer (1961, 

pp. 79-86) give a detailed discussion of this matter and are particularly helpful in 

developing the idea of costs as the opportunity losses that are an integral component 

of any optimization problem. Further, it is allowed that future payoffs and costs may 

be discounted by a discount factor r~[0, 11, such as in (2.8) below. 
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When dealing with human lives, costs and gains can be difficult to determine. Yet, 

somehow, the courts confront the problem in compensation cases. Similarly, although 

more impersonally, health-care delivery systems for different sectors of society effec- 

tively assign a dollar amount to the health of a client. The spiralling costs of new 

medical procedures and equipment may only be halted by a rational analysis of 

expected payoff net of costs based on current (and future) data. 

In this section, the goal is to establish the existence and form of a decision rule 

d *ED that yields the highest expected net gain amongst all rules dED for choosing 

between co,, and ol. As has been noted, such a rule is in fact a Bayes rule. The 

considerable breadth of D is best illustrated by considering some of its members. 

Purely sequential (one-at-a-time sampling) decision rules correspond to v,( .) = 1, 

t=O, . ..) T- 1, and group-sequential decision rules correspond to v,( .)=n, 

t=O, . ..) T- 1. The class of one-stage test procedures is defined by restricting S,( .)E 1, 

t> 1 and the class of two-stage procedures is defined by restricting S,( .)= 1, t 22. 

Clearly, these are just a few of the many types of rules found in D. 

2.2. Optimal decision rules 

As part of the notational development, we now give the decision rule that turns out 

to be optimal when T is finite. Let pt be the decisionmaker’s posterior probability at 

t of the event o = oo. By Bayes’ theorem, for t =O, . . . , T- 1 and n, >O, 

(2.3) 

where f( .) represents the density (or probability mass) function of its argument. If 

n,=O then pt+i =pt, for any te{O, . . . . T- l}. Also, the unconditional c.d.f. of x, at t is 

The dynamic programming approach is used in this article; the classical references 

in its vast literature are the books of Bellman (1957) and Bellman and Dreyfus (1962). 

An expected-net-gain maximization rule is achieved by choosing the stopping rule, the 

sample-size rule, and the terminal decision rule that maximizes the expected net gain 

at each stage of the sequential procedure. Backward induction (see Raiffa and 

Schlaifer, 1961, p. 7) is the technique that allows the optimal rule to be specified. 

At time t, the expected net gain from a terminal decision procedure 6, is 

(~,~~(l -~,(Y,))+Q~&(Y,))P,+(u,~~(~ -~,(Y,))+u,~~~,(Y,))u -P,). (2.4) 
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This expected net gain is maximized by choosing the terminal decision procedure 

i 

. 
if ~,00P~+u~ol(l-~,)>u~~oP~+u,l~(l-_p,), 

OF= Y if ~,00P~+~~o1(1-~~)=u,~~P~+~~~~(l-p~), 63) 

1 if u,ooPt+~tol(l-pp,)<u,loPt+~rll(l-pPr), 

where YE[O, 11. Without loss of generality, we can select y =O. The maximal expected 

net gain is 

=max{u,oopr+u,ol(l-~,),u,lo~r+u,ll(l-~p,)}, (2.6) 

where E, denotes the expectation with respect to the measure on 52 defined by the 

posterior probability pr. Should the decisionmaker sample until t = T is reached, then 

a terminal decision must be made. Thus, the expected gain at t = T of a decision rule 

incorporating S,* is 

(2.7) 

At time t = T- 1, the decisionmaker can either choose between w0 and wr, and 

expect a gain of E,[UT_l(o,6,*_,(y,_,))ly,_,,p,_,], or can collect n,_r30 

additional observations and expect a net gain of 

-CT-1(I1T-l)+ZEFr~lCVTT(YT,d,PT)lYT-l,PT-1,12T-11, (2.8) 

where re[O, l] denotes the discount factor and E Fr_, denotes expectation with respect 

to the unconditional c.d.f. of the nT_ 1 observations collected at t = T- 1. 

The expected net gain of continuing to sample at t = T- 1 is maximized by choosing 

the sample-size rule \I;_~, defined as 

+tEFT-IIVTT(YT,d,PT)IYT-l,PT-l,nT-ll) (2.9) 

(The notation, argmax,,o{ . ..}. is used to denote the value(s) of the argument n that 

achieves a maximum for the expression in braces.) Now, n;_ 1 exists and is finite since 

CT_ 1 ( .) is unbounded above, and a unique value is obtained by choosing the smallest 

value in the argmax set. Thus, the expected net gain at t = T- 1 is maximized by 

choosing the stopping rule 

‘%l(yT-I)= 

I 

1 if E,[UT-1(0,~~-1(YT-1))IyT-1,PT-11~{-CT-1(V~-l(yT-1)) 

+~EF,~,CV~T(YT,~,PT)IYT-~,PT-~,V~-~(YT-~)I}, 

0 otherwise, (2.10) 
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and the maximal expected net gain is 

CI(Y,-I,dP,-I) 

=max{E,CU,-,(o,6~~,(y,-,))Iy,-,,p,-,l-c,-,(v~-,(y,-,)) 

+~.EF,~,CI/TT(YT,d,PT)lYT-1,PT-1,V~-l(YT-1)If. (2.11) 

Backward induction yields the following sequential decision rule, d * =(S*, v*, 6*): 

(a) 6* = {ST},‘=,, where 

C(y,)= 
i 

0 if ~,00~~+u~o~(1-~~)~u,lo~~+~~tt(l-~~), 

1 if ~,~~~~+u~o~(l-~~)<u,lo~~+~~ll(l-~,). 
(2.12a) 

(b) v* E (v~}~~,~, where 

$(~,kargmax {-c,(~,)+~~~,C~~~(y~+~,d*,p~+~)I~~,~~,~~l), 
n,>O 

t = 0, . . . , T- 1 (2.12b) 

and 

v;(yT)=o. (2.12c) 

Recall that EF, denotes expectation with respect to the unconditional c.d.f. of the 

IZ, observations collected at time t. 

(c) S*={S:)TzO, where 

C(Y,) 

1 if max{U,OOPr+Urol(l-Pt),UtloPt+Urll(l -~,)13{-G(v:(Y,)) 

= 

i 

+~E#‘:+I(Y~+I, d*,pt+l)lyt,pf,vt*(yr)l}, t=O,...,T-1, 
0 otherwise (2.12d) 

and 

s;(yT)-o. (2.12e) 

The sequence of maximal expected net gain functions implied by d * is 

K?Y,J*,p,) 

=max(E,CU,(~,~jr(~,))I~,,~,l,--c(v:(~,)) 

+%,U?+I(Y~+I, d*,p,+l)ly,,p,,v:(y,)l}, t=O,...,T-1 (2.134 
and 

~~(~T,~*,~T)=E~CUT(O,B~(~T))IYT,PTI. (2.13b) 

Definition 6. A decision rule d’ED is optimal if, for any given yt~ x, and any pt~[O, 11, 

V~(y,,d’,p,)3V:(y,,d,p,) for all dgD, t=O ,..., T, (2.14) 
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where, for d = (S, v, 6), 

and 

= (J%Wd~~&(Yd) I Y,,P,l)~(s,(YA= I)+{-c&J 

+rEFrC~~l(Yt+l,d,pt+l )IYt,Pt,vtl}~(S,(Y,)=O), t=O,...,T-1 

The problem of discovering an optimal decision procedure d’ can be viewed as 

a special case of a search-theoretic problem analyzed by Morgan and Manning (1985). 

They provide a proof of the existence of an optimal procedure under conditions 

satisfied here and show (their Theorem 2, p. 397) the decision rule d * described by 

(2.12) to be an optimal procedure. 

2.3. Wide-sense sequential probability ratio tests 

Given T<cc and y,~ v, define the likelihood ratio 

and 

A J(Y,;Q)=(l -Po)Pt 

t f(Y,;%)-P,(l -PA 
t=l, . . . . T (2.15a) 

&El. (2.15b) 

Definition 7. Given 1~ T< co, a wide-sense sequential probability ratio test (WSPRT) 

is a sequence {(S,, vt, 6,, Pt, N,)},T_o, where S,, vt, 6, are given by Definitions 4, 3, and 1, 

respectively, and 

P,=(P,,, . . . . P,,,}, t=O ,..., T-l, (2.16a) 

OdA,=P,o<P,l<...<P,,t~B,dco, t=O,...,T-1, (2.16b) 

ObA==B,dco, m==O, (2.16~) 

N,={n,,, . . . . ntm,}, n,j30 for j= 1, . . . . m,, 

t=O, . . . . T-l and NT=@. (2.16d) 

The associated decision rule is, for y,~ Y,: 

i 

S,(Y,)= 1 and MY,)= 1 if O<&<A,, 

S,( yt) = 0 and collect: 

v,(y,) = ntj extra observations if P,,j_,<~,~P*j, for jE{l,..., m,-l}, 

v,( y,) = n,,, extra observations if Pt, m, ~ 1-c Jut < P,,, , 

&(Y,) = 1 and &(Y,) =0 if B,<l,<oo, (2.17a) 
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t=O, . ..) T- 1. And, for t = T, 

S,(.)- 1 with dT(yT)= 1 

if Od&<A,=BT and 6,(y,)=O otherwise. (2.17b) 

Let WcD denote the class of wide-sense sequential probability ratio tests. Obvi- 

ously, the usual one-at-a-time sequential probability ratio tests belong to W, as do the 

group-sequential procedures. Less obviously, the Neyman-Pearson test (Neyman and 

Pearson, 1933) based on a fixed sample size, and the two-stage tests defined by 

likelihood-ratio test statistics, also belong to W. The class W is very broad. 

Due to the Wald and Wolfowitz (1948) optimality result for the SPRT, we use it as 

the ‘yardstick’ against which to measure the performance of any member of W. In 

what follows, we demonstrate that the maximum-expected-net-gain decision rule d * 

described in Section 2.2 is contained in W, and hence dominates every member of W, 
including the SPRT. At any time tE{O, . . . . T- I} the VPRT’s continue-sampling 

interval (p,‘,, p,‘,) may be partitioned as 

(Pt*o,Pt*ll~..~u(P,T,:~2,P,T~:-Ilu(P~,:-l,P,*,:), 

where pL=pz<p: -c... < pt:,,: _ 1~ p;“,: = ptTu. On these intervals, 

(2.18) 

i 

* 
$-(p,)= ntjT 

Pt~(P~j~l,P~] for j=l,..., m:-1, 

n* tin: 9 P&P* t,m:-1,Ptm: 3 * 1 
(2.19) 

where n,*#n,*,,nt*,#n:,,...,n~,:_,#n;F,:. That is, for tE{O, . . . . T-l} the optimal 

sample-size rule is piecewise constant on (pft,pf&) and there are rn: such changes in 

the value of the sample-size rule. 

Define 

p,P;(I--Po) 

15 (1 -Pt*j)Po’ 
J = 0, . . . , mj* , t=O,...,T-1, and 

(2.20) 

Further, define 

v:(A)- v: (i,p,l;qo-po). (2.21) 

From Section 2.2, the optimal (expected-net-gain-maximizing) decision at time t is 

to choose o. if p+ [ p&. 11, which is equivalent to 

choose w. if it>p’(l-po)=B:, 
(1 -P:u)Po 

t=O, . . . . T-l. (2.22) 

Similarly, it is optimal to 

choosew, ifL~<~~~p~~~)=A:, t=O,...,T-1. 
fL 0 

(2.23) 
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It is likewise optimal to 

collect: nz = r:(&) extra observations if P,Tj- I < A, Q Pz , j = 1, . . . , m: - 1, 

n;T,, = $(A,) extra observations if P:,; _ 1-c At d P;“,: , (2.24) 

t =O, . . , T- 1. And, for t = T, it is optimal to 

choose o1 if AT < A; = l3; -remap,“); otherwise choose oO. (2.25) 
T 0 

Therefore, the optimal decision rule d * can be rewritten as a WSPRT. 

Definition 8. Given T, 1~ T< co, the variable-sample-size sequential probability ratio 

test (VPRT) is a sequence {(SF, $, 6:) P,* , N:) >F= o, where SF and ST are defined by 

(2.12), qf* is defined by (2.21) and (2.12), P: = {P,*o, . . ., P&F}, rn: and Pt*j are defined by 

(2.18), (2.19) and (2.20), and N:-{n,*, . . . . n&:} is defined by (2.19). 

Since the payoffs and cost functions of the VPRT may be time-dependent, the 

components (ST, yp, SF, P:, N:) of the VPRT are time-dependent even in the limiting 

case of T=co. 

Now W c D and, because the VPRT is an element of W, it follows that the VPRT 

maximizes the expected-net-gain over all WSPRTs. Formal proofs of these and other 

results for the VPRT can be found in Cressie and Morgan (1993). 

3. Testing of a Gaussian mean 

In this section, we present theoretical results for sequential testing of a Gaussian 

mean. This model is not as specialized as it might first appear. It is well known that the 

sample mean is often acceptably close to Gaussian for moderate sample sizes. 

Distributions for which the Gaussian distribution is a reasonably close approxima- 

tion include those that are continuous, unimodal, not badly skewed, and have 

moderate-length tails. This often includes continuous phenomena that are non- 

negative, such as height and weight. It also includes discrete random variables that are 

approximately symmetric. Even for badly skewed data there is often a variance- 

stabilizing transformation yielding nearly Gaussian data in a different scale. 

Those who prefer procedures based on the frequentist criteria of probabilities of 

type-l and type-2 errors are often reluctant to consider Bayesian methods. They 

believe that Bayes-optimal procedures often correspond to unacceptably large prob- 

ability of type-l error and low power. However, in some applications the (negative) 

risk of the decision procedure is a more important criterion than probabilities of the 

two types of errors. It is of interest to consider such procedures and calculate their 

probability of type-l error ((x) and their power (n= 1 -probability of type-2 error), 
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and, conversely, to consider the implications that specification of M and rc has on the 

gain and cost parameters of the decision procedure. In the terminology of Section 2, 

we seek to understand the relationships among the VPRT parameters pO, {u,ij}, c( .), 

and r, and how they are related to CI and 71. A start on this problem is made for the case 

where xtl, . . ..xtn. are independent and identically distributed Gaussian with mean 

p and variance a2 (i.e., Gau(p,a2)). 

Suppose that we wish to test sequentially the simple hypotheses 

Ho: P=PO, versus Hl: PL=P~ (P~>P~), 

based on the data distributed according to a Gau(p,02) distribution, where c2 is 

a known positive constant. To perform this test, we shall consider the class of 

wide-sense sequential probability ratio tests (WSPRTs), as described in Section 2.3, 

and in particular the VPRT. Let 

and 

1 
PC, -Po 

2 
if P=PO, 

P1-PO 

2 
lf p=p1. 

(3.1) 

(3.2) 

Sequential tail probabilities yield joint probabilities of arriving at a certain time 

point, say the tth, and rejecting Ho at that time. This corresponds to an accumulating 

sample mean passing through continue-sampling ‘gates’ (pairs of critical points) at all 

times up to the tth, at which time the sample mean exceeds the upper continue- 

sampling critical point. A tail probability is, for us, the probability of such an event. 

For the special case T= 1, we can obtain the tail probability for arriving at time 

1 (i.e., taking a sample at time 0) and rejecting Ho, assuming either Ho or H, is true 

(equal to probability of type-l error or power, respectively). It is 

Thus, for the VPRT, 

af(p,,p)=l-@ nilli2 ii?-- 
[ r 

B log 
( 

Ulll -u101 1 -Po 

Pl -Po u100-u110 PO 111 . (3.3) 

More generally, aT(po, ,u) is the probability of arriving at time t and rejecting Ho at 

that time; t = 1, , T. 
Define 

~,~(~~,p)=Pr[reject Ho at or before time t/p], t=O, . . . . T. (3.4) 
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This is the probability of type-l error (or a-level) when t = T and p = po, and the power 

when t = T and p= pi. Further, 

‘&Po4)= 
i 

0 if po2poTL, 

1 if po<poTL 
(3.5) 

and 

a,T(~o,~)=~~T(~~,~)--CI:-l(~~,~), t= 1, . . . . T, (3.6) 

which the reader might recall is the probability of arriving at time t and rejecting Ho at 

that time. Thus, 

~:(Po,P)= i &PO,P), t=O, . . . . T. (3.7) 
i=O 

Suppose, in accordance with (2.16) and (2.17), that the value of p. lies in a subset of the 

WSPRTs continue-sampling region: 

T T 
PO,j- 1 <PO dPOj9 (3.8) 

with a corresponding sample of size n~j, asked for at t = 0 and received at t = 1. We 

denote this sample size as no for convenience. Then it is straightforward to show that 

&p,,p)=l-@ n,1’2 
[ i 

p- f7 --og(plo) 9 

0 P1-PO II 
(3.9) 

where Pro is given by (2.16). When T= 1 and the VPRT is considered, (3.9) reduces 

to (3.3). 

4. Properties of sequential testing procedures 

This section presents two numerical examples. We shall examine the simple null 

hypothesis Ho: po=O and, except where stated otherwise, the simple alternative 

hypothesis Hi : p1 = 1. Recall from (2.2) that U,ij is the gain at stage t for choosing state 

i when state j is true. The questions of interest here concern the effects of the 

parameters {utij}, n-optimization, and the truncation time Ton the expected net gain 

and the probabilities of type-l and type-2 errors. We examine them for T< 5, both for 

the VPRT and TPRT (at most one-at-a-time sampling up to t = T), in the continue- 

sampling region of the VPRT. In the examples presented, we consider only r = 1 (no 

discounting). Among the many possible cost functions, the main one of interest is the 

simple linear cost function: co + c1 no. We consider the cost parameters co = 0 and c1 = 1 

(unit cost per observation without start-up cost). Clearly, we can fix c1 at 1, and alter the 

values U,ij, without losing the generality of our conclusions about expected net gain. 

In the two examples, the gains {Utij} do not depend on t; write them as {Uij}. 

Example 1 has asymmetric gains of making the right decision: no0 = 125 and u1 1 = 75. 

Example 2 has symmetric gains: uoo = 100=ull. In both the examples, ulo=uol=O. 
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4.1. Example 1: asymmetric gains 

In this section, we consider an example with parameters uoO = 125, ull =75, and 

U 1o =O=u,,i. Figure 1 shows, for the TPRT, the expected-net-gain function 

I’:@,, 1 no = 1) versus pO, for Tb 5. We see that the expected net gain increases with the 

number of sampling periods T available and that, for moderate values of po, there is 

a substantial increase to be had by planning for a two-stage procedure as compared to 

a one-stage procedure. The marginal advantage, in terms of increased expected net 

gain, for considering T> 2, decreases rapidly as the truncation time T increases to 5. 

The function Vt(po), for the VPRT, was also computed for Tb5; a graph is 

presented in Fig. 2. We see that, for p,~[0.25,0.65], a slightly larger gain can be 

obtained by optimizing on sample size when T= 1 than by planning a 5-stage TRPT 

procedure! That is, Vi (po) > V,“(p,, 1 no = 1) for moderate values of po. For these 

moderate values, one can expect to gain slightly more with a one-stage procedure and 

n-optimization, than with a 5-stage procedure and unit sampling. In fact, one might 

require a total sample size greater than 5 with the VPRT and T= 1, but the gain and 

cost structure is such that this plan is optimal for moderate values of po. Figure 3 is 

a 3-dimensional graph of both Vz(po 1 no = 1) and Vz(po) versus p. versus T, for Td 3 

and pog[O, 11. The upper graph always represents I/,T(po). 
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Fig. 1. vz(p, I no = 1) vs. po, p&[O, 11, T< 5; Example 1. 
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0.0 02 0.4 0.6 0.8 LO 

Fig. 2. Vi(p,) vs. po, p&O, 11, T< 5; Example 1. 

92 

n 

Fig. 3. 3-D plot of Vi(po 1 no= 1) and Vz(po) vs. p. vs. T,p,s[O, 11, T<3; Example 1. 
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Figure 4 is a graph of the optimal sample sizes no* versus p. for the VPRT. At the 

values of p. where the sample sizes change, the expected net gains are equal for these 

two sample sizes, and both are such that this expected net gain is maximal over all 

possible sample sizes. For small values of p. the optimal sample size is zero, indicating 

that we should accept H, immediately, without sampling. As p. increases, the optimal 

sample size jumps from zero to five at p. = 0.088. The optimal sample size continues to 

increase with p. to a maximum of ten, and then it starts decreasing. At p. = 0.836, the 

optimal sample size drops from six to zero. This is the upper critical point of the 

continue-sampling region of po. For ~~30.836 it is optimal to accept Ho without 

sampling. 

In Fig. 5, we present, for T= 1, the probability of type-l error versus p. for the 

VPRT and the TPRT. When po=O, the probability that Ho is true is zero. Hence, 

when p. = 0, we always reject Ho, and the probability of type-l error is necessarily 

1 with either sampling scheme. As p. increases to 1, the probability steadily decreases, 

necessarily to zero when p. = 1. The function appears to be convex in the continue- 

sampling region of p. for the TPRT, but occasionally this is violated for the VPRT. 

For the latter, we see some ‘saw-teeth’ in the function, for moderate values of po. This 

is evidently due to abrupt changes in no*, a function of po. We note that the probability 

of type-l error for the VPRT is substantially less than that for the TPRT over most of 

: 

- 

: 

Fig. 4. Optimal sample sizes no* and associated continue-sampling intervals [po,i,po,i+l) for T= 1; 

Example 1. 
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Fig. 5. Probability of type-l error vs. pO, TPRT and VPRT: Example 1. 
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Fig. 6. Probability of type-2 error vs. pO, TPRT and VPRT; Example 1. 



the domain: For the VPRT, the probability is less than 0.05 for p. 30.5. However, for 

the TPRT, the probability is less than 0.05 only if p. 2 0.65, approximately. 

We see in Fig. 6 a graph of the probability of type-2 error versus p. for the TPRT 

and the VPRT. When p. =O, we always reject Ho, indicating a power of 1, and 

equivalently a probability of type-2 error of 0. As p. increases from 0 to 1, the 

probability increases from 0 to 1, as it must. (We also observe the same saw-tooth 

phenomenon for the VPRT’s probability of type-2 error as we did for its probability 

of type-l error.) We note that the probability of type-2 error (power) for the VPRT is 

less (greater) than that for the TPRT over most of the PO-domain. Thus, the VPRT 

yields simultaneously a maximal expected net gain, smaller probability of type-l error 

and larger power than does the TPRT, for most po+z[O, 11. 

Figure 7 is a graph of 71 (power = 1 -probability of type-2 error) versus CI (probabil- 

ity of type-l error) for the VPRT and the TPRT. We see that, for any value of cx, the 

power for the VPRT is greater than that for the TPRT. Note in particular that 

for cc=O.O5 the power for the VPRT is about 0.92 but that for the TPRT is only 

about 0.18. 

Figure 8 is a graph of VJ(fio 1 a0 = 1) versus pl, for p1 ~[0.25,2] and Td 5. The value 

p. =fio is one at which both no >O and no* >O, and was used for this reason. We note 

that the expected net gain increases with p1 for a fixed value of po, and we conjecture 
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Fig. 7. Power vs. probability of type-l error, TPRT and VPRT; Example 1 
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that the functions are concave. It is easy to show that as p1 -co, p1 -0, regardless of 

the values of the data. We also note that I’,‘(&, 1 no = 1) increases with T. A similar 

graph for the VPRT of Vt(fi,) versus pi for pi~[O.25,2] and T<5, is presented in 

Fig. 9. The functions go up more steeply and then level off more rapidly, as 

p1 increases, and they again increase with T. 

4.2. Example 2: symmetric gains 

In this section, we consider an example with uoo = 100 = u1 1 and u10 = 0 = uol. The 

choice of 100 is in the middle of the values uoo = 125 and url =75 considered in 

Section 4.1. Hence, the two examples are comparable to each other, in ways that we 

shall see. 

Figure 10 shows, for the TPRT, the expected-net-gain function Vi(po) no = 1) 

versus pO, for T< 5 and po~[O, 0.51. Due to symmetry about p. = 0.5, this ‘left half’ of 

the graph has all the information of the whole graph, and allows for more detail. Note 

that the expected net gain increases with the truncation time T and that, for moderate 

values of po, there is a substantial increase to be had by planning for a two-stage 

procedure as compared to a one-stage procedure. 

Figure 11 shows, for the VPRT, the gain function Vi(po) versus po, for T65 and 

po~[0,0.5]. Just as for Example 1, it can be seen that F’i(po)> V:(poI no=l) for 

moderate values of po. 
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In Fig. 12, we present, for T= 1, the probability of type-l error versus p,,, for the 

VPRT and the TPRT. These functions have nearly the same shape as their counter- 

parts seen in Example 1. One difference is that the probability of type-l error is 

slightly larger for each p0 for Example 2 than for Example 1. The same comments 

made for Example 1, about the near-convexity of the probability functions and the 

saw-tooth nature of the function for the VPRT, also hold for Example 2. As in 

Example 1, the probability of type-l error for the VPRT is substantially less than that 

for the TPRT for most of pOe[O, 11. We see that, for the VPRT, the probability is less 

than 0.05 for p0 > 0.6. However, for the TPRT, the probability is less than 0.05 only if 

p0 > 0.75, approximately. 

We see in Fig. 13 a graph of the probability of type-2 error versus p. for the TPRT 

and VPRT. We note that the probability of type-2 error (power) for the VPRT is less 

(greater) than that for the TPRT over most of pOg[O, 11. Thus, as in Example 1, the 

VPRT yields simultaneously a maximal expected net gain, smaller probability of 

type-l error and larger power than does the TPRT, over most of pOc[O, 11. 

Figure 14 is a graph of 7~ (power) versus CI (probability of type-l error) for the VPRT 

and the TPRT. We see that, as for Example 1, for any value of CI the power for the 

VPRT is greater than that for the TPRT. Note in particular that for a =0.05 the power 

for the VPRT is about 0.94 but that for the TPRT is only about 0.28. There is not 

much difference in the relationship between power and probability of type-l error for 
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Fig. 14. Power vs. probability of type-l error, TPRT and VPRT; Example 2. 

the two examples. The symmetry (or lack thereof) of the parameters {Uij> does not 

seem to affect this relationship. 

In general, all of the observations made for Example 2 are also valid for Example 1. 

The symmetry in the gain parameters {Uij} appears to have little effect on probabilities 

of type-l and type-2 errors. 

5. Conclusions 

Section 4 illustrates the type of behavior one can expect from a VPRT. By 

definition, it is superior to one-at-a-time sampling (TPRT), in terms of expected net 

gain. What is clear from Figs. 5-7, 12-14 is that the VPRT is also superior in terms of 

probabilities of type-l and type-2 errors: Over most of O<p, d 1, the VPRT achieves 

much smaller probabilities of type-l error and much larger powers. It is expected that 

other combinations of gain, cost, truncation time, and discount parameters would 

give a similar result. 

Theoretical expressions showing the relationship between decision parameters and 

the size and power are difficult to obtain. Most clinical trials presented in the literature 
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are based on a fixed overall type-l error level; other design criteria include fixed 

overall power, bounded sample size, and minimal expected sample size. Sequential tail 

probabilities are the joint probabilities of arriving at a certain time t, and rejecting 

H, at that time. To see if Bayesian sequential procedures also come close to satisfying 

the needs of traditional planners of clinical trials, a more complete study of these tail 

probabilities, as a function of the VPRT parameters, would be worth pursuing. 
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