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Distributed Shared Memory and Distributed File System 
 
Basic Concepts of Distributed Shared Memory- 
The two basic Paradigms for Inter process Communication-  Shared Memory Paradigm  Message Passing Paradigm(RPC) 
 

• What is DSM? 
- The distributed shared memory (DSM) implements the shared memory 

model in distributed systems, which have no physical shared memory 
- The shared memory model provides a virtual address space shared 

between all nodes 
- The overcome the high cost of communication in distributed systems, 

DSM systems move data to the location of access 
• How it works?: 

- Data moves between main memory and secondary memory (within a 
node) and between main memories of different nodes 

- Each data object is owned by a node  
- Initial owner is the node that created object  
- Ownership can change as object moves from node to node 

- When a process accesses data in the shared address space, the mapping 
manager maps shared memory address to physical memory (local or 
remote) 

 
DSM Architecture: 
 

 
Fig 1: Distributed Shared Memory 
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• Distributed Shared Memory (DSM) allows programs running on separate computers to 
share data without the programmer having to deal with sending messages. 

• Instead underlying technology will send the messages to keep the DSM consistent (or 
relatively consistent) between computers. 

• DSM allows programs that used to operate on the same computer to be easily adapted to 
operate on separate computers. 

Advantages of distributed shared memory (DSM) 
• Data sharing is implicit, hiding data movement (as opposed to ‘Send’/‘Receive’ in 

message passing model) 
• Passing data structures containing pointers is easier (in message passing model data 

moves between different address spaces) 
• Moving entire object to user takes advantage of locality difference 
• Less expensive to build than tightly coupled multiprocessor system: off-the-shelf 

hardware, no expensive interface to shared physical memory 
• Very large total physical memory for all nodes: Large programs can run more efficiently 
• No serial access to common bus for shared physical memory like in multiprocessor 

systems 
• Programs written for shared memory multiprocessors can be run on DSM systems with 

minimum changes 
 
Design and Implementation Issues in DSM: 

- How to keep track of the location of remote data  
- How to minimize communication overhead when accessing remote data 
- How to access concurrently remote data at several nodes 

Some other important issues involved in the Design and Implementation of DSM- 
1. Granularity: size of shared memory unit 

a. If DSM page size is a multiple of the local virtual memory (VM) management 
page size (supported by hardware), then DSM can be integrated with VM, i.e. use 
the VM page handling 

b. Advantages vs. disadvantages of using a large page size:  
i. Exploit locality of reference  

ii.  Less overhead in page transport 
iii.  More contention for page by many processes 

c. Advantages vs. disadvantages of using a small page size  
i. Less contention 

ii.  Less false sharing (page contains two items, not shared but needed by two 
processes) 

iii.  More page traffic 
d. Examples 

i. PLUS: page size 4 Kbytes, unit of memory access is 32-bit word 
ii.  Clouds, Munin: object is unit of shared data structure 

 
2. Structure of Shared Address Space: Structure refers to the layout of the shared data in the 

memory. 
The Three commonly approaches for structuring the shared memory space of a DSM 
system are- 
i) No Structuring 
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ii)  Structuring by Data Type 
iii)  Structuring as a Data Base. 

3. Memory coherence and access synchronization: The value returned by a read is the same 
as the value written by the most recent write 

4. Data Location and Access: To share data in a DSM system, it should be possible to locate 
and retrieve the data accessed by a user process. 

5. Replacement Strategy: If the local memory of a node is full, a cache miss at that node 
implies not only a fetch of the accessed data block from a remote node but also a 
replacement.  

6. Thrashing: Thrashing occurs when network resources are exhausted, and more time is 
spent invalidating data and sending updates than is used doing actual work. 
Based on system specifics, one should choose write-update or write-invalidate to avoid 
thrashing 

7. Heterogeneity: The DSM system must be designed to take care of heterogeneity so that it 
functions properly with machines having different architectures. 
 

Consistency Model: 
A consistency model is the definition of when modifications to data may be seen at a given 
processor. It defines how memory will appear to a programmer by placing restrictions on the 
values that can be returned by a read of a memory location. A consistency model must be well 
understood. It determines how a programmer reasons about the correctness of programs and 
determines what hardware and compiler optimizations may take place. 
 

There are various types of Consistency Model-  Linearizability (also known as strict or atomic consistency) 
 Sequential Consistency 
 Casusal Consistency 
 Release Consistency 
 Eventual Consistency 
 Delta consistency 
 PRAM consistency (also known as FIFO consistency) 
 Weak Consistency 

 
Linearizability: 

In concurrent programming, an operation (or set of operations) is atomic, linearizable, 
indivisible or uninterruptible if it appears to the rest of the system to occur instantaneously. 
Atomicity is a guarantee of isolation from concurrent processes. Additionally, atomic operations 
commonly have a succeed-or-fail definition — they either successfully change the state of the 
system, or have no visible effect. 

Atomicity is commonly enforced by mutual exclusion, whether at the hardware level 
building on a cache coherency protocol, or the software level using semaphores or locks. Thus, 
an atomic operation does not actually occur instantaneously. The benefit comes from the 
appearance: the system behaves as if each operation occurred instantly, separated by pauses.  

Because of this, implementation details may be ignored by the user, except insofar as 
they affect performance. If an operation is not atomic, the user will also need to understand and 
cope with sporadic extraneous behavior caused by interactions between concurrent operations, 
which by its nature is likely to be hard to reproduce and debug. 
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Sequential consistency 

Sequential consistency is one of the consistency models used in the domain of concurrent 
programming (e.g. in distributed shared memory, distributed transactions, etc.). It was first 
defined as the property that requires that "... the result of any execution is the same as if the 
operations of all the processors were executed in some sequential order, and the operations of 
each individual processor appear in this sequence in the order specified by its program." 

The system provides sequential consistency if every node of the system sees the (write) 
operations on the same memory part (page, virtual object, cell, etc.) in the same order, although 
the order may be different from the order as defined by real time (as observed by hypothetical 
external observatory or global clock) of issuing the operations. The sequential consistency is 
weaker than strict consistency (which would demand that operations are seen in order in which 
they were actually issued, which is essentially impossible to secure in distributed system as 
deciding global time is impossible) and is the easiest consistency model to understand, since a 
system preserving that model is behaving in a way expected by an instantaneous system. 

The simplicity is achieved at cost of efficiency: distributed systems with sequential 
consistency model are, without further optimization such as speculation, one magnitude slower 
than those providing weaker models such as causal consistency. 
 
Causal consistency 

Causal consistency is one of the consistency models used in the domain of the concurrent 
programming (e.g. in distributed shared memory, distributed transactions etc). A system provides 
causal consistency if memory operations that potentially are causally related are seen by every 
node of the system in the same order. Concurrent writes (i.e. ones that are not causally related) 
may be seen in different order by different nodes. This is weaker than sequential consistency, 
which requires that all nodes see all writes in the same order, but is stronger than PRAM 
consistency, which requires only writes done by a single node to be seen in the same order from 
every other node. 

When a node performs a read followed later by a write, even on a different variable, the 
fi rst operation is said to be causally ordered before the second, because the value stored by the 
write may have been dependent upon the result of the read. Similarly, a read operation is causally 
ordered after the earlier write on the same variable that stored the data retrieved by the read. 
Also, even two write operations performed by the same node are defined to be causally ordered, 
in the order they were performed. Intuitively, after writing value v into variable x, a node knows 
that a read of x would give v, so a later write could be said to be (potentially) causally related to 
the earlier one. Finally, we force this causal order to be transitive: that is, we say that if operation 
A is (causally) ordered before B, and B is ordered before C, A is ordered before C. 
 
Release consistency 

Release consistency is one of the consistency models used in the domain of the 
concurrent programming (e.g. in distributed shared memory, distributed transactions etc.). 
Systems of this kind are characterized by the existence of two special synchronization 
operations, release and acquire. Before issuing a write to a memory object a node must acquire 
the object via a special operation, and later release it. Therefore the application that runs within 
the operation acquire and release constitutes the critical region. The system is said to provide 
release consistency, if all write operations by a certain node are seen by the other nodes after the 
former releases the object and before the latter acquire it. 
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There are two kinds of coherence protocols that implement release consistency: 
 

 eager, where all coherence actions are performed on release operations, and 

 lazy, where all coherence actions are delayed until after a subsequent acquire 

Eventual consistency 
Eventual consistency is one of the consistency models used in the domain of parallel 

programming, for example in distributed shared memory, distributed transactions, and optimistic 
replication. 

The term itself suggests the following definition: Given a sufficiently long period of time, 
over which no updates are sent, we can expect that during this period, all updates will, 
eventually, propagate through the system and all the replicas will be consistent. While some 
authors use that definition (e.g., the Vogels citation above), others prefer a stronger definition 
that requires good things to happen even in the presence of continuing updates, reconfigurations, 
or failures. In the Terry et. al. work referenced above, eventual consistency means that for a 
given accepted update and a given replica eventually either the update reaches the replica or the 
replica retires from service. 
 
Delta consistency 

Delta consistency is one of the consistency models used in the domain of parallel 
programming, for example in distributed shared memory, distributed transactions, and Optimistic 
replication 

The delta consistency model states that an update will propagate through the system and 
all replicas will be consistent after a fixed time period δ. 
 
PRAM consistency 

PRAM consistency (pipelined random access memory) also known as FIFO consistency, 
or Processor consistency. All processes see memory writes from one process in the order they 
were issued from the process. 

Writes from different processes may be seen in a different order on different processes. 
Only the write order needs to be consistent, thus the name pipelined. 

 
Weak consistency 
The name weak consistency may be used in two senses. In the first sense, strict and more 
popular, the weak consistency is one of the consistency models used in the domain of the 
concurrent programming (e.g. in distributed shared memory, distributed transactions etc.). The 
protocol is said to support weak consistency if: 
 

1. All accesses to synchronization variables are seen by all processes (or nodes, processors) 
in the same order (sequentially) - these are synchronization operations. Accesses to 
critical sections are seen sequentially. 

2. All other accesses may be seen in different order on different processes (or nodes, 
processors). 
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3. The set of both read and write operations in between different synchronization operations 
is the same in each process. 

Therefore, there can be no access to synchronization variable if there are pending write 
operations. And there can-not be any new read/write operation started if system is performing 
any synchronization operation. In the second, more general, sense weak consistency may be 
applied to any consistency model weaker than sequential consistency. 
 
Thrashing: 
Thrashing is said to occur when the system spends a large amount of time transferring shared 
data blocks from one node to another, compared to the time spent doing the useful work of 
executing application processes. 
The following methods may be used to solve the thrashing problem in DSM system- 
1) Providing Application Control Lock- Locking data to prevent other nodes from accessing 

that data for a short period of time can reduce thrashing. 
2) Nailing a block to a node for a minimum amount of time-Another method to reduce thrashing 

is to disallow a block to be taken away from a node until a minimum amount time t is elapse 
after its allocation to that node. Time t can either be fixed statically or be tuned dynamically 
on the basis of access pattern. 

3) Tailoring the coherence algorithm to the shared data usage pattern- Thrashing can also be 
minimized by using different coherence protocols for shared data having different 
characteristics.   
  

Distributed File System: 
  File system were originally developed for centralized computer systems and desktop 

computers. 
 File system was as an operating system facility providing a convenient programming 

interface to disk storage. 
 

Two main Purposes of Using a File: 
1) Permanent Storage of Information 
2) Sharing of Information  

 
Distributed File System Supports- 
  Remote Information Sharing:- A DFS allows a file to be transparently accessed by 

processes of any node of the system irrespective of the file’s location. 
 User Mobility: It implies that a user should not be forced to work on a specific node but 

should have the flexibility to work on different nodes at different time. 
 Availability: For better fault tolerance files should be available for use even in the failure of 

one or more node. File system normally keeps multiple copies of files it is called replica. 
 Diskless WorkStation:  A distributed file system with its transparent remote file accessing 

capabilities allows the use of Diskless workstations in a system.  
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Services Provided by the Distributed File System- 
 
1. Storage Service:  It deals with the allocation and management of space on a secondary storage device. 

 The storage service is also known as Disk service. 
 Several systems allocate disk space in units of fixed size blocks and hence the storage 

service is also known as block service. 
2. True File Service: 
It is concerned with the operations on individual files, such as accessing, modification, creating 
and deletion of files. 
3. Name Service: 

It provides a mapping between text names for files and references to files that is FILE ID. 
Most File System use directories to perform this mapping, so Name Service is also known as 
Directory Service. 
 
Desirable Features of a Good Distributed File System 
A file system is responsible for the organization, storage, retrieval, naming, sharing, and 
protection of files. File systems provide directory services, which convert a file name (possibly a 
hierarchical one) into an internal identifier (e.g. inode, FAT index). They contain a 
representation of the file data itself and methods for accessing it (read/write). The file system is 
responsible for controlling access to the data and for performing low-level operations such as 
buffering frequently used data and issuing disk I/O requests.  
A distributed file system is to present certain degrees of transparency to the user and the system:  
Transparency: 
Four types of Transparencies- 

1. Structure Transparency- distributed file system normally uses multiple file server. Client 
should not know the number or locations of the file server and the storage devices. 
Ideally a distributed file system should look to its clients like a conventional file system 
offered by a centralized time sharing operating system.  

2. Access Transparency: Both local and remote files should be accessible in the same way. 
3.   Naming Transparency: The name of a file should give no hint as to where the file is 
located. 
4.   Replication Transparency: If a file is replicated on multiple nodes both the existence of 
multiple copies and their locations should be hidden from the user.  

Heterogeneity: File service should be provided across different hardware and operating system 
platforms.  
Scalability: The file system should work well in small environments (1 machine, a dozen 
machines) and also scale gracefully to huge ones (hundreds through tens of thousands of 
systems).  
Replication transparency: To support scalability, we may wish to replicate files across multiple 
servers. Clients should be unaware of this.  
Migration transparency: Files should be able to move around without the client's knowledge. 
Support fine-grained distribution of data: To optimize performance, we may wish to locate 
individual objects near the processes that use them.  
Tolerance for network partitioning: The entire network or certain segments of it may be 
unavailable to a client during certain periods (e.g. disconnected operation of a laptop). The file 
system should be tolerant of this. 
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Note: 
• Storage service 

– Disk service: giving a transparent view of distributed disks. 
– Block service giving the same logical view of disk-accessing units. 

• True file service 
– File-accessing mechanism: deciding a place to manage remote files and   

 unit to transfer data (at server or client? file,  block or byte?) 
– File-sharing semantics: providing similar to Unix but weaker file update 

 semantics 
– File-caching mechanism: improving performance/scalability 
– File-replication mechanism: improving performance/availability 

• Name service 
– Mapping between text file names and reference to files, (i.e. file IDs) 
– Directory service 

 
File Models: 

           
Fig 2. Types of File Model 

Unstructured files 
• In this model, there is no substructure known to the file server. 
• Contents of each file of the file system appear to the file server as an un interpreted 

sequence of bytes. 
• Interpretation of the meaning and structure of the data stored in the files are entirely up to 

the application programs. 
• UNIX, MS-DOS and other modern operating systems use this file model. 

This is mainly because sharing of a file by different applications is easier compared to the 
structured file model. 
Structured files 
• In structured files (rarely used now) a file appears to the file server as an ordered 

sequence of records. 
• Also, Records of different files of the same file system can be of different sizes. 
 Files with a non-indexed record 
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– File record accessed by specifying its position within the file. 
– Also, For example, the fifth record from the beginning of the file or the second 

record from the end of the file. 
 Files with indexed records 

– Records have one or more key fields and can be addressed by specifying the 
values of the key fields. 

– The file maintained B-tree or other suitable data structure or hash table to locate 
records quickly. 

Mutable and Immutable files 
Mutable Files 
• Update performed on a file overwrites on its old contents to produce the new contents. 
• Moreover, A file can modify by each update operation. 
• Also, File overwrites its old contents to produce the new contents. 
• Most existing operating systems use the mutable file model.(MSDOS,UNIX) 

Immutable Files 
• Rather than updating the same file, a new the version of the file created each time a 

change made to the file contents. 
• A file cannot modify once it has created except to deleted. 
• Moreover, File versioning approach used to implement file updates. 
• It rarely used now a day.(Cedar File System) 

File Accessing Models 
The client’s request to access a file is serviced depends on the file accessing model used by the 
file system. 
The file accessing model of a distributed file system mainly depends on two factors: 
• The method used for accessing remote files 
• The unit of data access 

Accessing Remote Files:- A distributed file system may use one of the following models to 
service client’s file access request. 
                 Remote service model 

– The client’s request for file access delivered to the server, the server machine 
performs the access request, and finally, the result is forwarded back to the client. 

– The access requests from the client and the server replies for the client transferred 
across the network as messages. 

– The file server interface and the communication protocols must design carefully 
to minimize the overhead of generating messages as well as the number of 
messages that must exchange in order to satisfy a particular request. 

                  Data caching model 
– If the data needed to satisfy the client’s access request not present locally, it 

copied from the server’s node to the client’s node and cached there. 
– The client’s request is processed on the client’s node itself by using the cached 

data. 
– Thus repeated accesses to the same data can handle locally. 
– A replacement strategy LRU used for cache management. 

 
Unit of Data Transfer:-Unit of data refers to the fraction of file data that transferred to and from   
clients as a result of a single read or write operations. 
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       File-level transfer model:-The whole File Accessing Models treated as the unit of data 
transfer between client and server in both the direction. 

         Advantages of File level Transfer Models 
• Transmitting an entire File Accessing Models in response to a single request is more 

efficient than transmitting it page by page as the network protocol overhead required only 
once. 

• It has better scalability because it requires fewer accesses to file servers, resulting in 
reduced server load and network traffic. 

• Disk access routines on the servers can better optimize if it known that requests are 
always for entire files rather than for random disk blocks. 

• Once an entire file cached at a client’s site, it becomes immune to the server and network 
failures. 

          Disadvantage of  File level Transfer Models 
• This model requires sufficient storage space on the client’s node for storing all the 

requires files in their entirety. 
Block level transfer model 
• In this model, file data transfer across the network between a client and a server take 

place in units of file blocks. 
• Moreover, A file blocks a contiguous portion of a file and usually fixed in length. 
• In page level transfer model block size is equal to virtual memory page size. 

            Advantages 
• This model does not require client nodes to have large storage. 
• Also, It eliminates the need to copy an entire file when only a small portion of the file 

data needed. 
• It provides large virtual memory for client nodes that do not have their own secondary 

storage devices. 
            Disadvantage 
• When an entire file is to accessed, multiple server requests needed in this model, results 

in more network traffic and more network protocol overhead 
      Byte-level transfer model 
• In this model, file data transfers across the network between a client and a server take 

pace in units of bytes. 
         Advantages 
• This model provides maximum provides maximum flexibility. Because it allows storage 

and retrieval of an arbitrary sequential sub range of a file, specified by an offset within a 
file, and a length. 

          Disadvantage 
• Cache management is difficult due to variable length data for different requests. 

 
      Record level transfer model 
• In this model, file data transfers across the network between a client and a server take 

place in units of records. 
 

File sharing semantics: 
• A shared file may be simultaneously accessed by multiple users. 
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• In such a situation, an important design issue for any File Sharing Semantics system is to 
clearly define when modifications of file data made by a user are observable by other 
users. 

 
Fig. 3 File Sharing Semantics 

Unix semantics 
• This File Sharing Semantics enforces an absolute time ordering on all operations. 
• Every read operation on a file sees the effects of all previous write operations performed 

on that file. 
• This semantics can achieve in a distributed system by disallowing files to cached at client 

nodes. 
• Allowing a shared file to managed by only one file server that processes all read and 

write requests for the file strictly in the order in which it receives them. 
• There a possibility that, due to network delays, client requests from different nodes may 

arrive and get processed at the server node out of order. 
       

 
Fig 3. (a) On a single processor, when a READ follows a WRITE, the value returned by the read 
is the value just written. (b) In a distributed system with caching, obsolete values may be 
returned. 
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Session semantic 
• A client opens a file, performs a series of reading/write operations on the file. And finally 

closes the file when he or she did with the file. 
• A session a series of file accesses made between the open and close operations. 
• In session semantics, all changes made to a file during a session initially made visible 

only to the client process that opened the session and is invisible to other remote 
processes who have the same file open simultaneously. 

• Once the session closed, the changes made to the file made visible to remote processes 
only in later starting sessions. 

        
Fig 4 Session Semantics 

Immutable shared file semantics 
• According to this semantics, once the creator of a file declares it to Shareable. The file 

treated as immutable so that it cannot modify anymore. 
• Change to the file handled by creating a new updated version of the file. 
• Therefore, the semantics allows files to shared only in the read-only mode. 

 
Fig 5 Immutable Semantics 
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Transaction like File Sharing Semantics 
• This semantic based on the transaction mechanism, which is a high-level mechanism for 

controlling concurrent access to shared mutable data. 
• A transaction a set of operations enclosed in-between a pair of begin transaction and end 

transaction like operations. 
• The transaction mechanism ensures that the partial modifications made to the shared data 

by a transaction will not be visible to other concurrently executing transactions until the 
transaction ends. 

 
Fig 6 Transaction Like Semantics 

 
File Caching Scheme- 
• Retaining most recently accessed disk blocks. 
• Repeated accesses to a block in cache can be handled without involving the disk. 
• Advantages 

     - Reduce delays 
  - Reduce contention for disk arm 

             
Fig 7 File Caching Scheme 
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When design a DFS, we need to consider these stuff to make decision. We will use some 
practical systems to show how they solve these. We will see, make different decision based on 
different assumptions and goals. 
• Cache location (disk vs. memory) 
• Cache Placement (client vs. server) 
• Cache structure (block vs. file) 
• Stateful vs. Stateless server 
• Cache update policies 
• Consistency  
• Client-driven vs. Server-driven protocols 

There are Three Design Issues: 
o Cache Location 
o Modification Propagation 
o Cache Validation 

Cache Location Disk vs. Main Memory 
Advantages of disk caches 
– More Reliable 
– Cached data are still there during recovery and don’t need to be fetched again 

Advantages of main-memory caches: 
– Permit workstations to be diskless 
– More quick access 
– Server caches(used to speed up disk I/O) are always in main memory; using main-

memory caches on the clients permits a single caching mechanism for servers and 
users 
 

Modification Propagation 
• Write-through 

Write-through – all writes be propagated to stable storage immediately 
• Reliable, but poor performance 

• Delayed-write 
Delayed-write – modification written to cache and then written through to server later 

• Write-on-close (variation of delayed-write) 
Write-on-close – modification written back to server when file close 
• Reduces intermediate read and write traffic while file is open 

 
Cache Validation 
• Pros for delayed-write/write-on-close 

– Lots of files have lifetimes of less than 30s 
– Redundant writes are absorbed 
– Lots of small writes can be batched into larger writes 

• Disadvantage: 
– Poor reliability; unwritten data may be lost when client crash 

 
File-Caching Schemes (Modification Propagation)- 
• Write-through scheme 

– Pros: Unix-like semantics and high reliability 
– Cons: Poor write performance 
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• Delayed-write scheme 
– Write on cache displacement 
– Periodic write 
– Write on close 
– Pros: 

• Write accesses complete quickly 
• Some writes may be omitted by the following writes. 
• Gathering all writes mitigates network overhead. 

– Cons: 
• Delaying of write propagation results in fuzzier file-sharing semantics. 

 
File-Caching Schemes (Cache Validation Schemes – Client-Initiated Approach) 

• Checking before every access (Unix-like semantics but too slow) 
• Checking periodically (better performance but fuzzy file-sharing semantics) 
• Checking on file open (simple, suitable for session-semantics) 
• Problem: High network traffic 

 
File-Caching Schemes (Cache Validation Schemes – Server-Initiated Approach) 

• Keeping track of clients having a copy 
• Denying a new request, queuing it, and disabling caching 
• Notifying all clients of any update on the original file 
• Problem: 

– violating client-server model 
– Stateful servers 
– Check-on-open still needed for the 2nd file opening. 

Fault Tolerance:- 
 System fails when it does not match its promises. An error in a system can lead to a 

failure. The cause of an error is called a fault. 
 Faults are generally transient, intermittent or permanent. Transient occurs once and 

disappears, intermittent fault keep reoccurring and permanent faults continue till system 
is repaired. 

 Being fault tolerant is related to dependable systems. The dependability includes 
availability, reliability, safety and maintainability. 

 The ability of a system to continue functioning in the event of partial failure is known as 
fault tolerance. 

 It is an important goal in distributed system design to construct a system that can 
automatically recover from partial failures without affecting overall performance. 

 
Naming:- 
 
A good naming system for a distributed system should have the features –  
Location Transparency 

• This feature implies that the name of the object must not indicate the physical 
location of the object, directly or indirectly. 

• The name should not depend on physical connectivity, a topology of the system, 
or even the current location of the object. 
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Location Independence 
 Any distributed system allows object migration, movement, and relocation of objects 

dynamically among the distributed nodes. 
 Location independence means that the name of the object need not be changed when 

the object’s location is changed. 
 The user must be able to access the object irrespective of the node from where it is 

being accessed. 
Scalability 

• The naming system should be capable of adapting to the dynamically-changing 
scale, leading to dynamic changes in a namespace. 

• Any changes in system scale should not require any change in naming or location 
mechanisms. 

Uniform Naming Convention 
• Most of the distributed systems use some standard naming conventions for 

naming different types of objects. 
File names named differently from usernames and process names. 

• Ideally, a good Naming Distributed system must use the same naming mechanism 
for all types of objects, so as to reduce the complexity of designing. 

Meaningful names 
• Meaningful names indicate what the object actually contains. 
• A good naming system must support at least two levels of object identifiers; one 

which is convenient for users and the other which is relevant for machines. 
Allow multiple user-defined names for the same object 

• Users must be allowed to use their own names for accessing the object. 
• A naming system must have the flexibility of assigning multiple user-defined 

names to the same object. 
• It should be possible for the user to either change or delete the user-defined name 

for the object without affecting the names given by other users to the same object. 
Group Naming 

• The broadcast facility used to communicate with groups of nodes, which may not 
comprise the entire distributed system. 

• A good naming system must allow many different objects to identified by the 
same name. 

Performance 
• One important aspect of performance of a naming system the time required to 

map an object’s name to its attributes. 
• Moreover, This depends on the number of messages transmitted to and fro during 

the mapping operation. 
• The Naming Distributed system should use a small number of message 

exchanges. 
Fault tolerance 

• The naming system must be capable of tolerating faults such as the failure of a 
node or network congestion. 

• The naming system should continue functioning, maybe poorly, in case of such 
failures, but should still be operational. 

Replication transparency 
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• Replicas generally created in a distributed system to improve system performance 
and reliability. 

• Also, A good naming system should support multiple copies of the same object in 
a user transparent manner. 

Locating the nearest replica 
• When a naming system supports replicas, the object location mechanism should 

locate the nearest replica of the requested object. 
• Locating all replicas 
• From a reliability and consistency point of view, the object-locating mechanism 

must be able to locate all replicas. 
Basic Concepts of Naming:- 
Name: –String of bits or characters  
            –Refers to an entity 
 Entity: –Resource, process, user, etc. 

 –Operations performed on entities  
–Operations performed at access points  
–Access point named by an address  
–Entity address = address of entity’s access point 
–Entity can have multiple access points  
–Entity’s access points may change 

 
System Names Versus Human Names - 
Related to the purity of names is the distinction between system-oriented and human-oriented 
names. Human-oriented names are usually chosen for their mnemonic value, whereas system 
oriented names are a means for efficient access to, and identification of, objects. Taking into 
account the desire for transparency human-oriented names would ideally be pure. In contrast, 
system-oriented names are often non pure which speeds up access to repeatedly used object 
attributes. We can characterize these two kinds of names as follows:  
 
• System-oriented names are usually fixed size numerals (or a collection thereof); thus they are 
easy to store, compare, and manipulate, but difficult for the user to remember.  
• Human-oriented names are usually variable-length strings, often with structure; thus they are 
easy for humans to remember, but expensive to process by machines.  
 
System-Oriented Names- 
 As mentioned, system-oriented names are usually implemented as one or more fixed-sized 
numerals to facilitate efficient handling. Moreover, they typically need to be unique identifiers 
and may be sparse to convey access rights (e.g., capabilities). Depending on whether they are 
globally or locally unique, we also call them structured or unstructured.  
These are two examples of how structured and unstructured names may be implemented: 
Globally unique integer unstructured  
Node identifier + local unique identifier structured  
The structuring may be over multiple levels. Note that a structured name is not pure.  
Global uniqueness without further mechanism requires a centralized generator with the usual 
drawbacks regarding scalability and reliability. In contrast, distributed generation without 
excessive communication usually leads to structured names.  
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For example, a globally unique structured name can be constructed by combining the local time 
with a locally unique identifier. Both values can be generated locally and do not require any 
communication.  
 
Human-Oriented Names-  
In many systems, the most important attribute bound to a human-oriented name is the system 
oriented name of the object. All further information about the entity is obtained via the system 
oriented name. This enables the system to perform the usually costly resolution of the human 
oriented name just once and implement all further operations on the basis of the system-oriented 
name (which is more efficient to handle). Often a whole set of human-oriented names is mapped 
to a single system-oriented name (symbolic links, relative addressing, and so on). As an example 
of all this, consider the naming of files in Unix. A pathname is a human-oriented name that, by 
means of the directory structure of the file system, can be resolved to an inode number, which is 
a system-oriented name. All attributes of a file are accessible via the inode (i.e., the system-
oriented name). By virtue of symbolic and hard links multiple human-oriented names may refer 
to the same inode, which makes equality testing of files merely by their human-oriented name 
impossible. The design space for human-oriented names is considerably wider than that for 
system-oriented names. As such naming systems for human-oriented names usually require 
considerably greater implementation effort. 
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We hope you find these notes useful. 

You can get previous year question papers at  

https://qp.rgpvnotes.in . 

 

If you have any queries or you want to submit your 

study notes please write us at 
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