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ABSTRACT

The task of segmenting the posterior ribs within the lung fields is of great practical importance. For example, de-
lineation of the ribs may lead to a decreased number of false positives in computerized detection of abnormalities,
and hence analysis of radiographs for computer-aided diagnosis purposes will benefit from this.

We use an iterative, pixel-based, statistical classification method—iterated contextual pixel classification
(ICPC). It is suited for a complex segmentation task in which a global shape description is hard to provide. The
method combines local gray level and contextual information to come to an overall image segmentation. Because
of it generality, it is also useful for other segmentation tasks. In our case, the variable number of visible ribs in
the lung fields complicates the use of a global model. Additional difficulties arise from the poor visibility of the
lower and medial ribs.

Using cross validation, the method is evaluated on 35 radiographs in which all posterior ribs were traced man-
ually. ICPC obtains an accuracy of 83%, a sensitivity of 79%, and a specificity of 86% for segmenting the costal
space. Further evaluation is done using five manual segmentations from a second observer, whose performance
is compared with the five corresponding images from the first manual segmentation, yielding 83% accuracy, 84%
sensitivity, and 83% specificity. On these five images, ICPC attains 82%, 78%, and 86% respectively.

Keywords: rib segmentation, chest radiograph, pixel classification, dimensionality reduction, statistical pattern
recognition, contextual information

1. INTRODUCTION

The segmentation of the posterior ribs in chest radiographs is considered. Computer analysis of chest images
for computer-aided diagnosis (CAD) can benefit from an accurate delineation of the rib cage, which makes this
task of practical importance. Delineation may, for example, lead to a decreased number of false positives in
computerized detection of abnormalities and hence to an overall improvement of a CAD system.

The iterated contextual pixel classification1 (ICPC) method we use, and which is described in Section 2, is
suited for a complex segmentation task such as the one at hand. It can be used when it is unclear how to provide
a global shape description, and techniques like active shape or active appearance models would fail. In our case,
the variable number of visible ribs in the lung fields complicates the use of a global shape model. Furthermore,
additional difficulties arise from the poor visibility of the lower and medial ribs. ICPC is a general, supervised
(i.e, manual segmentations should be provided for training) segmentation algorithm which uses techniques from
statistical pattern recognition, and which can also be used for other segmentation tasks as we have shown earlier.1
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1.1. Relation to previous work

Broadly speaking, the classical approach to rib segmentation2, 3 is as follows. Initially, a geometrical model—e.g.
ellipses, parabolas, etc.—of the rib borders is chosen. Based on detected edges in the radiographs, candidate
locations for actual rib borders are determined. The candidates are either rejected or grouped, and the geometric
model is fitted to these remaining candidates. By post-processing, existing borders can be removed or new borders
can be inferred. Some approaches use additional refinement techniques like snakes.4 In the aforementioned
methods, relations between ribs are not taken into account, implicitly or explicitly, during the fitting procedure.
As a consequence, ribs may be missed or detected more than once, and similarity in rib shapes are often ignored.
For attempts to model these relations between ribs, e.g. by means of active shape models, the reader is referred
to References 5 and 6.

Our approach to the rib segmentation task is different from the ones above. It is principally pixel-based and
no global or geometric model is taken into account. However, ICPC does exploit structural information that is
present in the training data, and uses this information to come to a good segmentation locally. Hence it avoids,
as pointed out earlier, problems that global models may suffer from. Section 4 offers some more discussion on
this topic.

2. ITERATED CONTEXTUAL PIXEL CLASSIFICATION

This section describes the iterated contextual pixel classification (ICPC) method used for tackling the rib seg-
mentation problem, and which can also be used for other segmentation tasks as has been shown earlier.1 The
method is pixel-based and supervised, so manual segmentations should be provided which are used for training.
Subsection 2.2 gives the general theory and ideas underlying ICPC and describes its general setting,1 subsection
2.3 then describes the specific setup we use in our experiments. First, however, we present some preliminaries.

2.1. Preliminaries

Let L be an image consisting of n pixels. Assume that for every pixel pi in L, we have a d-dimensional feature
vector xi describing certain image features present in or belonging to pixel i. A feature vector xi contains d
entries representing, for example, the gray value in this pixel, the gray value of certain neighboring pixels, the
output of certain filters, statistics from a neighborhood around the pixel, or the position in the image. Of course,
many other features are possible based on different image characteristics. In addition to the xis, let x be defined
as the collection of all n xi vectors associated to the pixels in L, i.e., x = {x1, . . . , xn}.
Furthermore, define s = (s1, . . . , sn) to be a vector of length n, containing the class labels si belonging to

image pixels pi. Class labels are in the set C = {c1, c2, . . . , ck}, where k is finite. Pixels having the same label
are in the same segment of the image. In chest radiography, the set C could consist of anatomically motivated
classes like left lung, posterior rib, heart, etc, but also classes for particular diseases and/or abnormalities may
be incorporated. The complete vector s of labelings is the actual segmentation of L.

2.2. The ICPC algorithm

The problem of finding an optimal segmentation s of L, can be defined statistically in terms of maximizing a
certain a posteriori probability. To this end, consider x and s to be realizations of a stochastic process and
consider the probability P(s|x), which is the posterior probability of having s as a segmentation of the image L,
given the features x. The optimal segmentation s� is the one that maximizes the probability P(s|x), i.e.,

s� = argmax
s∈Kn

P(s|x). (1)

ICPC provides an approximation to s� by iteratively updating the segment labelling of single pixels. If s and
ς are both segmentations of L, merely differing in one entry, say, the ith, then, using Bayes’ theorem, one can
demonstrate that

P(s|x)
P(ς|x) =

P(s, x)
P(ς, x)

=
P(si|s¬i, x)
P(ςi|ς¬i, x)

=
P(si|ς¬i, x)
P(ςi|ς¬i, x)

, (2)
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where ς¬i is defined as (ς1, . . . , ςi−1, ςi+1, . . . , ςn). Assuming that all probabilities P(s|x) are larger than zero, it
follows from Equation (2), that P(s|x) > P(ς|x) if and only if

P(si|ς¬i, x) > P(ςi|ς¬i, x). (3)

Hence, if P(s|x) > P(ς|x), accepting segmentation s in favor of ς, would give us a segmentation that is closer to
the optimal s�. Note that the decision, whether s is better or worse than ς, can be based solely on the comparison
of the conditional probabilities on the single ith entry. Iterating this procedure of changing one of the labels of
the segmentation ς and accepting the new segmentation s, if and only if inequality (3) holds, therefore leads to
an approach which finds a locally optimal solution to Equation (1) (cf. References 7 and 8).
In ICPC, the basic idea w.r.t. the local update step, i.e., in going from segmentation ς to s, is that one

chooses that class label for si that maximizes the aforementioned conditional probability P(si|ς¬i, x). Hence,
in the update step of the ICPC, we always decide to have s as our new segmentation, because we always have
that P(s|x) ≥ P(ς|x). Interestingly, this update step can be seen as a classification task in which the vector
(ς¬i, x)—which is actually a feature vector describing contextual information as well as gray level information
or other features associated with pixel i—is to be classified to one of the k classes in C. Bayesian classification
suggests that (ς¬i, x) should be classified to that class c for which P(si = c|ς¬i, x) is largest, which is precisely the
update step used in the ICPC.1 Having this link with classification theory, ICPC can fully exploit techniques
available from the statistical pattern recognition literature.9, 10

The algorithmic description below states the general ICPC setup.

1. Start with a pixel classification (PC) based on the feature vectors in x; this gives an initial
segmentation of the image

2. Iteratively update the current pixel class labels s

(a) Go over all pixels

(b) Reclassify every pixel pi based on the feature vectors x and the class labels s¬i

(c) Repeat from 2a

In order to be complete, we should make some additional remarks to the foregoing.

• There are two classifiers needed in this method. One that gives an initial segmentation of L using only the
features in x, a second one that reclassifies pixels based on both x and the contextual information present
in s¬i. The user is, of course, allowed to pick those classifiers that seem to suit the task at hand best.

• In practice, the reclassification is based on contextual class label information in a neighborhood surrounding
pi, and not on all of s¬i, i.e., a Markov property7, 8 is assumed to hold. The same holds for the gray level
information, i.e., not all vectors xi are taken into account. Moreover, when using filters over a number of
scales to build up the feature vectors in x, one could consider to merely use the vector xi for classifying pi,
because enough neighborhood information is taken in account already.

• A stopping criterion is needed, because the iteratively updated segmentation may not converge. Conver-
gence is not guaranteed, because the Markov property may not hold and/or the statistical model used is
not consistent with the Markov model assumption.

• The class labels of the si, of which we build up the contextual feature vector are categorical, rather then
numerical. In general, classifiers can only handle numerical feature vectors. This is solved by associating
a label cj with a jth standard basis vectors in k-dimensional Euclidean space, i.e., associate cj with
(0, . . . , 0, 1, 0, . . . , 0), where the 1 is in the jth entry.

• The key point of ICPC is its general formulation. It is not specified, what kind of gray value features,
contextual features, classifiers, etc. should be used. However, before one can do actual experiments, these
‘unknowns’ have to be filled out, which is what we do in the next subsection.
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2.3. ICPC setup for posterior rib segmentation

ICPC allows one to use the features, classifiers, or other techniques that may be best suited for the problem at
hand. This subsection describes the particular choices made for the rib segmentation problem.

The gray level information consists of Gaussian filters at scales 1, 2, 3, and 4 and their derivatives up to
order 2. Additionally, the raw gray value of the pixels is taken as a feature. Position features, etc., are not taken
into account, hence xi consists merely of gray level information. Its dimensionality d equals 25, i.e., there are six
derivatives (one zeroth order, two first order, and three second order) at four scales plus one extra dimension for
the raw gray value in the pixel. There are no feature vectors of neighboring pixels taken into account, because
of the use of sufficiently large Gaussian filters.

The contextual information, used in the relabelling, comes from the class labels of pixels within a certain
radius from the pixel to be reclassified. We took the radius approximately equal to the height of one rib, which
is approximately 6 pixels. This resulted in a class label context of 112 surrounding pixels. Although only
the pixels within the lung fields are to be segmented (into costal or intercostal), and classification has to be
done in only one of two classes, there are three classes to be represented. This is because the neighborhood
of a certain lung field pixel can overlap with the background. Henceforth, the set of class labels C equals
{background, costal, intercostal}. We do not classify every pixel in the image, because segmenting the lung fields
from the background can be done efficiently using an active shape model approach.11

For the statistical contextual model, in which gray level and contextual information is combined, the dimen-
sionality equals 361. (A class label is represented numerically in a 3-dimensional space and we have 112 of them.)
To be able to cope with the data in the classification phase, the statistical model is subsequently reduced to
a dimensionality of 25 by means of a linear feature extraction technique developed by us.12 This technique,
which is a extension of (Fisher’s) linear discriminant analysis,9, 10 is designed to cope with two-class data and
heteroscedastic distributions, i.e., in which classes do not have equal covariance matrices. It is based on basic
matrix manipulations and eigenvalue decompositions and on the Chernoff distance measure. It comes down to
determining an eigenvalue decomposition of the matrix∗

S−1
W (SB − S

1
2
W (p1 log(S

− 1
2

W S1S
− 1

2
W ) + p2 log(S

− 1
2

W S2S
− 1

2
W ))S

1
2
W ) , (4)

and subsequently building a 25×361 linear transformation matrix L in which the rows equal the 25 eigenvectors
corresponding to the 25 largest eigenvalues. The tuning of the dimensionality was done manually, and we remark
that slight deviation from 25 give similar results. If the dimension the model is reduced to is too far of from 25
the performance of our system gets worse, and in addition for very large dimensionalities, we run into problems
because of time and memory constraints. In (4), we have SB :=

∑2
i=1 pi(mi−m̄)(mi−m̄)T and SW :=

∑2
i=1 piSi

are the between-class and the average within-class scatter matrix, respectively; mi is the mean vector of class
i, pi is its a priori probability, and the overall mean m̄ equals

∑2
i=1 pimi. Furthermore, Si is the within-class

covariance matrix of class i.

We note that the term −S 1
2
W (p1 log(S

− 1
2

W S1S
− 1

2
W ) + p2 log(S

− 1
2

W S2S
− 1

2
W ))S

1
2
W takes care of the difference in the

covariance matrices of the two classes. If there is no difference present, this term becomes zero and the matrix
in (4) boils down to S−1

W SB , which is exactly the Fisher criterion associated with linear discriminant analysis.9

It has been shown that our feature extraction technique increases the classification performance in several other
two-class problems.12 Using this technique in the rib segmentation task both speeds up the segmentation and
improves its accuracy.

A 31 nearest neighbor classifier is used for both the initial pixel classification, and the contextual classification.
Mount and Arya’s tree-based kNN implementation,13 allows for a speed up of the classification, without much
loss of accuracy, by calculating an approximate solution. We set the approximation variable ε to 1, which means

∗We define the function f , e.g. some power or the logarithm, of a symmetric positive definite matrix A, by
means of its eigenvalue decomposition RVR−1, with eigenvalue matrix V = diag(v1, . . . , vn). We let f(A) equal
Rdiag(f(v1), . . . , f(vn))R

−1 = R(f(V))R−1. Although generally A is nonsingular, determining f(A) may cause prob-
lems, because the matrix is close to singular. Most of the times, alleviation of this problem is possible by using the svd
instead of an eigenvalue decomposition, or by properly regularizing A.
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Figure 1. The two images in the top row illustrate the types of radiographs in our database, the bottom row gives their
respective ground truths. The two radiographs are from the set of five twice segmented images.

that the (1 + ε)-approximate nearest neighbors the algorithm finds are no more than double the distance away
from the query point than the actual nearest neighbors are (see Reference 14).

Finally, a stochastic pixel visiting scheme is used: In every step we randomly pick an entry that has not
yet been visited during this iteration. A new iteration starts if all pixels have been visited once. We set the
maximum number of iterations to 10, which suffices for the posterior rib segmentation in all cases.

3. DATA, EXPERIMENTAL RESULTS & EVALUATION

The data used in our experiments consists of 35 digitized, standard PA chest radiographs taken from a tuberculosis
screening program for people seeking political asylum in The Netherlands.5 The size of all images equals 128×128
and the average segmentation time per image is approximately 3 minutes. Two examples of typical radiographs
are shown in the first row of Figure 1. Furthermore, their ground truth is given, i.e., the posterior ribs within the
lung fields are manually delineated in these images (See the second row in Figure 1). For additional evaluation
purpose, five of these images are also segmented by a second observer.
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Table 1. Seven-fold cross validation results. Seven runs are executed in which the test set consists of five radiographs
and the other 30 are used for training the ICPC algorithm. Every image is used exactly once as test image. The accuracy,
sensitivity, and specificity is measured per image and averaged over all 35 radiographs.

accuracy sensitivity specificity
score 83% 79% 86%
standard deviation 2.4% 4.0% 2.5%

Table 2. Results on the five twice segmented radiographs (standard deviations (s.d.) are in parentheses). Note that
the ICPC method gives slightly worse results, but still reasonably well compared to the delineation provided by a second
observer. Also, compare these results to the scores of ICPC in Table 1.

accuracy (s.d.) sensitivity (s.d.) specificity (s.d.)
second observer 83% (2%) 84% (4%) 82% (5%)
ICPC 82% (3%) 78% (5%) 85% (3%)

3.1. Cross validation based on ground truth

For the first part of the evaluation we used seven-fold cross validation on the first 35 radiographs with accompa-
nying ground truth, i.e., we trained our method on thirty images, tested it on the other five, and repeated this
seven times for different train and test sets. We restricted the segmentation task to the lung fields, with merely
two classes into which these pixels can be classified: posterior rib (the costal space) or not (the intercostal space).
On the test set, the per-image pixel-based accuracy, sensitivity, and specificity obtained by ICPC is determined
(relative to the known ground truth). The mean and standard deviation of these three entities is then calculated
over the 35 images. The results are in Table 1.

Figures 2 and 3 illustrate the obtained results on both radiographs from Figure 1; Figure 2 for the left image
in Figure 1 and Figure 3 for the right one. The right columns give the results obtained with ICPC. The bottom
image of the right column gives the ICPC result; black is the costal space and gray the intercostal space. The top
image gives the difference image of the ground truth with the ICPC segmentation; black are the pixels that have
been falsely classified as costal—the false positives (FPs)—and gray are the pixels have been falsely classified as
intercostal—the false negatives (FNs). (See also the caption to Figure 2 and 3).

Figure 2 is an example in which ICPC segments the radiograph in a fairly adequate way. For this image
the accuracy, sensitivity, and specificity are 84%, 79%, and 88%, respectively. Figure 3 illustrates a rather poor
result for which the respective scores are 76%, 69%, and 82%. The poor result is mainly due to the fact that
ICPC, partly or completely, missed both lower ribs. In addition, the method was unable to correctly determine
the costal space in the top of the left lung field resulting in a large error.

For both examples it is clearly visible that, if there are errors, they are often present in a structured way,
i.e., falsely classified pixels are not scattered around in the segmentation image, but tend to occur in patches
elongated in the direction of the ribs and consisting of multiple pixels.

3.2. Comparison with second manual delineation

In the second part of our evaluation, we compare the second set of five manually segmented radiographs with the
ground truth, i.e., the accuracy, sensitivity, and specificity for these segmentations relative to the ground truth is
determined. This outcome is compared to the performance of ICPC on these five images. This comparison gives
an indication of the performance of ICPC with respect to a different observer. The outcome of the experiments
are in Table 2.

In Figures 2 and 3 are, in the left column next to the ICPC segmentations, the results obtained by the
second observer on both radiographs from Figure 1. As with the ICPC results, in the bottom images are the
actual segmentations based on the second manual delineation and in the top are the images in which the falsely
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Figure 2. The left column gives the result obtained by the second observer on the first radiograph in Figure 1. The right
column gives the ICPC result on this same image. The bottom row gives the actual segmentation results; black is costal
space, gray is intercostal space. The top row gives images in which the falsely classified pixels are depicted as black (false
positives) and gray (false negatives). See also Figure 3.

classified pixels are depicted as black (FPs) and gray (FNs). The accuracy, sensitivity, and specificity scores for
the two manual segmentations are 85%, 80%, 89%, and 80%, 79%, 81%, respectively.

Note that the second observer also makes structured mistakes, as does ICPC. However, the errors for the
second image are far less severe than the errors ICPC made. Hence the second observer clearly obtains better
scores for this second radiograph.

4. DISCUSSION & CONCLUSION

We have used the iterated contextual pixel classification (ICPC)1 approach to image segmentation for the task
of segmenting the posterior ribs in the lung fields within chest radiographs. With respect to the pixel accuracy,
sensitivity, and specificity, the results are reasonably adequate in general and specifically in comparison with a
second observer. However, as Figure 3 shows, gross errors can be present in the ICPC segmentation, e.g. ribs
can be segmented only partly (lower part, right lung field), can vanished completely (lower part, left lung field),
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Figure 3. The left column gives the result obtained by the second observer on the second radiograph in Figure 1. The
right column gives the ICPC result on this same image. The bottom row gives the actual segmentation results; black is
costal space, gray is intercostal space. The top row gives images in which the falsely classified pixels are depicted as black
(false positives) and gray (false negatives). See also Figure 2.

and wrong rib ends can grow together forming a complete rib that is positioned wrongly (upper part, right lung
field). In these cases, ICPC segmentation results in low scores. We should also note however, that the manual
segmentation of the second radiograph in Figure 1 is of lower quality than the one for the first radiograph. This
may be due to the poor visibility of the rib borders, which is especially problematic for the ribs in the lower
parts of the lungs. Other difficulties arise for the top part of the lung fields where the misclassification rate of
ICPC is also high. Besides the poor visibility of the ribs, an additional problem may be that the rib structures
in the top of the lung are rather different and relatively small compared to the typical structures from the rest
of the image. Hence, the statistical model may not capture these small structures accurately.

Further, as noticed in Section 3, errors occur in a structured way in the segmentation and not, more or
less, randomly scattered through the entire image. This is probably an inherent characteristic of our approach:
Because of an imperfect contextual and gray level model, errors are made during the segmentation process.
However, the contextual information at least tries to force the final segmentation to be consistent with the
observed structures in the train set. Hence, errors are possible, but only in a structured way. In the rib
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segmentations obtained by ICPC, these structured errors become apparent as patches that are elongated in the
direction of the posterior ribs, as if the complete rib is shifted one or more pixels.

The errors (see Figure 3, right column) that ICPC makes, such as partly segmented ribs, are possibly a result
of too weak a structural model: Although, there is no evidence in the training set for such an abrupt ending of a
rib within the lung field, the (apparently misleading) gray level information is too strong—in comparison to the
contextual information—to have the contextual classifier correct the local configuration of the segmentation. In
this case, increasing the influence of the label context may improve the automatic segmentation.

Considering the aforementioned problems, we think improvements in accuracy can be attained by improving
the statistical model we use. Firstly, this may be possible by using different features then the one we used here.
If, for example, it is possible to combine the local gray level and contextual features with more global features
(in particular geometrical information?), we might avoid the gross errors as seen and discussed in Section 3 and
the foregoing paragraphs. In combination with our local pixel-based approach, a more global model may work
well even though such a model may not perform satisfactory when used in isolation.

Secondly, a separate modelling of contextual information and gray level information may be beneficial. In
the current setup the contextual and gray level features are combined in one large feature vector, which is then
classified using a kNN classifier. However, the contextual information probably behaves quite different from
the gray level features and so separate statistical modelling of these entities may be preferable. One way to do
this is by the method of classifier combination or classifier fusion.10 In our case we would build two classifiers:
One for the gray level information x and one for the label context s¬i. In reclassifying a pixel, the outcomes
of both classifiers are combined to decide on a change of labelling for this pixel. This approach can also be
used to control the relative influence of both classifiers. Hence, we can for example increase the influence of the
contextual information and deal with some of the problems mentioned. Besides, the whole process could become
less time consuming, because the gray level classification only has to be performed once. Furthermore, one could
develop a contextual-specific classification scheme that may be less time consuming than the kNN classification.

Concerning the segmentation time, it is clear that ICPC in this setting is rather slow as compared to, for
example, active shape models. Here additional improvements are possible by employing multi-resolution schemes
and more clever stochastic visiting schemes, e.g., based on posterior probabilities one could decide which pixels
can be excluded from the visiting scheme and hence reduce the number of pixels that have to be considered for
reclassification.

However, notwithstanding the problems and suggestions discussed in this section, comparing the segmentation
obtained by the current instance of ICPC with the manual segmentations and considering the actual accuracy
obtained in the cross-validation experiments, we conclude that our method gives good results on the difficult
and practically important task of segmenting the posterior ribs in chest radiographs.
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