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Abstract—The major advantage of multiple-instance learning
(MIL) applied to a computer-aided detection (CAD) system is
that it allows optimizing the latter with case-level labels instead of
accurate lesion outlines as traditionally required for a supervised
approach. As shown in previous work, a MIL-based CAD system
can perform comparably to its supervised counterpart considering
complex tasks such as chest radiograph scoring in tuberculosis
(TB) detection. However, despite this remarkable achievement,
the uncertainty inherent to MIL can lead to a less satisfactory out-
come if analysis at lower levels (e.g., regions or pixels) is needed.
This issue may seriously compromise the applicability of MIL to
tasks related to quantification or grading, or detection of highly
localized lesions. In this paper, we propose to reduce uncertainty
by embedding a MIL classifier within an active learning (AL)
framework. To minimize the labeling effort, we develop a novel
instance selection mechanism that exploits the MIL problem defi-
nition through one-class classification. We adapt this mechanism
to provide meaningful regions instead of individual instances for
expert labeling, which is a more appropriate strategy given the ap-
plication domain. In addition, and contrary to usual AL methods,
a single iteration is performed. To show the effectiveness of our
approach, we compare the output of a MIL-based CAD system
trained with and without the proposed AL framework. The task is
to detect textural abnormalities related to TB. Both quantitative
and qualitative evaluations at the pixel level are carried out. Our
method significantly improves the MIL-based classification.
Index Terms—Computer-aided detection (CAD), multiple-in-

stance learning, active learning, tuberculosis, chest radiography.

I. INTRODUCTION

C HEST radiography is a widely utilized tool in pulmonary
tuberculosis (TB) detection. For this purpose, a posterior

anterior chest radiograph (CXR) is obtained and examined for
abnormalities such as opacities, consolidation, etc., which are
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suggestive of active disease. According to several studies [1],
chest radiography can yield high sensitivity and moderate to
high specificity. However, to reach these performance levels,
qualified personnel are required, which is a major drawback,
since in many resource-constrained countries, which in turn are
the most affected by TB, such personnel are not sufficiently
available [2]. A solution to this problem has been lately intro-
duced by means of computer-aided detection (CAD), as this
technology enables the automatic assessment of CXRs. As
shown in recent studies [3], [4], CAD can perform comparably
or superior to clinical officers, which are the kind of personnel
typically deployed in the aforementioned resource-constrained
countries. Another advantage of CAD is that it has the potential
to alleviate other CXR-related issues, such as high inter- and
intra-observer variability [1], [5].
Traditionally, CAD systems dealing with the problem of TB

detection on CXRs have relied on training and optimization on
large databases comprising manually outlined lesions by fol-
lowing a supervised machine learning approach [3]–[5]. Al-
though this approach leads to the maximum detection perfor-
mance, several issues related to the amount of time and the
expertise required to manually annotate these databases limit
its applicability [6]. To tackle these problems, in our previous
research [6] we proposed to use a multiple-instance learning
(MIL) [7] method as the core pattern recognition component.
The key characteristic of MIL is that labels are assigned to
groups of patterns (referred to as bags) instead of individual pat-
terns (referred to as instances). This allows training a classifier
on case or image labels only, thus avoiding the need for lesion
outlines. This expedient feature has also been recognized by
other researchers in medical image analysis and CAD who have
exploited MIL, for example, to detect diabetic retinopathy on
eye fundus photographs [8], cancerous tissue on histopathology
images [9] or chronic obstructive pulmonary disease on com-
puted tomography scans [10]. Further applications can be found
in [11]–[13]. In addition, we have shown in [6] that aMIL-based
CAD system could bemore advantageous than a supervised one,
as it would be easier to retrain, if necessary, due to its lower la-
beling requirements.
Unfortunately, and despite the above advantages, MIL is not

an issue-free technique. A serious problem with MIL is the
uncertainty due to the “incomplete” labeling scheme utilized
during training. In our former approach [6], the uncertainty is
introduced in the initialization step, which assigns to the image
pixels the labels of their corresponding images. As a result, the
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Fig. 1. A CXR corresponding to a TB case with a lesion outlined in the right lung (left), and the pixel classifications produced by the MIL-based approach in
[6] (middle) and its supervised equivalent (right). Notice the inaccurate detections by the former compared with those by the latter (warm colors indicate high
abnormality).

negative bags are entirely composed of normal pixels, but the
positive bags are a mix of abnormal and normal instances. After
initialization, it is expected that the (iterative) refinement proce-
dure removes this uncertainty by reclassifying the positive bags
of the training set. However, since this is a heuristic method,
there is no theoretical warranty that the right labels will be in-
ferred, and in practice, we have observed that, although the score
assigned by the system at the image level is appropriate, the in-
dividual pixel scores are not always satisfactory, with the re-
sulting detections being too aggressive. This outcome is a clear
indication that several of the negative instances in the positive
bags could not be correctly labeled as such. An extreme ex-
ample showing the output of our former MIL method is illus-
trated in Fig. 1. As can be seen, this method (middle) highlights
a much larger region than the annotated one (left) and yields
strong false-positive detections in the healthy lung. For com-
parison, the output of a supervised approach trained on images
from the same population is also shown in Fig. 1 (right). Notice
how, in this case, the suspicious region is correctly highlighted,
and only minor false-positive detections are present.
Although the inaccurate detections yielded by the MIL

method may not substantially affect the outcome in applications
like triage, for which an image score suffices and further tests
may be performed, they would certainly be a problem for any
kind of quantitative analysis, such as grading the extent or
severity of the disease, as the information provided by the
pixel-level classification would be the used input. In addition,
if MIL is applied for detection of more confined lesions, such
as cavities or lymphadenopathy, or outside the TB scope, per-
formance degradation may be experienced due to the possible
lack of localization.
In this study, we propose an improved algorithm for training

a MIL classifier that builds upon concepts from other machine
learning paradigms, such as active learning (AL) and one-class
classification, to achieve a more accurate low-level output. The
proposed algorithm starts with our previous MIL method [6]
to obtain an initial classification of the training set. Then, the
most valuable instances in the positive bags according to the
previous classification are identified and grouped into image re-
gions so they can be relabeled by an expert. This is our first
major contribution in which we utilize AL to reduce the un-
certainty inherent to a MIL pixel classifier while minimizing
the labeling effort. Although alternative approaches combining
MIL and AL can be found in the literature (e.g., [14]–[16]),

they have mostly focused on tasks such as image and text cat-
egorization, and therefore have mainly aimed at improving the
bag classification performance. In contrast to those approaches
our method aims at improving the instance classification perfor-
mance. Moreover, since our method works at the instance level,
it can directly incorporate the instance-level feedback provided
by the expert into the classifier training procedure. This is con-
trary to the bag-centered learning setting typically considered in
previous research for which special conditions need to be added
to the learning algorithms in order to accommodate that feed-
back.
When selecting valuable regions, we prioritize the largest

ones, so the largest amount of pixels receive a “correct” label
from the expert. We also prioritize the most normal regions, as
the normal instances, being in bags with a different label, are the
ones that contribute the most to the overall uncertainty. To carry
out the normal region selection task, we take advantage of the
MIL problem definition and train a one-class classifier using the
instances in the negative (or normal) bags so the score resulting
from classification provides an estimation of the normality of
the analyzed regions. This novel strategy to select valuable in-
stances for relabeling constitutes our second major contribution
and another important difference with the aforementioned alter-
native approaches.
The remaining of the paper is organized as follows.

Section II introduces the baseline CAD system utilized in this
study. Section III describes the proposed method in detail.
Section IV shows our experimental results, which are then
discussed in Section V. Section VI concludes.

II. COMPUTER-AIDED DETECTION OF TUBERCULOSIS
The baseline CAD system utilized in this study has been de-

veloped by the Diagnostic Image Analysis Group, Nijmegen,
the Netherlands and aims at detecting textural abnormalities re-
lated to TB. Since the system addresses the detection problem
by means of pixel classification, feature vectors are associated
with image pixels. During training, labeled feature vectors are
used to learn an appropriate classification rule. During evalua-
tion, the trained system is expected to infer the correct labels of
feature vectors corresponding to unknown data. The three main
stages of the system, namely lung segmentation, texture feature
extraction and pixel classification, are explained below.
Lung segmentation is carried out in order to limit subsequent

analysis to the region inside the lung fields. The utilized method
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is based on pixel classification after computing a multiscale
local jet of second order [17]. An independent set of 309 im-
ages is used for training. Following classification, the resulting
lung likelihood map is postprocessed (with blurring and mor-
phology operations) to obtain a binary segmentation.
The texture feature extraction process computes features

based on the first four moments of the intensity distributions
obtained after applying the above multiscale jet on a subsam-
pled version of the input image (1024 pixels wide). These
moments are computed inside the lung fields on a grid with a
spacing of 8 pixels considering circular patches with a radius of
32 pixels [18]. Several spatial features, such as the normalized
horizontal and vertical positions, and the distances to the lung
wall and to the center of gravity of both lungs, complement the
lung parenchyma characterization.
The goal of pixel classification is to assign an abnormality

score to each of the pixels in the lung region. The classification
approaches included in this study are based on support vector
machines (SVMs), as this type of classifier yielded the best per-
formance among a range of classifiers that we previously evalu-
ated [6]. The training stage involves the typical cross-validation
and grid search strategies suggested in the literature to deter-
mine the optimal parameters. A probability estimation proce-
dure [19] is also added in order to relate the output of the classi-
fier to a bounded abnormality score. The higher the probability
estimate, the higher the likelihood of a pixel being abnormal.
After processing a given image, a heat map indicating the abnor-
mality of each pixel belonging to lung parenchyma is produced.
To aggregate the pixel scores into a single image score, the 95th
percentile from the cumulative distribution is computed [20].

III. PROPOSED METHOD

A flowchart of the algorithm proposed to improve the training
stage of our MIL classifier through AL is shown in Fig. 2.
The followed steps are: MIL training and classification (of the
training set), selection of valuable instances and relabeling of
the selected instances by an expert. It is worth to mention that,
although the relabeling process could be triggered several times
until a certain termination criterion is met, only a one-time
interaction is considered in this study in order to optimize
the expert's burden and availability. In the next sections, we
provide a detailed explanation of the components that make up
the proposed algorithm.

A. MIL Training and Classification

The MIL classifier utilized in this study corresponds to the
si-miSVM+PEDD technique developed in [6], which is based
on the miSVM formulation [21] defined below:

(1)

Fig. 2. Flowchart showing the steps followed to train an improved MIL clas-
sifier by means of AL.

where , are the labels of the
training instances , are the labels of the
training bags for index sets

and are, respectively, the weight vector and
the offset of the separating hyperplane; is the penalization
parameter for the misclassified instances; and are slack vari-
ables as in the standard soft-margin SVM [22].
As shown in [6], si-miSVM+PEDD is an improved version

of the original heuristic proposed in [21] to perform the opti-
mization in (1). In the same way as the original heuristic, it re-
turns a classifier that is able to recover the scores of the indi-
vidual instances in the classified bags. During the first step of
the proposed algorithm, we exploit this capability and obtain a
confidence value (given by a probability estimate) for each of
the instances in the positive bags by classifying the training set
according to the model learned from image-level labels. This
confidence value will be used as a cue to decide which instances
should be targeted for relabeling.

B. Selection of Valuable Instances
The goal of AL is to construct an accurate classifier with

as few labeled instances as possible [23]. For that purpose, a
(small) subset of unannotated data containing the most valuable
instances is selected to be labeled by an oracle (e.g., a human
expert). Since the aim is to minimize the labeling effort, this
query selection step is a key component. Two types of query se-
lection criteria are widely used by active learning algorithms:
informativeness and representativeness. While informativeness
measures if an instance can reduce the uncertainty of a statistical
model (e.g., by querying instances close the classifier's decision
boundary [24], [25], representativeness measures if an instance
well represents the overall distribution of the data (e.g., by ex-
ploiting some cluster structure [26], [27]). In addition, methods
for combining both criteria have been proposed [28], [29].
In this study, we introduce an alternative approach for query

selection that, in some sense, includes both informativeness and
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Fig. 3. Comparison of mean shift and simple thresholding for grouping the training instances into regions. From left to right: a CXR of a TB subject and its
annotated lesions, the training instances targeted for relabeling (shown in red; the remaining instances are shown in green), the regions obtained after clustering
those instances with mean shift and computing the convex hull, and the regions obtained by thresholding the pixel scores. Note the better lesion localization enabled
by mean shift.

representativeness but with a different rationale and implemen-
tation. Contrary to the traditional informativeness criterion, in-
stead of querying instances on which the classifier is not sure
about the labeling, we target instances on which the MIL clas-
sifier is very confident (i.e., those with a high probability es-
timate). Although this may seem counterintuitive from a gen-
eral standpoint, the aggressiveness observed before justifies the
adopted strategy. The idea is that, by interacting with the expert,
it is expected that the correct labels of several of the negative in-
stances that remained as false positives in the positive bags after
MIL refinement will be obtained. Thus, the informativeness of
these instances will contribute to reducing the classifier's un-
certainty. On the other hand, although not explicitly aiming at
exploiting the data structure, by targeting the highly abnormal
instances, we are, to a certain extent, focusing on representa-
tives of the positive pattern structure created by the MIL classi-
fier. By obtaining correct labels from the expert, this structure
will be improved and incorporated in subsequent training. Once
the targeted instances have been identified, we group them into
regions in order to facilitate the relabeling process. Then, to re-
fine the current selection, we rank the obtained regions based on
their size and their likelihood of being normal so the top ranked
ones are those that are finally relabeled. A detailed explanation
of these latter steps is provided below.
1) Instance Grouping: An important detail to take into ac-

count regarding the proposed AL strategy is how to present the
data to the expert in a convenient way. Although the AL liter-
ature assumes that, in general, individual instances can be la-
beled, that is not the most appropriate approach in the context
of image classification, where a single image consists of many
instances (pixels). This issue not only applies in terms of ef-
ficiency (labeling hundreds or thousands of pixels is certainly
inefficient) but also, and more importantly, in terms of discrim-
inability, as medical experts analyze image regions and not in-
dividual image pixels. In consequence, the instances selected
for relabeling would be better grouped and presented as regions
to the expert. To carry out this task, we utilize the mean shift
clustering algorithm [30] applied to the image coordinates of
the selected instances on a per-case basis. This allows us to spa-
tially group pixel candidates and control the granularity of the
partition through the bandwidth parameter. This functionality
is an advantageous factor that other techniques, such as thresh-
olding algorithms, usually lack. As an example, Fig. 3 shows

the CXR of a TB subject with its annotated lesions (far left), the
training instances targeted for relabeling (left; the probability
threshold is set to 0.9; instances above 0.9 are shown in red and
the remaining ones, in green), and the regions obtained by ap-
plying mean shift followed by convex hull computation (right)
and simple thresholding of the pixel scores (far right). From the
resulting region sets, it is easy to verify that, while mean shift
is able to (roughly) localize the lesion in the right lung (green
region), simple thresholding, given the inaccurate initial classi-
fication, identifies a large portion of the lung field as a single
region (shown in cyan), which may lead to a compromised as-
sessment by the expert due to the inclusion of both normal and
diseased tissue.
2) Region Ranking: Despite the grouping approach taken to

present the targeted instances, there may still be a considerable
number of regions available for relabeling; therefore, a second
selection level that prioritizes the most valuable regions must be
devised. To that end, we construct a ranking with the obtained
regions by adopting the following two criteria:
1) Prioritize the largest regions so the largest amount of

training instances receive correct labels
2) Prioritize the regions that are more likely to be normal so

the false-positive instances in the positive bags are cor-
rectly relabeled as negative.

While the first criterion can be easily implemented by sorting
the regions according to the number of training instances they
contain, implementing the second criterion is challenging, as it
indirectly deals with the original MIL problem of not knowing
the correct labeling of the training set. However, since that cor-
rect and definitive labeling will be provided by the expert in a
later step, some inaccuracy can be allowed at the current point,
and we can attempt to infer the labels of the regions for ranking
purposes only without the risk of degrading the outcome of the
training stage if errors are made. Considering this more relaxed
condition, we propose to switch to a different machine learning
paradigm, namely one-class classification, to fulfill the normal
region identification task.
As the name suggests, in one-class classification, it is as-

sumed that information of only one class, known as the target
class, is available, and the objective is to obtain a description
of a training set of objects belonging to this class so new ob-
jects resembling this training set can be detected [31]. Although
we deal with a conventional two-class classification setting, the
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MIL problem definition [7], [32], which states that for the case
of binary classification only the labels of the instances in the
negative bags are completely certain, well motivates us to cast
the normal region identification task into a one-class classifi-
cation task. By radicalizing the MIL problem definition and
disregarding the information that is not certain, we can train a
one-class classifier considering only the instances in the nega-
tive bags (normal training images) and then use this classifier to
identify which of the instances in the regions obtained from the
positive bags (abnormal training images) are actually positive
and which are actually negative.
To implement the one-class classification approach, we uti-

lize a classifier based on the -nearest neighbors rule. This clas-
sification technique was selected according to a set of indepen-
dent experiments in which the regions of 100 abnormal im-
ages additional to our training and test sets were classified into
normal or abnormal. The labels of the regions were determined
by thresholding a normality score derived from the instance
scores assigned by the classifier as explained below. The se-
lected threshold was the one that maximized accuracy. The op-
timal value of was also determined in these experiments. The
best result was obtained with , which lead to an accuracy
of 76.3%. However, for the sake of simplicity, and given that the
performance difference was marginal, we adopted , which
achieved an accuracy of 76.1%. This nearest neighbor classifier
outperformed approaches such as one-class SVM [33], support
vector data description [31] and autoencoders [34], whose ac-
curacies were 72.1%, 71.0% and 63.4%, respectively.
Let be the training instances contained

in the regions obtained from the abnormal images and define
these regions as for index sets

. Given the one-class classification strategy and the
defined criteria for prioritizing regions, the region ranking is
constructed by following the next steps:
1) Sort the regions in descending order according to the

number of instances they include, i.e.,
2) Obtain a normality score, , for each instance in terms

of the distance to its nearest neighbor :

(2)

Once normality scores for all the instances have been com-
puted, scale them to the interval using the minimum
and maximum values observed among these scores:

(3)

Then, compute a normality score per region, , defined as
the mean of the region's instances' scores:

(4)

3) Identify those regions whose normality scores are below a
certain threshold (we use 0.40 based on the experiments
mentioned above) and move them to the bottom of the
ranking. Preserve the ordering established in step 1 when
relocating the regions.

From this ranking, the top regions are selected for relabeling by
the expert, which leads to a “batch” approach as known in the
AL literature [23].

C. Relabeling by an Expert
The process of relabeling follows a simple protocol in which

the expert visualizes an input CXR, toggles the selected regions
and decides upon their labels: normal or abnormal. In cases
where a region spans both normal and abnormal tissue due to
imperfections of our grouping approach, the label is decided ac-
cording to the estimated dominant class. Once the labeling is
complete, the new instance labels replace the labels previously
assigned by the MIL classifier. A particularity of the relabeled
instances is that their labels cannot be changed by the MIL re-
finement process. The modified training set is used to retrain the
MIL classifier.

IV. EXPERIMENTATION AND RESULTS

A. Experiments
We carried out three sets of experiments to assess the perfor-

mance of the proposed method. In the first set of experiments,
we compared our combination of MIL and AL with a pure MIL
approach and a supervised approach. The following pixel clas-
sifiers were evaluated:
1) A MIL classifier trained according to the si-miSVM+

PEDD algorithm proposed in [6], which uses image labels
only. This classifier will be referred to as MIL

2) A supervised SVM trained according to the lesion annota-
tions available in our database (see the next section). This
classifier will be referred to as SVM

3) A classifier trained according to the algorithm proposed in
the current study. Two configurations considering single
batches of 100 and 300 labeled regions were included. This
classifier combining MIL and AL will be referred to as
MIL+AL.

In the second set of experiments, we compared our combi-
nation of MIL and AL with related baseline approaches using
only the selected regions or a random subset of the generated re-
gions as abnormal patterns. The following pixel classifiers were
evaluated:
1) A supervised SVM using the 100 and 300 regions selected

for MIL+AL as its source of abnormal training patterns
2) A MIL+AL classifier trained with 100 and 300 randomly

selected regions in contrast to the ranked regions used by
the proposed method.

3) The same MIL+AL classifier as in the previous set of ex-
periments trained with 100 and 300 ranked regions.

In the last set of experiments, we explored an alternative ap-
proach that automatically relabeled regions based on the as-
signed normality score and thus effectively eliminated the need
of expert feedback. The detection performance as a function of
a threshold set on the normality score for relabeling purposes
was assessed.
Optimal parameter values for the various SVM-based classi-

fiers were determined through cross-validation and grid search.
The optimized parameters were the penalization coefficient,
[see (1)], and the coefficient of the Gaussian kernel, , used by
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the SVMs. In addition, appropriate values for the probability
threshold, , of MIL and MIL+AL had to be determined [6].
The number of cross-validated folds was set to two. The search
points for and were determined by following similar ap-
proaches to the ones described in [35], [36]. In particular, was
separated into two parameters, and , that were respec-
tively associated with the normal and abnormal instances.While

was set to one, was searched over .
For , the grid was set by randomly sampling 1000 data points,
computing their pairwise distances and deriving the inverse of
the 5th, 10th, 30th, 50th, 70th, 90th and 95th percentiles, with
the results for each percentile being averaged over ten trials. Fi-
nally, the searched values for were .
In all cases, LIBSVM [37] was used to implement the basic
SVM routines.

B. Image Data
A total of 917 CXRs collected from a busy urban health center

in Lusaka, Zambia were utilized in our evaluation. They were
acquired by an Odelca DR systemwith a slotscan detector (Delft
Imaging Systems, Veenendaal, the Netherlands). This database
was divided into two independent sets of 461 and 456 CXRs that
were respectively used for training and testing. The training set
comprised 184 normal and 277 abnormal CXRs, whereas the
test set was composed of 208 normal and 248 abnormal CXRs.
The reference standard was set by means of radiological assess-
ment. Lesions were annotated by a certified reader trained ac-
cording to the CRRS TB scoring system [38] under the super-
vision of an experienced radiologist. Examples of the analyzed
CXRs are shown in the first column of Figs. 1, 3, 10 and 11.

C. Evaluation
The detection performance of the compared approaches was

evaluated using receiver operating characteristic (ROC) anal-
ysis. Two types of analysis, at the pixel and at the case levels,
were carried out. While the former measured the accuracy of the
produced heat maps and thus may be considered the main per-
formance indicator given the goal of our study, the latter cap-
tured the capability of deciding if a subject was likely to be
affected by TB. In both cases, the area under the ROC curve
(AUC) was utilized as a performance measure. Statistical sig-
nificance of the performance difference between pairs of eval-
uated approaches was determined using the DeLong's test [39].
Since four comparisons per performance criterion (MIL+AL
with 100 and 300 labeled regions vs. MIL and SVM in the
first set of experiments, and MIL+AL with 100 and 300 ranked
regions vs. SVM and MIL+AL with 100 and 300 ranked/ran-
domly selected regions in the second set of experiments) were
carried out, performance differences were considered signifi-
cant if (0.05/4) after applying the Bonferroni cor-
rection. To complement the evaluation at the pixel level, preci-
sion-recall (PR) curves were also computed.
Besides the detection performance, the time spent on labeling

the selected regions, as required by the proposed method, and
the time spent on outlining the lesions in the training images,
as done for training the supervised SVM, were also measured.
In this way, both approaches could be compared in terms of
labeling effort.

Fig. 4. Pixel-level ROC curves yielded by the approaches evaluated in the first
set of experiments.

D. Results
The detection results yielded by the evaluated approaches are

listed in Tables I and II for the first and second sets of experi-
ments, respectively. The ROC curves associated with these re-
sults are shown in Figs. 4, 5, 7 and 8 for analysis at both the
pixel and case levels. PR curves are shown in Figs. 6 and 9. For
qualitative assessment, examples of the heat maps produced by
the evaluated approaches are illustrated in Figs. 10 and 11. For
the approaches using randomly selected regions, the median and
the range of the AUC after 11 trials are reported. The ROC and
PR curves, and the heat maps corresponding to the trial yielding
the median AUC are the ones shown in the aforementioned fig-
ures. The measured times for labeling the selected regions for
our method compared with outlining the lesions in the training
set for the supervised strategy are given in Table III. Finally,
the detection results after automatic region relabeling based on
the normality score are shown in Table IV, and the obtained PR
curves, in Fig. 12.

V. DISCUSSION

The results of the first set of experiments indicate that the pro-
posed method, using as few as 100 labeled regions, significantly
improves the MIL approach in terms of detection performance
at the pixel level. The difference in AUC is even larger when 300
labeled regions are included. From the ROC curves in Fig. 4,
we can observe that the improvement is more prominent at high
specificity, which probably corresponds to a more accurate de-
tection of highly conspicuous lesions, which in turn may be
the most relevant for quantification and grading purposes given
their extent and severity. At lower specificity, on the other hand,
the performances of both MIL and MIL+AL, and even the per-
formance of SVM, are barely distinguishable, which suggests
that at these operating points there may be no benefit in having



MELENDEZ et al.: ON COMBINING MULTIPLE-INSTANCE LEARNING AND ACTIVE LEARNING FOR COMPUTER-AIDED DETECTION OF TUBERCULOSIS 1019

Fig. 5. Case-level ROC curves yielded by the approaches evaluated in the first
set of experiments.

Fig. 6. PR curves yielded by the approaches evaluated in the first set of
experiments.

a correctly labeled training set. Perhaps, the limiting factor here
is the utilized reference itself, as at these operating points normal
cases with possibly abnormal signs and abnormal cases with
very subtle abnormal patterns are found, and differentiating be-
tween them is difficult for human observers, especially for pro-
jection images. Notwithstanding, despite this limitation, using
the annotations of a human expert, both for training and evalu-
ation, seems to be the only option.
The PR curves in Fig. 6 also show the substantial improve-

ment of MIL+AL over the pure MIL method. The better PR

Fig. 7. Pixel-level ROC curves yielded by the approaches evaluated in the
second set of experiments.

Fig. 8. Case-level ROC curves yielded by the approaches evaluated in the
second set of experiments.

tradeoff exhibited by MIL+AL indicates that the proposed ap-
proach localizes the truly diseased tissue more appropriately.
This effect is clearly noticed on the obtained heat maps. As
shown in the top three rows of Fig. 10, the true-positive de-
tections now adhere much more closely to the available lesion
outlines. Another notable effect is the considerable reduction in
the amount and strength of the false-positive detections, which
can be appreciated in both normal and abnormal cases. As il-
lustrated in Fig. 10, the main sources of MIL's false-positive
detections are typically related to bony structures (e.g., fourth
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TABLE I
DETECTION PERFORMANCE (AUC) AND THE -VALUES OBTAINED WHEN COMPARING THE APPROACHES EVALUATED IN THE

FIRST SET OF EXPERIMENTS AT BOTH THE PIXEL AND CASE LEVELS. SIGNIFICANT DIFFERENCES ARE SHOWN IN BOLD

TABLE II
DETECTION PERFORMANCE (AUC) AND THE -VALUES OBTAINED WHEN COMPARING THE APPROACHES EVALUATED IN THE SECOND SET
OF EXPERIMENTS AT BOTH THE PIXEL AND CASE LEVELS. SIGNIFICANT DIFFERENCES ARE SHOWN IN BOLD. FOR THE APPROACHES USING
RANDOMLY SELECTED REGIONS, THE MEDIAN AND THE RANGE OF THE AUC ARE SHOWN (THE LATTER APPEARS BETWEEN PARENTHESIS)

Fig. 9. PR curves yielded by the approaches evaluated in the second set of
experiments.

row), vessels and similar anatomical structures (e.g., first and
fifth rows), and zones of low image density (e.g., sixth row).
Since these elements have a definitely different appearance than
regular lung parenchyma, they may have been assimilated as
part of the abnormal pattern during the MIL imputation process.
With MIL+AL, on the contrary, due to the included AL step,

TABLE III
TIME (IN MINUTES) REQUIRED TO LABEL 100 AND 300 REGIONS AS
SELECTED BY THE PROPOSED METHOD, AND TO OUTLINE ALL THE

LESIONS IN THE TRAINING SET

TABLE IV
DETECTION PERFORMANCE (AUC) AFTER AUTOMATIC REGION

RELABELING BASED ON THE NORMALITY SCORE

many of these erroneously labeled patterns have been correctly
reassigned to the normal class.
Comparing the heat maps produced by MIL+AL with those

produced by SVM, it is possible to observe that, even with as
few a 100 labeled regions, the output of the former is quite
close to the output of the latter in terms of both lesion localiza-
tion (top three rows of Fig. 10) and false-positive detections. In
addition, the two methods show similar types of errors, as de-
picted in row three, and there is only a small number of cases
where a (slight) difference is noticeable, such as in rows four
and five. Although there is still a gap between MIL+AL and
SVM in terms of AUC (see Table I), in the light of the previous
observations, we should carefully consider if matching the su-
pervised performance is actually necessary. Moreover, we may
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Fig. 10. Examples of CXRs (first column) and the heat maps produced by the approaches evaluated in the first set of experiments (second to fifth columns). The
top three examples correspond to TB cases (their lesions are outlined in red), whereas the bottom three examples correspond to normal cases. On the heat maps,
warm colors indicate abnormality.

relate the difference resulting from ROC analysis to an “ex-
tremely” refined ranking operation on the supervised side that
may not be critical for practical applications. A similar consid-
eration applies to PR analysis. To get further insights into this
matter, our future work will aim at experimenting with prob-
lems beyond the TB textural lesion detection scope for which
the proposed MIL+AL method is also a suitable classification
option.

Although no improvement was expected at the case level
given the nonsignificant difference between MIL and SVM al-
ready reported in previous work [6], we still compared the eval-
uated approaches using this criterion. As shown in Table I, only
a small and nonsignificant increase in the AUC value was ob-
tained. From the ROC curves in Fig. 5, we can see that the in-
creased AUC is due to the improved performance achieved in
zones of (very) high specificity, which virtually eliminates the
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Fig. 11. Examples of CXRs (first column) and the heat maps produced by the baseline approaches evaluated in the second set of experiments (second to fifth
columns). The top three examples correspond to TB cases (their lesions are outlined in red), whereas the bottom three examples correspond to normal cases. On
the heat maps, warm colors indicate abnormality.

gap between the supervised and MIL paradigms at more restric-
tive operating points. This broadens the range of settings for
which MIL, as improved by MIL+AL, would constitute a com-
petitive alternative.
Apart from the classification performance discussed above,

one of the major advantages of the proposed method, given by
its AL component, is the reduced labeling effort required to con-
struct a more accurate classification rule. The labeling and out-

lining times reported in Table III clearly illustrate this point, as
it takes more than 20 and 6 times less expert time to respec-
tively label 100 and 300 regions compared with outlining all
the lesions in the training set as usually done when following
a supervised strategy. It is worth to point out that the long time
spent in the latter case is not only due to the outlining process but
to additional preliminary processes such as locating the lesions
and deciding their extent. These additional processes are elimi-
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nated by ourmethod by presenting already defined regions to the
expert. Another point illustrated by Table III is the tradeoff be-
tween labeling effort and classification performance. From the
reported data, we can see that tripling the number of labeled re-
gions leads to a 1% increase in classification performance. This
rather limited gain may not justify the large increase in labeling
effort, especially taking into account the qualitative assessment
provided before. On the other hand, it may be the case that the
considered application simply requires a higher accuracy. Thus,
the appropriate training strategy to use would be ultimately de-
termined by the operating conditions.
Compared with the baseline approaches included in the

second set of experiments, the proposed MIL+AL method fares
very well, especially when a low number of regions is utilized.
For instance, the difference with the supervised SVM using
100 regions is substantial not only at the pixel level (Figs. 7 and
9), but also at the case level (Fig. 8). The main issue with this
supervised approach is that not enough positive patterns have
been included, which can be noticed on the produced heat maps,
where lack of sensitivity is perceived (e.g., column 2 of Fig. 11,
top three rows). This situation is improved by increasing the
number of regions to 300, although the output is not always
satisfactory (e.g., Fig. 11, row 3, column 3). It is probably
because of this type of cases that the performance differences
at the pixel and case levels are significant. On the contrary,
by using the additional positive patterns located outside the
selected regions, even if their labels are not completely correct,
the MIL method included in our approach can exploit a greater
amount of information.
In the case of theMIL+ALmethodwith randomly selected re-

gions, we can see that the version using 100 regions only mildly
improves the performance of the pure MIL approach at the pixel
level (compare Figs. 4 and 6 with Figs. 7 and 9). Moreover,
none of the 11 trials reaches the performance of the MIL AL
method using ranked regions (see the range reported in Table II),
which demonstrates the effectiveness of the proposed AL query
strategy. When using 300 randomly selected regions, the per-
formance difference narrows as expected, as there are more
chances of including relevant instances into the random sample.
Notwithstanding, the pixel-level performance of this baseline
method is still similar to that of our proposed method using as
few as 100 ranked regions (see Figs. 7 and 9). As before, when
comparing with MIL AL using 300 ranked regions, all of the
11 trials achieved lower performance (see Table II). Further-
more, when assessing the produced heat maps, we observe that
there are several cases where the information provided by the
300 randomly selected regions does not sufficiently contribute
to improving lesion localization or to reducing false-positive de-
tections (e.g., Fig. 11, rows 1 and 6).
Finally, the results in Table IV and Fig. 12, corresponding to

the third set of experiments, show that automatically relabeling
the selected regions according to the normality score improves
the pixel-level performance of MIL, but they also show that
the expert feedback is required to maximize this performance.
Nevertheless, these results corroborate the effectiveness of the
one-class classification strategy followed during region ranking
and are encouraging as well, as it could be possible that a more
competitive one-class classifier could completely eliminate the

Fig. 12. PR curves yielded by the approaches evaluated in the third set of
experiments.

need for expert feedback or, at least, reduce the expert effort,
for example, by assigning a confidence value to the classifier's
prediction and deciding when to automatically relabel a region
and when to ask for feedback based on this value. Our future
work will attempt to refine the utilized one-class classification
strategy in order to accomplish this goal.

VI. CONCLUSION
This study presented a novel algorithm based on active

learning that reduces the uncertainty inherent to a MIL clas-
sifier. By applying the proposed algorithm, the detection
performance of a MIL-based CAD system, as measured through
pixel classification, has been substantially improved. The
produced detections even rival those yielded by a supervised
approach in qualitative terms. Given this improved capability,
it is envisioned that the proposed technique would not only
be suitable for detection of textural TB abnormalities but also
for problems concerning more constrained lesions. In addition,
due to the efficient region selection mechanism devised as part
of the active learning component, the observed improvements
have been obtained with a low labeling effort. Since qualified
experts for annotation tasks are scarce and expensive, the
time savings introduced by this mechanism could constitute a
facilitating factor for CAD development.
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