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Unit-3 
Topics to be covered 

 

Introduction to machine learning: Supervised & unsupervised learning, classification & clustering 

Algorithms, Dimensionality reduction: PCA & SVD, Correlation & Regression analysis, Training & 

testing data: Overfitting & Underfitting. 
------------------------------------------------------------------------------------------------------------------------------------------ 

 

Introduction to Machine Learning: Supervised Machine Learning 

The majority of practical machine learning uses supervised learning. 

Supervised learning is where you have input variables (x) and an output variable (Y) and you use 

an algorithm to learn the mapping function from the input to the output. 

Y = f(X) 

The goal is to approximate the mapping function so well that when you have new input data (x) 

that you can predict the output variables (Y) for that data. 

It is called supervised learning because the process of algorithm learning from the training 

dataset can be thought of as a teacher supervising the learning process. We know the correct 

answers; the algorithm iteratively makes predictions on the training data and is corrected by 

the teacher. Learning stops when the algorithm achieves an acceptable level of performance. 

Supervised learning problems can be further grouped into regression and classification 

problems. 

 Classification: A classification problem is when the output variable is a category, such as 

ed  o  lue  o  disease  a d o disease . 
 Regression: A regression problem is when the output variable is a real value, such as 

dolla s  o  eight . 
 

Some common types of problems built on top of classification and regression include 

recommendation and time series prediction respectively. 

Some popular examples of supervised machine learning algorithms are: 

 Linear regression for regression problems. 

 Random forest for classification and regression problems. 

 Support vector machines for classification problems. 

 

Unsupervised Machine Learning 

Unsupervised learning is where you only have input data (X) and no corresponding output 

variables. The goal for unsupervised learning is to model the underlying structure or 

distribution in the data in order to learn more about the data. 

These are called unsupervised learning because unlike supervised learning above there is no 

correct answer and there is no teacher. Algorithms are left to their own devises to discover and 

present the interesting structure in the data. 
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Unsupervised learning problems can be further grouped into clustering and association 

problems. 

 Clustering: A clustering problem is where you want to discover the inherent groupings 

in the data, such as grouping customers by purchasing behavior. 

 Association:  An association rule learning problem is where you want to discover rules 

that describe large portions of your data, such as people that buy X also tend to buy Y. 

 

Some popular examples of unsupervised learning algorithms are: 

 k-means for clustering problems. 

 Apriori algorithm for association rule learning problems. 

 

Semi-Supervised Machine Learning 

Problems where you have a large amount of input data (X) and only some of the data is labeled 

(Y) are called semi-supervised learning problems. These problems sit in between both 

supervised and unsupervised learning. 

A good example is a photo archive where only some of the images are labeled, (e.g. dog, cat, 

person) and the majority are unlabeled. Many real world machine learning problems fall into 

this area. This is because it can be expensive or time-consuming to label data as it may require 

access to domain experts. Whereas unlabeled data is cheap and easy to collect and store. 

You can use unsupervised learning techniques to discover and learn the structure in the input 

variables. You can also use supervised learning techniques to make best guess predictions for 

the unlabeled data, feed that data back into the supervised learning algorithm as training data 

and use the model to make predictions on new unseen data. 

 

Summary 

 Supervised: All data is labeled and the algorithms learn to predict the output from the 

input data. 

 Unsupervised: All data is unlabeled and the algorithms learn to inherent structure from 

the input data. 

 Semi-supervised: Some data is labeled but most of it is unlabeled and a mixture of 

supervised and unsupervised techniques can be used. 

 

Classification Concepts 

In classification, the idea is to predict the target class by analysis the training dataset. This could 

be done by finding proper boundaries for each target class. In a general way of saying, Use the 

training dataset to get better boundary conditions which could be used to determine each 

target class. Once the boundary conditions determined, the next task is to predict the target 

class as we have said earlier. The whole process is known as classification. 
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Figure 1: Classification 

 

Target class examples: 

 Analysis the customer data to predict whether he will by computer accessories (Target 

class: Yes or No) 

 Gender classification from hair length (Target classes: Male or Female) 

 Classifying fruits from each fruit feature like colour, taste, size, weight (Targe class: 

Apple, Orange, Cherry, Banana) 

Let s u de sta d the o ept of lassifi atio  ith ge de  lassifi atio  usi g hai  le gth. To 
classify gender (target class) using hair length as feature parameter we could train a model 

using any classification algorithms to come up with some set of boundary conditions which can 

be used to differentiate the male and female genders using hair length as the training feature. 

In gender classification case the boundary condition could the proper hair length value. 

Suppose the differentiated boundary hair length value is 15.0 cm then we can say that if hair 

length is less than 15.0 cm then gender could be male or else female. 

Some classification algorithms listed below. 

 

Classification Algorithms 

1. Logic Regression 

Do t get o fused  its a e! It is a lassifi atio  ot a eg essio  algo ith . It is used to 

estimate discrete values (Binary values like 0/1, yes/no, true/false) based on given set of 

independent variable(s). In simple words, it predicts the probability of occurrence of an event 

by fitting data to a logit function. Hence, it is also known as logit regression. Since, it predicts 

the probability, its output values lies between 0 and 1 (as expected). 

Again, let us try and understand this through a simple example. 

Let s sa  ou  f ie d gi es ou a puzzle to sol e. The e a e o l   out o e s e a ios – either 

ou sol e it o  ou do t. No  imagine that you are being given wide range of puzzles / quizzes 

in an attempt to understand which subjects you are good at. The outcome to this study would 

be something like this – if you are given a trigonometry based tenth grade problem, you are 

70% likely to solve it. On the other hand, if it is grade fifth history question, the probability of 

getting an answer is only 30%. This is what Logistic Regression provides you. 
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Coming to the math, the log odds of the outcome is modeled as a linear combination of the 

predictor variables. 

 

odds= p/ (1-p) = probability of event occurrence / probability of not event occurrence 

ln(odds) = ln(p/(1-p)) 

logit(p) = ln(p/(1-p)) = b0+b1X1+b2X2+b3X3....+bkXk 

 

Above, p is the probability of presence of the characteristic of interest. It chooses parameters 

that maximize the likelihood of observing the sample values rather than that minimize the sum 

of squared errors (like in ordinary regression). 

 
Figure 2: Logic Regression 

 

2. Decision Tree 

This is one of my favorite algorithms and I use it quite frequently. It is a type of supervised 

learning algorithm that is mostly used for classification problems. Surprisingly, it works for 

both categorical and continuous dependent variables. In this algorithm, we split the population 

into two or more homogeneous sets. This is done based on most significant attributes/ 

independent variables to make as distinct groups as possible.  

 

Downloaded from  be.rgpvnotes.in

Page no: 4 Follow us on facebook to get real-time updates from RGPV

https://www.analyticsvidhya.com/wp-content/uploads/2015/08/Logistic_Regression.png
https://be.rgpvnotes.in
https://www.facebook.com/rgpvnotes.in
https://be.rgpvnotes.in


 
 

Figure 3: Decision Tree 

 

In the image above, you can see that population is classified into four different groups based on 

multiple att i utes to ide tif  if the  ill pla  o  ot . To split the population into different 

heterogeneous groups, it uses various techniques like Gini, Information Gain, Chi-square, 

entropy. 

The best way to understand how decision tree works is to play Jezzball – a classic game from 

Microsoft (image below). Essentially, you have a room with moving walls and you need to 

create walls such that maximum area gets cleared off without the balls. 

 

 
Figure 4: Jezzball Example 

 

So, every time you split the room with a wall, you are trying to create 2 different populations 

within the same room. Decision trees work in very similar fashion by dividing a population in as 

different groups as possible. 

 

3. SVM (Support Vector Machine) 
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It is a classification method. In this algorithm, we plot each data item as a point in n-

dimensional space (where n is number of features you have) with the value of each feature 

being the value of a particular coordinate. 

For example, if we only had two featu es like Height a d Hai  le gth of a  i di idual, e d fi st 
plot these two variables in two dimensional space where each point has two co-ordinates 

(these co-ordinates are known as Support Vectors). 

 

 
Figure 5: Support Vector Machine 

 

Now, we will find some line that splits the data between the two differently classified groups of 

data. This will be the line such that the distances from the closest point in each of the two 

groups will be farthest away. 

 
Figure 6: Support Vector Machine Classifier 

 

In the example shown above, the line which splits the data into two differently classified groups 

is the black line, since the two closest points are the farthest apart from the line. This line is our 
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classifier. Then, depending on where the testi g data la ds o  eithe  side of the li e, that s 
what class we can classify the new data as. 

Think of this algorithm as playing JezzBall in n-dimensional space. The tweaks in the game 

are: 

 You can draw lines / planes at any angles (rather than just horizontal or vertical as in 

classic game) 

 The objective of the game is to segregate balls of different colors in different rooms. 

 And the balls are not moving. 

 

4. Naive Bayes 

It is a classification technique based on Ba es  theo e  with an assumption of independence 

between predictors. In simple terms, a Naive Bayes classifier assumes that the presence of a 

particular feature in a class is unrelated to the presence of any other feature. For example, a 

fruit may be considered to be an apple if it is red, round, and about 3 inches in diameter. Even if 

these features depend on each other or upon the existence of the other features, a naive Bayes 

classifier would consider all of these properties to independently contribute to the probability 

that this fruit is an apple. 

Naive Bayesian model is easy to build and particularly useful for very large data sets. Along with 

simplicity, Naive Bayes is known to outperform even highly sophisticated classification 

methods. 

Bayes theorem provides a way of calculating posterior probability P(T|D) from P(T), P(D) and 

P(T|D). Look at the equation below: 

 � |� = � � �|� �  

 

Here, 

 P(T|D) is the posterior probability of class (target) given predictor (attribute).  

 P(T) is the prior probability of class.  

 P(T|D) is the likelihood which is the probability of predictor given class.  

 P(D) is the prior probability of predictor. 

 

Example: Let s u de sta d it usi g a  e a ple. Belo  I ha e a t ai i g data set of eathe  a d 
o espo di g ta get a ia le Pla . Now, we need to classify whether players will play or not 

ased o  eathe  o ditio . Let s follow the below steps to perform it: 

 

Step 1: Convert the data set to frequency table 

Step 2: Create Likelihood table by finding the probabilities like Overcast probability = 0.29 and 

probability of playing is 0.64. 

 

Downloaded from  be.rgpvnotes.in

Page no: 7 Follow us on facebook to get real-time updates from RGPV

https://be.rgpvnotes.in
https://www.facebook.com/rgpvnotes.in
https://be.rgpvnotes.in


 
 

Step 3: Now, use Naive Bayesian equation to calculate the posterior probability for each class. 

The class with the highest posterior probability is the outcome of prediction. 

 

5. kNN (k- Nearest Neighbors) 

It can be used for both classification and regression problems. However, it is more widely used 

in classification problems in the industry. K nearest neighbors is a simple algorithm that stores 

all available cases and classifies new cases by a majority vote of its k neighbors. The case being 

assigned to the class is most common amongst its K nearest neighbors measured by a distance 

function. 

These distance functions can be Euclidean, Manhattan, Minkowski and Hamming distance. First 

three functions are used for continuous function and fourth one (Hamming) for categorical 

variables. If K = 1, then the case is simply assigned to the class of its nearest neighbor. At times, 

choosing K turns out to be a challenge while performing kNN modeling. 

 
 

Figure 7: kNN Example 

 

KNN can easily be mapped to our real lives. If you want to learn about a person, of whom you 

have no information, you might like to find out about his close friends and the circles he moves 

in and gain access to his/her information! 

 

Things to consider before selecting kNN: 

 KNN is computationally expensive 
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 Variables should be normalized else higher range variables can bias it 

 Works on pre-processing stage more before going for kNN like outlier, noise removal 

 

Application of Classification Algorithms 

 Email spam classification 

 Bank usto e s loan pay bank willingness prediction. 

 Cancer tumor cells identification. 

 Sentiment analysis. 

 Drugs classification 

 Facial key points detection 

 Pedest ia s  detection in an automotive car driving. 

 

Clustering Concepts 

 
Figure 8: Clustering Example 

 

In clustering the idea is not to predict the target class as like classification, it s o e e e  t i g 
to group the similar kind of things by considering the most satisfied condition all the items in 

the same group should be similar and no two different group items should not be similar.  To 

group the similar kind of items in clustering, different similarity measures could be used. 

Group items Examples: 

 While grouping similar language type documents (Same language documents are one 

group.) 

 While categorizing the news articles (Same news category (Sport) articles are one group 

) 

 

Let s u de sta d the o ept ith luste i g ge de s ased o  hai  le gth e a ple. To 
determine gender, different similarity measure could be used to categories male and female 

genders. This could be done by finding the similarity between two hair lengths and keep them 

in the same group if the similarity is less (Difference of hair length is less). The same process 

could continue until all the hair length properly grouped into two categories. 

Downloaded from  be.rgpvnotes.in

Page no: 9 Follow us on facebook to get real-time updates from RGPV

https://be.rgpvnotes.in
https://www.facebook.com/rgpvnotes.in
https://be.rgpvnotes.in


To get used to different similarity measure to perform clustering we have some popular 

clustering algorithms. 

 

Clustering Algorithms 

Clustering algorithms can be classified into two main categories linear clustering algorithms and 

Non-linear clustering algorithms. 

1. K-Means 

It is a type of unsupervised algorithm which solves the clustering problem. Its procedure follows 

a simple and easy way to classify a given data set through a certain number of clusters (assume 

k clusters). Data points inside a cluster are homogeneous and heterogeneous to peer groups. 

Remember figuring out shapes from ink blots? k means is somewhat similar this activity. You 

look at the shape and spread to decipher how many different clusters / population are present! 

 
Figure 9: K-Means Algorithm 

 

How K-means forms cluster: 

1. K-means picks k number of points for each cluster known as centroids. 

2. Each data point forms a cluster with the closest centroids i.e. k clusters. 

3. Finds the centroid of each cluster based on existing cluster members. Here we have new 

centroids. 

4. As we have new centroids, repeat step 2 and 3. Find the closest distance for each data 

point from new centroids and get associated with new k-clusters. Repeat this process 

until convergence occurs i.e. centroids does not change. 

 

How to determine value of K: 

In K-means, we have clusters and each cluster has its own centroid. Sum of square of difference 

between centroid and the data points within a cluster constitutes within sum of square value 

for that cluster. Also, when the sum of square values for all the clusters is added, it becomes 

total within sum of square value for the cluster solution. 
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We know that as the number of cluster increases, this value keeps on decreasing but if you plot 

the result you may see that the sum of squared distance decreases sharply up to some value of 

k, and then much more slowly after that. Here, we can find the optimum number of cluster. 

2. Mean-Shift Clustering 

Mean shift clustering is a sliding-window-based algorithm that attempts to find dense areas of 

data points. It is a centroid-based algorithm meaning that the goal is to locate the center points 

of each group/class, which works by updating candidates for center points to be the mean of 

the points within the sliding-window. These candidate windows are then filtered in a post-

processing stage to eliminate near-duplicates, forming the final set of center points and their 

corresponding groups. Check out the graphic below for an illustration. 

 
Figure 10: Mean-shift Clustering 

 

Mean-Shift Clustering for a single sliding window 

1. To explain mean-shift we will consider a set of points in two-dimensional space like the 

above illustration. We begin with a circular sliding window centered at a point C 

(randomly selected) and having radius r as the kernel. Mean shift is a hill climbing 

algorithm which involves shifting this kernel iteratively to a higher density region on 

each step until convergence. 

2. At every iteration the sliding window is shifted towards regions of higher density by 

shifting the center point to the mean of the points within the window (hence the name). 

The density within the sliding window is proportional to the number of points inside it. 

Naturally, by shifting to the mean of the points in the window it will gradually move 

towards areas of higher point density. 

3. We continue shifting the sliding window according to the mean until there is no 

direction at which a shift can accommodate more points inside the kernel. Check out the 

graphic above; we keep moving the circle until we no longer are increasing the density 

(i.e number of points in the window). 

4. This process of steps 1 to 3 is done with many sliding windows until all points lie within a 

window. When multiple sliding windows overlap the window containing the most points 

is preserved. The data points are then clustered according to the sliding window in 

which they reside. 
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An illustration of the entire process from end-to-end with all of the sliding windows is show 

below. Each black dot represents the centroid of a sliding window and each gray dot is a data 

point. 

 
Figure 11: After Men-shift implementation 

 

The entire process of Mean-Shift Clustering 

In contrast to K-means clustering there is no need to select the number of clusters as mean-

shift auto ati all  dis o e s this. That s a assi e ad a tage. The fa t that the cluster centers 

converge towards the points of maximum density is also quite desirable as it is quite intuitive to 

understand and fits well in a naturally data-driven sense. The drawback is that the selection of 

the i do  size/ adius  a  e o -trivial. 

 

3. Density-Based Spatial Clustering of Applications with Noise (DBSCAN) 

DBSCAN is a density based clustered algorithm similar to mean-shift, but with a couple of 

ota le ad a tages. Che k out a othe  fa  g aphi  elo  a d let s get sta ted! 

 
Figure 12: DBSCAN Algorithm 

 

DBSCAN Smiley Face Clustering 
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1. DBSCAN begins with an arbitrary starting data point that has not been visited. The 

eigh o hood of this poi t is e t a ted usi g a dista e epsilo  ε (All poi ts hi h a e 
ithi  the ε dista e a e eigh orhood points). 

2. If there are a sufficient number of points (according to minPoints) within this 

neighborhood then the clustering process starts and the current data point becomes the 

first point in the new cluster. Otherwise, the point will be labeled as noise (later this 

noisy point might become the part of the cluster). In both cases that point is marked as 

isited . 
3. Fo  this fi st poi t i  the e  luste , the poi ts ithi  its ε dista e eigh o hood also 

become part of the same cluster. This procedure of aki g all poi ts i  the ε 
neighborhood belong to the same cluster is then repeated for all of the new points that 

have been just added to the cluster group. 

4. This process of steps 2 and 3 is repeated until all points in the cluster are determined i.e 

all poi ts ithi  the ε eigh o hood of the luste  ha e ee  isited a d la elled. 
5. O e e e do e ith the u e t luste , a e  u isited poi t is et ie ed a d 

processed, leading to the discovery of a further cluster or noise. This process repeats 

until all points are marked as visited. Since at the end of this all points have been visited, 

each point well have been marked as either belonging to a cluster or being noise. 

 

DBSCAN poses some great advantages over other clustering algorithms. Firstly, it does not 

require a pe-set number of clusters at all. It also identifies outliers as noises unlike mean-shift 

which simply throws them into a cluster even if the data point is very different. Additionally, it 

is able to find arbitrarily sized and arbitrarily shaped clusters quite well. 

 

The ai  d a a k of DB“CAN is that it does t pe fo  as ell as othe s he  the luste s a e 
of a i g de sit . This is e ause the setti g of the dista e th eshold ε a d i Poi ts fo  
identifying the neighborhood points will vary from cluster to cluster when the density varies. 

This drawback also occurs with very high-di e sio al data si e agai  the dista e th eshold ε 
becomes challenging to estimate. 

 

4. Expectation–Maximization (EM) Clustering using Gaussian Mixture Models (GMM) 

One of the major drawbacks of K-Means is its naive use of the mean value for the cluster 

e te . We a  see h  this is t the est a  of doi g thi gs  looki g at the i age elo . 
On the left hand side it looks quite obvious to the human eye that there are two circular 

luste s ith diffe e t adius  e te ed at the sa e ea . K-Mea s a t ha dle this e ause 
the mean values of the clusters are a very close together. K-Means also fails in cases where the 

clusters are not circular, again as a result of using the mean as cluster center. 
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Figure 13: Expectation-Maximization 

Two failure cases for K-Means: 

Gaussian Mixture Models (GMMs) give us more flexibility than K-Means. With GMMs we 

assume that the data points are Gaussian distributed; this is a less restrictive assumption than 

saying they are circular by using the mean. That way, we have two parameters to describe the 

shape of the clusters: the mean and the standard deviation! Taking an example in two 

dimensions, this means that the clusters can take any kind of elliptical shape (since we have 

standard deviation in both the x and y directions). Thus, each Gaussian distribution is assigned 

to a single cluster. 

In order to find the parameters of the Gaussian for each cluster (e.g the mean and standard 

deviation) we will use an optimization algorithm called Expectation–Maximization (EM). Take a 

look at the graphic below as an illustration of the Gaussians being fitted to the clusters. Then 

we can proceed on to the process of Expectation–Maximization clustering using GMMs. 

 
Figure 14: Expectation-Maximization Example 

 

EM Clustering using GMMs: 

1. We begin by selecting the number of clusters (like K-Means does) and randomly 

initializing the Gaussian distribution parameters for each cluster. One can try to provide 

a good guesstimate for the initial parameters by taking a quick look at the data too. 
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Though ote, as a  e see  i  the g aphi  a o e, this is t % e essa  as the 
Gaussians start our as very poor but are quickly optimized. 

2. Given these Gaussian distributions for each cluster, compute the probability that each 

data point belongs to a parti ula  luste . The lose  a poi t is to the Gaussia s e te , 
the more likely it belongs to that cluster. This should make intuitive sense since with a 

Gaussian distribution we are assuming that most of the data lies closer to the center of 

the cluster. 

3. Based on these probabilities, we compute a new set of parameters for the Gaussian 

distributions such that we maximize the probabilities of data points within the clusters. 

We compute these new parameters using a weighted sum of the data point positions, 

where the weights are the probabilities of the data point belonging in that particular 

cluster. To explain this in a visual manner we can take a look at the graphic above, in 

particular the yellow cluster as an example. The distribution starts off randomly on the 

first iteration, but we can see that most of the yellow points are to the right of that 

distribution. When we compute a sum weighted by the probabilities, even though there 

are some points near the center, most of them are on the right. Thus naturally the 

dist i utio s ea  is shifted lose  to those set of poi ts. We a  also see that ost of 
the poi ts a e top-right to bottom-left . The efo e the sta da d de iatio  ha ges to 
create an ellipse that is more fitted to these points, in order to maximize the sum 

weighted by the probabilities. 

4. “teps  a d  a e epeated ite ati el  u til o e ge e, he e the dist i utio s do t 
change much from iteration to iteration. 

There are really 2 key advantages to using GMMs. Firstly GMMs are a lot more flexible in terms 

of cluster covariance than K-Means; due to the standard deviation parameter, the clusters can 

take on any ellipse shape, rather than being restricted to circles. K-Means is actually a special 

ase of GMM i  hi h ea h luste s o a ia e alo g all dimensions approaches 0. Secondly, 

since GMMs use probabilities, they can have multiple clusters per data point. So if a data point 

is in the middle of two overlapping clusters, we can simply define its class by saying it belongs 

X-percent to class 1 and Y-percent to class 2. I.e GMMs support mixed membership. 

 

5. Agglomerative Hierarchical Clustering 

Hierarchical clustering algorithms actually fall into 2 categories: top-down or bottom-up. 

Bottom-up algorithms treat each data point as a single cluster at the outset and then 

successively merge (or agglomerate) pairs of clusters until all clusters have been merged into a 

single cluster that contains all data points. Bottom-up hierarchical clustering is therefore called 

hierarchical agglomerative clustering or HAC. This hierarchy of clusters is represented as a tree 

(or dendrogram). The root of the tree is the unique cluster that gathers all the samples, the 

leaves being the clusters with only one sample. Check out the graphic below for an illustration 

before moving on to the algorithm steps 
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Figure 15: Agglomerative hierarchical clustering 

 

Agglomerative Hierarchical Clustering steps: 

1. We begin by treating each data point as a single cluster i.e if there are X data points in 

our dataset then we have X clusters. We then select a distance metric that measures the 

distance between two clusters. As an example we will use average linkage which defines 

the distance between two clusters to be the average distance between data points in 

the first cluster and data points in the second cluster. 

2. On each iteration we combine two clusters into one. The two clusters to be combined 

are selected as those with the smallest average linkage. i.e according to our selected 

distance metric, these two clusters have the smallest distance between each other and 

therefore are the most similar and should be combined. 

3. Step 2 is repeated until we reach the root of the tree i.e we only have one cluster which 

contains all data points. In this way we can select how many clusters we want in the 

end, simply by choosing when to stop combining the clusters i.e when we stop building 

the tree! 

 

Hierarchical clustering does not require us to specify the number of clusters and we can even 

select which number of clusters looks best since we are building a tree. Additionally, the 

algorithm is not sensitive to the choice of distance metric; all of them tend to work equally well 

whereas with other clustering algorithms, the choice of distance metric is critical. A particularly 

good use case of hierarchical clustering methods is when the underlying data has a hierarchical 

st u tu e a d ou a t to e o e  the hie a h ; othe  luste i g algo ith s a t do this. 
These advantages of hierarchical clustering come at the cost of lower efficiency, as it has a time 

complexity of O(n³), unlike the linear complexity of K-Means and GMM. 

 

Application of Clustering Algorithms 
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 Recommender systems 

 Anomaly detection 

 Human genetic clustering 

 Genom Sequence analysis 

 Analysis of antimicrobial activity 

 Grouping of shopping items 

 Search result grouping 

 Slippy map optimization 

 Crime analysis 

 Climatology 

 

 

Dimensionality reduction 

Every day IBM creates 2.5 quintillion bytes of data and most of the data generated are high 

dimensional. So it is necessary to reduce the dimensions of the data to work efficiently. 

One of the most common dimensionality reduction techniques is filtering, in which you leave 

most of the dimensions and concentrate only on certain di e sio s. But that does t al a s 
work, when you are dealing with image data, the number of pixels represents the number of 

di e sio s i  the i age. No  ou ha e lot of di e sio s a d ou do t a t to th o  out 
dimensions in order to make sense of your overall data set. 

As the dimensionality of your data increases, the volume of the space increases, in a sense the 

data you have becomes more and more sparse(scattered). One way to think about it is a very 

high data set might live in some kind of high dimensional manifold and as you are increasing the 

number of dimensions, that manifold becomes bigger and bigger. 

To do any statistical modelling, you have to increase the number of data points and samples 

you have, unfortunately that grows exponentially with the number of dimensions you have. The 

higher dimension you have, the more data you need to perform statistical inference. The basic 

idea is n (the number of data items) should be more than the number of dimensions. 

The image(shown in fig below) has 64×64 pixels(4096 dimensions). To reduce the dimensions, 

you want to Project the high-dimensional data onto a lower dimensional subspace using linear 

or non-linear transformations (or projections). 

 

 
Figure 16: Dimensionality Reduction 
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The most widely used methods are linear projections and the main linear projection method is 

principal component analysis (PCA). 

 

Principal component analysis (PCA) 

You have data points that live in a 2D plane(x1 and x2) and you want to approximate them with 

a lower dimensional embedding. Here it is obvious that the vector V (as shown in the image) is 

a pretty good approximation of your data. Instead of storing 2 coordinates for each data points, 

you will store one scalar value plus the vector V, which is common across all of the data points, 

so you have to store it only once. So for each data point you have to store only this scalar value 

s, which gives the distance along this vector V. 

 
Figure 17: PCA Example 1 

 

In the figure below, you are projecting all of your data points on to V. What you are trying to do 

is to minimize in least square sense(the difference between your original data and your 

projections). You should  choose V in a way that you have to minimize the residual variance. 

*residuals are the projections of these data points on to the vector V 
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Figure 18: PCA Example 2 

 

In this case the projection is orthogonal to vector V.  You have to minimize the overall sum of all 

of the residuals of your data points, by choosing the vector in such a way that the overall sum is 

minimized. It turns out that it is also the vector that closely allows you to reconstruct the 

original data using the least squared errors.  In this case it makes intuitive sense; you are picking 

V in the direction of biggest spread of your data. You can extend this to multiple components. 

He e is the ai  o po e t hi h e all the p i ipal o po e t, that s the e to  V that 
you are using to project the data on. And then you can repeat the process and then find the 

second component that has second biggest variance of the data, in this case is the direction of 

principal comp2 (see the image below). 

 
Figure 19: PCA Example 3 
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It is very important to understand the difference between Principal Component Analysis (PCA) 

and Ordinary Least Squares (OLS). I encourage you to go through this discussion on stack 

exchange. 

To summarize, you are projecting your data on to these sub spaces (on to the principal 

components) to maximize the variance of the projected data, from the basic idea. 

 

Singular Value Decomposition (SVD): 

The PCA algorithm is implemented as follows: 

1) Subtract the mean from the data. 

2)  Scale each dimensions by its variance. 

3) Compute the covariance matrix S. Here X is a data matrix. 

 = (1�)��� 

 

4) Compute K largest eigen vectors of S.  These eigen vectors are the principal components of 

the data set. 

 

Note: Eigenvectors and values exist in pairs: every eigen vector has a corresponding 

eigenvalue.  Eigen vector is the direction of the line (vertical, horizontal, 45 degrees etc.).  An 

eigenvalue is a number, telling you how much variance there is in the data in that 

direction,  eigenvalue is a number telling you how spread out the data is on the line. 

 

But the operation (steps to implement PCA) is expensive when X is very large or when X is very 

small. So the best way to compute principal components is by using SVD. Singular value 

decomposition (SVD) is one of the best linear transformation methods out there. 

 

You a  take a  at i  X, it does t atte  if it is s ua e, si gula  o  diagonal, you can 

decompose it into a product of three matrices(as shown in the figure below); two orthogonal 

matrices U and V and diagonal matrix D. The orthogonal matrix has same dimensions as your 

data matrix and then your diagonal matrix is square and it has dimensions kxk (k is the number 

of variables you have), V is again a square matrix. � = � � 
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Figure 20: SVD Example 

 

Some interesting notes on the result of factorization: 

1. The columns of matrix U form the eigen vectors of S. 

2. The D matrix is a diagonal matrix. The values of the diagonal are called eigen values and are 

in descending order. 

This is much more equivalent to calculate principal components analysis, but in a much more 

robust way. You just need to take your matrix and feed it into svd. 

 

Image recognition example 

Let s say your task is to recognize faces of people, you take photo graph of people and you 

make small pictures and then you center all the faces such that they are roughly aligned. 

 
Figure 21: SVD Example 2 

 

Let s say the image is 64 x64 pixels. So you have 4096 dimensions, you are rolling out each of 

the images into a vector, and then stack them up into your data matrix. Each pixel is 

dimensional and each row is a different person. 
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Figure 22: SVD Example 3 

 

So you have this data matrix (as shown in the above image) and you apply pca on that one. 

Here is what you get (as shown in the image below), these are called eigen faces. The image on 

the left (this is the mean sort of average face). The first image on the right hand side sort of 

explains the variance in left right dimensions, the 2nd image on seems to explain the variance in 

front to back. 

 
Figure 23: SVD Example 4 

 

In the image below, you can actually look at the variance of the components, it turns out that 

you need 50 eigen vectors to explain 90 % of the variance of a image. 

Downloaded from  be.rgpvnotes.in

Page no: 22 Follow us on facebook to get real-time updates from RGPV

https://be.rgpvnotes.in
https://www.facebook.com/rgpvnotes.in
https://be.rgpvnotes.in


 
Figure 24: SVD Example 4 

 

As you can see after 50 eigen vectors this is a pretty good reconstruction. So you went from 

9  di e sio s to  that s a i e edu tio  i  di e sio s ithout too u h edu tio  i  
quality. I hope I have given a broad idea of what is dimensionality reduction, Pca and Svd 

without getting into too much mathematical detail. 

 

Regression and correlation analysis: 

Regression analysis involves identifying the relationship between a dependent variable and one 

or more independent variables. A model of the relationship is hypothesized, and estimates of 

the parameter values are used to develop an estimated regression equation. Various tests are 

then employed to determine if the model is satisfactory. If the model is deemed satisfactory, 

the estimated regression equation can be used to predict the value of the dependent variable 

given values for the independent variables. 

 

1. Regression model 

In simple linear regression, the model used to describe the relationship between a single 

dependent variable y and a single independent variable x is y = a0 + a1x + k. a0and a1 are 

referred to as the model parameters, and is a probabilistic error term that accounts for the 

variability in y that cannot be explained by the linear relationship with x. If the error term were 

not present, the model would be deterministic; in that case, knowledge of the value of x would 

be sufficient to determine the value of y. 

Least squares method. 

Either a simple or multiple regression model is initially posed as a hypothesis concerning the 

relationship among the dependent and independent variables. The least squares method is the 

most widely used procedure for developing estimates of the model parameters.  

As an illustration of regression analysis and the least squares method, suppose a university 

medical centre is investigating the relationship between stress and blood pressure. Assume that 

both a stress test score and a blood pressure reading have been recorded for a sample of 20 

patients. The data are shown graphically in the figure below, called a scatter diagram. Values of 

the independent variable, stress test score, are given on the horizontal axis, and values of the 

dependent variable, blood pressure, are shown on the vertical axis. The line passing through 
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the data points is the graph of the estimated regression equation: y = 42.3 + 0.49x. The 

parameter estimates, b0 = 42.3 and b1 = 0.49, were obtained using the least squares method. 

 
Figure 25: Regression Model Example 

 

2. Correlation Model 

Correlation and regression analysis are related in the sense that both deal with relationships 

among variables. The correlation coefficient is a measure of linear association between two 

variables. Values of the correlation coefficient are always between -1 and +1. A correlation 

coefficient of +1 indicates that two variables are perfectly related in a positive linear sense; a 

correlation coefficient of -1 indicates that two variables are perfectly related in a negative linear 

sense, and a correlation coefficient of 0 indicates that there is no linear relationship between 

the two variables. For simple linear regression, the sample correlation coefficient is the square 

root of the coefficient of determination, with the sign of the correlation coefficient being the 

same as the sign of b1, the coefficient of x1 in the estimated regression equation. 

Neither regression nor correlation analyses can be interpreted as establishing cause-and-effect 

relationships. They can indicate only how or to what extent variables are associated with each 

other. The correlation coefficient measures only the degree of linear association between two 

variables. Any conclusions about a cause-and-effect relationship must be based on the 

judgment of the analyst.  

 

Training and Testing Data: An Introduction 

Separating data into training and testing sets is an important part of evaluating data mining and data 

analysis models. Typically, when you separate a data set into a training set and testing set, most of the 

data is used for training, and a smaller portion of the data is used for testing. Analysis Services randomly 

samples the data to help ensure that the testing and training sets are similar. By using similar data for 

training and testing, you can minimize the effects of data discrepancies and better understand the 

characteristics of the model. 
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After a model has been processed by using the training set, you test the model by making predictions 

against the test set. Because the data in the testing set already contains known values for the attribute 

that you want to predict, it is easy to determine whether the model's guesses are correct. 

In order to perform supervised learning, you need two types of data sets: 

1. In your training data set, you include both the input data together along with the corresponding 

e pe ted output. This p o ides ou  odel ith g ou d t uth  data that s usuall  p epa ed  
humans or in a semi-automated way. During the testing phase, you present this data to train 

your model by pairing the input with its respective desired output. 

2. The test data set contains data you are going to apply your model to. In contrast, this data 

does t ha e a  "e pe ted" output. Du i g the test phase of a hi e lea i g, this data is used 
to estimate how well your model has been trained and to estimate model properties. 

Generally, training data is split up more or less randomly, while making sure to capture all the important 

lasses ou a e a a e of. Fo  e a ple, if ou e t i g to t ai  a se ti e t a al sis odel usi g so ial 
edia o te t, ou d a t to avoid training your model using tweets from a single user. This variation 

will make your model more robust and help prevent it from overfitting (when the model is too closely fit 

to a limited set of data points). 

Underfitting and Overfitting in Machine Learning 

Let us consider that we are designing a machine learning model. A model is said to be a good 

machine learning model, if it generalizes any new input data from the problem domain in a 

proper way. This helps us to make predictions in the future data, that data model has never 

seen. 

Now, suppose we want to check how well our machine learning model learns and generalizes to 

the new data. For that we have overfitting and underfitting, which are majorly responsible for 

the poor performances of the machine learning algorithms. 

 

Underfitting: 

A statistical model or a machine learning algorithm is said to have underfitting when it cannot 

capture the underlying trend of the data. It’s just like trying to fit undersized pants!  

Underfitting destroys the accuracy of our machine learning model. Its occurrence simply means 

that our model or the algorithm does not fit the data well enough. It usually happens when we 

have less data to build an accurate model and also when we try to build a linear model with a 

non-linear data. In such cases the rules of the machine learning model are too easy and flexible 

to be applied on such a minimal data and therefore the model will probably make a lot of 

wrong predictions. Underfitting can be avoided by using more data and also reducing the 

features by feature selection. 

 

Overfitting: 

A statistical model is said to be overfitted, when we train it with a lot of data (just like fitting 

ourselves in an oversized pants!). When a model gets trained with so much of data, it starts 
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learning from the noise and inaccurate data entries in our data set. Then the model does not 

categorize the data correctly, because of too much of details and noise. The causes of 

overfitting are the non-parametric and non-linear methods because these types of machine 

learning algorithms have more freedom in building the model based on the dataset and 

therefore they can really build unrealistic models. A solution to avoid overfitting is using a linear 

algorithm if we have linear data or using the parameters like the maximal depth if we are using 

decision trees. 

Ex ample: 

 
 

 
Figure 27: Overfitting & Underfitting Example 

 

How to avoid Overfitting: 

The commonly used methodologies are: 

 Cross- Validation: A standard way to find out-of-sample prediction error is to use 5-fold 

cross validation. 

 Early Stopping: Its rules provide us the guidance as to how much iteration can be run 

before learner begins to over-fit. 

 Pruning: Pruning is extensively used while building related models. It simply removes 

the nodes which add little predictive power for the problem in hand. 
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 Regularization: It introduces a cost term for bringing in more features with the objective 

function. Hence it tries to push the coefficients for many variables to zero and hence 

reduce cost term. 
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We hope you find these notes useful. 

You can get previous year question papers at  

https://qp.rgpvnotes.in . 

 

If you have any queries or you want to submit your 

study notes please write us at 

rgpvnotes.in@gmail.com 
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