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ABSTRACT

In this work we analyze the effect of label noise in training and test data when performing classification experi-
ments on chest radiographs (CXRs) with modern deep learning architectures. We use ChestXRay14, the largest
publicly available CXR dataset. We simulate situs inversus by horizontal flipping of the CXRs, allowing us to
precisely control the amount of label noise. We also perform experiments in classifying emphysema using the
ChestXRay14 provided labels that are known to be noisy. Our situs inversus experiments confirm results from
the computer vision literature that deep learning architectures are relatively robust but not completely insensi-
tive to label noise in the training data: without or with very low noise, classification results are near perfect; 16%
and 32% training label noise only lead to a 1.5% and 4.6% drop in accuracy. We investigate two metrics that
could be used to identify test samples that have an incorrect label: model confidence and model uncertainty. We
show, in an observer study with an experienced chest radiologist, that both measures are effective in identifying
samples in ChestXRay14 that are erroneously labeled for the presence of emphysema.

1. INTRODUCTION

These days, the best performing systems for medical image classification use convolutional networks trained with
vast amounts of data. In such large datasets label noise, i.e., erroneously labeled images, is common. In this
work, we consider classification of chest radiographs (CXRs), the most common radiological exam, with modern
deep learning architectures. It has been suggested that deep neural networks can be trained effectively in the
presence of label noise1. We investigate this, and in addition, we investigate if model confidence and model
uncertainty can be used to detect erroneously labels samples in training and test data.

2. METHODS

Erroneously labeled samples may be those samples that are misclassified by a model, but the model has high
confidence about the classification being correct. We define two measures that could flag such a situation.

2.1 Model confidence and uncertainty

We consider a model which outputs the probability distribution of an input (x) belonging to any of N mutually

exclusive classes (p(y|x), where
∑N

y E[p(y|x)] = 1. A sample is classified as belonging to class (i ∈ N) with
the highest probability, i = arg maxy{E[p(y|x)]). We define the confidence of this classification (C(x)) using the
distance between the probability of class i and the probability of a random choice out of N classes

C(x) = |E[p(i|x)]− 1/N |. (1)

We define model uncertainty (U(x)) as the variance of this distribution
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U(x) = Var(p(i|x)). (2)

U has a high value for out-of-distribution samples.2

We use the softmax outputs of the trained model to obtain the model confidence. We use Monte Carlo Batch
Normalization2 to obtain U . To do so, we sample the batch normalization3 means and variables from the training
dataset. Using those sampled parameters, we estimate the model uncertainty.

2.2 Validation in a simulated Situs Inversus dataset

To obtain a dataset where we can precisely control the level of label noise, we simulate situs inversus in chest
x-rays. Situs inversus is a condition in which the chest or abdomen organs are mirrored. We horizontally flip
the CXRs to simulate this condition. Situs inversus affects 1 in 10, 000 individuals∗. Therefore, assuming that
none of the patients have this condition will yield a dataset with ∼ 0.01% label noise. We use CXRs from
ChestXRay14,4 a recently released dataset that represents the largest public resource of CXRs. We only work
with the frontal (PA) examinations, and randomly take one chest x-ray from each subject who has at least one
frontal exam. Half of the CXRs are flipped. This results in a data set of 28, 868 CXRs, that we split in 25, 000
training samples, 1000 validation samples, and 2, 868 test samples. We create 6 datasets with noisy labels by
randomly flipping the labels in 0, 1, 2, 4, 8, 16 and 32 percent of cases.

The ChestXRay14 dataset contains CXRs of 1024 by 1024 pixels. We resize those to 240 by 240. Since most
images an L or R symbol in one of the top corners and we do not want the network to recognize flipping from
these labels, we take a central crop of 144 by 144 pixels. We normalize the pixel values to [−1, 1] by applying a
batch normalization layer (without scale and center) before the first convolution layer.

For this study, we implemented the model used by Baltruschat et al.5† and train it to detect situs inversus.
We use the pre-trained ResNet 506 from the CNTK7 models repository‡. We convert this model to Tensorflow8

using MMdnn§. We add a fully connected layer after the global average pooling layer and use Xavier (Glorot)
weight initialization.9 For every noise level, we retrain this model and report the accuracy. We train this model
for 2 epochs using a batch size of 16. We minimize the softmax cross entropy loss using the Momentum Optimizer
with a 0.9 momentum and an initial learning rate of 0.001. We use a batch normalization decay rate of 0.9.
After every 100 training steps, we calculate the validation loss for the whole validation split and compare it with
the previous validation loss. If the loss is not improved, learning rate is reduced by a factor of 2. We sample the
batch normalization means and variances by setting the batch normalization decay rate to 0 and updating the
means and variances using one random training sample batch. This simply ignores the previously learned values
of those parameters.

2.3 Validation in Emphysema

To validate the applicability of this method on a real-life scenario, we look at the emphysema labels in the
ChestXRay14 dataset. The labels in this dataset are text mined from the radiologist written reports and this
dataset is known to have noisy labels¶.

Since an emphysema diagnosis is not relevant for bedside exams, we only use the regular PA exams. We
create random training, validation and test splits with the sizes of 38, 353, 4, 625, and 21, 176, respectively, and
ensure that each patient is only in one of the splits. The number of positive samples is 854 for training, 88 for
validation, and 436 for test splits. To overcome the data imbalance, we randomly repeat the positive samples
in the training split until the dataset is balanced. We apply Inception preprocessing10 on the training samples.
This involves resizing the CXRs to 240 by 240 pixels and applying a random rotation up to 7 degrees, randomly
resizing with a scale in the range [0.7, 1] and randomly cropping a 4 : 3 or 3 : 4 part. We resize that to 224 by

∗https://www.healthline.com/health/situs-inversus
†Our implementation replicates all their reported results within ±0.025 AUC difference.
‡https://github.com/Microsoft/CNTK/blob/master/PretrainedModels/Image.md#resnet
§https://github.com/Microsoft/MMdnn
¶https://lukeoakdenrayner.wordpress.com/2017/12/18/the-chestxray14-dataset-problems/



224 pixels. For the validation and test splits, we resize the CXRs to 240 by 240 pixels and centrally crop 224 by
224 pixels.

We normalize the pixel values to the [−1, 1] range by applying a batch normalization layer (without scale and
center) before the first convolution layer. We use the same model and the same training procedure as Section
2.2. However, we calculate the validation loss every 1000 steps and stop when the learning rate is below 10−6.

3. RESULTS

3.1 Validation in Situs Inversus

In Table 1 we see the accuracy of the model against the ground truth and the noisy dataset. Here we see that
the model’s accuracy against the ground truth is much better than its accuracy against the noisy dataset for all
noise levels. These results are in line with the results shown by Rolnick et al.1 and it demonstrates that we can
train deep neural networks well, even using noisy training datasets. However, the networks are not comletely
insensitive to the label noise. When label noise is 8%, accuracy falls below 99%. For label noise of 32%, we
observer a drop in performance of almost 5%.

Table 1: Results of situs inversus experiments on the test dataset of 2, 868 cases, for varying percentages of label
noise. We show accuracy relative to the noisy reference, with number of errors between parentheses. We analyze
the errors aggregated into three groups: low/moderate/high confidence and uncertainty levels. We list number
of errors per group as A/B where A are errors are due to an erroneous label, and B are true errors of the system.

Label noise %
Accuracy relative to Aggregated by confidence Aggregated by uncertainty

ground truth noisy labels (#) Low Moderate High High Moderate Low
0 0.998 0.998 (6) 0/6 0/0 0/0 0/6 0/0 0/0
1 0.994 0.989 (30) 5/16 6/0 3/0 5/16 7/0 2/0
2 0.990 0.976 (67) 15/25 14/0 11/2 14/27 12/0 14/0
4 0.996 0.962 (108) 29/11 36/0 32/0 26/11 32/0 39/0
8 0.994 0.915 (243) 81/17 74/0 71/0 78/17 79/0 69/0

16 0.985 0.827 (495) 144/34 168/2 147/0 133/33 172/3 154/0
32 0.954 0.665 (959) 261/77 324/5 292/0 266/66 347/13 264/3

Table 1 shows that when our model is highly confident, or has low uncertainty, nearly all test errors are
actually mislabeled samples. The true errors almost invariably occur in samples where the classifier has low
confidence. It seems that for this problem, confidence is a slightly better measure to find mislabeled samples
than uncertainty, although both measures show good results.

3.2 Validation in Emphysema

Our model achieved an AUC of 0.854 on the test dataset, and an accuracy of 0.95 (922 errors). We took a
random set of 90 cases of these errors and asked a thoracic radiologist, with over 30 years of experience, for his
opinion regarding a diagnosis of emphysema. The radiologist agreed with our model, and thus indicated the
ChestXRay14 label was incorrect, for 39 of the 90 cases (43%). Again we split the errors into three groups. Also
here we observe that when the model is highly confident or has low uncertainty, the vast majority of cases are
mislabeled. If the model has low confidence or high uncertainty, we observe the reverse: these cases are mostly
misclassified. In this problem, the confidence and uncertainty metric show similar performance.

3.2.1 Missclassified Exams

In Figure 1, we show four misclassified cases in which the classifier has high confidence and low uncertainty
and the radiologist’s opinion did not match the dataset labels. For those cases, we have successfully found and
corrected the labels.

In Figure 2, we show the four overlapping worsened cases from the high confidence and low uncertainty groups.
According to the radiologist, the worsened exams did not have emphysema but subcutaneous emphysema‖.

‖Subcutaneous emphysema refers to the gas in the subcutaneous tissues. Source: https://radiopaedia.org.



Table 2: We randomly take 90 emphysema predictions that are incorrect according to the noisy labels in
ChestXRay14, and compare them with a radiologist’s opinion. In this table, we aggregate the cases as in
Table 1, and show errors as A/B where A is a label error according to the radiologist, and B is a true error of
the network.

Aggregated by confidence Aggregated by uncertainty
Low Moderate High High Moderate Low
13/22 10/25 16/4 13/22 11/24 15/5

Furthermore, in Figure 3, we show four exams from our training data. These exams have positive emphysema
labels but they only show symptoms of subcutaneous emphysema. Based on these observations, we can say that
our model has learned to classify both emphysema and subcutaneous emphysema. Therefore, according to the
definition of emphysema in the ChestXRay14 dataset, all of the worsened cases in the high confidence and low
uncertainty groups were in fact corrected by our model.

4. CONCLUSIONS

We have demonstrated that neural networks can be trained robustly in the presence of label noise. We introduced
two metrics, for model confidence and uncertainty, and showed that these can be used to detect label noise in
the test data. When the model is in error according to the noisy reference, but is highly confident or has low
uncertainty, the probability that the test sample was mislabeled is high. This is shown both in a simulated dataset
of situs inversus, and in the task of detecting emphysema using the ChestXRay14 dataset. This technique may
be very useful for scenarios where labels are known to be imperfect, e.g., when they have been obtained by text
mining of radiology reports.



Figure 1: Example cases where the model has high confidence and low uncertainty, but according to the reference ,
all images are misclassified. In all cases, the experienced radiologist considered the reference incorrect. According
to the radiologist, the two cases on the top row belong to patients that have emphysema, and the two cases on
the bottom row do not.



Figure 2: Example cases where the model has high confidence and low uncertainty, but according to the reference,
all images are misclassified. In all cases, the experienced radiologist also considered the classification incorrect.
However, according to the radiologist, these cases have subcutaneous emphysema, instead of emphysema.



Figure 3: Example cases from the training dataset where the reference indicates that the patient has emphysema.
According to the experienced radiologist, these cases have subcutaneaus emphysema instead of emphysema.
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