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ABSTRACT

This paper presents a new computer-aided detection scheme for lung nodules attached to the pleural or medi-
astinal surface in low dose CT scans. First the lungs are automatically segmented and smoothed. Any connected
set of voxels attached to the wall — with each voxel above minus 500 HU and the total object within a specified
volume range — was considered a candidate finding. For each candidate, a refined segmentation was computed
using morphological operators to remove attached structures. For each candidate, 35 features were defined,
based on their position in the lung and relative to other structures, and the shape and density within and around
each candidate. In a training procedure an optimal set of 15 features was determined with a k-nearest-neighbor
classifier and sequential floating forward feature selection.

The algorithm was trained with a data set of 708 scans from a lung cancer screening study containing 224
pleural nodules and tested on an independent test set of 226 scans from the same program with 58 pleural
nodules. The algorithm achieved a sensitivity of 52% with an average of 0.76 false positives per scan. At 2.5
false positive marks per scan, the sensitivity increased to 80%.

1. INTRODUCTION

Pulmonary nodules are frequently encountered in thoracic computed tomography (CT) scans and may represent
emerging cancer. Cancer is the most common cause of death for the population under 85 and lung cancer is
the most deadly cancer, estimated to be responsible for 31% and 26% of cancer deaths in men and women,
respectively, in 2007 in the United States.1 Chances of successful treatment of lung cancer are vastly higher
when the cancer is detected in an early stage. Detection can be done by computed tomography (CT) scanning.
Since CT scanning is relatively cheap and surgery for clinical stage I lung cancer is less expensive than late-stage
treatment, some researchers conclude that CT lung cancer screening is cost-effective.2 Large scale screening of
individuals at high risk of developing lung cancer would require reading enormous amounts of scans. Computer-
aided detection (CAD) can assist radiologists in locating pulmonary nodules in CT scans and has consequently
attracted substantial interest from image processing researchers, clinicians and industry. Overviews of various
systems and their performance are given in Refs. 3, 4, and 5.

Most nodule detection algorithms are designed to focus on solid, roughly spherical nodules that occur either
isolated within the lung parenchyma or show vascular attachments. Nodules attached to the pleural or mediasti-
nal lung wall∗ (see Figure 1) usually have a different appearance, more like hemi-spherical protuberances than
spherical opacities. Pleural nodules are common findings. In our CT lung cancer screening database, 20 to 30%
of subjects have such a nodule in their lungs, and almost half of these are over 50 mm3 in volume, leading to a
different follow-up regime.

Although many previous works, including ours,6 have shown that it is possible to design a single CAD scheme
that is able to detect both pleural and non-pleural nodules, it seems intuitively clear that the detection of pleural
nodules may improve if a separate, specifically designed and trained algorithm were developed. The design and
evaluation of such a system is the focus of the current study.

Several previously published papers contained a more or less separate module for the detection of pleural
nodules. In Refs. 7 and 8, a similar approach to candidate detection is used, but different features and rules are
employed in subsequent processing. Other studies used e.g. template matching9 and 2D processing10,11 to find
pleural nodule candidates. It is worth noting that most studies that considered pleural nodules specifically, have

∗We henceforth refer to these nodules simply as ‘pleural nodules’.
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(a) (b) (c)
Figure 1. (a) A slice from a scan with a pleural nodule (circled). (b) A close-up view of the pleural nodule. (c) Another
pleural nodule.

been tested on data that contained only small numbers of them. The largest number we found is from Ref. 8
where pleural nodules were pooled with nodules with vascular attachment and the test sets contained around
100 of these. We therefore agree with Li5 who states: “It is unclear how well most current CAD schemes would
perform specifically for (. . .) juxtapleural nodules.”

2. MATERIALS

The scans that have been used in this study were obtained from the Nelson study,12 a Dutch-Belgian randomized
control trial for lung cancer screening with low-dose CT. The Nelson protocol requires that all nodules with
a volume >15mm3 are recorded. Volume measurements are done with automatic software (Siemens Syngo
Lungcare) or manually in case the software fails. Scans are read by two trained observers. The second reader
has access to the annotations of the first reader and makes the final decision, possibly after consultation with
other experts.

All scans were acquired at the University Medical Center Utrecht on Mx8000IDT or Brilliance-16 CT scanners
(Philips Medical Systems, Cleveland, OH) using a spiral mode with 16×0.75mm collimation. The entire chest
was scanned in around 12 seconds using a caudo-cranial scan direction to minimize breathing artifacts. Scans
were performed in full inspiration, without spirometric control. Exposure settings were low-dose: 30mAs and
120kVp (volume CT dose index, CTDIvol=2.2mGy) for patients weighing less than 80kg, and 30mAs at 140kVp
for those weighing over 80kg (CTDIvol=3.5mGy). Axial images were reconstructed at 1.0mm thickness and
0.7mm increment, using a moderately soft reconstruction kernel (kernel Philips B), with the smallest field of
view (FOV) that included the outer rib margins at the widest dimension of the thorax and a 512x512 matrix.
Because the field of view depends on patient size, the pixel sizes in x and y direction varied per scan in the range
between 0.6 and 0.9mm.

In this study all nodules attached to the pleural or mediastinal wall were considered pleural nodules. Three
data sets were used: a training set, a development set and a test set. The training set was used to train classifiers.
The development set was used for testing throughout the development of the system to see the effect of changes in
the algorithm. When development was completed, a test set was collected and the final algorithm was applied to
this set to provide an independent measure of its performance. The sets contained scans from different subjects.
The number of pleural nodules per scan, subdivided into three size categories are listed in Table 1. Training and

Table 1. Statistics of training, development and test set. The number of scans is given, the number of nodules, and a
breakdown on size.

Dataset # Scans # Pleural Nodules
Total 15-50mm3 50-500mm3 >500mm3

Training Set 708 224 123 89 12
Development Set 72 220 139 76 5
Test Set 226 58 37 20 1
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test sets were taken randomly from different time periods of the study. To collect the development set, only scans
with at least two nodules with pleural attachment were considered. Therefore the average number of pleural
nodules per scan is much higher in the development set. No other exclusion criteria were applied, so the data is
representative of a screening among individuals at high risk for lung cancer. As a result, many scans contained
abnormalities such as emphysema, fibrosis, and interstitial lung disease which tend to complicate computer-aided
nodule detection.

3. METHOD

In this section we describe the method step-by-step, illustrate the steps and motivate certain design choices. An
overview of the test stage of the algorithm (i.e. the sequence of steps applied to an unseen test scan) is given in
Figure 2.

Input image

Down sample image Calculate lung segmentation

Select candidates with connection to pleural wall

Discard candidates outside volume range

Calculate nodule segmentation

Remove and merge candidates

Calculate features

Use k-NN classifier to discard false positives
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Figure 2. Flowchart of method.

3.1 Subsampling

First the scan was subsampled by 2 × 2 × 2 block averaging (resulting in slices of 256 by 256 voxels) and
subsequently the z direction was scaled to obtain isotropic voxels of around 2.7 mm3 using linear interpolation.
The subsampled volume is used for lung segmentation and candidate detection. This leads to a reduction in
computation time with no significant difference in performance.

3.2 Segmentation and smoothing

The lungs were segmented with a region-growing based algorithm.13,14 The final step in this algorithm is a
morphological closing with a spherical structuring element. This smoothing ensures that most of the pleural
nodules will be included in the lung mask, as is shown in Figure 3. This closing operation and its kernel size (11
voxels radius) is a crucial element of the algorithm. If a pleural nodule is very large, closing will not be effective,
unless the kernel size would be increased to match the nodule size. Such adaptive closing is not considered in
this work.

The algorithm in Ref. 13 also segments the trachea. This structured is stored and used later in feature
computation.
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Figure 3. The smoothed lung segmentation covers the pleural nodule as well (lung mask in transparant overlay).

3.3 Candidate selection

A threshold of -500 HU was applied on the voxels located on the boundary of the lung segmentation. These
voxels were used as a seeds for 6-connected region growing and each region was defined as a candidate. Region
that are too small (5 voxels or less) or too large (over 400 voxels) were discarded. The small candidates were
often small parts of the pleural wall that had been inadvertently included in the lung segmentation (as a result
of the closing operation). The large candidates were typically blood vessels attached to the boundary of the lung
segmentation, often located near the mediastinum. The procedure is illustrated in Figure 4.

Figure 4. Left: initial set of candidates before discarding too large and too small objects. Many candidates are obviously
blood vessels, these have a large volume. Close inspection will also reveal many very small spurious detections. Right:
close up of one of only two objects in this slice that are retained after applying the size restrictions.

3.4 Nodule segmentation

At this point we have obtained a set of candidates. In all subsequent analysis, we used the original resolution
data instead of the subsampled data.

The candidates thus obtained have grown into every attached or adjacent structure that has similar intensity
values. A separate nodule segmentation algorithm was therefore used to get a more accurate estimate of the
boundary of the nodule. The segmentation algorithm is a variation on the procedure proposed in Ref. 15. It starts
by region growing from a seed to -500 HU within a box centered on the seed, and from which voxels outside the
lung mask are excluded. Next, attached structures are removed by an iterative morphological filtering procedure.
This procedure begins with a morphological opening with a spherical kernel to remove attached structures from

Proc. of SPIE Vol. 6915  69150X-4



the nodule that have a smaller radius than the kernel diameter. The remaining structure is iteratively dilated,
where the radius of the dilation spherical kernel is halved for every iteration, and the dilated voxels are only
accepted when they were also present in the initial segmentation from the region grow operation. The procedure
will produce no results if the opening kernel is larger than the radius of the candidate; if this is the case, the
kernel is decreased until a segmentation is produced.

For this procedure, a proper seedpoint must be selected. To minimize the chance of selecting a seed that is
in an attached vessel or in the pleural wall, a distance transform of the candidate voxels to their border was
calculated and the voxel with the largest distance was chosen as a seed.

A typical result of the nodule segmentation process is depicted in Figure 5.

3.5 Removing and merging candidates

After this operation, candidates that have a nodule segmentation with no connection to the pleural wall are
discarded. This occurred when the region grow operation included an attached blood vessel in the segmentation
and the seed point was chosen on the blood vessel. An example is shown in Figure 6. Several candidates can
have overlapping nodule segmentations. When two candidates overlap they are merged and treated as a single
candidate. Finally, candidates below a minimum volume were discarded.

Figure 5. Left: Seed chosen on the nodule based on a distance transform. Right: The nodule segmentation result.

Figure 6. An example of a candidate (left: slice, right: zoomed) that has a segmentation with no connection to the pleural
wall and is therefore discarded. Clearly this candidate is a blood vessel.

Proc. of SPIE Vol. 6915  69150X-5



0.00

0.10

0.20

0.30

0.40

0.50

0.60

0.70

0.80

0.90

1.00

0.01 0.1 1 10 100

FP/scan

Se
ns

iti
vi

ty

Development Set

Test Set

Figure 7. FROC curve for all pleural nodules in the test set and the development set. The number of false positives is
given per scan on a logarithmic axis.

3.6 Feature computation and classification

At this point we have obtained a final set of candidates, with segmentation, at the original resolution of the data.

A large majority of the candidates detected are not pleural nodules. To reduce the amount of false positives, a
k-nearest neighbor classification step is used to estimate the probability for each candidate to represent a pleural
nodule. A set of 35 features was defined. These included volume, shape features (compactness, sphericity, ratio
of eigenvalues), density features (average, median, minimum and maximum values in and around the candidates,
including and excluding the pleural surface and for both segmentations), and spatial features (relative and
cumulative position in the lung, distance to the trachea). A total of fifteen features were selected using sequential
forward floating selection16 in a leave-one-out experiment on the training data. k was optimized on the training
set at 21.

4. RESULTS

The candidate selection step finds 55 of 58 nodules (95%) and 57 false positives per scan in the test set. Sub-
sequent segmentation, feature computation and classification brings the number of false positives down without
a commensurate drop in sensitivity. The results are plotted as an FROC curve in Figure 7. Results for the
development set are also given, and both curves are fairly similar. In Figures 8 and 9 give separate FROC curves
for small and larger nodules. It can be observed that detection of larger pleural nodules is slightly more effective.

For the test set we achieved a sensitivity of 0.80 (67/84) at a false positive rate of 2.5 per scan. The single
very large nodule (>500mm3) was not detected. This nodule was actually 1300 mm3 and not included in the
lung segmentation. For small nodules (15-50mm3) the sensitivity was 0.77 (41/53) and for larger nodules (50-
500mm3) even 0.90 (26/29). Although this may seem a good result, one should realize that in practice a CAD
scheme should not just detect pleural nodules but other nodules as well, and radiologists prefer to have to
inspect no more than just a few false positive markers per scan at most. Our algorithm produces only markers
on findings connected to the pleura. Consequently, a comprehensive CAD algorithm that includes this pleural
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Figure 8. FROC curve for small and larger pleural nodules in the development set. The number of false positives is the
total number per scan (not split according to size) on a logarithmic axis.

nodule detection scheme as a component would reach higher false positive rates. Therefore a lower false positive
rate for the pleural nodules is recommendable. At 0.76 false positive marks per scan, the sensitivity drops to
45% for the smaller and 69% for the larger nodules.

5. DISCUSSION

5.1 Analysis of false negatives and false positives
Errors in the segmentation or region growing were a common cause of missed nodules. Sometimes a part of
the pleural wall or an adjacent vessel was included in the nodule segmentation. These problems occurred when
the closing kernel size for nodule segmentation is too small, which happened mostly with smaller candidates. A
segmentation algorithm that adapts parameters to nodule size might improve results.

There are two main categories of false positives: bony structures pressing in the lung and creating small
protuberances that mimic nodules and blood vessels attached to the pleural wall. The first type of errors may
be overcome by segmenting the bony anatomy outside the lung and use that to discard these findings. Some
examples are shown in Figure 10.

Visual inspection of the false positives also identified a number of findings that appeared very similar to actual
nodules. To test this, we asked an independent radiologist to categorize findings in the test set. These findings
contained all true lesions and all false positives, using a setting of 9.9 FPs per scan. Three categories were
used: pleural nodule; possible pleural nodule (unsure); not a pleural nodule. From all true pleural nodules, 23%
were classified as ‘not a pleural nodule’. This demonstrates the difficulty of the task at hand. Such disagreement
among radiologists was also reported in the LIDC study.17 From all false positives presented, 9% were categorized
as pleural nodules. However, the FPs to which the CAD system assigned a higher probability were much more
likely to be considered treue nodules by the independent radiologist: At a setting of 1 FP/scan, this applied to
over 50%. If we remove all findings from the test set for which the independent radiologist did not agree with
the reference standard, we obtain a corrected FROC curve shown in Figure 11. In this consensus data set, the
CAD system can find over 70% of pleural nodules at a false positive rate of less than 1 per scan.
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Figure 9. FROC curve for small and larger pleural nodules in the test set. The number of false positives is the total
number per scan (not split according to size) on a logarithmic axis.

(a) (b) (c)
Figure 10. Examples of false positives. a) A blood vessel connected to the pleural wall. b) A rib pressing into the lung.
c) A vertebral body pressing into the lung.

5.2 Comparison with previous work

In terms of performance figures, our algorithm showed similar results to other methods. Enquobahrie et al.8

reported results on a test of ∼250 scans with ∼100 attached nodules. They achieved a sensitivity of 89% at
5.5 FP per scan for attached nodules. However, a correct comparison is difficult to make since as pleural and
vascular attached nodules were treated as a single category in this study.

Zhang et al.7 obtained a sensitivity of 83.9% with 6.7 FP per scan, but they used a relatively small test set
that consisted of 17 scans and 31 pleural nodules. Bae et al.18 tested on much larger nodules. Comparison with
other algorithms is difficult since most published studies did not provide the detection performances for pleural
nodules separately.
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Figure 11. FROC curve for all pleural nodules in the test set for only those nodules and false positives that have been
scored as nodule and false positive by an independent radiologist (consensus data). The number of false positives is given
per scan on a logarithmic axis.

6. CONCLUSION

We presented a novel algorithm for the detection of nodules attached to the pleural and mediastinal wall in
low-dose CT scans. Promising results were obtained in an evaluation on data sets representative of a screening
population, containing a large number of pleural nodules.
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