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Purpose: To compare the performance of a convolutional neural network (CNN) to 11 radiologists in detecting 
scaphoid fractures on conventional radiographs of the hand, wrist, and scaphoid. 
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Materials and Methods: At two hospitals (Hospitals A and B), three datasets consisting of conventional hand, 
wrist, and scaphoid radiographs were retrospectively retrieved: a dataset of 1039 radiographs (775 patients [mean 
age, 48 ± 23 years; 505 females], period: 2017–2019, Hospitals A and B) for developing a scaphoid segmentation 
CNN, a dataset of 3000 radiographs (1846 patients [mean age, 42 ± 22 years; 937 females], period: 2003–2019, 
Hospital B) for developing a scaphoid fracture detection CNN, and a dataset of 190 radiographs (190 patients [mean 
age, 43 ± 20 years; 77 female] period: 2011–2020, Hospital A) for testing the complete fracture detection system. 
Both CNNs were applied consecutively: the segmentation CNN localized the scaphoid and then passed the relevant 
region to the detection CNN for fracture detection. In an observer study, the performance of the system was 
compared with 11 radiologists. Evaluation metrics included the Dice similarity coefficient (DSC), Hausdorff 
distance (HD), sensitivity, specificity, positive predictive value (PPV), and area under the receiver operating 
characteristic curve (AUC). 

Results: The segmentation CNN achieved a DSC of 97.4% ± 1.4 with an HD of 1.31 mm ± 1.03. The detection 
CNN had a sensitivity of 78% (95% CI: 70, 86), specificity of 84% (95% CI: 77, 92), PPV of 83% (95% CI: 77, 90), 
and AUC of 0.87 (95% CI: 0.81, 0.91). There was no difference between the AUC of the CNN and the radiologists 
(0.87 [95% CI: 0.81, 0.91] versus 0.83 [radiologist range: 0.78–0.85]; P = .09). 

Conclusion: The developed CNN achieved radiologist-level performance in detecting scaphoid fractures on 
conventional radiographs of the hand, wrist, and scaphoid. 

©RSNA, 2021 

A convolutional neural network achieved radiologist-level performance in detecting scaphoid 
fractures on conventional radiographs of the hand, wrist, and scaphoid. 

Abbreviations 
AUC = area under the receiver operating characteristic curve, CAM = class activation 
map, CNN = convolutional neural network, DSC = Dice similarity coefficient, HD = 
Hausdorff distance, PPV = positive predictive value 

Key Points 
A deep learning system based on convolutional neural networks was developed to detect 
scaphoid fractures on conventional radiographs of the hand, wrist, and scaphoid and had a 
sensitivity of 78%, specificity of 84%, positive predictive value of 83%, and an area under the 
receiver operating characteristic curve of 0.87. 
The deep learning system was able to detect scaphoid fractures just as well as 11 radiologists, 
achieving a comparable area under the receiver operating characteristic curve (0.87 versus 0.83 
[average of all radiologists]; P = .09). 
Class activation maps were found to overlap with fracture lines in the scaphoid and hence could 
be used for localizing potential fractures. 
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Scaphoid fractures are the most common fractures of the carpal bones (82%–89%) and comprise 
2%–7% of all skeletal fractures (1). They may be difficult to detect in the acute phase: the 
likelihood of radiologically occult scaphoid fractures has been estimated at 7%–21% (2,3) and 
may be as high as 50%, as reported in a recent prospective study (4). It is important to diagnose 
scaphoid fractures at an early stage, as nonunion may occur in up to 12% of patients if an occult 
fracture remains untreated (5). Nonunion can be prevented when the fracture is diagnosed within 
the first week and can then be followed by plaster immobilization (6). Nonunion fractures may 
lead to complications such as avascular necrosis, carpal instability, osteoarthritis, need for 
surgical intervention for bone repositioning and fixation or resection of the proximal carpal row, 
and may ultimately result in functional loss (6–8). Due to the risks involved, more than half of 
the patients clinically suspected of having a scaphoid fracture receive unnecessary wrist 
immobilization out of precaution, which increases health expenditure and decreases patients’ 
productivity (9,10). Conventional radiography is the imaging technique of choice for diagnosing 
scaphoid fractures as it is readily available and cost-efficient, but has a low sensitivity (66%–
81%) (11,12). 

Recently, Langerhuizen et al (13) demonstrated the feasibility of applying convolutional 
neural networks (CNNs) for the detection of scaphoid fractures on conventional radiographs. 
Their experimental CNN achieved an accuracy and sensitivity similar to five orthopedic 
surgeons in scaphoid fracture detection but tended to miss obvious fractures. The authors 
therefore concluded that the CNN was still inferior to human observers at identifying scaphoid 
fractures on radiographs, and they recommended follow-up research with larger datasets and 
further algorithm refinements. 

Our hypothesis was that CNNs can achieve expert-level performance in detecting 
scaphoid fractures by addressing these recommendations, which may reduce the risk of missing a 
fracture, reduce the costs of additional imaging studies and unnecessary therapy, speed up 
diagnosis, and allow earlier treatment. We investigated this hypothesis by developing a fully 
automated CNN-based system for scaphoid fracture detection. The purpose of this study was (a) 
to develop a segmentation and detection model and (b) to validate the performance of our system 
by comparing to radiologists in detecting scaphoid fractures on conventional radiographs of the 
hand, wrist, and scaphoid. 

Materials and Methods 

Datasets 
This retrospective study was approved by the medical ethical review boards of the hospitals 
Jeroen Bosch Ziekenhuis (JBZ) and Radboud University Medical Center (Radboudumc) in the 
Netherlands. Informed written consent was waived, and data collection and storage were 
performed in accordance with local guidelines. Three different datasets consisting of hand, wrist, 
and scaphoid radiographs were prepared for training and testing a scaphoid segmentation CNN 
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(Dataset 1: 1039 radiographs from 775 patients, period 2017–2019, JBZ and Radboudumc), for 
training a fracture detection CNN (Dataset 2: 3000 radiographs from 1846 patients, period 2003–
2019, Radboudumc), and for testing the entire fracture detection system (Dataset 3: 190 
radiographs from 190 patients, period 2011–2020, JBZ). Dataset 2 and 3 were gathered at 
different hospitals to assess the generalization performance of the fracture detection CNN. All 
radiographs were extracted from the picture archiving and communication system of JBZ and 
Radboudumc and were de-identified by removing meta-data. Details of the datasets are provided 
in Table 1. 

The datasets were manually selected and annotated by NH in consultation with a 
musculoskeletal radiologist with 30 years of experience (MR). For Datasets 1 and 2, the software 
VGG Image Annotator (14) was used to create scaphoid segmentation masks and bounding 
boxes. For Datasets 2 and 3, binary labels for scaphoid fracture detection were derived from the 
original radiology reports. Dubious scaphoid fractures were re-evaluated by radiologist MR (only 
for Dataset 2). The diagnoses of all fractures in Dataset 3 were confirmed with a follow-up CT 
scan within four weeks (ground-truth). 

Only anterior-posterior and posterior-anterior radiographs were selected for the datasets, 
as these showed the least amount of overlap between the scaphoid and other bones. Radiographs 
were excluded when accurate annotation or fracture diagnosis was impossible due to screws or 
other implants, resection, excessive damage or malformation, or a cast. Moreover, radiographs 
depicting old scaphoid fractures were excluded from Dataset 3, as the focus of the current study 
was on early fracture diagnosis. Additional patient information and an overview of all criteria are 
provided in Appendixes E1 and E2 (supplement). 

Model Pipeline 
Figure 1 shows an overview of the model pipeline, which consisted of two main components: a 
scaphoid segmentation and fracture detection CNN (from now referred to as Segmentation and 
Detection CNN). A radiograph was first preprocessed by normalizing the scaphoid size and 
fixing the image size by padding or cropping. Then, the Segmentation CNN localized the 
scaphoid on the radiograph to remove irrelevant regions by cropping. A lightweight custom 
architecture was designed to preserve the original image resolution as much as possible, as the 
segmentation task is complicated by the overlap of the scaphoid with surrounding carpal bones. 
After the cropping operation, the image was rescaled to a fixed size and its contrast was 
normalized. A detailed description of the architecture, preprocessing steps, and training 
procedure is provided in Appendixes E3–E5 (supplement). 

Next, the Detection CNN processed the cropped image and returned a probability of 
whether the scaphoid contained a fracture. This CNN was based on a DenseNet-121 architecture 
(15). A class activation map was then calculated using the Smooth Grad-CAM++ method (16), 
which showed regions in the image that were most relevant for predicting whether a fracture was 
present (see Appendix E6 [supplement] for implementation details). These regions were 
expected to correlate with any existing fracture line. The class activation map was projected on 
the input image as a heatmap for easy localization of potential fractures (Fig 1). 

Implementation Details 
The CNNs were implemented on a graphics processing unit (Nvidia RTX Titan) using the 
PyTorch machine learning framework (17). Through supervised learning, the Segmentation CNN 
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was trained on a random subset of Dataset 1 (80%) and the Detection CNN was trained on all 
samples from Dataset 2. The ADAM optimizer (18) was used to update the weights by a linearly 
decaying learning rate schedule. A detailed account of the training procedure is provided in 
Appendix E5 (supplement). 

Observer Study 
For comparing the performance of the fracture detection system with radiologists, an observer 
study was conducted among 11 radiologists (of which three were radiology residents; BV, ES, 
MdJ, BM, SD, SB, AS, SB, SS, MR, MdR [random order]). The radiologists independently 
assessed 190 radiographs from Dataset 3 for the presence of a scaphoid fracture and indicated 
their confidence for each radiograph on a continuous scale from 0 to 1.0, where 1.0 indicates 
absolute certainty of a fracture. They used 0.5 as the cut-off point for the decision whether a 
fracture was present. We defined an average radiologist by averaging the scores of the 11 
readers. 

Statistical Analysis 
The Segmentation CNN was evaluated on an unseen subset of Dataset 1 (20%, no patient 
overlap) by calculating the Dice similarity coefficient (DSC) and symmetric Hausdorff distance 
(HD). The Detection CNN was internally evaluated on Dataset 2 by five-fold cross-validation 
(manual scaphoid crops, no patient overlap) by calculating the sensitivity, specificity, positive 
predictive value (PPV), and area under the receiver operating characteristic curve (AUC). The 
whole fracture detection system was evaluated on hold-out set Dataset 3 by calculating the 
sensitivity, specificity, PPV, and AUC (automated scaphoid crops, no patient overlap with 
Dataset 1 and 2). The classification threshold was set at 0.5 for both CNNs. 

The evaluation metrics were calculated using the scikit-learn machine learning library 
(version 0.22.1, 2020) (19) and MedPy medical image processing library (version 0.4.0, 2019) 
(20) for Python. Stratified bootstrapping with 5000 iterations was applied for estimating 95% 
CIs. To compare both the AUC of the CNN with the radiologists and the AUC of the attending 
radiologists with the radiology residents, multiple-reader, multiple-case (MRMC) receiver 
operating characteristic (ROC) analyses were conducted using the iMRMC software (version 
1.2.0, 2020) (21). These analyses were based on a t test, where the degrees of freedom were 
estimated as proposed by Obuchowski et al (22). A difference with a P value smaller than 0.05 
was considered significant. 

Model Availability 
This system is freely available at https://grand-challenge.org/algorithms/scaphoid-fracture-
detection/, where it can be run in a web browser in real-time. 

Results 

Segmentation CNN Results 
The Segmentation CNN achieved an average DSC of 97.4% ± 1.4 (standard deviation) with an 
HD of 1.31 mm ± 1.03 on the test set (subset of Dataset 1). One test sample led to a 
segmentation failure where no pixels were segmented, and for this sample no HD could be 
calculated. The average height and width of the ground-truth scaphoid segmentation masks were 



Jus
t A

cce
pte

d
 

Page 6 of 28 

23.12 mm ± 3.84 and 14.30 mm ± 2.03, respectively, which were estimated by calculating the 
major and minor axis length of ellipses fitted to the masks. The total training time of this network 
was approximately 15 hours. 

Detection CNN Results 
On Dataset 2, the Detection CNN achieved a mean sensitivity of 66% ± 3, specificity of 90% ± 
1, PPV of 81% ± 2, and AUC of 0.86 ± 0.01 over the validation folds. The mean ROC curve on 
this set from the five-fold cross-validation procedure is provided in Appendix E7 (supplement). 
The ROC curve indicates that the CNN had a sensitivity of 73% at the same specificity as 
measured on the test set (Dataset 3), 84%. 

The training time of the Detection CNN was approximately 2 hours. The average 
processing time per test sample (Dataset 3) was 1.7 seconds (including all preprocessing steps, as 
listed in Appendix E4 [supplement]). The average reading time per test sample of the 
radiologists was 13.9 seconds. 

Comparison of the CNN to Radiologists 
Table 2 presents the sensitivity, specificity, PPV, and AUC with their 95% CIs for the CNN and 
the radiologists on the test set (Dataset 3). The ROC curves for the CNN (with 95% CI band), the 
average of radiologists, and the radiologists with the highest and lowest AUCs are shown in 
Figure 2a. The same ROC curve for the CNN with individual operating points of the CNN and 
radiologists are plotted in Figure 2b. These operating points indicate the sensitivity and false 
positive rate at a threshold of 50%. The CNN and radiologists achieved similar performance for 
fracture detection (AUC, 0.87 [95% CI: 0.81, 0.91] versus 0.83 [range: 0.78, 0.85]; P = .09 with 
MRMC ROC analysis). At a fixed false positive rate of 5.0%, the CNN achieved a sensitivity of 
65% (61 of 95 patients with a scaphoid fracture would be recommended for follow-up 
procedures). In comparison, at the same false positive rate, the average of radiologists (n = 11) 
achieved a sensitivity of 55% (equating to 51 of 95 patients). Among the radiologists, the 
attending radiologists (n = 8) and radiology residents (n = 3) achieved similar performance 
(AUC, 0.83 [range 0.78–0.85] versus 0.82 [range, 0.81–0.84], P = .86 with MRMC analysis). 

To inspect test cases that were misdiagnosed by either radiologists or the CNN, the 
fracture confidence score of the CNN versus the average fracture confidence score of the 
radiologists per case are plotted in Figure 3. The CNN produced four false-negatives and 14 
false-positives not made by the average radiologist. Among these failure cases, with high 
certainty the CNN missed one fracture (score = 0.01) and misclassified six nonfractures as 
fractures (score ≥ 0.8) that were all easily identified by the radiologists (> 0.8 and score < 0.2, 
respectively). The average radiologist made 18 false-negatives and one false-positive not made 
by the CNN. Among the false-negative cases, with high certainty the average radiologist missed 
five fractures (score ≤ 0.2) that were confidently identified by the CNN (score ≥ 0.8). Additional 
examples of scaphoid fractures that were occult to the average radiologist but not for the CNN 
are provided in Appendix E8 (supplement). 

Fracture Localization with Class Activation Maps 
Examples of class activation maps that were generated for localizing (potential) fractures in the 
radiographs from Dataset 3 are shown in Figure 4[ID]FIG4[/ID]. The image crops that were fed 
into the Detection CNN and the corresponding class activation maps are presented in pairs. Upon 
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manual inspection, highlighted regions in the class activation maps were found to overlap with 
the fracture lines in the scaphoid, as illustrated in Figure 4. 

Discussion 
In this study, we assessed whether a CNN could achieve human-level performance in detecting 
scaphoid fractures on conventional radiographs of the hand, wrist, and scaphoid. To this end, an 
experimental scaphoid fracture detection system was developed, which consisted of two 
networks: a Segmentation CNN for scaphoid localization and a Detection CNN for fracture 
detection. The CNN-based system segmented the scaphoid with high accuracy (DSC of 97.4% 
with a HD of 1.31 mm) and had an AUC (0.87) comparable with 11 radiologists (mean AUC, 
0.83) in detecting scaphoid fractures. In the only segmentation failure case, the radiograph was 
tightly cropped around the scaphoid, possibly causing the system to not recognize the scaphoid 
due to a lack of context information. Moreover, an inspection of the fracture detection failure 
cases revealed that the system displayed a greater sensitivity but lower specificity to detect 
fractures compared with the average radiologist at a classification threshold of 0.5 (Fig 3). The 
CNN output high confidence scores for five fractures that were largely overlooked by the 
radiologists, albeit at the cost of making six high confidence false-positive predictions for cases 
that were evident for the average radiologist. This observation is in line with the finding of 
Langerhuizen et al (13) that their CNN-based system was less specific than the human observers, 
although our system displayed no tendency to miss obvious fractures. However, at a fixed 
specificity of 95%, the system obtained a higher sensitivity than the average radiologist (65% 
versus 55%), indicating that the system could potentially help to reduce the number of 
overlooked fractures in clinical practice. 

A qualitative analysis of the generated class activation maps shows that regions that were 
important to the decision of the system were correlated with the scaphoid fractures. These class 
activation maps could be provided to the radiologist to explain which regions the CNN has 
identified as possible fracture lines. Explainability is often mentioned as a prerequisite before 
artificial intelligence solutions could be deployed in the clinic (23,24). The maps could provide a 
level of explainability and may help the radiologist to discard false positive detections. 
Furthermore, they might form a good alternative to segmentation or bounding box detection of 
scaphoid fractures. Even though the most accurate localization of scaphoid fractures can be 
theoretically achieved by training a system with pixel-level or object-level annotations, 
generating such annotations is highly challenging and time intensive, which prevents the curation 
of larger datasets. It can be expected that the quality of the class activation maps will improve as 
the diagnostic performance of the deep learning model gradually increases. 

The strengths of the current study were the use of clinical data from two hospitals, the 
participation of 11 radiologists in the observer study, the automatic detection of the scaphoid, 
and the added transparency to the fracture detection system. However, this study also had three 
main limitations. First, the use of a single radiograph view for diagnosing scaphoid fractures may 
have limited the performance of the radiologists and the system. In daily practice, radiologists 
use multiple radiograph views, since it is well known that scaphoid fractures are frequently not 
visible in all directions. Follow-up studies may involve the use of multiple radiograph views to 
investigate to which extent these additional views benefit the task at hand. 

Second, the test set could contain a selection bias, as all radiographs had a follow-up CT 
scan. CT scans are often made when a clinical or radiologic suspicion for a scaphoid fracture 
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cannot be confirmed on conventional radiographs. It is therefore plausible that the selected 
radiographs were more difficult to assess than most radiographs in clinical practice. This 
limitation, as well as the previous limitation, may explain why the reported sensitivities for 
diagnosing scaphoid fractures differ from the average sensitivity reported in the literature 
(11,12). 

Finally, not all negative CT scans that were used as a reference standard in the test set 
were followed by an MRI scan. Gibney et al (4) demonstrated that clinically relevant scaphoid 
fractures can be missed even on CT scans, and they recommend complementing CT scans with 
an MRI scan for the best possible sensitivity. 

In conclusion, our findings support the hypothesis that a CNN can achieve human-level 
performance in detecting scaphoid fractures on conventional radiographs of the hand, wrist, and 
scaphoid. A CNN may be able to assist residents, radiologists, or other physicians by acting 
either as a first or second reader, or as a triage tool that helps prioritizing worklists, potentially 
reducing the risk of missing a fracture. Future research should investigate to what extent CNNs 
could improve the diagnostic performance of radiologists. 
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Figure 1: Overview of the scaphoid fracture detection pipeline, which consisted of a 
segmentation and detection convolutional neural network (CNN). A class activation map 
is calculated and visualized as a heatmap for fracture localization. 
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Figure 2: (a) Receiver operating characteristic curve for the detection convolutional 
neural network (CNN) (blue line), the average of radiologists (orange line), and the 
radiologists with the highest and lowest areas under the curve (striped and dotted 
orange line) on Dataset 3 (95 fracture cases, 95 nonfracture cases). The shaded band 
represents the 95% CI. The black line represents no ability to discriminate between 
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fractures and nonfractures. (b) Same ROC curve for the detection CNN with individual 
operating points of the CNN and radiologists on Dataset 3. 

 

Figure 3: Scatter plot of the confidence score of the detection convolutional neural 
network (CNN) versus the average confidence score of the radiologists per fracture 
case (n = 95) and nonfracture case (n = 95) in Dataset 3. Fracture and nonfracture 
cases are respectively marked with a red and blue color (ground-truth). The confidence 
scores range from 0 to 1, where 1 means absolute certainty that a fracture is present. 
Example radiographs where the CNN and radiologists showed a high disagreement are 
shown next to the plot: (a) 17-year-old male with a proximal scaphoid fracture; (b) 21-
year-old male with a fracture of the distal pole of the scaphoid (volar and radial side); (c) 
45-year-old female with an intact scaphoid with a slightly irregular radial side; (d) 13-
year-old female with an intact scaphoid with no irregularities. 
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Figure 4: Examples of class activation maps (CAMs) for localizing fractures. The 
interpretation of the CAMs follows from the color coding of a heat map, in which pixel 
regions with a warm color signify a greater influence on the final decision of the network 
than regions with a cold color. The yellow arrows projected on the input images indicate 
the fracture lines, and they are only shown for reference. 

Table 1 

Details of the Experimental Datasets 
Variable Dataset 1 Dataset 2 Dataset 3 
No. Patients 775 1846 190 
Sex    

Male 265 (34.2%) 909 (49.2%) 113 (59.5%) 
Female 505 (65.2%) 937 (50.8%) 77 (40.5%) 
Unknown* 5 (0.6%) NA NA 

Age*    
All 48 ± 23 42 ± 22 43 ± 20 
Male 42 ± 22 36 ± 19 38 ± 18 
Female 51 ± 24 47 ± 23 51 ± 20 

Number of radiographs 1039 3000 190 
Fracture status    

With fracture NA 1165 (38.8%) 95 (50%) 
Without fracture NA 1835 (61.2%) 95 (50%) 

Radiograph Location    
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Hand 223 (21.5%) 389 (13.0%) 51 (26.8%) 
Wrist 726 (69.9%) 1084 (36.1%) 105 (55.3%) 
Scaphoid 90 (8.7%) 1527 (50.9%) 34 (17.9%) 

Image size, pixels    
Hand height 1915 ± 174 2034 ± 526 1834 ± 269 
Hand width 1792 ± 316 1690 ± 464 1151 ± 255 
Wrist height 1289 ± 247 1747 ± 540 1438 ± 348 
Wrist width 884 ± 360 1409 ± 409 819 ± 299 
Scaphoid height 729 ± 224 1203 ± 495 1020 ± 457 
Scaphoid width 579 ± 139 1407 ± 751 719 ± 294 

Pixel size, mm    
Hand 0.143 ± 0.0004 0.128 ± 0.022 0.143 ± 0.007 
Wrist 0.145 ± 0.003 0.125 ± 0.021 0.141 ± 0.011 
Scaphoid 0.146 ± 0.002 0.126 ± 0.021 0.141 ± 0.011 

Annotation type(s) scaphoid mask scaphoid bounding 
box, binary label 
(scaphoid fracture 
present) 

binary label 
(scaphoid 
fracture present) 

Source(s) JBZ, Radboudumc Radboudumc JBZ 
Period 12/2018–03/2019 

(JBZ) 
01/2017–04/2017 
(Radboudumc) 

01/2003–04/2019 03/2011–4/2020 

Note.—Percentages with respect to the total dataset size are in parentheses. The mean image and pixel size, as well 
as the mean patient age are reported with the standard deviation. NA = not applicable. 

*The sex and age of five patients were missing in the metadata. 

Table 2 

Evaluation Results of the Detection CNN and the Radiologists 
Evaluation Experience Sensitivity Specificity PPV  
 Specialty Years Value Proportion Value Proportion Value Proportion AUC 
CNN NA NA 78 (70, 86) 74/95 84 (77, 92) 80/95 83 (77, 90) 74/89 0.87 (0.81, 0.91) 
Rad 1 Non-MSK 30 58 (47, 67) 55/95 95 (90, 99) 90/95 92 (85, 98) 55/60 0.79 (0.72, 0.85) 
Rad 2 Non-MSK 6 56 (45, 65) 53/95 94 (88, 98) 89/95 90 (82, 97) 53/59 0.82 (0.75, 0.88) 
Rad 3 R 2 80 (72, 87) 76/95 75 (65, 83) 71/95 76 (70, 83) 76/100 0.82 (0.76, 0.88) 
Rad 4 MSK 30 67 (58, 77) 64/95 91 (84, 96) 86/95 88 (81, 94) 64/73 0.85 (0.80, 0.90) 
Rad 5 MSK 13 55 (44, 64) 52/95 96 (92, 99) 91/95 93 (86, 98) 52/56 0.81 (0.75, 0.87) 
Rad 6 MSK 7 67 (58, 77) 64/95 92 (85, 97) 87/95 89 (82, 96) 64/72 0.85 (0.79, 0.91) 
Rad 7 R 4 54 (44, 63) 51/95 97 (93, 100) 92/95 94 (88, 100) 51/54 0.84 (0.79, 0.90) 
Rad 8 MSK 26 62 (53, 72) 59/95 94 (88, 98) 89/95 91 (84, 97) 59/65 0.85 (0.79, 0.90) 
Rad 9 MSK 10 75 (65, 83) 71/95 85 (78, 92) 81/95 84 (77, 91) 71/85 0.84 (0.79, 0.90) 
Rad 10 R 5 54 (44, 63) 51/95 94 (88, 98) 89/95 90 (82, 97) 51/57 0.81 (0.74, 0.86) 
Rad 11 MSK 10 57 (47, 66) 54/95 95 (90, 99) 90/95 92 (84, 98) 54/59 0.79 (0.73, 0.85) 

Note.—The 95% CI are shown in parenthesis. AUC = area under the receiver operating characteristic curve, CNN = 
convolutional neural network, MSK = musculoskeletal, NA = not applicable, R = resident, Rad = radiologist. 

 

Appendix E1. Additional Imaging Parameters for Table 1 
Table E1 shows an overview of additional imaging parameters for the radiographs in the 
experimental datasets to complement the parameters provided in Table 1 in the main text. 
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Moreover, imaging parameters for the reference CT scans for the radiographs in Dataset 3 are 
provided in Table E2. 

Appendix E2. Inclusion and Exclusion Criteria 
Figures E1–E3 show a flowchart for the inclusion and exclusion of patients and radiographs in 
Dataset 1, 2, and 3 respectively. The sample sizes were largely determined by the availability of 
suitable x-rays in the provided data and in particular by the available number of scaphoid 
fracture studies (Dataset 2 and 3). The following main inclusion and exclusion criteria were used 
for selecting the radiographs: 

1. Include only anterior-posterior and posterior-anterior radiographs. These views are the most relevant for 
diagnosing scaphoid fractures, showing the least amount of overprojection of other carpal bones on the 
scaphoid. 

2. Include only radiographs from studies related to bone fracture diagnosis. Scaphoid fractures should only be 
diagnosed on radiographs made with a radiography system specifically configured for this purpose. This 
criterion was not used for Dataset 1. 

3. Exclude radiographs when the scaphoid is obstructed by screws or other metal implants. Scaphoid fractures 
should not be diagnosed on radiographs in which the scaphoid is not fully visible. The occlusion of the 
scaphoid impedes the fracture diagnosis. Moreover, fractured scaphoid bones are more likely to contain 
implants and can therefore bias the deep learning model. 

4. Exclude radiographs when the scaphoid is crushed, resected, or unrecognizably malformed due to a 
pathology. The scaphoid cannot be (manually) segmented under these circumstances. 

5. Exclude radiographs when the wrist is in cast. A cast impedes the fracture diagnosis through overprojection 
and therefore scaphoid fractures should not be diagnosed within these circumstances. This criterion was not 
used for Dataset 1. 

6. Exclude radiographs from children who have not sufficiently developed the scaphoid (non-existing or lacking 
the distinctive scaphoid shape; typically, eight years old or younger). These patients are highly unlikely to 
have suffered a scaphoid fracture. 

7. Exclude radiographs depicting non-acute scaphoid fractures (ie, delayed or non-union scaphoid fractures). 
This criterion was only used for Dataset 3. Non-acute fractures could have confused our readers and 
thereby have another aspect than acute scaphoid fractures, are ill-defined, and are dilated fractures which 
are easy to diagnose. Furthermore, the focus of the current study was on early scaphoid fracture detection. 

8. Include only radiographs with a follow-up CT scan within four weeks. This criterion was only used for 
Dataset 3. Both CT and MRI are commonly used as reference standards for scaphoid fracture diagnosis 
(1,2), but CT was chosen over MRI due its greater availability. A maximum follow-up period of four weeks 
was used, because subtle fractures may already be healed or no longer visible after this period. 

Appendix E3. Segmentation Network Architecture 
Table E3 shows an overview of the segmentation network architecture and hyperparameter 
settings. The network had a custom encoder-decoder architecture that was based on the U-Net 
architecture (3). Regular pooling layers were replaced by strided convolutions, so that the 
downscaling could be learned by the network (4). Transposed convolutional layers were replaced 
by nearest neighbor upsampling layers and convolutional layers, because transposed 
convolutions create checkerboard-like artifacts due to overlapping filter outputs (5). Similar to 
U-Net, skip connections (ie, channel wise concatenations) were added between the encoder and 
decoder layers to retain spatial information throughout the network. To prevent vanishing 
gradients, leaky rectified linear unit (LReLU) activations were used in all but the last layer, 
which used a sigmoid activation instead. 

Appendix E4. Preprocessing Steps 
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The following steps were conducted for preprocessing a given image in the model pipeline: 
1. Convert image 

a. The image was converted from a Digital Imaging and Communications in Medicine (DICOM) file 
into a 16-bit Portable Network Graphics (PNG) file. 

2. Standardize image 

a. The image was resized using the Pixel (Imager) Spacing attribute from the original DICOM file for 
normalizing the scaphoid size. This way, the image could be fit to the receptive field size of the 
Segmentation CNN. Bilinear interpolation was used for the scaling operation. A copy of the original 
image was saved. 

b. The pixel values were centred for efficient weight updates of the Segmentation CNN. 

3. Remove irrelevant regions 

a. The scaphoid was segmented by the Segmentation CNN. 

b. The resulting segmentation mask was binarized using a threshold of 0.5. 

c. The segmentation mask was smoothed using morphological closing. A large kernel size of 12×12 
pixels was used to potentially prevent disjointed masks in severe fracture cases. When evaluating the 
Segmentation CNN, a smaller kernel size of 7×7 pixels was used. 

d. The largest cluster of mask pixels was selected via a connected component analysis. Other mask 
pixels were removed. 

e. The segmentation mask was resized back to the original scaphoid size by reverting the resize 
operation in step 2a. 

f. The bounding box of the segmentation mask was calculated, and its height and width were enlarged 
by 20% for providing limited context information to the Detection CNN. Any rotation augmentation 
was applied before the cropping operation. 

g. The original image (saved at step 2a) was cropped to the bounding box. 

4. Standardize image crop 

a. The contrast of the cropped image was normalized using the contrast stretching method. The output 
value range was estimated on the image region within the non-enlarged bounding box (before applying 
rotation augmentation). 

b. The image crop was resized so that the longest side (height or width) matched 400 pixels while 
maintaining the original aspect ratio. Bilinear interpolation was used for the scaling operation. 

c. The pixel values were recentred for efficient weight updates of the Detection CNN. 

d. The image crop was made square by applying zero padding. 

Appendix E5. Training Procedure 
The Segmentation CNN was randomly initialized using He’s normal initialization (6) 
(intermediate layers) and Xavier normal initialization (7) (output layer) for efficient weight 
optimization. The ADAM optimizer (8) (β1 = 0.9, β2 = 0.999) was used to update the weights by 
minimizing the binary cross entropy loss averaged over the pixels of a single image: 

   
1

1 log 1 log(1 )
N

i i i i
i

y p y p
N 

    , 

where N is the number of pixels in the image, and yi and pi are respectively a binary label and 
probability indicating whether the pixel belongs to the scaphoid. The initial learning rate was set 
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to 1 × 10−5 and it was reduced to 1 × 10−6 when the loss did not decrease for 10 epochs. This 
way, a better set of weights could be found. The network was trained until convergence. 

The Detection CNN was initialized with weights pretrained on the ImageNet database (9) 
and was then fine-tuned on Dataset 2. Again, the ADAM optimizer (8) (β1 = 0.9, β2 = 0.999) 
was used for weight optimization and minimized the categorical cross entropy loss averaged over 
a mini-batch of eight images: 

 , ,
1 1

1 log
N C

i j i j
i j

y p
N  

 , 

where N is the number of images in the mini-batch, C is the number of classes, and yi,j and pi,j are 
respectively a binary label and probability indicating whether the image depicts a scaphoid 
fracture. Stratified mini-batch sampling was applied so that each min-batch contained an equal 
number of fracture and nonfracture images, correcting class imbalance. Mini-batch gradient 
descent was used instead of stochastic gradient descent, as the DenseNet architecture contains 
batch normalization layers (10). The initial learning rate was set to 1 × 10−4 and it was reduced 
by a factor 10 whenever the loss did not decrease for 10 epochs (the minimum learning rate was 
1 × 10−6). The training process was ended upon convergence. 

In both training configurations, data augmentations were applied to the images to 
improve generalization. Table E4 provides an overview of the data augmentations and the 
corresponding parameters settings that were used when training each network. The data 
augmentations were applied using the Albumentations image augmentation library (11) (except 
for shifting the bounding box and applying Gaussian noise). 

Appendix E6. Class Activation Map Generation Procedure 
The class activation maps for localizing scaphoid fractures were calculated using the Smooth 
Grad-CAM++ method (12). The idea behind this method is that more coherent class activation 
maps can be obtained by first calculating the gradients of the output with respect to each pixel in 
a set of feature maps and then conducting a gradient-weighted summation of these feature maps. 
This process is repeated several times while putting a small amount of Gaussian noise on the 
input image, and then the resulting maps are averaged. The calculations in the current study were 
based on the set of feature maps of the last convolutional layer in the network (with batch 
normalization applied). The final class activation map was averaged over 25 iterations, and the 
standard deviation of the Gaussian noise was set to 0.15. 

Appendix E7. Receiver Operating Characteristic Curve on Dataset 2 
Figure E4 shows the mean ROC curve of the Detection CNN on Dataset 2 from the five-fold 
cross-validation procedure. 

Appendix E8. Occult Scaphoid Fractures 
Figure E5 shows an overview of all scaphoid fractures in Dataset 3 that were occult to the 
average radiologist (confidence score < 0.5) but were detected by the Detection CNN with 
maximum certainty (confidence score > 0.99). The image crops that were fed into the Detection 
CNN and the corresponding class activation maps are presented in pairs. 
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Variable Dataset 1 Dataset 2 Dataset 3 
KVP 46.04 ± 2.37 33.59 ± 19.27 44.81 ± 11.04 
Exposure (mAs) 2.31 ± 0.57 2.06 ± 1.25 1.89 ± 0.47 
Manufacturers 
x-ray devices 

Philips Healthcare 
Siemens Healthcare 
Canon Inc. 

Siemens Healthcare 
Agfa Healthcare 
Canon Inc. 

Philips Healthcare 

Model names 
x-ray devices 

DigitalDiagnost* (Philips) 
FD-X* (Siemens) 
Fluorospot Compact FD* 
(Siemens) 
CXDI (Canon) 
DuraDiagnostCompact (Philips) 
MobileDiagnost wDR (Philips) 

FD-X* (Siemens) 
Fluorospot Compact FD* (Siemens) 
ADC Compact Plus* (Agfa) 
ADC 5146/51xx* (Agfa) 
ADC Solo (Agfa) 
CXDI (Canon) 
DX-G (Agfa) 

DigitalDiagnost* 
PCR Eleva* 
Essenta DR 
DuraDiagnostCompact 
MobileDiagnost wDR 

Note.—The mean KVP and exposure are reported with the standard deviation. The model names of the x-ray 
devices are listed in descending order of frequency: the names marked with an asterisk account for 90% or more of 
the data. Abbreviations: KVP = kilovoltage peak, mAs = milliampere-seconds. 

Table E2: Additional Imaging Parameters of the Reference CT Scans for Dataset 3 
Variable Value 
KVP 100 ± 0 
x-ray tube current (mA) 63.43 ± 40.93 
Exposure (mAs) 72.69 ± 28.67 
Exposure time (msec) 1527.99 ± 730.80 
Slice thickness (mm) 1.06 ± 0.23 
CT rows and columns 949 ± 306 (rows) 

610 ± 75 (columns) 
Pixel spacing (mm) 0.305 ± 0.154 
Focal (s) spot size (mm) 1.15 ± 0.15 
Convolution kernels B60s*, B75f*, T20s*, T20f*, B75h*, B80f*, B50f, B60f, B10f, 

I50f, B20f, B70s, D50f, B70f, D30f, B10s, D30s 
Manufacturers 
CT scanners 

Siemens Healthcare 

Model names 
CT scanners 

Sensation 64* 
SOMATOM Definition AS+* 
SOMATOM Definition Flash 

Note.—The mean KVP, x-ray tube current, exposure (time), slice thickness, CT rows and columns, pixel spacing, 
and focal spot size are reported with the standard deviation. For these attributes, outlier values outside the first and 
99th percentiles were removed. The applied convolution kernels and model names of the CT scanners are listed in 
order of descending frequency: the kernels and names marked with an asterisk account for 90% or more of the data. 
Abbreviations: KVP = kilovoltage peak, mA = milliampere, mAs = milliampere-seconds, msec = milliseconds, mm 
= millimeters. 

Table E3: Overview of the Segmentation Network Architecture and 
Hyperparameter Settings 
Encoder layers Activation Output shape 

(channels × height × width) 
Hyperparameter settings 

Input image — 1 × 1600 × 1600 — 
Convolution LReLU 16 × 800 × 800 kernel size = 4, stride = 2, padding = 1 
Convolution LReLU 32 × 400 × 400 kernel size = 4, stride = 2, padding = 1 
Convolution LReLU 64 × 200 × 200 kernel size = 4, stride = 2, padding = 1 
Convolution LReLU 128 × 100 × 100 kernel size = 4, stride = 2, padding = 1 
Convolution LReLU 256 × 50 × 50 kernel size = 4, stride = 2, padding = 1 
Convolution LReLU 512 × 25 × 25 kernel size = 4, stride = 2, padding = 1 
Decoder layers Activation Output shape 

(channels × height × width) 
Hyperparameter settings 

Latent variable — 512 × 25 × 25 — 
Upsample — 512 × 50 ×50 upscale factor = 2, mode = 'nearest' 
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Convolution LReLU 256 × 50 ×50 kernel size = 5, stride = 1, padding = 2 
Upsample — 256 × 100 × 100 upscale factor = 2, mode = 'nearest' 
Convolution LReLU 128 × 100 × 100 kernel size = 5, stride = 1, padding = 2 
Upsample — 128 × 200 × 200 upscale factor = 2, mode = 'nearest' 
Convolution LReLU 64 × 200 × 200 kernel size = 5, stride = 1, padding = 2 
Upsample — 64 × 400 × 400 upscale factor = 2, mode = 'nearest' 
Convolution LReLU 32 × 400 × 400 kernel size = 5, stride = 1, padding = 2 
Upsample — 32 × 800 × 800 upscale factor = 2, mode = 'nearest' 
Convolution LReLU 16 × 800 × 800 kernel size = 5, stride = 1, padding = 2 
Upsample — 16 × 1600 ×1600 upscale factor = 2, mode = 'nearest' 
Convolution Sigmoid 1 × 1600 ×1600 kernel size = 5, stride = 1, padding = 2 

Note.—Zero-padding was added to each side of the input. The angle of the negative slope of the leaky rectified 
linear unit (LReLU) activation function was set to 0.2. 

Table E4: Overview of the Data Augmentations and Parameter Settings 
Augmentation Segmentation 

CNN 
Detection 
CNN 

Settings 

   Parameter Value 
Horizontal flip ✓ ✓   
Image shift ✓  shift factor range 

(height and width) 
[-0.0625, 0.0625] 

Bounding box shift*  ✓ shift range in pixels 
(height and width) 

[-10, 10] 

Scale ✓  scaling factor range [-0.1, 0.1] 
Rotate ✓ ✓ rotation range in degrees [-45, 45] 

(segmentation) 
[-20, 20] (detection) 

Grid distortion ✓  count of grid cells on each side 5 
   distortion range [-0.03, 0.03] 
Elastic transform ✓  alpha 1 
   sigma 50 
   alpha affine range [-50, 50] 
Brightness ✓  brightness factor range [0, 0.4] 
Contrast ✓  contrast factor range [0, 0.4] 
Gaussian noise*  ✓ mean 0 
   standard deviation [0.01, 0.05] 

Note.—All data augmentations were applied with 50% to each image (segmentation) or mini-batch (detection). 

* These augmentations were not applied using the Albumentations image augmentation library. 
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Figure E1: Flowchart for the inclusion and exclusion of samples in Dataset 1. The 
number of x-rays at each step is denoted with n. Radboudumc = Radboud University 
Medical Center, JBZ = Jeroen Bosch Ziekenhuis. 1 only x-rays with a posterior-anterior 
or anterior-posterior projection of the hand in a neutral position were selected. 2 due to 
implants, excessive damage or malformation, underdevelopment (children), incomplete 
depiction, insufficient image quality, resection of the scaphoid, or a wrong projection 
(non-frontal). 
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Figure E2: Flowchart for the inclusion and exclusion of samples in Dataset 2. The 
number of studies at each step is denoted with n. Radboudumc = Radboud University 
Medical Center. 1 x-rays with a posterior-anterior or anterior-posterior projection of the 
hand in a neutral position. 2 a pre-selection was made by including studies with the 
scaphoid mentioned in the report and by excluding studies containing series 
descriptions mentioning fingers or a cast. 3 exclusion due to casts, implants, excessive 
damage or malformation, underdevelopment (children), incomplete depictions, 
insufficient image quality, resections, wrong projections (non-frontal), studies unrelated 
to bone fracture diagnosis, or unclear or non-definitive fracture diagnosis. 4 additional 
collection of non-fracture cases was stopped due to the excess of samples in this 
category. 
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Figure E3: Flowchart for the inclusion and exclusion of samples in Dataset 3. The 
number of studies at each step is denoted with n. JBZ = Jeroen Bosch Ziekenhuis. 1 all 
available studies from 2011 till 2018 were included, five studies from 2018 to 2020 were 
randomly added to increase the number of fracture studies in retrospect; there was no 
patient overlap between Dataset 1 and 3. 2 x-rays with a posterior-anterior or anterior-
posterior projection of the hand in a neutral position. 3 additional collection of non-
fracture cases was stopped due to the excess of samples in this category. 4 exclusion 
due to casts, implants, excessive damage or malformation, underdevelopment 
(children), incomplete depictions, insufficient image quality, resections, wrong 
projections (non-frontal), old scaphoid fractures, studies unrelated to bone fracture 
diagnosis, or unclear or nondefinitive fracture diagnosis. 5 studies were selected via the 
hierarchy: (1th) earliest x-ray study with earliest reference CT study, (2th) hand study, 
(3th) wrist study, (4th) scaphoid study; series were selected via the same x-ray type 
hierarchy. 

 

Figure E4: Mean receiver operating characteristic curve for the detection 
convolutional neural network (CNN) (blue line) obtained from five-fold cross-validation 
on Dataset 2 (1165 fracture cases, 1835 non-fracture cases). The black line represents 
no ability to discriminate between fractures and non-fractures. AUC = area under the 
curve 
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Figure E5: Overview of all scaphoid fracture cases in Dataset 3 that were occult to the 
average radiologist but were detected with maximum certainty by the detection 
convolutional neural network (CNN). The class activation maps (CAMs) provide visual 
evidence for the decisions of the CNN and indicate possible fracture locations. The 
interpretation of the CAMs follows from the color coding of a heat map, in which pixel 
regions with a warm color signify a greater influence on the final decision of the network 
than regions with a cold color. 
 




