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Topics to be covered 

 

Introduction to Information Retrieval:Boolean Model, Vector model, Probabilistic Model, Text 

based search: Tokenization,TF-IDF, stop words and n-grams, synonyms and parts of speech 

tagging. 

------------------------------------------------------------------------------------------------------------------------------------------ 

 

Introduction to Information Retrieval 

The goal of information retrieval (IR) is to provide users with those documents that will satisfy 

their information need. We use the word "document" as a general term that could also include 

non-textual information, such as multimedia objects. Users have to formulate their information 

need in a form that can be understood by the retrieval mechanism. There are several steps 

involved in this translation process that we will briefly discuss below. Likewise, the contents of 

large document collections need to be described in a form that allows the retrieval mechanism 

to identify the potentially relevant documents quickly. In both cases, information may be lost in 

the transformation process leading to a computer-usable representation. Hence, the matching 

process is inherently imperfect.  

Information seeking is a form of problem solving. It proceeds according to the interaction 

among eight sub processes: problem recognition and acceptance, problem definition, search 

system selection, query formulation, query execution, examination of results (including 

relevance feedback), information extraction, and reflection/iteration/termination. To be able to 

perform effective searches, users have to develop the following expertise: knowledge about 

various sources of information, skills in defining search problems and applying search 

strategies, and competence in using electronic search tools.  

The information need can be understood as forming a pyramid, where only its peak is made 

visible by users in the form of a conceptual query. The conceptual query captures the key 

concepts and the relationships among them. It is the result of a conceptual analysis that 

operates on the information need, which may be well or vaguely defined in the user's mind. 

This analysis can be challenging, because users are faced with the general "vocabulary 

problem" as they are trying to translate their information need into a conceptual query.  

This problem refers to the fact that a single word can have more than one meaning, and, 

conversely, the same concept can be described by surprisingly many different words. Further, 

the concepts used to represent the documents can be different from the concepts used by the 

user. The conceptual query can take the form of a natural language statement, a list of 

concepts that can have degrees of importance assigned to them, or it can be statement that 

coordinates the concepts using Boolean operators. Finally, the conceptual query has to be 

translated into a query surrogate that can be understood by the retrieval system. 
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Boolean Model 

A fat book which many people own is Shakespeare's Collected Works. Suppose you wanted to 

determine which plays of Shakespeare contain the words Brutus AND Caesar and NOT 

Calpurnia. One way to do that is to start at the beginning and to read through all the text, 

noting for each play whether it contains Brutus and Caesar and excluding it from consideration 

if it contains Calpurnia. The simplest form of document retrieval is for a computer to do this 

sort of linear scan through documents. This process is commonly referred to as grepping 

through text, after the Unix command grep, which performs this process. Grepping through text 

can be a very effective process, especially given the speed of modern computers, and often 

allows useful possibilities for wildcard pattern matching through the use of. With modern 

computers, for simple querying of modest collections (the size of Shakespeare's Collected 

Works is a bit under one million words of text in total), you really need nothing more.  

But for many purposes, you do need more:  

1. To process large document collections quickly. The amount of online data has grown at 

least as quickly as the speed of computers, and we would now like to be able to search 

collections that total in the order of billions to trillions of words.  

2. To allow more flexible matching operations. For example, it is impractical to perform the 

query Romans NEAR countrymen with grep, where NEAR might be defined as ``within 5 

words'' or ``within the same sentence''.  

3. To allow ranked retrieval: in many cases you want the best answer to an information 

need among many documents that contain certain words.  

The way to avoid linearly scanning the texts for each query is to index the documents in 

advance. Let us stick with Shakespeare's Collected Works, and use it to introduce the basics of 

the Boolean retrieval model. Suppose we record for each document - here a play of 

Shakespeare's - whether it contains each word out of all the words Shakespeare used 

(Shakespeare used about 32,000 different words). The result is a binary term-document 

incidence matrix, as in Figure. Terms are the indexed units; they are usually words, and for the 

moment you can think of them as words, but the information retrieval literature normally 

speaks of terms because some of them, such as perhaps I-9 or Hong Kong are not usually 

thought of as words. Now, depending on whether we look at the matrix rows or columns, we 

can have a vector for each term, which shows the documents it appears in, or a vector for each 

document, showing the terms that occur in it.  

 

 
Figure 1: Boolean Model Example 
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To answer the query Brutus AND Caesar AND NOT Calpurnia, we take the vectors for Brutus, 

Caesar and Calpurnia, complement the last, and then do a bitwise AND:  

110100 AND 110111 AND 101111 = 100100  

The answers for this query are thus Antony and Cleopatra and Hamlet (Figure).  

The Boolean retrieval model is a model for information retrieval in which we can pose any 

query which is in the form of a Boolean expression of terms, that is, in which terms are 

combined with the operators and, or, and not. The model views each document as just a set of 

words.  

 

Figure 2: Results from Shakespeare for the query Brutus AND Caesar AND NOT Calpurnia 

 

Vector Space Model  

The vector space model represents the documents and queries as vectors in a multidimensional 

space, whose dimensions are the terms used to build an index to represent the documents. The 

creation of an index involves lexical scanning to identify the significant terms, where 

morphological analysis reduces different word forms to common "stems", and the occurrence 

of those stems is computed. Query and document surrogates are compared by comparing their 

vectors, using, for example, the cosine similarity measure. In this model, the terms of a query 

surrogate can be weighted to take into account their importance, and they are computed by 

using the statistical distributions of the terms in the collection and in the documents. The 

vector space model can assign a high ranking score to a document that contains only a few of 

the query terms if these terms occur infrequently in the collection but frequently in the 

document. The vector space model makes the following assumptions:  

1) The more similar a document vector is to a query vector; the more likely it is that the 

document is relevant to that query.  

2) The words used to define the dimensions of the space are orthogonal or independent. While 

it is a reasonable first approximation, the assumption that words are pair wise independent is 

not realistic.  

 

Probabilistic Model  

The probabilistic retrieval model is based on the Probability Ranking Principle, which states that 

an information retrieval system is supposed to rank the documents based on their probability 

of relevance to the query, given all the evidence available. The principle takes into account that 

there is uncertainty in the representation of the information need and the documents. There 

can be a variety of sources of evidence that are used by the probabilistic retrieval methods, and 
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the most common one is the statistical distribution of the terms in both the relevant and non-

relevant documents.  

 

 Different theoretical foundations (assumptions) for IR 

◦ Boolean model:  

 Used in specialized area 

 Not appropriate for general search alone – often used as a pre-filtering 

◦ Vector space model: 

 Robust 

 Good experimental results 

◦ Probabilistic models: 

 Difficulty to estimate probabilities accurately 

 Modified version (BM25) – excellent results 

 Regression models: 

 Need training data 

 Widely used (in a different form) in web search 

 Learning to rank (a later lecture) 

 

Text based search: Tokenization 

The process of segmenting running text into words and sentences. 

Electronic text is a linear sequence of symbols (characters or words or phrases). Naturally, 

before any real text processing is to be done, text needs to be segmented into linguistic units 

such as words, punctuation, numbers, alpha-numeric, etc. This process is called tokenization. 

In English, words are often separated from each other by blanks (white space), but not all white 

spa e is e ual. Both Los A geles  a d o k ' ' oll  a e i di idual thoughts despite the fa t 
that they contain multiple words and spaces. We may also need to separate single words like 

I'  i to sepa ate o ds I  a d a . 
Tokenization is a kind of pre-processing in a sense; an identification of basic units to be 

processed. It is conventional to concentrate on pure analysis or generation while taking basic 

units for granted. Yet without these basic units clearly segregated it is impossible to carry out 

any analysis or generation. 

The identification of units that do not need to be further decomposed for subsequent 

processing is an extremely important one. Errors made at this stage are very likely to induce 

more errors at later stages of text processing and are therefore very dangerous. 

 

What counts as a token in NLP? 

The notion of a token must first be defined before computational processing can proceed. 

There is more to the issue than simply identifying strings delimited on both sides by spaces or 

punctuation. 

Different notions depend on different objectives, and often different language backgrounds. 

A token is  

1. Linguistically significant 

2. Methodologically useful 
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Webster and Kit suggest that finding significant tokens depends on the ability to recognize 

patterns displaying significant collocation. Rather than simply relying on whether a string is 

bounded by delimiters on either side, segmentation into significant tokens relies on a kind of 

pattern recognition. 

Consider this hypothetical speech transcription: 

Where is meadows dr who asked? 

Collocation patterns could help determine if this is about meadows dr (Drive) or dr (Doctor) 

who. 

 

Standard (White Space) Tokenization 

Word tokenization may seem simple in a language that separates words by a special 'space' 

character. However, not every language does this (e.g. Chinese, Japanese, Thai), and a closer 

examination will make it clear that white space alone is not sufficient even for English.  

 

Addressing Specific Challenges 

Tokenization is generally considered as easy relative to other tasks in natural language, and one 

of the more uninteresting tasks (for English and other segmented languages). However, errors 

made in this phase will propagate into later phases and cause problems. To address this 

problem, a number of advanced methods which deal with specific challenges in tokenization 

have been developed to complement standard tokenizers. 

Bob Carpenter states that tokenization is particularly vexing in the bio-medical text domain, 

where there are tons of words (or at least phrasal lexical entries) that contain parentheses, 

hyphens, and so on, and that this turned out to be a problem for WordNet). 

A othe  halle ge fo  toke izatio  is di t  te t . Not all te t has ee  passed through an 

editing and spell-check process. Text extracted automatically from PDFs, database fields, or 

other sources may contain inaccurately compounded tokens, spelling errors and unexpected 

characters. In some cases, when text is stored in a database in fixed fields, with multiple lines 

per object, fields sometimes need to be reassembled but the spaces have (inconsistently) been 

trimmed. 

It is not safe to make the assumption that source text will be perfect. A tokenizer must often be 

customized to the data in question. 

 

Low-Level vs High-Level Tokenization 

Dete i i g if t o o  o e o ds should sta d togethe  to fo  a si gle toke  like ‘atio al 
“oft a e A hite t  ould e a high-level tokenization task. High-level segmentation is much 

more linguistically motivated than 'low-level' segmentation, and requires (at a minimum) 

relatively shallow linguistic processing. 

 

Steps in Low Level Tokenization 

 

Step 1: Segmenting Text into Words 

The first step in the majority of text processing applications is to segment text into words. 

In all modern languages that use a Latin-, Cyrillic-, or Greek-based writing system, such as 

English and other European languages, word tokens are delimited by a blank space. Thus, for 
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such languages, which are called segmented languages; token boundary identification is a 

somewhat trivial task since the majority of tokens are bound by explicit separators like spaces 

and punctuation. A simple program which replaces white spaces with word boundaries and cuts 

off leading and trailing quotation marks, parentheses and punctuation already produces a 

reasonable performance. 

The majority of existing tokenizers signal token boundaries by white spaces. Thus, if such a 

tokenizer finds two tokens directly adjacent to each other, as, for instance, when a word is 

followed by a comma, it inserts a white space between them. 

The example given in a following section will show how a standard white space tokenizer fares 

in a more complex example 

 

Step 2: Handling Abbreviations 

In English and other Indo-European languages although a period is directly attached to the 

previous word, it is usually a separate token which signals the end of the sentence. However, 

when a period follows an abbreviation it is an integral part of this abbreviation and should be 

tokenized together with it. 

the dr. lives in a blue box. 

Without addressing the challenge posed by abbreviation, this line would be delimited into 

the dr.   lives in a blue box.  

Unfortunately, universally accepted standards for many abbreviations and acronyms do not 

exist.  

The most widely adopted approach to the recognition of abbreviations is to maintain a list of 

known abbreviations. Thus during tokenization a word with a trailing period can be looked up in 

such a list and, if it is found there, it is tokenized as a single token; otherwise the period is 

tokenized as a separate token. Naturally, the accuracy of this approach depends on how well 

the list of abbreviations is tailored to the text under processing. There will almost certainly be 

abbreviations in the text which are not included in the list. Also, abbreviations in the list can 

coincide with common words and trigger erroneous tokenization. For instance, `in' can be an 

abbreviation for `inches; `no' can be an abbreviation for `number, `bus' can be an abbreviation 

for `business; `sun' can be an abbreviation for `Sunday; etc. 

The following lists are by no means comprehensive: 

Common Acronyms with Punctuation  

1. I.O.U. 

2. M.D. 

3. N.B. 

4. P.O. 

5. U.K. 

6. U.S. 

7. U.S.A. 

8. P.S. 

 

Common Words containing Periods  

1. .c 

2. mr. 
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3. mrs. 

4. .com 

5. dr. 

6. .sh 

7. .java 

8. st. 

 

Step 3: Handling Hyphenated Words 

Segmentation of hyphenated words answers a question `One word or two?' 

Hyphenated segments present a case of ambiguity for a tokenizer-sometimes a hyphen is part 

of a token, i.e. self-assessment, F-15, forty-two and sometimes it is not e.g. Los Angeles-based.  

Segmentation of hyphenated words is task dependent. For instance, part-of-speech taggers 

(Chapter ii) usually treat hyphenated words as a single syntactic unit and therefore prefer them 

to be tokenized as single tokens. On the other hand named entity recognition (NER) systems 

(Chapter 30) attempt to split a named entity from the rest of a hyphenated fragment; e.g. in 

parsing the fragment `Moscow-based' such a system needs `Moscow' to be tokenized 

separately from `based' to be able to tag it as a location. 

Types of Hyphens:  

1. End-of-Line Hyphen 

2. True Hyphen  

1. Lexical Hyphen 

2. Sententially Determined Hyphenation 

 

End-of-Line Hyphen 

End-of-line hyphens are used for splitting whole words into parts to perform justification of text 

during typesetting. Therefore they should be removed during tokenization because they are not 

part of the word but rather layouting instructions. 

 

True Hyphen 

True hyphens, on the other hand, are integral parts of complex tokens, e.g.forty-seven, and 

should therefore not be removed. Sometimes it is difficult to distinguish a true hyphen from an 

end-of-line hyphen when a hyphen occurs at the end of a line. 

 

Lexical Hyphen 

Hyphenated compound words which have made their way into standard language vocabularly. 

For instance, certain prefixes (and less commonly suffixes) are often written hyphenated, e.g. 

co-, pre-, meta-, multi-, etc. 

 

Sententially Determined Hyphenation 

Here hyphenated forms are created dynamically as a mechanism to prevent incorrect parsing of 

the phrase in which the words appear. There are several types of hyphenation in this class. One 

is created when a noun is modified by an `ed'-verb to dynamically create an adjective, e.g. case-

based, computer-linked, and hand-delivered. Another case involves an entire expression when 

it is used as a modifier in a noun group, as in a three-to-five-year direct marketing plan. In 
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treating these cases a lexical look-up strategy is not much help and normally such expressions 

are treated as a single token unless there is a need to recognize specific tokens, such as dates, 

measures, names, in which case they are handled by specialized sub grammars 

This hypothetical sentence has many challenges: 

 

The New York-based co-operative was fine- tuning forty-two K-9-like models.  

Token Type 

New York-based Sentential 

co-operative Lexical 

fine-tuning 

End-of-Line, but could also be considered a 

Lexical hyphen based on the author's stylistic 

preferences. 

Forty-two Lexical 

K-9-like Lexical and Sentential 

 

 

Step 3: Numerical and special expressions 

Examples:  

1. Email addresses 

2. URLs 

3. Complex enumeration of items 

4. Telephone Numbers 

5. Dates 

6. Time 

7. Measures 

8. Vehicle Licence Numbers 

9. Paper and book citations 

10. etc 

These can produce a lot of confusion to a tokenizer because they usually involve rather complex 

alpha numerical and punctuation syntax.  

Take phone numbers for example -  

A variety of formats exist:  

1. 123-456-7890 

2. (123)-456-7890 

3. 123.456.7890 

4. (123) 456-7890 

5. etc 

A pre-processor should be designed to recognize phone numbers and perform normalization. 

All phone numbers would then be in a single format, making the job of a tokenizer easier. 

Date/Time Formats: 

1. 8th-Feb 

2. 8-Feb-2013 
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3. 02/08/13 

4. February 8th, 2013 

5. Feb 8th 

6. etc 

A pre-processor could recognize all these distinct variations and normalize into a single 

expression. 

Tokenization Example 

"I said, 'what're you? Crazy?'" said Sandowsky. "I can't afford to do that."  

  

Naïve 

Whitespace 

Parser 

Apache Open 

NLP 1.5.2 (using 

en-token.bin) 

Stanford 2.0.3 Custom 

Hypothetical 

Tokenizer (Ideal 

Tokenization) 

1      

2 i i i i i 

3 said, said said said said 

4  , , , , 

5 'what're 'what ` ' ' 

6   what what're what 

7  're 're  are 

8 you? you you you you 

9  ? ? ? ? 

10 az ?'  crazy crazy crazy crazy 

11  ? ? ? ? 

12  ' ' ' ' 

13 said said said said said 

14 sandowsky. sandowsky sandowsky sandowsky sandowsky 

15  . . . . 

16  ' ' '  

17 'i i i i i 

18 can't ca ca can't can 

19  n't n't  not 

20 afford afford afford afford afford 

21 to to to to to 

22 do do do do do 

23 that.' that that 

 

that that 

24  . . . . 
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25  ' ' ' ' 

The naïve white space parser is shown to perform poorly here. 

The Stanford tokenizer does somewhat better than the OpenNLP tokenizer, which is to be 

expected. The custom parser (included in the appendix) in the 4th column, does a nearly 

perfect job, though without the enclitic expansion shown in the first hypothetical pass. 

The more accurate (and complex) segmentation process in the fourth and fifth columns require 

a morphological parsing process. 

We can address some of these issues in the first three examples by treating punctuation, in 

addition to white space, as a word boundary. But punctuation often occurs internally, in 

examples like u.s.a., Ph.D., AT&T, ma'am, cap'n, 01/02/06 and stanford.edu. Similarity, 

assuming we want 7.1 or 82.4 as a word, we can't segment on every period, since that would 

segment these into "7" and "1" and "82" and "4". Should "data-base" be considered two 

separate tokens or a single token? The number "$2,023.74" should be considered a single 

token, but in this case, the comma and period do not represent delimiters, where in other cases 

they might. And should the "$" sign be considered part of that token, or a separate token in its 

own right? 

The java.util.SimpleTokenizer class in Java is an example of a white space tokenizer, where you 

can define the set of characters that mark the boundaries of tokens. Another Java class, 

java.text.BreakIterator, can identify word or sentence boundaries, but still does not handle 

ambiguities. 

  

Named Entity Extraction 

It's almost impossible to separate tokenization from named entity extraction. It really isn't 

possible to come up with a generic set of rules that will handle all ambiguous cases within 

English; the easiest approach is usually just to have multi-word expression dictionaries. 

Install Rational Software Architect on AIX 5.3  

  Naïve Whitespace Parser 
Hypothetical Tokenizer  

(Ideal Tokenization) 

1 install install 

2 rational rational software architect for websphere 

3 software  

4 architect  

5 for  

6 websphere  

7 on on 

8 aix aix 5.3 

9 5.3  

Dictionaries will have to exist that express to the tokenization process that "Rational Software 

Architect for WebSphere" is a single token (a product), and "AIX 5.3" is likewise a single 

product. 
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TF-IDF 

Google has already been using TF*IDF (or TF-IDF, TFIDF, TF.IDF, Artist formerly known as Prince) 

as a ranking factor for your content for a long time, as the search engine seems to focus more 

on term frequency rather than on counting keywords. While the visual complexity of the 

algorithm might turn a lot of people off, it is important to recognize that understanding TF*IDF 

is not as significant as knowing how it works. 

 

TF*IDF is used by search engines to better understand content which is undervalued. For 

e a ple, if ou d a t to sea h a te  Coke  o  Google, this is ho  Google a  figu e out if a 
page titled COKE  is about: 

a) Coca-Cola. 

b) Cocaine. 

c) A solid, carbon-rich residue derived from the distillation of crude oil. 

d) A county in Texas. 

What is TF*IDF? 

TF*IDF is a  i fo atio  et ie al te h i ue that eighs a te s f e ue  TF  a d its i e se 
document frequency (IDF). Each word or term has its respective TF and IDF score. The product 

of the TF and IDF scores of a term is called the TF*IDF weight of that term. 

Put simply, the higher the TF*IDF score (weight), the rarer the term and vice versa. 

The TF*IDF algorithm is used to weigh a keyword in any content and assign the importance to 

that keyword based on the number of times it appears in the document. More importantly, it 

checks how relevant the keyword is throughout the web, which is referred to as corpus. 

For a term t in a document d, the weight Wt,d of term t in document d is given by: 

Wt,d = TFt,d log (N/DFt) 

Where: 

 TFt,d is the number of occurrences of t in document d. 

 DFt is the number of documents containing the term t. 

 N is the total number of documents in the corpus. 

 

Let s defi e this o e o etel . 
TF*IDF Defined 

The TF (term frequency) of a word is the frequency of a word (i.e. number of times it appears) 

i  a do u e t. Whe  ou k o  it, ou e a le to see if ou e usi g a te  too u h o  too 
little. 

Fo  e a ple, he  a  o d do u e t o tai s the te  at   ti es, the TF fo  the o d 
at  is 

TFcat = 12/100 i.e. 0.12 

The IDF (inverse document frequency) of a word is the measure of how significant that term is 

in the whole corpus. 

For example, sa  the te  at  appea s  a ou t of ti es i  a , ,  illio  do u e t-

sized o pus i.e. e . Let s assu e the e a e .  illio  do u e ts that o tai  the te  
at , the  the IDF i.e. log {DF}  is gi e   the total u e  of do u e ts , ,000) 

di ided  the u e  of do u e ts o tai i g the te  at  , . 
IDF (cat) = log (10,000,000/300,000) = 1.52 
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∴ Wcat = (TF*IDF) cat = 0.12 * 1.52 = 0.182 

No  that ou ha e this figu ed out ight? , let s look at ho  this a  e efit ou. 
 

How you can benefit from using TF*IDF 

Gather words. Write your content. Run a TF*IDF report for your words and get their weights. 

The higher the numerical weight value, the rarer the term. The smaller the weight, the more 

common the term. Compare all the terms with high TF*IDF weights with respect to their search 

volumes on the web. Select those with higher search volumes and lower competition. Work 

smart. 

A good ule of thu  is, the o e ou  o te t akes se se  to the use , the o e eight it is 
assigned by the search engine. With words having a high TF*IDF weight in your content, your 

content will always be among the top search results, so you can: 

 stop worrying about using the stop-words, 

 successfully hunt words with higher search volumes and lower competition, 

 be sure to have words that make your content unique and relevant to the user, etc. 

 

Stop words 

What can we use n-gram models for? Given the probabilities of a sentence we can determine 

the likelihood of an automated machine translation being correct, we could predict the next 

most likely word to occur in a sentence, we could automatically generate text from speech, 

automate spelling correction, or determine the relative sentiment of a piece of text. 

Dropping common terms: stop words  

 

 

Figure 3: A stop list of 25 semantically non-selective words which are common in Reuters-RCV1. 

 

Sometimes, some extremely common words which would appear to be of little value in helping 

select documents matching a user need are excluded from the vocabulary entirely. These words 

are called stop words. The general strategy for determining a stop list is to sort the terms by 

collection frequency (the total number of times each term appears in the document collection), 

and then to take the most frequent terms, often hand-filtered for their semantic content 

relative to the domain of the documents being indexed, as a stop list, the members of which 

are then discarded during indexing.  

An example of a stop list is shown in Figure above. Using a stop list significantly reduces the 

number of postings that a system has to store. And a lot of the time not indexing stop words 

does little harm: keyword searches with terms like the and by don't seem very useful. However, 

this is not true for phrase searches. The phrase query ``President of the United States'', which 

contains two stop words, is more precise than President AND ``United States''. The meaning of 

flights to London is likely to be lost if the word to is stopped out.  

We may think will be difficult if the first three words are stopped out, and the system searches 

simply for documents containing the word think. Some special query types are 
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disproportionately affected. Some song titles and well known pieces of verse consist entirely of 

words that are commonly on stop lists (To be or not to be, Let It Be, I don't want to be, ...).  

The general trend in IR systems over time has been from standard use of quite large stop lists 

(200-300 terms) to very small stop lists (7-12 terms) to no stop list whatsoever. Web search 

engines generally do not use stop lists. Some of the design of modern IR systems has focused 

precisely on how we can exploit the statistics of language so as to be able to cope with common 

words in better ways. 

 

N-Grams 

What is an n-gram? 

An n-gram is a contiguous sequence of n items from a given sequence of text. Given a sentence, 

s, we can construct a list of n-grams from s by finding pairs of words that occur next to each 

othe . Fo  e a ple, gi e  the se te e I a  “a  ou a  o st u t bigrams (n-grams of 

length 2) by finding consecutive pairs of words. 

>>> s = "I am Sam." 

>>> tokens = s.split(" ") 

>>> bigrams = [(tokens[i],tokens[i+1]) for i in range(0,len(tokens)-1)] 

>>> bigrams 

[('I', 'am'), ('am', 'Sam.')] 

Calculating n-gram Probability 

Given a list of n-grams we can count the number of occurrences of each n-gram; this count 

determines the frequency with which an n-gram occurs throughout our document. 

>>> from collections import Counter 

>>> count = Counter(bigrams) 

>>> count 

[(('am', 'Sam.'), 1), (('I', 'am'), 1)] 

With this small corpus we only count one occurrence of each n-gram. By dividing these counts 

by the size of all n-grams in our list we would get a probability of 0.5 of each n-gram occurring. 

Let s look a la ge  o pus of ords and see what the probabilities can tell us. The following 

sequence of bigrams was computed from data downloaded from HC Corpora. It lists the 20 

most frequently encountered bigrams out of 97,810,566 bigrams in the entire corpus. 

This data represents the most frequently used pairs of words in the corpus along with the 

number of times they occur. 

of the 421560 

in the 380608 

to the 207571 

for the 190683 

on the 184430 

to be 153285 

at the 128980 

and the 114232 

in a 109527 

with the 99141 

is a 99053 

Downloaded from  be.rgpvnotes.in

Page no: 13 Follow us on facebook to get real-time updates from RGPV

https://be.rgpvnotes.in
https://www.facebook.com/rgpvnotes.in
https://be.rgpvnotes.in


for a 90209 

from the 82223 

with a 78918 

will be 78049 

of a 78009 

I was 76788 

I have 76621 

going to 75088 

is the 70045 

By consulting our frequency table of bigrams, we can tell that the sentence There was heavy 

rain last night is much more likely to be grammatically correct than the sentence There was 

large rain last night by the fact that the bigram heavy rain occurs much more frequently than 

large rain in our corpus. Said another way, the probability of the bigram heavy rain is larger 

than the probability of the bigram large rain. 

Sentences as probability models 

More precisely, we can use n-gram models to derive a probability of the sentence, W, as the 

joint probability of each individual word in the sentence, wi. 

P(W) = P(w1, w2, ..., wn) 

This can be reduced to a sequence of n-grams using the Chain Rule of conditional probability. 

P(x1, x2, ..., xn) = P(x1)P(x2|x1)...P(xn|x1,...xn-1) 

As a o ete e a ple, let s p edi t the p o a ilit  of the se te e There was heavy rain. 

P('There was heavy rain') = P('There', 'was', 'heavy', 'rain') 

P('There was heavy rain') = P('There')P('was'|'There')P('heavy'|'There was')P('rain'|'There was 

heavy') 

Each of the terms on the right hand side of this equation are n-gram probabilities that we can 

estimate using the counts of n-grams in our corpus. To calculate the probability of the entire 

sentence, we just need to look up the probabilities of each component part in the conditional 

probability. 

Unfortunately, this formula does not scale since we cannot compute n-grams of every length. 

For example, consider the case where we have solely bigrams in our model; we have no way of 

k o i g the p o a ilit  `P ai | The e as  f o  ig a s. 
By using the Markov Assumption, we can simplify our equation by assuming that future states 

in our model only depend upon the present state of our model. This assumption means that we 

can reduce our conditional probabilities to be approximately equal so that: 

P('rain'|'There was heavy') ~ P('rain'|'heavy') 

More generally, we can estimate the probability of a sentence by the probabilities of each 

component part. In the equation that follows, the probability of the sentence is reduced to the 

p o a ilities of the se te e s i di idual ig a s. 
P('There was heavy rain') ~ P('There')P('was'|'There')P('heavy'|'was')P('rain'|'heavy') 

 

Synonyms 

“ea h fo  the o d auto o ile  at Google, a d the sea h e gi e ight e pa d ou  sea h 
to i lude esults fo  the o d a  as ell, si e it is a s o  of the o d auto o ile. 
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A ide tall  isspell the o d as auto o le  a d Google ight auto ati all  o e t ou  
spelli g e o  a d sea h fo  auto o ile.  

Follow that up with a search fo  the o d d i i g  a d Google ould e pa d ou  ue   
using a process called stemming to look at the root of the word (driv-) and adding common 

e di gs to it, to o e up ith, a d i lude i  the sea h, su h o ds as d i i g,  a d d i e .   
This kind of query expansion is aimed at providing searchers with better search results. This 

method of expanding queries might not happen yet (though it sometimes appears to for 

spelling corrections at least), and it might not happen in all searches.  

Typical approaches to query expansion include: 

 Stemming of words, 

 Correction of spelling errors, and; 

 Augmentating search queries by doing things such as using synonyms of words that 

occur in the original query. 

A couple of white papers from Google and a newly published patent application explore some 

of the ways that Google might use machine translation to find synonyms for words to expand 

the search terms that you might use.  

There are a few different ways that expanding queries using synonyms can be done.  

1) Synonyms for a word might be found in a thesaurus where those synonyms have been 

identified by experts, or a lexical ontology (an organized vocabulary of words).  

2) Synonyms might be identified from other search queries that are syntactically similar (an 

ordering of and relationship between words in phrases that are similar) to the original query.  

One challenge to those methods is when a word has multiple potential synonyms, with widely 

a i g ea i gs. Fo  e a ple, i  the ue  Ho  to ship a o ,  the o d ship  ould ha e 
s o s su h as oat  a d se d.   
If that query is expanded based upon the boat meaning, it might provide very irrelevant search 

esults to a sea he , ho p o a l  does t e pe t to see sea h esults elated to fishi g 
trawlers. 

Methods, systems and apparatus, including computer program products, for expanding search 

queries. One method includes receiving a search query, selecting a synonym of a term in the 

search query based on a context of occurrence of the term in the received search query, the 

synonym having been derived from statistical machine translation of the term, and expanding 

the received search query with the synonym and using the expanded search query to search a 

collection of documents. 

Alternatively, another method includes receiving a request to search a corpus of documents, 

the request specifying a search query, using statistical machine translation to translate the 

specified search query into an expanded search query, the specified search query and the 

expanded search query being in the same natural language, and in response to the request, 

using the expanded search query to search a collection of documents. 

Using Statistical Machine Translation (SMT) to find Synonyms 

The patent application goes into a good amount of detail on how Google might use statistical 

machine translation to translate a sequence of words from one language to another, to learn 

how words in different languages are related. If you want a detailed version of how statistical 

machine translatio  o ks, it s o th looki g at the pate t fili g fo  thei  des iptio .  
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The Google Research Blog, in a post from 2006 titled Statistical machine translation live, 

provides a much simpler explanation: 

Several research systems, including ours, take a different approach: we feed the computer with 

billions of words of text, both monolingual text in the target language, and aligned text 

consisting of examples of human translations between the languages. We then apply statistical 

learning techniques to build a translation model. 

So, how does SMT help find synonyms? 

The o d ship  i  a pa ti ula  o te t a  e t a slated to a othe  la guage the sa e a  
that the o d t a spo t  a  e. I  that o te t, the o d ship  is s o ous ith the o d 
t a spo t . “o, ou  e a ple a o e of a ue  su h as ho  to ship a o  ight ha e the sa e 

t a slatio  as ho  to t a spo t a o .   
The search might be expanded to include both queries – ho  to ship a o  as ell as ho  to 
t a spo t a o .  

A machine translation system may also collect information about words in the same language, 

to learn about how those words might be related. 

Approaches for Training a Statistical Machine Translation Model 

The first step is collecting a training set of words, possibly from a number of different sources, 

such as the following: 

1) Looking at Question-Answer Pairs 

Imagine looking at as many frequently asked questions pages as possible, and comparing how 

the same questions are answered differently (or similarly). Taking those questions and answers 

pairs, and using them as a training body for statistical machine learning might be helpful. 

2) Looking at Query and Snippet Pairs 

Look at the search results for a query in a search engine, and the snippets of those results. 

Perhaps look even closer at the results that have been selected and viewed more frequently 

and/or longer by people who searched using those query terms (possibly indicating that those 

snippets are more relevant for the query term searched with).  

Those query and snippet pairs might also be used as a training body for statistical machine 

learning. Text from the documents themselves, from anchor text in links pointing to those 

documents, and other information about words appearing in those results such as whether 

they were used in the page title, or if they are part of a string of text that is relevant to the 

query used may also be considered. 

3) Look at phrase and paraphrase pairs 

Like ou  e a ples a o e of ho  to ship a o ,  a d ho  to t a spo t a o ,  these ph ases 
can be translated into the same term in another language, and that term might be reasonably 

translated back into either phrase.  

Phrases and paraphrases might also be supplied manually be language experts. A body of 

synonyms and similar phrases might be collected from that approach.  

A ue  su h as ho  to e o e a aso  ight ield a t a slated sea h ue  of ho  to e 
a i kla e  usi g this app oa h. 
Using Context Maps with Synonyms 

Synonyms might be found during a search, or they might be prepared beforehand and used 

with a context map that pays attention to words that might appear to the left and right of one 
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of the words in a query phrase. The context map might be prepared before a search is ever 

conducted. 

Fo  e a ple, ith the ue  ho  to tie a o ,  the left a d ight o te t of the o d `tie` i  
that ue  is ho  to  a d a o .   
In the context map, the word tie may be associated with two synonyms, `equal` and `knot`. The 

o d k ot  ould e hose  as a s o  fo  tie  si e it also fits in well within the context 

fou d i  the o te t ap of ho  to  a d a o .  The ue  ight e e pa ded to so ethi g 
like [how to (tie or knot) a bow]. 

 

Part of Speech 

What is Part of Speech? 

The part of speech explains how a word is used in a sentence. There are eight main parts of 

speech - nouns, pronouns, adjectives, verbs, adverbs, prepositions, conjunctions and 

interjections. 

 
Figure 4: Part of speech components 

 

 Noun (N)- Daniel, London, table, dog, teacher, pen, city, happiness, hope 

 Verb (V)- go, speak, run, eat, play, live, walk, have, like, are, is 

 Adjective(ADJ)- big, happy, green, young, fun, crazy, three 

 Adverb(ADV)- slowly, quietly, very, always, never, too, well, tomorrow 

 Preposition (P)- at, on, in, from, with, near, between, about, under 

 Conjunction (CON)- and, or, but, because, so, yet, unless, since, if 

 Pronoun(PRO)- I, you, we, they, he, she, it, me, us, them, him, her, this 

 Interjection (INT)- Ouch! Wow! Great! Help! Oh! Hey! Hi! 

Most POS are divided into sub-classes. POS Tagging simply means labeling words with their 

appropriate Part-Of-Speech. 
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How does POS Tagging works? 

 
Figure 5: POS working 

 

POS tagging is a supervised learning solution that uses features like the previous word, next 

word, is first letter capitalized etc. NLTK has a function to get pos tags and it works after 

tokenization process. 

The most popular tag set is Penn Treebank tagset. Most of the already trained taggers for 

English are trained on this tag set. 

What is Chunking? 

Chunking is a process of extracting phrases from unstructured text. Instead of just simple 

tokens which may not represent the actual meaning of the text, its advisable to use phrases 

su h as South Africa  as a si gle o d i stead of South  a d Africa  sepa ate o ds. 
Chunking works on top of POS tagging, it uses pos-tags as input and provides chunks as output. 

Similar to POS tags, there are a standard set of Chunk tags like Noun Phrase(NP), Verb Phrase 

(VP), etc. Chunking is very important when you want to extract information from text such as 

Locations, Person Names etc. In NLP called Named Entity Extraction. 

There are a lot of libraries which gives phrases out-of-box such as Spacy or TextBlob. NLTK just 

provides a mechanism using regular expressions to generate chunks. 

We will consider Noun Phrase Chunking and we search for chunks corresponding to an 

individual noun phrase. In order to create NP chunk, we define the chunk grammar using POS 

tags. We will define this using a single regular expression rule. 

The rule states that whenever the chunk finds an optional determiner (DT) followed by any 

number of adjectives (JJ) and then a noun (NN) then the Noun Phrase(NP) chunk should be 

formed. 
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Figure 6: Chucking example 

 

I hope you have got a gist of POS tagging and chunking in NLP. I have guided you through the 

basic idea of these concepts. There is much more depth to these concepts which is interesting 

and fun. 

Architecture of POS tagger 

1. Tokenization: The given text is divided into tokens so that they can be used for further 

analysis. The tokens may be words, punctuation marks, and utterance boundaries. 

2. Ambiguity look-up: This is to use lexicon and a guesser for unknown words. While lexicon 

provides list of word forms and their likely parts of speech, guessers analyze unknown tokens. 

Compiler or interpreter, lexicon and guesser make what is known as lexical analyzer. 

3. Ambiguity Resolution: This is also called disambiguation. Disambiguation is based on 

information about word such as the probability of the word. For example, power is more likely 

used as noun than as verb. Disambiguation is also based on contextual information or word/tag 

sequences. For example, the model might prefer noun analyses over verb analyses if the 

preceding word is a preposition or article. Disambiguation is the most difficult problem in 

tagging. 

Applications of POS tagger 

The POS tagger can be used as a preprocessor. Text indexing and retrieval uses POS 

information. Speech processing uses POS tags to decide the pronunciation. POS tagger is used 

for making tagged corpora. 
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We hope you find these notes useful. 

You can get previous year question papers at  

https://qp.rgpvnotes.in . 

 

If you have any queries or you want to submit your 

study notes please write us at 

rgpvnotes.in@gmail.com 
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