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Abstract

Outdoor localization is usually solved with the help of Global Positioning System (GPS) adapters
that are available in all modern mobile devices and are commonly used in cars for navigation
purposes. But the GPS signal comes from satellites and is not available indoors. Therefore, new
methods for indoor localization are sought. The dissertation focuses on the indoor localization
problem for mobile robots and people equipped with mobile devices such as smartphones and
tablets. The proposed solution is based on multi-sensor fusion performed using a graph-based
optimization technique that utilizes metric measurements called quantitative information and
localization cues that introduce qualitative information in the localization procedure.

The localization system utilizes different sources of information. In the case of an RGB-D sensor
mounted on a robot, the Visual Odometry system is proposed that estimates frame-to-frame
motion. This system is expanded to form a more complex pose-based SLAM system, and it
serves as a building block for feature-based SLAM systems. The performance of metric robotic
localization is verified in synthetic and real-life scenarios, with the final experiment performed
on a walking robot. Personal localization is performed on the basis of the sensors available in
the mobile device. The available sensors allow to detect a floor change, detect user orientation,
count steps, utilize WiFi signals and available landmark information. The dissertation presents
these systems and proposes a way of fusing the information using graph-based optimization.

The available metric measurements allow to form a precise indoor localization system for robots
and people but do not fully utilize the available information. Therefore, the dissertation proposes
to extract and utilize qualitative information to increase robustness and precision in a joined lo-
calization framework. The localization remarks come from detecting motion using stairs or
elevators, utilizing map layout, visual place recognition and also utilizing user input. The disser-
tation proposes methods to combine qualitative information with metric constraints in a joined
graph-based optimization framework and allows to detect wrong and incorrect measurements.

The contribution of the dissertation is a complete indoor localization system that utilizes graph-
based optimization to fuse metric measurements with localization cues. Such a system is accu-
rate, robust, and provides localization even when some localization subsystems yield wrong or
inaccurate measurements.



Streszczenie

Problem lokalizacji poza budynkami jest zazwyczaj rozwiązywany za pomocą odbiorników sy-
gnału GPS, które są dostępne w nowoczesnych urządzeniach mobilnych oraz są podstawą na-
wigacji używanych w samochodach. Sygnał GPS pochodzący z satelit okrążających Ziemię nie
jest jednak dostępny wewnątrz budynków bez dodatkowych nadajników. Dlatego konieczne
jest poszukiwanie nowych metod umożliwiających lokalizację w przypadku braku sygnału GPS.
Przedstawiona rozprawa doktorska skupia się na problemie lokalizacji dla robotów mobilnych
oraz ludzi wyposażonych w nowoczesne urządzenia mobilne. Zaproponowany system lokalizacji
oparty jest na fuzji wielosensorycznej za pomocą grafu ograniczeń, w którym łączone są po-
miary metryczne nazywane informacją ilościową oraz przesłanki lokalizacji nazywane informacją
jakościową.

System lokalizacji wykorzystuje różne źródła informacji. Dla sensora RGB-D zamontowanego na
robocie zaproponowano system odometrii wizyjnej (ang. Visual Odometry), który estymuje prze-
kształcenie pomiędzy kolejnymi klatkami w sekwencji. W rozprawie system odometrii wizyjnej
rozwinięty jest także do systemu SLAM (ang. Simultaneous Localization and Mapping) opartego
na pozach sensora (ang. pose-based SLAM) oraz stanowi podstawę systemu SLAM wykorzystują-
cego cechy (ang. feature-based SLAM). Działanie przedstawionych systemów zweryfikowane jest
na danych syntetycznych, danych zebranych w warunkach rzeczywistej użytkowania oraz w final-
nym eksperymencie na robocie kroczącym. Osobisty system lokalizacji wykorzystuje natomiast
sensory dostępne w urządzeniu mobilnym, które umożliwiają powstanie systemów pozwalających
na wykrywanie zmiany piętra, wykrycie orientacji urządzenia, zliczanie kroków, wykorzystanie
sygnałów WiFi do lokalizacji oraz wykorzystanie znaczników w środowisku. Rozprawa zawiera
dokładne przedstawienie wymienionych systemów oraz propozycję fuzji informacji z tych syste-
mów w grafie ograniczeń.

Wykorzystanie informacji ilościowej umożliwia powstanie dokładnych systemów lokalizacji dla
robotów i osób, ale nie wykorzystuje w pełni dostępnych informacji. Dlatego w rozprawie przed-
stawione są metody ekstrakcji oraz wykorzystanie informacji jakościowej w celu zwiększenia
precyzji oraz niezawodności systemu. Informacja jakościowa rozumiana jako przesłanki lokaliza-
cyjne może pochodzić z wykrywania ruchu na schodach lub w windach, wykorzystania planów
budynku, wizyjnego rozpoznawania miejsc oraz bezpośrednio od użytkownika. W rozprawie
przedstawione są także metody łączenia informacji jakościowej i ilościowej we wspólnej optyma-
lizacji grafu ograniczeń, które umożliwiają wykrywanie błędnych lub niedokładnych pomiarów.

Wynikiem badań jest kompletny system lokalizacji w budynkach, który wykorzystuje graf ograni-
czeń do fuzji danych ilościowych i jakościowych. Wynikowy system jest precyzyjny, niezawodny
i umożliwia odrzucenie niepoprawnych i niedokładnych pomiarów.
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Notation

p𝑘 the 𝑘-th position of the agent

p𝑓
𝑘 the position of the 𝑘-th feature

P𝑘 the 𝑘-th pose of the agent

T𝑖𝑗 the estimated transformation between the 𝑖-th and 𝑗-th nodes in the graph

M𝑖𝑗 the measured transformation between the 𝑖-th and 𝑗-th poses

𝐸 the total energy of the graph that is minimized

e𝑖𝑗 the error of the edge joining the 𝑖-th and 𝑗-th nodes in the graph

e𝑓(𝑖,𝑗)
the error function of pose-to-feature measurement between

the 𝑖-th pose and the 𝑗-th feature

e𝑝(𝑖,𝑘) the error function of pose-to-pose measurement between the 𝑖-th and the 𝑗-th poses

𝑓𝑖𝑗
the parameter equal to 1 when an edge between the 𝑖-th and 𝑗-th nodes

was introduced into the graph, and 0 in other cases

𝜃𝑖 the heading angle of the 𝑖-th pose

𝑑step𝑖𝑗 the relative distance between the 𝑖-th and 𝑗-th poses based on the stepometer

𝑤step the number of samples used in the moving window of the stepometer

𝑙step the step length used in the stepometer

𝑡step the threshold on the accepted frequency in the stepometer

𝑡wifi the threshold of the distance of WiFi scans to be considered to be taken in vicinity

∆𝜃 the relative orientation change between two poses in the graph

ℎ(𝑝0, 𝑝) the altitude based on pressure 𝑝 and the pressure at the sea-level 𝑝0
∆ℎ the relative altitude difference

Ω the information matrix of the measurement

Ωp2f the information matrix of the pose-to-feature measurement

Ωp2p the information matrix of the pose-to-pose measurement

Ωpdr the information matrix of the PDR measurement

Ωwifi the information matrix of the WiFi measurement

Ωlc the information matrix of the LC measurement

Ωqr the information matrix of the landmark measurement

Ωhar the information matrix of the HAR measurement

𝐼𝑖 the 𝑖-th image

𝐼descriptor𝑖 (𝑗) the descriptor computed for the 𝑗-th feature in the 𝑖-th image

Π𝑎(p𝑓
𝑘) position of the k-th feature projected into the image plane 𝑎

p𝑓
𝑧 the depth of the point on the basis of a feature position in the feature map

p𝑓
Dimg the depth of the point based on the depth image

ix



Notation x

𝑡depth additional offset used in the rejection of occluded features

𝑑2D(𝑥, 𝑦) the image distance between the points 𝑥 and 𝑦

𝑑L2(𝑥, 𝑦) the Euclidean distance between the points 𝑥 and 𝑦

𝑑hamming(𝑥, 𝑦) the Hamming distance between the points 𝑥 and 𝑦

𝑑line(w1,w2,a𝑖) the distance of the point a𝑖 to the line defined by the points w1 and w2

O𝐴𝑀 the orientation estimate from accelerometer and magnetometer in the CF

∆O𝐺 the orientation increment estimate from gyroscope in the CF

O𝐺 the orientation estimate from gyroscope and the previous estimate in the CF

O𝑂 the final orientation estimate from the CF

𝑘cf the single parameter used to tune the CF

𝑤aekf the weight of the adaptation for the AEKF

𝑠(𝒳 ,𝒴) the similarity between the 𝒳 and 𝒴 WiFi scans

𝑘wknn the number of neighbors used in the final weighting of the pose

𝑠wifi
the minimal ratio of shared networks between two scans to the smaller number of

networks in each scan in order to even consider these scans for further processing

𝑛wknn the signal strength assigned to networks that were not observed in the scan

𝑑𝑝(·, ·) the error measure used for comparing WiFi scans

ℰ set of hyperedges that are introduced into graph-based optimization

𝑝wall is the value of penalty for crossing the wall

Q the covariance matrix of the prediction/model in the EKF

R the covariance matrix of the measurement in the EKF

𝐿𝑖 the 𝑖-th location in the FAB-MAP database

ℎhar the threshold for the relative change in height when detecting a floor change

𝑑har
the threshold for the accumulated walking distance

to determine if the agent is walking

𝑘har the index of the closest event on the floor for HAR/RAR

𝒵 the set of histograms of all images in the FAB-MAP database

𝑍𝑘 the histogram of the 𝑘-th image in the FAB-MAP algorithm

𝑐𝑤 the length of the comparison window in the modified FAB-MAP algorithm

𝑡𝑝 the recognition threshold in the FAB-MAP algorithm

𝑐𝑙 the length of the comparison window in the OpenABLE algorithm

𝑡𝑟 the recognition threshold in the OpenABLE algorithm

𝑡𝑟𝑎𝑖𝑛 the training sequence in the OpenABLE algorithm

𝑟𝑒𝑐𝑜𝑔𝑛𝑖𝑡𝑖𝑜𝑛 the testing sequence in the OpenABLE algorithm

𝐴fastable the array of results computed in the previous iteration for the FastABLE algorithm

D(𝑖, 𝑗)
the distance between the 𝑖-th position in the 𝑡𝑟𝑎𝑖𝑛

and the 𝑗-th in 𝑟𝑒𝑐𝑜𝑔𝑛𝑖𝑡𝑖𝑜𝑛 sequences

𝒳 the set of measured networks in the WiFi scan

𝒳𝑖 the signal strength of the 𝑖-th network in the WiFi scan

G the ground truth route marked for personal indoor localization

E the obtained trajectory estimate for personal indoor localization

𝑜(a,b, c) the relative orientation of the line segments (a, b) and (b, c)
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Chapter 1

Introduction

1.1 Motivation

In recent years, robots are getting more and more complex and capable. The new capabilities of

robots result in more real-life scenarios where robots could be applied to improve the work that

had to be done by humans or to substitute humans in dangerous situations.

The recent improvements in robotics can be attributed to several factors. First of all, the sensors

that are used to perceive the environment are getting more capable, but at the same time more

affordable. Such sensors as Velodyne laser scanners1 allow observing objects up to 100 meters

away from the sensor with centimeter accuracy. The progress in sensing techniques can be utilized

in robotics because contemporary computers are able to process massive data with high energy

efficiency. These hardware-based breakthroughs coincide with constant progress in algorithm

development and with a better understanding of such problems as non-linear state estimation

and machine learning, which are fundamental for robot autonomy. Algorithms that are more

efficient can process more data on better hardware and provide better results. And the last

factor is the sheer number of people interested in various aspects of robotics, and working in this

broad field.

The new possibilities also influence people to think of new scenarios where robots could be used

and where roboticists could compete to overcome the challenges that are placed in front of the

robots. Among the most important achievements that influenced public opinion, there are two

competitions organized by DARPA: the DARPA Grand Challenge (2004 and 2005), and the

DARPA Robotics Challenge (2012–2015). The Grand Challenge was aimed at developing an

autonomous car [228], whereas in the Robotics Challenge mobile robots compete in performing

complex tasks in dangerous human-engineered environments [236]. These competitions and other

similar events demonstrated that robotics is a mature field that can contribute to the welfare

of developed nations. One prominent example is the Google self-driving car Waymo2. Major

carmakers follow Google’s footsteps and create their own version of autonomous car technology [1]

1www.velodynelidar.com
2https://waymo.com/

1

www.velodynelidar.com
https://waymo.com/
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relying on technques summarized in [27]. An important observation from the most challenging

robotic competitions and from the real-life applications of mobile robots is that the key factors

behind the success were autonomy and robustness. Regardless of the application, the mobile

robots needed to “know” their location in the environment. They also had to cope with broken

hardware, degraded sensory input, and the enormous diversity of features encountered in the

environment outside the laboratory.

The location information is necessary, as it allows the robot to plan and perform motion tasks [67].

Usually, the robot also requires information about a map of the surrounding environment, e.g. to

avoid obstacles or to grasp an object. When faced with an unknown localization and no known

map, the Simultaneous Localization and Mapping (SLAM) problem has to be solved [11].

The localization or SLAM problem can be solved using a variety of sensory data. The simplest

way is to use dead-reckoning [67], employing encoders mounted on the wheels of the robot, or

an Inertial Measurement Unit (IMU) with accelerometers and gyroscopes. Unfortunately, these

solutions accumulate drift over time as the robot operates in the environment. To solve this

problem when a map is known, the robot may try to directly map current sensor readings to the

map, e.g. using a laser scanner [227]. If the environment is unknown, the SLAM problem has

to be solved. This can be accomplished using different sensors, but the most known solutions

include the usage of 2D laser scanners [81, 118], cameras [48, 59, 114, 158, 200], or RGB-D

sensors [18, 57, 101]. An important aspect of the chosen sensing modality is its robustness

to various factors that can influence the performance of the robot. Among these factors, the

possible diversity of the scene geometry and appearance, and the generally unpredictable nature

of robot motion seem to be the most important. Hence, the choice of a rich source of data,

such as an RGB-D sensor, that captures both the geometric and the photometric characteristics

of the environment is purposeful. Moreover, the localization or SLAM algorithm should fully

exploit the available information, carefully trading the amount of processed data for the real-time

performance.

Another practical aspect of the localization problem is the fact that the nowadays ubiquitous

mobile devices (smartphones, tablets) can be used to localize in indoor environments, very much

the same way as robots use sensors to localize in these environments. This opens a large area

of applications for algorithms and techniques derived from robotics for personal navigation,

e.g. for guiding visitors in shopping centers or at exhibitions. The GPS (Global Positioning

System) has revolutionized personal localization, yet it has not solved the problem of indoor

localization. There still does not exist a single, commonly available system that could provide

reliable estimates inside buildings like shopping centers, train stations, or underground passages.

The most popular solutions are based on the active iBeacon technology [123, 144, 159]. The

iBeacons are already used in a number of buildings, but this technology requires companies to

deploy, maintain, and calibrate the beacons, making the solution much less attractive compared

to the GPS outdoors. Therefore, there is a huge demand for reliable indoor localization methods

that could exploit all the sensing modalities available in a typical smartphone, and that could

use as much of the localization cues encountered in the environment as possible as demonstrated
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by the interest of several companies like IndoorSpirit3, Ifinity4, Indoor Atlas5, or Indoors6.

1.2 Problem statement

In the previous section we provided the motivations behind this work, showing that localization

for mobile robots is a necessity, while it can be also beneficial for individuals equipped with

modern mobile devices. In the dissertation it is demonstrated that the same mathematical

principles and algorithms for localization can be used in both application areas. However, the

localization is troublesome if no map of the environment is known. In that case, the agent has

to localize and build a map of the environment at the same time. The problem is known as

the SLAM problem. The goal pursued in this work is to develop a reliable and accurate SLAM

system that can be adopted by a mobile agent being either an autonomous mobile robot or a

person with a smartphone. The proposed solution is achieved by generalizing the known robot

localization methods to a system that can accept localization cues from various sources, and that

can work on limited computing resources.

A very important aspect of this generalization and the proposed solution is the use of quali-

tative (non-metric) information, as people localize differently than robots. They observe the

surroundings and look for localization cues, whereas robots focus mainly on metric distances or

known object coordinates. Therefore, when adopting the methods known in robotics to the per-

sonal localization problem, we try to employ some of these “human-readable” localization cues.

Throughout this thesis, the localization cues that are not related to direct metric measurements

are called qualitative, while the classic approach to obtain localization data by measuring dis-

tances or positions is referred to as quantitative. However, exploring the non-metric information

we do not want to compromise the solid probabilistic framework that was proven to be successful

in robot localization [210]. Therefore, the contribution of this thesis includes novel methods that

enable to translate the non-metric information to the language of probabilistic reasoning. The

general probabilistic framework we adopt as the back-end of our system is state of the art non-

linear optimization expressed as a graph of constraints. Relaxation of these constraints, which

stem from various localization cues, allows us to estimate the position of the agent. The pursuit

of the aforementioned practical goals allowed us to formulate the following scientific thesis of the

dissertation:

Augmenting the factor graph representation of the SLAM problem by constraints

resulting from quantitative measurements of individual features in the environment

or from qualitative information about the state or location of the agent allows the

optimization-based SLAM to fuse information of different nature. Therefore, it

improves the accuracy of the agent’s trajectory estimation and the reliability of the

SLAM system.

3www.indoorspirit.com
4getifinity.com
5www.indooratlas.com
6indoo.rs

www.indoorspirit.com
getifinity.com
www.indooratlas.com
indoo.rs
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This general thesis is followed by supportive theses, which refer to particular gains that are

brought to the localization system as results of this research:

∙ Including individual features in the environment map enables the graph-based SLAM to ex-

ploit a large number of constraints related to individual features, and results in more accu-

rate estimates of the agent’s trajectory, compared to the SLAM approaches that marginalize

out individual measurements.

∙ The graph-based representation of the SLAM problem allows creating a universal localiza-

tion system regardless of the sources of information or the area of application (robotics or

personal localization).

∙ Employment of additional qualitative information in the graph-based SLAM systems allows

to detect wrong or inaccurate constraints by employing the information in the current map

and the agent’s pose estimate.

1.3 Related work

The sensory system of the agent provides information about the localization but, as the system

contains multiple sources of information, a fusion algorithm is needed to provide the agent with

a final estimate. The golden standard fusion algorithm is the Kalman Filter (KF) [88, 191] that

takes a series of noisy measurements and outputs estimates of variables. The Kalman Filter

approach also estimates the uncertainty of the estimate. In the case of a non-linear system, the

Extended Kalman Filter (EKF) can be used that operates by Jacobians of the transition of state

and observation linearized around the current estimate. If the current estimate is close to the

real value, the linearization works well, but the system can easily diverge when the linearization

point is further away [183]. A typical EKF uses the first-order derivative from the Taylor series

to approximate non-linear functions, but EKF versions with more terms also exist [245]. Also,

the Unscented Kalman Filter (UKF) can be used in the case of large non-linearities [107]. The

Kalman approaches to filtering have an assumption that the approximated probability distribu-

tion is Gaussian, which might not be true in the case of indoor localization, where two location

hypotheses might seem equally probable. In that case, the Particle Filter (PF) might be a better

solution, as it does not make any assumptions about the probability distribution. This comes at a

greater computational cost, as new information has to be applied to each particle independently,

and the accuracy of the filter depends on the number of particles [189].

Another possibility is to perform optimization instead of filtration [217]. Simultaneous Local-

ization and Mapping [49, 140, 175] in robotics or Bundle Adjustment (BA) [120, 121, 234] in

computer vision can be formulated as optimization problems with multiple observations joining

a robot or camera with a feature in the environment. In a natural way, these optimization prob-

lems can be visually represented in the form of a graph of relations between the optimized state

variables represented as nodes, with edges representing observations between the nodes they con-

nect. The visual representation allows to investigate constrains in the optimization problem, and

also is a typical form of input to the software that solves these optimization problems in order to
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find the configuration of parameters or state variables that best explains a set of measurements

affected by Gaussian noise [127].

The usage of optimization was already studied in robotics and computer vision. Lu and Mi-

los [140] used iterative linearization and optimization to estimate relative motion on the basis of

scan matching. But at that time graph methods were considered to be too slow to be used in

real-time applications, which has changed due to developments in direct linear solvers like these

presented in [47]. The work was followed by more developments that restored the popularity of

optimization methods. Most notably, the proposition of using the Gauss-Seidel relaxation to min-

imize constraints [54], with an application of the Gauss-Seidel relaxation at different resolutions

like in [72], has to be noted. More recently, the gradient descent [175] and the preconditioned

conjugate gradient (PCG) [120] approaches were succesfully used for graph-based optimization

problems. The PCG approach was used in that case for a large pose constraints problem that

was efficiently solved due to the speed-up with a block Jacobi pre-conditioner [106].

The SLAM solutions that utilize cameras to solve the problem commonly use graph-based opti-

mization in their processing. Among these solutions it is possible to distinguish between different

optimization strategies. One possibility is to optimize graphs that contain only robot poses and

measurements between these poses [57, 58] in so-called pose-based SLAM systems. Another pos-

sibility is to jointly optimize sensor poses and feature positions, as performed in [61, 114, 156, 158],

or firstly optimize for poses and then for points, as in [69, 70]. Some systems even mix the op-

timization strategies depending on the current system state, as in [156], where the most recent

pose is estimated in a joint sensor pose and feature position optimization, whereas revisiting a

place initiates a pose-based optimization.

In the case of indoor personal localization on mobile devices, the data fusion is usually also

performed to merge the information coming from WiFi or Bluetooth beacons with the steps

and the direction of motion coming from inertial sensors. The available solutions use either the

Kalman Filter, as in [4] or as in the solution by the Indoors company7, or utilize particle filtering,

as in [55] or as used by IndoorSpirit8. Despite differences, these approaches apply filtering,

which means that the information once introduced into the estimation cannot be removed. In

contrast, the graph-based approach for personal localization is a novel concept, that allows to

remove incorrect measurements at any time to correct the past positions once new information

is introduced into the graph.

Typical approaches focus on extraction and fusion of quantitative information, neglecting the

possible gains from qualitative measurements, as this information is difficult to capture and in-

troduce directly into the fusion algorithm. One example is the utilization of the map information,

which cannot be done directly in the Kalman Filter [131]. In that case particle filtering is more

suited, as it allows to include map information in the fusion process, as in [133, 186]. Non-metric

constraints are usually also not included in graph-based optimization.
7indoo.rs
8www.indoorspirit.com

indoo.rs
www.indoorspirit.com
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1.4 Proposed solution

The proposed localization system is based on extracting quantitative and qualitative informa-

tion that is jointly fused using graph-based optimization. The quantitative information might

come from an observation of a feature in the environment from the RGB-D sensors, distances

between poses, orientation change, or WiFi adapter. The qualitative information might come

from utilization of the map information, stair or elevator detection, visual place recognition,

or user input. Regardless of the source, the new information imposes a new constraint on the

agent’s pose in the environment.

Figure 1.1: The graph nodes x𝑖 represent the parameters to optimize, whereas edges e𝑖𝑗

represent the obtained measurements. The graph with original initial guess (A) is optimized
to find the values of nodes that minize the error of edges (B). Node x1 is fixed and the result

is presented with respect to that node

The series of constraints form an optimization problem with a solution that finds a series of the

agent’s poses that best explain the observed measurements. This optimization problem can be

represented as a graph, and solved using the nonlinear least squares solver. Additionally, the

problem can be visually represented as in Fig. 1.1. In the end, the graph-based optimization

finds the solution by minimizing the following function:

𝐸(x) =
∑︁
𝑖𝑗

e(x𝑖,x𝑗 , z𝑖𝑗)
𝑇Ω𝑖𝑗e(x𝑖,x𝑗 , z𝑖𝑗). (1.1)

The vector x = (x1,x2, ...,x𝑛) denotes the nodes of the graph, where each element x𝑖 represents

one node. A node contains one or multiple parameters that are optimized, and is usually a

position or a pose of the agent or a feature in the global coordinate system. Each measurement

joins nodes and is represented by a constraint that is defined by its mean z𝑖𝑗 and its information

matrix Ω𝑖𝑗 . The mean in this case corresponds to a physical measurement, while the information

matrix defines the confidence in that measurement, which is directly related to the covariance

of the measurement. The vector e(x𝑖,x𝑗 , z𝑖𝑗) is an error that measures how well the parameters

x𝑖 and x𝑗 satisfy the constraint z𝑖𝑗 [127]. The goal of the optimization is to find values of nodes

that minimize the discrepancy between the measurement and the value that would be observed

with the current state of the nodes. The error of an edge is equal to 0 when the parameters x𝑖

and x𝑗 perfectly satisfy the constraint.
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To simplify the notation, the measurement of an edge is usually omitted and the information

about the nodes it connects is stored in the indices:

e(x𝑖,x𝑗 , z𝑖𝑗)
def
= e𝑖𝑗 . (1.2)

The simplification will be used in the dissertation.

The exemplary graph-based optimization problem is presented in Fig.1.1. The graph consists of

four nodes x1, x2, x3, x4 and four edges e12, e24, e31, e23 that connect these nodes. The edges

impose constraints on the values of these nodes. During the optimization procedure, the values

of nodes are optimized to satisfy these constraints and in the end, the original configuration

(Fig.1.1A) is changed to achieve a solution (Fig.1.1B). The initial configuration of the graph is

important, as the optimization procedure uses the gradient of the measurements and therefore

the optimization converges to a local minimum. If the initial guess is poor, then the system

might converge to a solution that is significantly worse than the global minimum.

The development of approaches to graph-based optimization resulted in several open-source li-

braries that provide efficient algorithms to solve optimization problems provided in the form

of a graph. Among available solutions, the TORO framework [82] was made publicly avail-

able, which solved optimization problems with the gradient descent approach as in [175] with

additional tree parameterization of the nodes in the graph, which significantly improved the

performance and allowed for arbitrary network topologies. The approach was later improved

with a hierarchical optimization in the HOG-MAN optimization framework [83], which utilizes

error minimization approach on an underlying manifold to avoid singularities in state-space pa-

rameterization. Currently, three libraries are most commonly used: Ceres [3], g2o [127], and

GTSAM [108, 109]. The Ceres library, developed by Google, is an optimization framework fo-

cused on multi-threading without real-time priority. As a result, the library is not the best

choice when considering real-time optimization in robotics and personal localization. The g2o

and GTSAM libraries are two competing solutions that offer similar capabilities, with g2o no

longer actively developed. Nevertheless, the g2o library is used throughout the dissertation, as

it was the leading library for graph-based optimization during the development of the presented

systems.

1.5 Content of the thesis

The content of the dissertation is divided into separate robotics and personal indoor localiza-

tion parts using quantitative information, presented in chapters 2 and 3, and joint methods

for localization using qualitative information, presented in chapter 4. The proposed methods

are experimentally evaluated in chapters 5, 6, and 7, for quantitative measurements in robots,

quantitative measurements in personal localization, and qualitative measurements, respectively.

The dissertation is concluded in chapter 8.
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Chapter 2 presents the proposed methods of robotic localization that are based on an RGB-D

sensor. The chapter introduces the idea of estimating the ego-motion on a basis of frame-to-

frame matching or tracking in the Visual Odometry, which is later developed into more complex

pose-based SLAM and feature-based SLAM systems.

The approaches to personal indoor localization are described in chapter 3. The chapter presents a

complete system that utilizes all sensors available in a modern device, including inertial sensors to

estimate traveled distance and orientation, a WiFi adapter for global localization, and a camera

for landmark detection.

The previous chapters focus on utilizing quantitive information in localization, while chapter 4

focuses on using qualitative information. This information might come from human or robot

activity recognition, utilizing map layout, visual loop closure, or utilizing user input in the

system. Apart from methods for extracting, this chapter presents also methods of including the

information in graph-based optimization. The joint optimization of quantitative and qualitative

information also allows for the presented additional analysis of hypergraph consistency.

The experimental evaluation of robotic localization with RGB-D sensors is presented in chapter 5.

The experiments are performed on publicly available datasets containing synthetic and real-life

data recorded from Kinect v1 and Kinect v2 sensors performed for the VO, pose-based SLAM,

and feature-based SLAM. The feature-based SLAM is then also evaluated on a walking robot

PhantomX in challenging real-life conditions.

The experiments performed for personal indoor localization are presented in chapter 6. The

chapter presents experiments performed with a PDR system that is created by fusing a stepome-

ter with precise orientation estimation, landmark-based localization, and WiFi-based indoor

localization. The chapter is concluded with experiments performed with a complete graph-based

indoor personal localization system.

The experimental evaluation of the qualitative information is presented in chapter 7. The chapter

presents experiments conducted on visual loop closure, joint quantitative and qualitative indoor

localization, and graph consistency analysis experiments.

The dissertation is summarized in chapter 8. This chapter also contains conclusions with clear

information about the contribution of the dissertation. The final part contains the future work

plans.
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Chapter 2

Robotic localization

2.1 Introduction

The first introduced robots were static, non-autonomous systems that continuously performed

a certain task. These robots, called robot manipulators, are only moved to a selected working

station and then fixed [41]. Despite the usefulness of robot manipulators, robots are now be-

coming more mobile, which allows them to perform more tasks. But before a robot can reach its

destination to fulfill a task, it has to find an answer to one of the three questions – Where am

I?, Where am I going?, and How should I get there? [67, 130]. The localization information is

critical in that case, as it is required to even consider the latter two questions. In other words, the

localization is necessary to make decisions about a further operation and to act successfully [23].

Robotic localization answers the question about the location of the robot with respect to the

environment. Usually, we want the robot to know its position (𝑥 and 𝑦 coordinates in the global

coordinate system) or its pose (𝑥, 𝑦 coordinates and heading information in the global coordinate

system 𝜃). When a map of the environment is known, the robot can observe the environment

with its sensors and compare their measurements to the information from the map. As a result,

a mobile robot can be localized on a map. When no map of the environment is known, the robot

cannot be easily localized, as neither map or location are known. This problem, known as the

SLAM, is defined as a robot placed in an unknown position in an environment asking the robot

to incrementally build a consistent map of the environment while simultaneously determining its

location on the created map [11]. The SLAM problem is harder to solve than the localization

problem but is believed to be the key to making mobile robots truly autonomous [28].

A SLAM system that determines the pose in six degrees of freedom and creates a map of the

surrounding environment can be implemented with various exteroceptive sensors, bearing in

mind that the system must operate in real-time. The possible sensors include passive vision

(stereo or monocular), 3D laser scanners, and active RGB-D cameras, which gained popularity

in recent years due to the emergence of the Kinect sensor. As passive vision has many practical

limitations, and 3D scanners are expensive, big, heavy, and often slow, the compact, fast frame-

rate RGB-D cameras are usually the sensors of choice for mobile robots that require 3D range

11
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sensing indoors. The most important limitation of affordable RGB-D sensors is the possibility to

work only indoors, but these environments are sufficient for many applications of mobile robots.

Another aspect of selection of the sensors used is the processing capabilities of the robot. Some

robots have limited payload or constrained energy resources, as in the case of walking robots [17],

small humanoids [244], or micro-aerial vehicles [187]. On these robots it is impossible to mount a

desktop computer or use a GPU card that would take an enormous amount of energy and in the

end significantly constrain the possible areas of application due to the reduced working time on

battery or the size of the additional payload. Therefore, the data obtained from sensors is usually

heavily sub-sampled. The most common approach is to extract metric measurements of distance

to some selected points in space from the RGB-D data. These observations are introduced into

graph-based optimization to obtain a trajectory that is consistent with the observed scene.

2.2 Related work

Before the emergence of active RGB-D sensors, the most popular approach to range-data self-

localization was scan matching. Scan matching estimates the robot displacement by computing

the transformation that best explains the overlapping between the obtained laser scans. In the

case of 2D laser scanners, the Hector slam [118] or GMapping [81] are well-established solutions

that are commonly used to this day. When 3D laser scanners are considered, most approaches

rely on concepts similar to 2D scan matching. The best trajectory reconstruction for 3D scanners

is reported by the VLOAM system [253], which extracts corners and planar surfaces from scans

and matches these features to the already created map. Nevertheless, the Iterative Closest Point

(ICP) algorithm is commonly used, which has many variants, such as the Generalized-ICP [203].

A common drawback of using an ICP-like approach is that the ICP and its derivatives are only

guaranteed to converge to a local minimum, and may not reach the global one. Another problem

with these approaches is that they rely solely on a geometry of the environment. If the geometric

structure is insufficient (e.g. a long corridor with flat walls), the scan matching algorithm often

yields a wrong estimate of the robot’s ego-motion. More information about the application of

these approaches can be found in the book by Będkowski [21].

Moreover, a 3D range data stream can be also obtained from a Kinect or Xtion sensor, but in

that case it is very intensive. Therefore, an algorithm which tries to establish correspondences

between all the available points requires a lot of computational power for each iteration. Such

amount of data can be processed using a parallel implementation of the ICP on a GPU, as shown

in [171]. Also, the KinectFusion system [101] heavily uses the GPU to run the ICP algorithm.

While the KinectFusion is limited to small workspaces, some derived works, like the Kintinuous

system [246], removed this restriction. Kintinuous 2.0 incorporates also RGB data in order to

alleviate problems caused by certain environment geometries. However, this system employs

massively parallel processing and requires a GPU, which makes it not really suited for a small

robot.

Another possibility is to rely on methods developed in the computer vision community to estimate

the flow of every pixel in RGB images in order to estimate the motion of the agent. Recently,
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dense tracking was presented in [213] and developed into the DVO [111]. A similar approach was

evaluated in the SVO [69, 69], which tries to sparsify the set of densely tracked pixels to achieve

a semi-dense system. The improvements of the SVO over the DVO [213] can be attributed

to creating a system that is dedicated to unmanned aerial vehicles (UAV) application with a

down-looking camera that can assume that features are visible for several frames and therefore

many observations are available. The SVO also interestingly extends the idea of photometric

tracking by dividing graph-based optimization into three steps: optimization of transformation

on the basis of a photometric error, refinement of feature locations using patches, and final joint

optimization of transformation and feature locations. The most current version of the system is

also able to use edge features called edgelets [70].

The idea of dense photometric tracking is also used in the LSD-SLAM system [59], which was

shown to work also with stereo [60] and omnidirectional cameras [31]. The processing of the

LSD-SLAM can be divided into two alternating steps. At first, the previous pose and depth

estimates of points are fixed, while the current pose is being optimized called the tracking phase.

This is followed by the mapping phase, in which the poses are fixed and the depth estimates of

points are being optimized. The idea behind the LSD-SLAM to use photometric error at each

processing step was recently improved in the monocular DSO system [61], which is also available

for stereo camera [243]. The DSO system extends previous photometric formulations by per-

forming joint optimization of points’ depth estimates and several more recent poses, resembling

the BA formulation. Also, the system performs additional calibration of photometric noise, thus

allowing for more precise photometric tracking. The optimization performed in the system also

optimizes camera parameters, and is performed in real time on typical modern computers due

to some optimization improvements. As a result, the DSO system employs the idea of dense

photometric tracking only for a subset of points in the image that is smaller than in previous

systems based on photometric tracking. Despite the fact that the DSO system is only a complex

VO system, due to the lack of loop closure ability, the obtained trajectory drifts are so small

that it is usually comparable with SLAM systems.

Another possibility is to utilize only a carefully selected set of visual features. These features are

usually extracted with the use of detectors, and are invariant to orientation to some extent, and

are also robust enough to photometric noise in the image [202]. The first system to popularize

such an approach for RGB-D data was the RGB-D SLAM presented by Enders et al. [57] and

presented in a modified version as the RGB-D SLAM v2 in [58]. The system selects a set of

features in RGB-D images and then uses the depth image to determine the position of these

features in 3D space. Then these 3D points are compared between frames to achieve a trajectory

estimate with additional comparisons between non-consecutive frames in order to achieve a better

accuracy.

Another system that utilizes features is the ORB-SLAM2 system [156, 158], which extends the

ideas presented by the PTAM system [114]. The original ORB-SLAM is a monocular SLAM

system that uses FAST features with ORB descriptors at each step of the performed processing.

The new version, ORB-SLAM2 [156], uses the same features but also operates on a stereo

and RGB-D data input. The ORB-SLAM and ORB-SLAM2 systems use several graph-based

optimization procedures based on reprojection error to obtain accurate motion estimates. Firstly,
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the motion model predicts the current pose, which is refined with a procedure that optimizes

the current pose and features, while other poses are fixed in the original locations. Once the

initial guess is established, the system uses local BA to optimize some selected frames, called

keyframes, and the map of features visible from these locations. The ORB-SLAM is a complete

SLAM system that works well in different scenarios, scales nicely in the case of larger sequences,

and is equipped with visual loop closure that allows it to reduce the drift over time. Nevertheless,

compared to the photometric approaches represented by the DSO, the system does not provide

a dense reconstruction of the environment, and it does not work well in environments with a

small number of features to detect.

The more in-depth analysis of the recent developments of the visual SLAM systems can be found

in [226].

2.3 Proposed solution

The SLAM solution proposed in the thesis was developed concurrently to the systems listed

as the related work, like the RGB-D SLAM [57, 58] and the ORB SLAM2 [156, 158], and

therefore several similarities to these solutions can be observed. The work towards a SLAM

system began with the creation of a VO system that operated on consecutive RGB-D frames to

achieve a consistent trajectory of user location [163] and was based on processing the RGB-D

frames to fully utilize the available depth information. Later the system was extended to include

constraints between non-consecutive frames with loop closure capabilities [18] in order to create

a pose-based SLAM system showing results that were among the best on the commonly used

datasets. Our pose-based SLAM is similar to the RGB-D SLAM [58], but we focused on different

features and different approaches to feature distribution, and also utilized tracking as a viable

alternative to matching. The final version, named PUT SLAM, is a feature-based system similar

to the ORB-SLAM2. Initial processing is performed with the VO that was previously used in

the pose-based SLAM. The key difference between the two systems is the error metrics used in

the optimization, as the PUT SLAM utilizes Euclidean error, while the ORB-SLAM2 is based

on reprojection error. This difference causes these systems to work differently in the case of

initialization and loop closure, and determines if a system can work with a monocular camera.

In the end, our feature-based system outperforms the VO or pose-based systems, but is usually

less precise than the ORB-SLAM2.

Due to the fact that VO is also a part of SLAM systems, the VO is introduced first, and then it

is followed by the proposed versions of the SLAM system. The developed systems are presented

in the following sections: starting with the Visual Odometry in section 2.4, followed with the

pose-based SLAM system in section 2.5, and feature-based SLAM system in section 2.6.

2.4 Visual Odometry

The Visual Odometry (VO) system estimates the ego-motion of the agent using a stream of

input images [199]. The term was proposed in a work of Nistér [161], but the first systems
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that proposed the usage of images for ego-motion date even earlier [89, 151]. The VO system,

similarly to wheeled odometry, operates by incrementally estimating the agent’s pose on the

basis of the observed motion changes, as presented in the form a graph in Fig. 2.1. As the

current pose is obtained by combining the transformation from processed previous frames, the

VO system accumulates error over time. The VO system is presented in detail, as it is a basic

block for creation of a more complex localization system.

Figure 2.1: Structure of a graph created with Visual Odometry measurements

The VO system can be monocular, stereo-based, or performed with RGB-D cameras. The

monocular VO is a challenging problem, as the ego-motion and 3D point estimation is performed

on the basis of 2D images captured from a single, moving RGB camera, and special care has to be

taken when the system is initialized [199]. As an RGB image does not contain depth information,

the estimation of the motion can be performed with at least five feature matches between two

images with so-called n-point algorithms [161]. In the monocular case, the information about

the scale of the environment is unknown, and it has to be either set to an arbitrary value at the

beginning, or estimated with an additional sensor. And even when the scale is correctly set at

the start, it may degenerate with more frames, resulting in improper scale estimation at the end

of the sequence [216].

The stereo-based approach estimates the ego-motion on the basis of two RGB cameras that are

separated by a known distance called baseline. With knowledge of the baseline, it is possible

to estimate the motion in absolute units. Despite the advantages of the stereo-based VO, the

stereo VO degenerates to the monocular VO when the baseline is small compared to distances

in the observed scene [199].

Another possibility is to use an RGB-D sensor, like Kinect or Xtion, which provides RGB images

with corresponding depth images. Compared to the monocular VO, the availability of depth

images avoids the problems of initialization and scale estimation, as the distances to image

points are known and can be easily triangulated to find the 3D positions. Also, the transformation

between frames can be estimated with only three correct matches between images [239], compared

to five matches in the monocular case. Therefore, the RGB-D sensor was chosen as the source

of input information for the VO system.
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A possible VO implementation includes dense and feature-based approaches. The dense (appearance-

based) methods estimate motion on the basis of almost every pixel available in the image. As

a result, these methods are potentially more accurate [112, 213], but they are usually more

computationally demanding, and prone to failures due to occlusions and sudden scene changes.

The alternative is to estimate the motion on the basis of carefully selected features extracted

from images. The feature-based methods are widely considered to be appropriate for real-time

robotics applications [199], and therefore the feature-based approach was selected to be used in

the presented VO system. The feature-based VO requires detecting a set of keypoints, which

should be salient, repeatable, localized precisely in the image, and computed as fast as possible.

Among the variety of available detectors, the VO in our case is based on two-point feature detec-

tors: SURF [14] and FAST [193]. The SURF features are a golden standard in mobile robotics,

with their good repeatability and invariance to lighting conditions, but they are also computa-

tionally demanding, which can negatively impact the time performance of the system [164]. On

the other hand, the FAST features are easy to compute but less robust [202]. Another difference

is that the SURF is a blob detector that usually detects points in flat regions of the image,

whereas the FAST features are usually detected at corners.

The visual properties of each feature in the image are usually captured within a descriptor.

A descriptor makes it possible to compare features, to find points between images in order to

find correspondences. The SURF detector is also equipped with a SURF descriptor, which is a

floating-point vector of values that can be compared with the L2 norm. The FAST points are

usually described with the BRIEF descriptor [29], which catches properties of a visual feature

in a series of binary values. The use of a binary descriptor allows comparing these descriptors

using the efficient Hamming distance [29]. Additionally, the FAST-BRIEF combination is usually

also extended with the orientation of a visual feature in order to form the detector-descriptor

ORB [195], which is also used in our system.

The features detected in an image are usually clustered in a region of the image that corresponds

to a place with distinct visual changes. This causes problems for the VO system, as the trans-

formation is based on points close to each other in 3D space, and it might even result in the

inability to estimate the motion once the region with clustered features is no longer observed in

the image. Therefore, we utilize two techniques that allow distributing features more evenly in

the image [163]. The first idea is to use unsupervised clustering of the keypoints that lie close

to one another in the image space. The unsupervised clustering is used to reduce the number

of features that are grouped in one part of the image and thus could be easily mistaken when

tracked or matched across consecutive images. For clustering purposes the DBScan [63], a fast

clustering algorithm, is employed. Clusters of features are formed, and then they are represented

by two points with the greatest response value. This technique provides results similar to the

quadtree-based point detection method described in [215], but it is much faster. The second

idea is to use the detection of points in separate, slightly overlapping sub-images, which helps to

distribute the keypoints more evenly in the image.

The goal of the VO system is to estimate the motion on the basis of two sets of corresponding

point features visible in consecutive images. To achieve that goal we employ either tracking or

matching of features. Both approaches will be presented in more detail in the following sections.
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2.4.1 Tracking

The tracking-based VO tries to estimate the camera motion by individually tracking the move-

ment of visual features in RGB image. The displacements of features are then used to find a

transformation that explains the observed movement of features. The detailed processing steps

of the tracking-based VO are presented in Fig. 2.2.

Figure 2.2: Block diagram of the tracking-based Visual Odometry

The tracking-based VO starts with the acquisition of RGB and depth images from the RGB-D

sensor. The first frame is treated differently, as it is only used to detect visual features in the

RGB image. The position of the features is estimated in 3D space with the use of the depth

image. The type of features chosen for tracking influences the performance of tracking. Best

results are obtained with features that are placed in corner-like positions, therefore points from

the FAST detector [193] are used that were more efficient than Harris corners [90] or Shi-Tomasi

features [204]. Tracking with SURF or SIFT [138] points is not recommended, as these methods

use blob detectors and usually find features in positions that are not suitable for tracking.

Processing of the following frames is different. The features observed in the previous image are

tracked with a pyramid implementation [25] of the Kanade-Lucas-Tomasi optical flow algorithm

(KLT) [12], which looks for new positions of these features by analyzing the local neighborhood

of the features. It is important to note that correct tracking of every feature is not possible and

some bad tracking can be rejected during the tracking procedure, but some of these incorrectly

tracked features are considered correct at this point of processing. The depth image at the

position of these features is then used to create a new set of 3D features in the current image.

After the tracking procedure is finished, the system contains two sets of 3D features, 𝒜 and

ℬ, that were observed in two consecutive frames. It is possible to directly determine 3D trans-

formations between these sets of features with the Umeyama algorithm [239], but the obtained

transformation will be imprecise due to the existence of badly tracked features called outliers.
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To achieve a robust transformation, the RANSAC procedure [68] is used, which is explained in

more detail in section 2.4.3.

Finally, the tracking-based VO provides the transformation T𝑘+1,𝑘, which is the difference be-

tween the coordinate systems of camera poses P𝑘 and P𝑘+1. The final pose of the camera when

the (𝑘 + 1)-th frame was captured can be obtained by concatenation of the previously obtained

estimations:

P𝑘+1 =

(︃
𝑘∑︁

𝑖=1

T𝑖+1,𝑖

)︃
P1, (2.1)

where P1 is the pose known or assumed for the first frame.

Once the estimation is finished, the tracking-based system verifies the number of features that

were correctly tracked and are consistent with the obtained transformation. If this number falls

below a certain threshold, new features are detected in the current image and are joined in a set

with the correctly tracked features. This optional set is marked with red dashed line in Fig. 2.2.

The tracking-based system does not use descriptors, as it is solely based on processing of the

neighborhood of a feature in the image, therefore it can be faster than matching-based systems.

The computational requirements of the tracking grow linearly with the number of features [73].

2.4.2 Matching

Processing in the matching-based VO starts with feature detection for every frame, as presented

in Fig. 2.3. The idea is that the detectors are repeatable and therefore the detected visual fea-

tures will correspond to the same 3D feature. The problem is to find the correct correspondences

between the features observed in two images, which is done with descriptors that represent the

properties of a local neighborhood of the features, therefore the descriptors of correct corre-

spondences should be similar. Once each feature is described with a descriptor, it is possible to

compare these descriptors.

Figure 2.3: Block diagram of the matching-based Visual Odometry

Depending on the descriptor choice, the descriptors are compared with different measures. The

SURF descriptors [14] are compared with the Euclidean norm, while the Hamming distance is
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preferred for binary descriptors like BRIEF [29] and ORB [195]. This is an important distinction,

as using the L2 Euclidean norm is time-consuming, while the XOR operation in the Hamming

distance can be efficiently computed on modern processors, resulting in a significant speed-

up [73].

In the matching procedure, for each feature and its descriptor in the first image 𝐼1, we look for

the feature with a corresponding descriptor in the second image 𝐼2 that is the most similar. It is

the most probable match, but sometimes several descriptors are a good match for our considered

feature. Therefore, we can also accept the second best match from the image 𝐼2 if the difference

to the best match is not significant, or in other words, if the error of the second best match is

not greater than a chosen percent of the best match, which is set to 0.75. It is also possible

to perform additional test and accept matches only if the 𝑗-th descriptor 𝐼descriptor2 (𝑗) from the

second image is the best match for the 𝑖-th descriptor 𝐼descriptor1 (𝑖) in the first image, and if this

statement is also true in the reverse order, as the 𝑖-th descriptor 𝐼descriptor1 (𝑖) from the first image

is the best match for the 𝑗-th descriptor 𝐼descriptor2 (𝑗) in the second image. This procedure allows

to significantly reduce the number of incorrect matches.

Once the correspondences are established, the system follows the same steps as presented in

the tracking-based VO in section 2.4.1. The 3D positions of features are computed with the

depth image for both frames, and the RANSAC procedure is used to robustly estimate the

transformation T𝑘+1,𝑘. Similarly, the transformation estimate can also be concatenated, in

order to find the current pose P𝑘+1 in the global coordinate system.

As the system performs matching of features, the complexity of the problem grows quadratically

with the number of features used [73]. Therefore, matching of floating-point descriptors like the

SURF descriptors is significantly slower than tracking of the same features. When it comes to

binary descriptors, the XOR operation can be efficiently computed on modern computers, and

matching can be efficiently performed when the number of features is reasonable.

2.4.3 Motion estimation with RANSAC

At one point of processing in the tracking-based and matching-based VO, the system obtains

the possible correspondences between the features visible in two images. Usage of depth images

allows us to obtain two sets of corresponding 3D points. Unfortunately, not all of these corre-

spondences are correct, and even a small number of incorrect matchings may negatively influence

the estimation of the transformation, as the Umeyama algorithm finds the best transformation

between two sets of 3D points in the least-squares sense [239]. Therefore, due to imperfect track-

ing results or wrong feature matches, the transformation estimation must be robust to outliers

and the iterative RANSAC scheme [68] is used for the estimation procedure, as presented in

Fig. 2.4.

The RANSAC randomly samples three matches from the original matches between the point

sets in order to compute the transformation model between these points with the Umeyama

algorithm. The quality of the proposed model is then evaluated on the basis of remaining matches

in order to verify the number of matches that are consistent with the computed transformation.
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Figure 2.4: Block diagram of the RANSAC algorithm used to find the transformation be-
tween two sets of 3D points given possible matches between these points

The procedure is repeated until a sufficiently good model is found or the maximum number of

iterations has been reached.

There exist several improvements to the RANSAC procedure [37, 38] that were summarized and

evaluated in [185]. The RANSAC used in our system uses the modifications that were proven

to significantly improve performance. First of all, due to the random sampling, the number of

necessary RANSAC iterations can be estimated using a simple probabilistic model [35] assuming

the desired percentage of success to improve the speed. As presented in the LO-RANSAC [38],

once the RANSAC-based model search is finished, the transformation is re-estimated from all

inlier-pairs. If the number of inliers after the re-estimation is high, an iterative model correction

is applied by rejecting the inliers that are least probable within the model estimated so far. In

the VO system, the features that were parts of incorrect matches are usually dropped from the

SLAM system, as these features were either incorrectly tracked or not correctly matched.

2.5 Pose-based SLAM

One of the main drawbacks of the VO is the fact that it accumulates drift over time, as each

small transformation imprecision is accumulated in the resulting pose estimate. It means that

the system working in the environment does not recognize an already visited place, and the

error of the system grows with each processed frame. One of the possibilities to reduce the drift

is to extend the VO system with additional transformation estimates between non-consecutive

poses. The system with this modification is called pose-based SLAM. One of the examples of

pose-based SLAM systems is the RGB-D SLAM [57, 58]. Our version of the pose-based SLAM

is publicly available1 and was presented in detail in [18].

2.5.1 Processing steps

In the pose-based SLAM, the positions of features are used to find the transformations between

poses, but there is no globally consistent map of features. Even without a global map of features,

the system can be considered a SLAM system, as it detects when the camera revisits the same

place, and a map can be reconstructed from the obtained camera poses. The lack of persistent
1Open-source code is available at https://github.com/LRMPUT/PUTVO

https://github.com/LRMPUT/PUTVO
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Figure 2.5: Block diagram of the pose-based SLAM system based on the tracking- or
matching-based VO system. The system estimates poses by means of graph-based optimiza-
tion and additional constraints coming from processing non-consecutive frames in windowed

optimization and additional loop closure mechanism

3D features makes it impossible to jointly optimize poses and features as implemented in [62]

or [153] in order to reduce the trajectory drift in the front-end. Therefore, the proposed solution

is similar to the one suggested in [57]. The system reduces the trajectory drift by constructing a

pose-graph from the 𝑤 last sensor poses, and estimates the motion constraints between the frame

obtained in that pose and the remaining 𝑤 frames. Then graph-based optimization is used to

optimize the small pose-graph of the last 𝑤 frames. This part of the approach, called Windowed

Optimization (WO), should not be confused with the windowed bundle adjustment, because it

is still purely pose-based and involves no features.

The processing steps of the pose-based SLAM are presented in Fig. 2.5. The first step of pro-

cessing is to perform the VO algorithm that uses either tracking as in sec. 2.4.1 or matching

as presented in sec. 2.4.2. Both of these approaches use 3D-to-3D feature correspondences for

frame-to-frame motion estimation [71], and therefore we already have 3D sets of features con-

nected with each frame. Moreover, the VO processing yields the pose-to-pose transformation

between consecutive poses. Then the set of features visible in the current image is compared to

the 𝑤 frames that were captured before the last frame, using the same transformation estimation

with the RANSAC as in the VO. If the camera did not rotate significantly, it is possible to obtain

an additional 𝑤 transformation between the current frame and the frames stored in the history.

The WO method reduces the VO drift, as the system is more robust to a single incorrect or im-

precise transformation estimate. Additionally, the system can recognize if the camera revisited

a place, as it employs the Loop Closure (LC) mechanism, which is explained in more detail in

sec. 4.6.1. The LC system suggests possible frames that the SLAM system tries to match with

the transformation estimation, as in the VO system.

The additional processing steps result in additional transformations between sensor poses that

are not consistent with one another. Therefore, it is necessary to find camera poses that best

explain the observed transformations. In the presented system it is done with the use of graph-

based optimization, which is explained in more detail in the next section.
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2.5.2 Pose-based SLAM optimization

In the case of a pose graph, each measurement between the agent poses is stored in the graph

(Fig. 2.6). Each vertex in the graph represents a sensor pose P𝑖. Edges in the graph represent

measurements between two vertices. The measurement M𝑖,𝑗 represents the 3D transformation

(translation and rotation) between the poses P𝑖 and P𝑗 . The quality of the measurements

is represented by the information matrix Ω𝑖𝑗 (inverse of a covariance matrix), which can be

obtained by propagating the uncertainty from the measurement model of the RGB-D sensor

[178], or set as the identity matrix if equal uncertainty of all 3D transformations is assumed.

In our implementation of the system it is assumed as the identity, as in other SLAM systems

without a prior guess of the uncertainty of the measurement.

Figure 2.6: Graph representation of the pose-based SLAM. The vertices represent camera
poses, whereas the edges are measurements that correspond to transformation estimtes. The
measurements come from the Visual Odometry (black lines), Windowed Optimization (blue

lines), or loop closure information (red line)

The input variables that are provided for graph-based optimization are measurements (edges of

the graph). Graph-based optimization returns poses of the sensor (vertices of the graph) which

correspond to the trajectory of the sensor. The optimization is possible if at least one vertex has

at least two incoming edges. The Windowed Optimization procedure provides additional edges

to the graph. With this procedure we can add relations between more distant vertices of the

graph (e.g. edges e14, e24, or e46 in Fig. 2.6). We can also add new measurements whenever

the agent returns to previously visited places. The loop closure procedure allows to close the

graph and improves the estimation of the sensor pose (edge e17 in Fig. 2.6). The graph-based

optimization procedure minimizes the global error E:

𝐸 =
∑︁
𝑖𝑗

e𝑇𝑖𝑗Ω𝑖𝑗e𝑖𝑗 , (2.2)

where e is a vector which determines the discrepancy between the current vertex pose and the

measurements. A graphical representation of error computation for each edge is presented in

Fig. 2.6. The error e𝑖𝑗 is computed as:

e𝑖𝑗 = M−1
𝑖𝑗 T𝑖𝑗 , (2.3)
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where T𝑖𝑗 is the estimated transformation between the considered vertices from graph-based

optimization. Using the camera poses P𝑖 and P𝑗 , we can rewrite (2.3):

e𝑖𝑗 = M−1
𝑖𝑗 P−1

𝑗 P𝑖. (2.4)

The back-end for the pose-graph is based on the open-source g2o software package for the least

square optimization [127]. This software takes a pose-graph produced by the front-end as an

input and performs minimization of a non-linear error function that is represented by this graph’s

constraints. Hence, the back-end can compute a globally consistent trajectory of the sensor,

providing that all constraints in the pose-graph (i.e. motion estimates) are correct [11]. The g2o

back-end is employed in two roles: to optimize small pose-graphs over a moving constant-length

window in the Windowed Optimization procedure for local trajectory correction, and to optimize

the global pose-graph, representing the whole recovered trajectory.

The global optimization occurs whenever a visual similarity between images that are far from each

other in the trajectory is discovered, as described in more detail as loop closure in section 4.6.1.

The loop closure system proposes possible match candidates that are sorted according to the

similarity measure. The system verifies these candidates by applying the matching procedure

as in the VO to determine the transformation between these two frames. If enough matches

between these frames are discovered on the basis of matching the local features, the pose-to-pose

constraint is added to the graph.

2.6 Feature-based SLAM

The feature-based system, which could also be referred as a map-based system, extends the

idea behind the pose-based SLAM systems. In the pose-based system, the optimization is per-

formed for the sensors poses (P1, P2, ..., P𝑛) on the basis of measurements obtained from

feature-matching. As each transformation is computed independently, the feature positions used

to compute these transformations might not be globally consistent. The feature-based SLAM

systems optimize the sensors poses (P1, P2, ..., P𝑛) jointly with the feature positions (p𝑓
1 , p

𝑓
2 ,

..., p𝑓
𝑚), which is called feature-based due to the importance of features in the optimization. The

system implemented in that way operates in real time despite some doubts raised by the creators

of pose-based systems [58]. The code of the proposed solution is also publicly available2.

2.6.1 Processing steps

The processing of the feature-based SLAM is presented in Fig. 2.7, which was divided into

the front-end and back-end processing. The front-end processes the incoming RGB-D frames,

performing the VO in order to achieve an initial guess of the sensor displacement. This stands

in contrast to other visual SLAM systems, which assume a constant velocity motion in order

to predict the next pose of the sensor [114, 158, 184]. When the sensor moves with a constant

2Open-source code is available at https://github.com/LRMPUT/PUTSLAM/tree/release

https://github.com/LRMPUT/PUTSLAM/tree/release
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Figure 2.7: Block diagram of the feature-based SLAM system. The VO is used to provide
an initial guess of the transformation. That guess is further used to match the current features
with the map features resulting in pose-feature constrains. The optimization framework jointly

optimizes the sensor poses and the feature positions

velocity, there should be no difference in the performance of the two approaches. But when rapid

and unpredictable motion of the sensor is performed, the simple motion model does not provide

a sensible motion estimate. A direct use of the Visual Odometry helps to handle these cases, as

no prior assumption about the motion is made.

The next step is to estimate the correspondence between the features detected in the current

frame and the features available in the map. The procedure is explained in more detail in

section 2.6.2, but the result is the measurements of the feature found in map and observed

in the current frame. These pose-to-feature constraints are introduced into the optimization

framework. The optimization is described in more detail in section 2.6.4. The expected results

are sensor poses and feature positions that explain the observed measurements and thus allow

to obtain precise motion estimates with globally consistent map reconstruction.

2.6.2 Map matching

With the sensory motion guess, the map matching is responsible for associating the locally

observed features in the image to the features already available in the feature map, and it is

presented in Fig. 2.8. The map matching procedure requires the features to have descriptors for

matching. In the case of the matching-based VO these descriptors are already computed, but in

the case of the tracking-based VO the features are augmented with ORB descriptors.

As already stated, the choice of the binary ORB detector/descriptor was natural, as these features

are good to track, are computationally efficient, and can provide a good performance in the

context of visual navigation [202]. Then the front-end queries the back-end (which holds the

map data structure) for a set of candidate features that could be re-observed from the current

pose of the sensor. As the map can contain a huge number of features, it is necessary to

analyze only a subset of all available features. In the PUT SLAM it is done with a visibility

graph, similarly to the ORB-SLAM2 [156]. The set of features resulting from this query is

then projected into the current frame. If the projection results in an acceptable position of the
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Figure 2.8: The steps taken when matching the features observed in the current frame to
the features observed in the map

feature on the image, this feature is considered for matching. The knowledge of an initial guess

of the sensor motion allows us to constrain the matching of the features visible in the image to

the features available in the map, as the features should be close to each other. Therefore, we

perform a guided matching only in a small neighborhood of the predicted features in the image

plane, which increases the robustness. Moreover, the descriptors also allow to further reduce the

number of incorrect matches between the features from the current frame and from the map.

As a feature from the map is often observed from various viewpoints, for a single point feature

in the map we store multiple ORB/SURF descriptors obtained at various observation angles.

Then, when matching the features, the descriptor with the smallest difference between its stored

observation angle and the observation angle from the current frame is chosen. The observation

angles are represented in the global coordinate system, and the angle between them is computed

quickly using the dot product. We reject matches altogether, whenever the difference in the

observation angle between the most similar viewpoint of the mapped feature and the current

sensor viewpoint is larger than 30∘.

When trying to associate the local features with the map, it is important to limit the number of

the map features that are considered for matching, in order to reduce possible incorrect matches.

The first idea is to reject the features that are occluded from the current pose, as presented in

Fig. 2.9A. On the basis of current sensor pose, the position of the feature from the map can be

computed, as well as its projection on the image. From the other side, the depth images provide

us with the depth measurements for the projected image position of that feature. The depth

images from RGB-D sensors are noisy. Therefore, the feature is assumed to be occluded when:

p𝑓
𝑧 > p𝑓

Dimg + 𝑡depth, (2.5)

where p𝑓
𝑧 is the predicted depth of the map feature in the coordinate system of the current frame,

p𝑓
Dimg is the depth measurement from a depth image, and 𝑡depth is the additional offset that takes

into account the uncertainty of the measurement. In the proposed system, the additional offset

𝑡depth was set to 10 cm, as in almost all cases the Kinect sensor provides a measurement with

a greater accuracy [178]. Another possibility is to include in the analysis only the features that
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Figure 2.9: A) The features from the map visible for the sensor pose P𝑘. The green dots
are the accepted features, whereas the red features are rejected, as their position suggests that
they are located behind some obstacle. B) The features retrieved from the map for the sensor
pose P𝑘 might not include the purple features as these features were observed in the camera

P𝑘−𝑛, which is too far in the observability graph

are observed in the frames that have enough shared observations. Such observability graph is

presented in Fig. 2.9B. When analyzing the current sensor pose P𝑘, the system accepts only the

map features that were observed in the neighboring frames that are defined as the frames that

have enough shared observations with the previous camera pose. This simplification might omit

some potentially good features (like the purple features presented in Fig. 2.9B), but it allows to

analyze only a subset of the possible feature candidates, and thus obtain a system that works in

real time in the case of longer trajectories.

Having these associations between the features in the current frame and a feature in the map,

the front-end computes the SE(3) transformation between the current pose and the map (in the

global frame), by applying the Umeyama algorithm to the set of corresponding feature pairs.

To achieve robustness to possible outliers, the correct matches (inliers) are estimated using the

preemptive RANSAC framework. The outlier rejection test in the RANSAC can use either the

feature re-projection error in the image plane, or the Euclidean distance between the observed

and the predicted feature in 3D. The re-projection error is given as:

𝐸Rep. = max
(︁
𝑑2D(Π𝑎(p𝑓

𝑖 ),Π𝑎(p𝑓
𝑗 )), 𝑑2D(Π𝑏(p

𝑓
𝑖 ),Π𝑏(p

𝑓
𝑗 ))
)︁
, (2.6)

where Π𝑎 represents the operator of projection onto the image plane 𝑎, 𝑑2D(𝑥, 𝑦) represents the

computation of the image distance between the two image points 𝑥 and 𝑦, and p𝑓
𝑖 is the 3D

position of the 𝑖-th feature. The alternative Euclidean norm between the previously mentioned

features is computed as:

𝐸Euc. = 𝑑L2(p𝑓
𝑖 ,p

𝑓
𝑗 ), (2.7)

where 𝑑L2(𝑥, 𝑦) is the computation of the Euclidean distance between the two 3D points 𝑥 and

𝑦. For the set of inliers, R3 constraints (translations) are added between the pose of the current

frame and the re-observed features in the map.
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2.6.3 Map maintenance

Similarly to the tracking-based VO, procedures to ensure the correct number and placement of

features have to be implemented. When the current frame is matched against the map features,

the number of possible matches may fall below a preset threshold. This indicates that it is

necessary to add new features to the map. When adding features, it is advised to avoid the

possible aliasing of nearby features, which might result in false matches, and to place features

in every part of the image. An additional procedure is activated, if the number of features

re-projected from the map into the current image is below a given threshold (usually set to

80), or if the map-matching procedure resulted in less pose-to-feature constraints than a preset

threshold (usually set to 25). From each keyframe, no more than 200 point features can be

added to the map, and preference is given to the visual features having the strongest detector

response. Features that are located too close or too far from the sensor are not added to the

map, as their locations may be highly uncertain due to the range measurement errors. Each new

map feature must be appropriately separated from the existing features. Therefore, there is a

minimal distance threshold in the Euclidean space and a threshold on the minimal distance in

the image plane that the feature must not break in order to be added to the feature map.

2.6.4 Feature-based SLAM optimization

The feature-based version of the PUT SLAM system is based on the Bundle Adjustment (BA) [234],

meaning that the PUT SLAM uses a graph with two types of vertices: p𝑓 representing the fea-

tures, and P representing the sensor poses, as presented in Fig. 2.10. Contrary to the pose-based

approach, which marginalizes the point features and constructs a graph whose vertices are only

the sensor poses. In the feature-based PUT SLAM, the 𝑖-th pose and the 𝑗-th feature are related

by the constraint t𝑖,𝑗 ∈ R3, representing an RGB-D measurement. Moreover, a pose-to-pose

constraint M𝑖,𝑘 ∈ SE(3), resulting from the estimated sensor motion between the poses P𝑖 and

P𝑘, can be introduced to the graph if the number of the re-observed features belonging to the

map is too small. It is a necessary step that allows constraining the optimization in order to

find the sensible positions of features and sensor poses in the case of few measurements. This

allows our SLAM system to handle situations when there is a very small overlapping between

the current view and the map, and we cannot re-observe the mapped features.

The sensor poses are represented in the global frame, whereas the point features are represented

relative to the poses (keyframes) from which they have been observed for the first time. Consid-

ering this mathematical representation of the SLAM problem, the following function has to be

minimized in order to optimize the map and the trajectory:

argmin
P,p

𝐸 =

𝑛∑︁
𝑖=1

𝑚∑︁
𝑗=1

e𝑇𝑓(𝑖,𝑗)Ω
p2f
𝑖,𝑗 e𝑓(𝑖,𝑗) +

𝑛∑︁
𝑖=1

𝑛∑︁
𝑘=1,�̸�=𝑘

e𝑇𝑝(𝑖,𝑘)Ω
p2p
𝑖,𝑘 e𝑝(𝑖,𝑘), (2.8)

where e𝑓(𝑖,𝑗) = e(P𝑖,p
𝑓
𝑗 , t𝑖,𝑗) and e𝑝(𝑖,𝑘) = e(P𝑖,P𝑘,M𝑖,𝑘) are error functions for the pose-

to-feature and pose-to-pose constraints, respectively. The uncertainty of each constraint in the

graph, pose-to-feature or pose-to-pose, is reprented by the corresponding information matrixΩp2f
𝑖,𝑗
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Figure 2.10: Graph representation of the feature-based SLAM. The poses of the sensors
and the positions of the features are found through pose-to-feature constraints (blue). If not
enough measurements are available, the pose-to-pose constraints might be introduced in order
to stabilize the optimization. The loop closure procedure presented as the red line is not a
pose-to-pose constraint, but it unifies the features that obtained different ids but are really

the same feature

orΩp2p
𝑖,𝑗 . The pose-to-feature constraint information matrixΩp2f

𝑖,𝑗 can be obtained from the spatial

uncertainty model of the features, and it improves the accuracy of trajectory estimation [19],

but is usually set to identity matrix, as in [58], due to the lack of a precise uncertainty model of

the sensor. The pose-to-pose constraint information matrix Ωp2p is universally set to identity,

but it could be estimated from the uncertainty of the measurements that are marginalized when

the transformation between two poses is computed [19, 84].

The back-end stores the graph for optimization, while also containing the point features inside

the map. The map holds multiple descriptors for each feature in order to allow matching from

different points-of-view, as descriptors are only invariant to small changes in the point-of-view.

As in the pose-based version, the back-end uses the g2o graph-based optimization library [127]

to solve (2.8).

The popularity of the pose-based method was supported by the view that the feature map

cannot be optimized in real time on a mobile robot. This belief is partially true, as a high

number of features in the map might render the optimization inefficient due to the fact that the

computational complexity of graph-based optimization is cubic in the number of variables [127],

and in the end it negatively impacts the performance of the whole system.

2.6.5 Implementation details

The feature-based system includes in its optimization much more constraints than the pose-

based system, as each frame contributes hundreds of pose-to-feature constraints that need to be

optimized. Moreover, as the system continues its operation, more and more features are added
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to the map, which might prevent the system from working in real time. Therefore, the scalability

of the system is a real concern for the feature-based SLAM systems.

Figure 2.11: The Double Window optimization framework optimizes the inner window of
keyframes around the current frame in order to obtain a real time performance in the case
of growing graph sizes. The remaining part of the graph does not take part in the current

optimization, but it might be included in future optimizations

In the feature-based PUT SLAM, the Double Window optimization framework [215] is imple-

mented, which defines an inner window of keyframes around the current frame in the factor

graph, and an outer window of peripheral keyframes, as presented in Fig. 2.11. The parts of the

feature map outside of the inner window are marginalized out, which renders the graph-based

optimization efficient, as the number of optimized variables does not exceed a value that might

endanger the real-time performance of the system. The frames that are considered inner and

outer are based on the idea of a covisiblity graph introduced in the ORB-SLAM2 [156]. In the

covisibility graph, each node corresponds to a keyframe, and each edge connecting two keyframes

has a weight that corresponds to the number of shared pose-to-feature measurements. With the

covisibility graph, the inner window of keyframes can be retrieved by finding the closest frames

by performing the Breadth First Search of the graph.

However, the graph-based optimization procedure is still much slower than the front-end. Thus,

the front-end and the back-end are implemented in separate threads, similarly to the PTAM

architecture [114]. The threads of the front-end and the back-end work asynchronously, and

they get synchronized on specified events. A possible synchronization event includes a query

for visible features and insertion of a new set of constraints. Nevertheless, the synchronization

procedure is nonblocking, as new poses, features, and measurements are buffered in a smaller

temporary graph, which is not used by g2o until the back-end finishes the on-going graph-based

optimization session. At that moment the temporary structure is merged with the main graph.





Chapter 3

Personal localization

3.1 Introduction

People usually can successfully localize in a known environment without issues. The sight is the

most important sense that allows people to determine their current location when comparing to

a memorized view of the scene. A problem arises when a person needs to localize in an unknown

indoor environment, and no prior information about the building structure is known to this

person. One solution is to use maps that provide information for localization purposes. In the

recent decade, the use of maps in outdoor environments was greatly improved with the common

access to the GPS technology. The GPS technology provides a user with a precise location

estimate when a line-of-sight signal from four or more GPS satellites can be received [95]. The

location estimate is then placed on a map, allowing to localize faster, easier, with no human error,

and also when people cannot easily localize themselves, e.g. in the case of blind people [32]. The

emergence of the GPS as a universal solution can be also attributed to the common access to

the GPS modules that are available in most mobile and tablet devices. But the signal from GPS

satellites cannot easily reach every location on the Earth, like deep mountain valleys or roads

between high buildings, where GPS performance can be degraded. And in some places, like in

tunnels or inside buildings, the signal can be insufficient and the GPS might not work at all.

According to the National Human Activity Pattern Survey [115], people spent 86.9% of their time

indoors. Even though people will not benefit from indoor localization technology during sleeping

or working at the desk, it is still a significant portion of our lives which could be improved by the

localization. Therefore, indoor localization is an intensively researched field [4, 55, 78, 102, 172,

197, 229], as it could be revolutionized by a universal solution similarly to the GPS revolution

outdoors. From the perspective of application, indoor localization can be used not only to provide

localization functionality, but also to provide localization-based services. Among the possible

services, navigation to a chosen point, based on either map coordinates or semantic input from

the user, looks like the most promising application. Information about the location can be also

used to tailor advertising to the current location of the user. Moreover, users’ trajectories can

be analyzed in order to obtain information about the most used roads/corridors, and therefore

31
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gain the possibility to shape the movement of people inside buildings, e.g. shopping centers.

The possible applications also include security-related services, like providing the location of

emergency exits and/or guidance towards safety areas.

3.2 Related work

Among the solutions used for personal indoor localization, the most popular methods are based

on the iBeacons [123, 144, 159]. Beacons are small devices placed inside buildings and emit a

signal using the Bluetooth Low Energy technology (BLE) at 2.4 GHz. Among possible receivers,

mobile devices are the most commonly used. Information received from several beacons can be

triangulated (only when the positions of beacons are known) in order to achieve an estimate of

the user’s location. Beacon-based services are offered by several companies, like IndoorSpirit1,

Ifinity2, Indoor Atlas3, or Indoors4. Even though beacon-based solutions are employed for ex-

ample in shopping malls, the beacon technology is expensive, as it requires the beacon emitters

to be manually placed in the environment. Once the infrastructure is initially set up, the system

also requires maintenance, as malfunctioning Bluetooth beacons need to be replaced, and the

batteries inside beacons last up to one year. Therefore, the potential buyer has to pay the initial

price for deploying the infrastructure and then the continuous cost of maintenance.

Another solution currently gaining popularity is based on the Ultra WideBand (UWB) bea-

cons [78, 197]. The UWB technology operates in a wide spectrum of frequencies, and therefore

can provide a more precise location of the receiver than the location provided with Bluetooth

beacons. Nevertheless, the UWB technology is still susceptible to indoor signal propagation is-

sues, like multiple reflections or signal strength estimation errors when the signal travels through

walls. The main drawback of the UWB solution is that it requires additional receivers, which are

not available in the currently used mobile devices. Therefore, UWB receivers are commonly used

when it comes to localization of robots while no objects are in the line of the transmitter and

the receiver (direct line-of-sight), as in that case the UWB technology can provide localization

with accuracy up to several centimeters [229].

The aforementioned solutions require additional transmitters to be placed in the environment

in order to allow localization. But it is possible to develop a solution that localizes a person on

the basis of already existing infrastructure. More precisely, in personal localization it usually

can be assumed that a person is equipped with a mobile device with sensors, which are used to

gather all necessary localization information. One of the possibilities is to use local disturbances

in the magnetic field to effectively track the position in the environment, as presented in [91] and

explained in more detail in [92] for a mobile robot and a person equipped with a magnetometer.

The method uses a particle filtering approach and constantly measures the magnetic signal in

order to obtain a global estimate of the position. The further research performed by the authors

of these articles lead to the creation of the IndoorAtlas company5. Magnetic indoor localization
1www.indoorspirit.com
2getifinity.com
3www.indooratlas.com
4indoo.rs
5www.indooratlas.com

www.indoorspirit.com
getifinity.com
www.indooratlas.com
indoo.rs
www.indooratlas.com
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was also evaluated using magnetometers in mobile devices, like in [80], and experiments con-

cerning the precision of magnetic localization were conducted, as in [132]. As a result, several

similar localization systems were created, based on magnetic signatures and a particle filter, as

in [220]. The limitation of the magnetic-based localization stems from the necessity to have a

magnetometer in the mobile device, which is not available in older or cheaper devices.

Another possibility is to utilize WiFi information for indoor localization. The WiFi signals are

usually available indoors due to networks for Internet connections, but can also be used for local-

ization purposes. The indoor localization of mobile robots with WiFi signals is a well-researched

topic [173] with several successful applications like [20, 224], but it is not common, as other

sensors of mobile robots can provide a more precise localization estimate. In the case of in-

door personal localization, the utilization of WiFi is more common, as WiFi signals can be easily

captured with every modern mobile device. The state-of-the-art solutions that utilize WiFi infor-

mation, like [55], which won an on-site indoor localization challenge during the IPIN conference

2016 [233], are usually processing information coming from WiFi adapters and other sensors

like accelerometers, gyroscopes, magnetometers, and/or Bluetooth adapters. The combination

of WiFi information with intertial measurements allows to obtain the most precise estimates,

and the fusion is performed using either the Kalman filter [4] or the particle filter [198]. As a

comparison of the performance of the two filters in indoor localization is presented in [102]. Re-

cently, the particle filtering is preferred to Kalman filtering, as it allows to support non-Gaussian

localization hypotheses, and to easily incorporate map information into the localization scheme.

Surprisingly, systems that utilize WiFi and magnetic information are rare, with a single example

of Magicol [207].

The solution proposed in the thesis also belongs to the group of infrastructure-free solutions,

which utilize the sensors available in a mobile device. In real-life scenarios, the localization

accomplished with fusion is preferred to the localization from a single source of information,

as it allows to obtain more accurate estimates. Therefore, the solution is based on extracting

information from inertial sensors and a WiFi adapter, similarly to [55]. Contrary to the majority

of the currently used systems, the data fusion is performed using a graph-based representation

of the information. The graph-based fusion is a typical way for data fusion in the robotic

SLAM, and it has not been fully researched in the case of indoor localization, with only a single

work proposing a similar concept [97]. The use of optimization for data fusion, in contrast to the

filtration methods, allows determining the most globally consistent user trajectory, as information

is not marginalized at any step. The following sections present the proposed solution, introducing

it from the low-level sensor processing to the final information about the creation of constraints

added into the final graph-based localization scheme.

3.3 Proposed solution

The proposed personal indoor localization solution is based on the assumption that the user is

equipped with a smartphone. Currently, 58% of all people in Poland are equipped with a modern

smartphone, and over 88% of people younger than 30 years have a smartphone [147]. Therefore
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it is quite safe to assume that the proposed solution could be used by most of the interested

users, especially that the percent of people with smartphones increases by 6% each year [147].

Nowadays, mobile devices are not only used to make calls but also to play games or browse the

Internet. Therefore, the devices are equipped with additional sensors. These sensors are not

purposely placed for localization, but can be adapted to that application. The sensors available

in a mobile device include:

∙ barometer – used in mobile devices to reduce the time to get a GPS fix,

∙ accelerometer, magnetometer, gyroscope – used to detect when the user changes the ori-

entation of the device to rotate the screen or for gaming purposes,

∙ WiFi adapter – commonly used to connect to the Internet,

∙ camera – used to take pictures.

Figure 3.1: Overview of the processing performed on a mobile device to obtain personal
localization

The sensory system of mobile devices provides raw measurements. The information from sensors

can be used for localization purposes, but it needs to be processed by localization subsystems

running in a mobile application. The mobile application is responsible for obtaining raw mea-

surements, obtaining localization clues, and then fusing the information in order to obtain a final

localization estimate, as presented in Fig. 3.1.

In the proposed localization processing scheme, a barometer is used to determine altitude

changes, which can allow determining changes in the floor level. More information about the

barometer is presented in section 3.4. The inertial sensors available in a mobile device, like

accelerometer, magnetometer, and gyroscope, are important, as these sensors can be combined

to create a system that measures the distance covered by the user, forming a pedestrian dead-

reckoning solution (shortly PDR). The PDR system accumulates errors over time, as it is an

equivalent of odometry for robots, but it provides a fast prediction of the user’s pose, and it is

presented in section 3.5.

A WiFi adapter is an important source of information, as it allows for drift-free localization, be-

cause the current WiFi scan is localized in the known map. The usage of the WiFi for localization
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purposes is explained in section 3.6. The camera providing the images of the observed scene can

be used in various ways. Firstly, the images can be used to determine if the user observes an al-

ready known location, working as a loop closure system (more details in section 4.6.2). Secondly,

the images can be used to detect passive landmarks, as presented in the section 3.7.

Figure 3.2: Exemplary graph of personal indoor localization. Each pose is connected to
another pose with a measurement from another localization subsystem. Additionally, each

pose can be connected to a point on the map with a WiFi measurement

The localization subsystems process the sensory data from a mobile device yield localization

estimates. These estimates are noisy, therefore they are fused using a graph-based approach.

Contrary to the filtering approaches, representing the fusion problem as a graph-based optimiza-

tion problem allows to remove incorrect measurements after some time, and allows to find a

globally consistent map when a loop closure is found [217]. The application of the graph-based

fusion for personal indoor localization is inspired by the results obtained with the SLAM system

(cf. sec. 2).

In the assumed fusion mechanism, the 𝑖-th pose of the user, denoted byP𝑖, is connected with mea-

surements obtained from localization subsystems. An exemplary graph is presented in Fig. 3.2,

and can be considered as a pose-based graph. To find the most plausible sequence of the nodes

(user poses or map positions with known WiFi scans) P𝑖 ∈ SE(3), 𝑖 = 1 . . . 𝑛 satisfying the

constraints existing in the factor graph, the following function is minimized:

argmin
P

𝐸 =

𝑛∑︁
𝑖=1

𝑛∑︁
𝑗=1,𝑗 ̸=𝑖

𝑓𝑖𝑗e𝑖𝑗(P𝑖,P𝑗 ,M𝑖𝑗)
𝑇Ω𝑖𝑗e𝑖𝑗(P𝑖,P𝑗 ,M𝑖𝑗), (3.1)

where 𝑓𝑖𝑗 is a parameter equal to 1 when an edge between the 𝑖-th and 𝑗-th nodes was introduced

into the graph, and 0 in other cases, e𝑖𝑗(P𝑖,P𝑗 ,M𝑖𝑗) is the error function of the constraint,

evaluated for the estimated pose of the 𝑖-th node and the measured pose of the 𝑗-th node

stemming from the measurement M𝑖𝑗 related to this pose. If no measurement e𝑖𝑗 was introduced

into the graph, the value 𝑓𝑖𝑗 is set to 0 and the error of that summation term is equal to 0. The

elements introduced to the optimization on the basis of map, like the positions of known WiFi
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scans, are fixed during the optimization process. The measurement comes from any of the

user localization subsystems, and the information matrix Ω𝑖𝑗 models the uncertainty of this

measurement.

3.4 Detecting a floor change

A floor change can be most easily determined with a barometer, which measures the atmospheric

pressure. The measured pressure can be recomputed to the metric altitude of the mobile device

with an equation used in the Android OS [148]:

ℎ(𝑝0, 𝑝) =
𝑇0

𝐿
(1 −

(︂
𝑝

𝑝0

)︂ 𝑅𝐿
𝑔𝑀

) = 44330(1 −
(︂

𝑝

𝑝0

)︂5.255−1

), (3.2)

where 𝑝 is the measured pressure, 𝑝0 is the pressure at the sea-level, ℎ is the altitude, 𝑇0 is the

sea-level temperature, 𝐿 is the temperature lapse rate, 𝑅 stands for the universal gas constant,

𝑔 is the acceleration due to gravity, and 𝑀 is the molar mass of dry air. Since the equation

contains commonly known constants, it is possible to reduce it to the simplified formula on the

right-hand side of eq. (3.2).

As the pressure 𝑝0 is usually not known, it can be assumed to equal to the approximated typical

value of 1013.25 hPa. This assumption usually renders absolute altitude estimation useless,

but it still can be used to determine the relative altitude change between two measurements,

especially when the measurements are taken in the same building and with a relatively small

time difference. Having two measurements 𝑝1 and 𝑝2, the relative altitude difference can be

computed as:

∆ℎ = ℎ(𝑝0, 𝑝1) − ℎ(𝑝0, 𝑝2). (3.3)

Indoor personal localization is usually performed in a 2.5D environment, which means that the

pose of the user on the XY plane takes continuous values, whereas the altitude is discretized to

the number of the floor the user is currently located at. To correctly estimate the floor change

∆𝑍 between two locations, the difference in floor heights ℎ𝑓 has to be known and can be used

to estimate the floor change:

∆𝑍 = round

(︂
∆ℎ

ℎ𝑓

)︂
. (3.4)

The estimated floor change is then used to determine if the user changed the floor in the building.

In that case, the system stores the graph created on the previous floor and starts to create a

new graph for localization.

3.5 Pedestrian dead-reckoning (PDR)

The PDR system estimates the distance covered by the user and accumulates the estimated

distance values to achieve a global estimate of the user’s pose. In the PDR, the relative distance
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between two poses comes from the stepometer, which is explained in more detail in section 3.5.2.

The obtained distance lacks the information about the direction of motion and therefore the

PDR system uses the orientation estimate from inertial sensors, presented in section 3.5.3, to

extract the heading angle of the motion. Combining the distance and the orientation allows

tracking the user’s motion.

When considering the motion between the poses P𝑖 = (𝑥𝑖, 𝑦𝑖, 𝜃𝑖) and P𝑗 = (𝑥𝑗 , 𝑦𝑗 , 𝜃𝑗), the

covered distance can be written as 𝑑step𝑖𝑗 , and the heading angle change can be written as ∆𝜃𝑖𝑗 .

These measurements can be used to estimate the P𝑗 :

𝑥𝑗 = 𝑥𝑖 + 𝑑step𝑖𝑗 · cos

(︂
𝜃𝑖 +

∆𝜃𝑖𝑗
2

)︂
, (3.5)

𝑦𝑗 = 𝑦𝑖 + 𝑑step𝑖𝑗 · sin

(︂
𝜃𝑖 +

∆𝜃𝑖𝑗
2

)︂
, (3.6)

𝜃𝑗 = 𝜃𝑖 + ∆𝜃𝑖𝑗 . (3.7)

The accuracy of the estimates depends on the accuracy of distance and heading estimation. The

stepometer informs about taken steps in discrete events depending on the chosen processing fre-

quency. Choosing a shorter difference between stepometer computation improves the estimation

in the PDR, but increases the processing requirements of the stepometer.

The PDR system can operate in a similar way to robots’ wheel odometry by combining the

measurements to obtain the users’ absolute position after several updates, but the achieved

results deteriorate with time due to the odometry drift. Nevertheless, the PDR can be used

to precisely estimate the position when the covered distance is small, thus providing a valuable

information that can be introduced into the graph.

3.5.1 Measurement edge in graph-based optimization

The PDR system estimates the relative distance (𝑑step𝑖𝑗 ) and orientation change (∆𝜃) between

the 𝑖-th and the 𝑗-th poses in the graph and each pose of the agent in the graph consists of

position (𝑥 and 𝑦) and orientation (𝜃). Therefore, the prediction of the pose can be performed

with equations (3.5), (3.6), and (3.7). The error of the measurement can be then defined as:

e𝑖𝑗 =

⎡⎢⎢⎣
𝑥𝑗 − 𝑥𝑖 − 𝑑step𝑖𝑗 · cos

(︁
𝜃𝑖 +

Δ𝜃𝑖𝑗
2

)︁
𝑦𝑗 − 𝑦𝑖 − 𝑑step𝑖𝑗 · sin

(︁
𝜃𝑖 +

Δ𝜃𝑖𝑗
2

)︁
(𝜃𝑗 − 𝜃𝑖) − ∆𝜃

⎤⎥⎥⎦ . (3.8)

When formulating the error in the aforementioned way, the corresponding information matrix

Ωpdr is a 3×3 matrix. In the information matrixΩpdr, the diagonal entries define the information

about the uncertainty of the 𝑥, 𝑦, and 𝜃 measurements.

Let us consider an example of an agent standing at the origin of the coordinate system (𝑥 = 0 and

𝑦 = 0). The agent started to move and the stepometer detected a motion by 1 meter 𝑑step𝑖𝑗 = 1
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Figure 3.3: Comparison of uncertainty representation for a motion estimate starting at
𝑥 = 𝑦 = 0 with the measured distance from stepometer of 𝑑step𝑖𝑗 = 1 m and the orientation
change of Δ𝜃 = 45 degrees, in the case of representing the uncertainty in the 𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 and

𝑎𝑛𝑔𝑙𝑒 plane (A) and the 𝑋𝑌 plane (B)

m with some uncertainty, but prior to that motion the orientation estimation system detected a

change in rotation of 45 degrees. As a result, the user is probably located at the position 𝑥 = 0.707

and 𝑦 = 0.707, but let us focus on the uncertainty of the measured motion of that user. If we

represent the uncertainty on the 𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 and 𝑎𝑛𝑔𝑙𝑒 plane, we obtain an uncertainty distribution

as presented in Fig. 3.3A, where it is Gaussian. If we decide to represent the uncertainty on the

𝑋𝑌 plane, we obtain an uncertainty distribution as presented in Fig. 3.3B, where the distribution

is non-Gaussian. As graph-based optimization utilizes information matrices, in the case of the

𝑋𝑌 plane the uncertainty would have to be approximated by Gaussian ellipses, but it would

never fully resemble the real values similarly to the wheeled odometry of mobile robots [227].

Unfortunately, this is the only way to properly constrain the joint distance and orientation

optimization. In the case of the 𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 and 𝑎𝑛𝑔𝑙𝑒 plane we could predict the pose with

equations (3.5), (3.6), and (3.7), and define the error of the PDR measurements between the

poses P𝑖 and P𝑗 as:

e𝑖𝑗 =

[︃√︀
(𝑥𝑖 − 𝑥𝑗)2 + (𝑦𝑖 − 𝑦𝑗)2 − 𝑑step𝑖𝑗

(𝜃𝑗 − 𝜃𝑖) − ∆𝜃

]︃
, (3.9)

but the optimization would independently optimize the angle and the distance, ignoring the PDR

requirement that the user walked the distance measured by the stepometer at the estimated

angle. Therefore, despite the fact that this would allow to independently set the information

matrix Ωpdr entries for the distance error and orientation error, the uncertainty of the orientation

estimation, the formulation as in (eq. 3.8) is used. In that case the information matrix is set as:

Ωpdr =

⎡⎢⎢⎣
1 0 0

0 1 0

0 0 𝑘pdr

⎤⎥⎥⎦ , (3.10)

where the 𝑘pdr parameter, is established experimentally, determines the variance of the mea-

surements between stepometer and orientation estimation, and compensates for the fact that
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the error of the distance is measured in meters whereas the orientation change is presented in

radians. Best results were obtained with 𝑘pdr ≥ 10, as the errors in orientation greatly influence

the final metric estimate.

The relative distance (𝑑step𝑖𝑗 ) comes from stepometer described in section 3.5.2, and the orientation

change (∆𝜃) is estimated as presented in 3.5.3.

3.5.2 Stepometer

The stepometer, sometimes called pedometer, measures the distance the user traveled by count-

ing the steps with inertial sensors. Typically, an accelerometer [100] is the main source of the

information, but there are also pedometers that work using a gyroscope [104, 135]. The modern

mobile devices may contain a stepometer, as almost every device contains an accelerometer to

detect the orientation of the screen, and has enough processing power, while users most of the

time hold their mobile devices close to their bodies.

Figure 3.4: Processing diagram of the proposed stepometer algorithm

In the proposed stepometer presented in Fig. 3.4, estimation is based on the accelerometer data,

and computation is performed with the Fast Fourier Transform (FFT) of the accelerometer

measurements in a sliding window of samples, inspired by [100]. As the stepometer has to work

regardless of the device orientation and position, the magnitude of the accelerometer signal is

extracted for processing. Once a full window of samples of size 𝑤step has been captured, the

dominant frequency in the processing window is found by the FFT. The system assumes that the

dominant frequency is between the values of 1.1 Hz and 2.6 Hz that correspond to the typical

frequencies for walking. The person is assumed to be walking if the frequency response for the

dominant frequency normalized by the window size exceeds a preset threshold.

The introduced minimum and maximum thresholds on the dominant frequency are necessary

due to the noisy nature of the measurements and the huge variety of the possible actions that

the user can perform with the smartphone. As a side effect, the presented stepometer might not

correctly detect a deliberate slow motion, due to a frequency lower than the minimum threshold,

or the cases when a person is running, resulting in a frequency above the maximum threshold.

During operation, the stepometer computation is repeated each time the window of samples

shifts by one-forth of the window size.
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Due to the low resolution of the FFT, caused by the limited accelerometer sampling rate, the

real frequency of the motion is hard to determine. For example, if we consider the window of

𝑤step = 256 samples with accelerometer sampling of 200 Hz in the case of the Samsung Galaxy

Note 3, then the resolution of the frequency bin is equal to 𝑏res = 0.78125 Hz. To increase the

precision of the frequency estimation of the motion, the two bins in the frequency spectrum

that are neighbours to the frequency bin with the greatest response are also considered. In

the end, the final frequency 𝑓 of the motion is computed as a weighted average of these three

frequencies, weighted by their frequency responses. As a result, the final frequency is more

precise, as it achieves frequencies greater resolutions than would be possible when considering

only the original bins in the frequency spectrum.

The distance covered by the user can be estimated with the knowledge of the person’s step length

𝑙step and the time passed from the previous stepometer estimation ∆𝑡. The step length 𝑙step can

be estimated during operation, as in [205], or a default value can be assumed on the basis of an

experiment. The covered distance is then estimated with the equation:

𝑑step𝑖𝑗 = 𝑙step · 𝑓 · ∆𝑡𝑖𝑗 , (3.11)

where 𝑑step𝑖𝑗 denotes the distance covered between the 𝑖-th and the 𝑗-th iterations, 𝑓 is the

obtained frequency of the motion, and ∆𝑡𝑖𝑗 is the time that passed from the previous iteration

of the stepometer. If the total covered distance value 𝑑step is sought, it is computed by summing

up the partial distances 𝑑step𝑖𝑗 from each processing iteration for the whole sequence.

The existing pedometers usually achieve an accuracy close to 5% of the trajectory length [176].

The poor performance is caused by the noisy data input and numerous sources of errors. The

accuracy of the stepometer defined by (3.11) depends on the precision of the step size estimate

𝑙step, and the moving window size 𝑤step. Larger window sizes result in more precise frequency

estimation, but with a greater latency in the detection of user movement, or even inability to

detect sudden motion. A smaller window size gives the ability to detect these rapid movements,

but results in more false-positive step detections. Moreover, the 𝑤step has to be changed also

when the mobile device can only provide accelerometer measurements with a lower frequency.

The presented stepometer could be improved, but the research focus of the dissertation was

shifted towards data fusion and therefore the stepometer is only used as a tool that provides

metric estimates based on accelerometer measurements. The greatest gains are expected to be

achieved with additional step length 𝑙step estimation that should be performed during operation

in order to match the individual person, which can be done as already demonstrated in [205].

3.5.3 Orientation estimation

Estimating the heading angle of the user motion is important for the PDR to properly estimate

the current position of the user. With a mobile device, it can only be estimated by finding the

orientation of the mobile device, and assuming that the user holds the phone in some position,

or at least is not intentionally disturbing the performed estimation.
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The orientation estimation of the mobile device can be performed by fusing the data from the

accelerometers, magnetometers, and gyroscopes, which are present in almost any modern mobile

device. The fusion can, therefore, be performed similarly to the available IMUs, but the mobile

devices are a challenging environment for orientation estimation, as the used sensors are cheap

and their precision is not of utmost importance for smartphone manufacturers. Moreover, the

framerate of sensors output is constrained by the Android operating system, and there might be

issues when it comes to proper synchronization between the data coming from multiple sensors.

Nevertheless, it is possible to create a module that properly estimates the orientation of the

device, and therefore the heading of the user’s motion.

Figure 3.5: Global coordinate system (NED) used in the proposed estimation

The smartphone orientation estimation in the dissertation is performed in the NED coordinate

system. In the NED, the X-axis is pointing North, Y is aligned with East direction, and Z-axis

is directed down, as shown in Fig. 3.5. The orientation estimation of the device is computed

with respect to the NED system. When possible, the orientation estimation is performed with

quaternions to avoid the gimbal locks of the Euler representation.

For orientation estimation of the mobile device, three filtration algorithms are compared in this

section: the Complementary Filter (CL), the Extended Kalman Filter (EKF), and the Adaptive

Extended Kalman Filter (AEKF). The following paragraphs present the preliminary filtration

and introduce the aforementioned methods.

Preliminary filtration Mobile devices usually contain poor sensors, as the size and cost are

the criteria used when choosing the inertial sensors for a mobile device. But the goal of the

orientation estimation is to provide the best possible estimate, while not forcing the user to

perform any additional calibration steps, e.g. by asking the user to perform a chosen sequence

of motions in order to perform a calibration procedure. Therefore, in the proposed solution the

initial sensory signal is filtered as in [50]. The proposed solution assumes that the vector of

gravity can be extracted from the accelerometer measurements, while the magnetometer informs

about the vector of magnetic induction. More information about the filtration procedure can be

found in [79].



Personal localization 42

Figure 3.6: Preliminary filtration applied to the data from accelerometer and magnetometer.
The gyroscope data are not filtered

The filtration procedure is presented in Fig. 3.6. The accelerometer data are processed with three

filters in series, to remove noise from measurements. The first filter is a low-pass Butterworth

filter:
𝑎𝑜𝑢𝑡
𝑎𝑖𝑛

=
𝑏0 + 𝑏1𝑧

−1

1 + 𝑎1𝑧−1
, (3.12)

where 𝑎𝑖𝑛 denotes the input signal, 𝑎𝑜𝑢𝑡 is the output of the filter, the 𝑧 stands for the Z-

transformation, and𝑎1, 𝑏0, 𝑏1 are the filter’s coefficients. The second filter is a sliding window

median filter (described in [50]), and the last filter is a moving average filter.

The data coming from the magnetometer are also noisy, but most of the errors stem from local

disruptions of the magnetic field when moving close to ferromagnetic objects. As this noise is

impossible to eliminate, only a moving average filter is used.

The data from the gyroscope are not filtered. They drift over time, but filtration procedures

won’t help in this case.

Figure 3.7: Comparison of filtered and unfiltered accelerometer signal

An exemplary comparison of the influence of the filters on the accelerometer signal is presented

in Fig. 3.7. The presented data were captured with a mobile device while a person was walking in

a building. The original signal (blue) contains rapid signal changes, as presented in the zoomed

part of the plot. Applying the proposed filters (red) allows achieving a smooth signal that still

captures the changes in acceleration.
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Complementary Filter One of the possible filters that can be used to estimate the orientation

of the mobile device is the Complementary Filter (CL). The CL filter is derived from the concept

of a constant gain state observer [142] that found its application in embedded systems of limited

computing power, e.g. to estimate the orientation of the Unmanned Aerial Vehicles (UAV) and

Micro Aerial Vehicles (MAV).

The processing steps of the CF include two parallel paths of processing. At first, a high-pass

filter is applied to the biased high-frequency information about the estimate changes that can be

obtained when integrating the measurements from the gyroscope. The second path includes a

low-pass filter that is applied to the low-frequency information about the estimate changes that

can be obtained when fusing the data from the accelerometer and the magnetometer. Both of

these processing paths complement each other, allowing to provide an orientation estimate in

the case of small and rapid signal changes.

The processing of the CL is related to Kalman and Wiener filtering [94], as the CL was theo-

retically proven to perform similarly to Kalman filtering when constant covariance matrices are

used. Another version of the CL is the Mahony Filter presented in [142], which represents the

orientation with the rotation group 𝑆𝑂(3). Similarly, a version of the CL that uses quaternions

to represent the orientation was proposed by Madgwick et al. [141]. Despite its limitations,

the CF was used to estimate the attitude of aerial vehicles like a fixed-wing UAV [64] and a

quadrotor MAV [117]. The low processing requirements of the Madgwick’s filter made it also the

filter of choice for heading estimation in a smartphone-based indoor inertial navigation aid for

the visually impaired [192]. Due to its low processing requirements, the CL was used to estimate

the orientation of a mobile device [166].

Figure 3.8: Block diagram of data processing in the Complementary Filter. The final orien-
tation estimate is obtained by weighing the accelerometer and magnetometer estimate O𝐴𝑀

and the gyroscope-based estimate O𝐺

The full processing scheme of the CL is presented in Fig. 3.8. In most part it is implemented

with a quaternion-based representation of the orientation, apart from the weighting average,

which is performed with Euler angles. A basic orientation estimate in the chosen reference

global coordinate system, like the NED, can be obtained by combining the information from

accelerometer and magnetometer. In Fig. 3.8, the orientation estimate from accelerometer and

magnetometer is denoted by O𝐴𝑀 and is represented in a form of the Euler angles. However,

the obtained estimate is vulnerable to noise, and has a latency when following changes due to

magnetometer inertia, as well as issues when estimating the gravity vector in noisy acceleration

measurements.
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On the other hand, the gyroscope measurements can be used to allow the CL filter to follow fast

orientation changes. These measurements are used in order to obtain the orientation increment

on the basis of the angular velocities. As the final orientation O𝑂 is represented by a quaternion,

the angular difference is also computed as the quaternion ∆O𝐺:

∆O𝐺 =

⎡⎢⎢⎢⎢⎣
cos(‖g‖Δ𝑡

2 )

sin(‖g‖Δ𝑡
2 ) · 𝑔𝑥

‖g‖

sin(‖g‖Δ𝑡
2 ) · 𝑔𝑦

‖g‖

sin(‖g‖Δ𝑡
2 ) · 𝑔𝑧

‖g‖

⎤⎥⎥⎥⎥⎦ , (3.13)

where g = (𝑔𝑥, 𝑔𝑦, 𝑔𝑧) represents the gyroscope measurement, and ∆𝑡 is the time increment of

the prediction. The obtained orientation increment ∆O𝐺 is then multiplied by the previous

orientation estimate O𝑂 to obtain the current orientation estimate O𝐺:

O𝐺 = ∆O𝐺 ·O𝑂. (3.14)

Similarly to the orientation estimate from accelerometer and magnetometer, the orientation

estimate O𝐺 is finally represented in the form of Euler angles.

The CL merges the two estimates (the low-frequency estimate from accelerometer and magne-

tometer O𝐴𝑀 and the high-frequency prediction from gyroscope O𝐺) to achieve the reliable final

estimate O𝑂. In the CL, the final merging is realized as a weighted average of the two estimates,

performed using Euler angles:

𝛼𝑂 = 𝑘𝑐𝑓 · 𝛼𝐺 + (1 − 𝑘𝑐𝑓 ) · 𝛼𝐴𝑀 , (3.15)

where 𝛼𝑂 is the final estimate of the angle, 𝛼𝐺 is the angle computed from the prediction,

𝛼𝐴𝑀 is the correction angle based on the accelerometer and magnetometer data, and 𝑘 is the

weighting factor. The parameter 𝑘𝑐𝑓 is the only parameter, and it needs to be properly tuned.

Special care has to be taken when averaging the Euler angles as in (3.15), due to the ambiguity

of the Euler angles representation, as each angle can be represented by the values 𝛼 or 𝛼 + 2𝜋.

This issue is solved by averaging the angles that are close to each other in the representation.

Another problem is the “gimbal lock” that might occur when one of the angles cannot be properly

estimated, but no such case has been observed during the experiments. The final estimate is

then converted to a quaternion to be compared with an Android-based orientation estimate.

Extended Kalman Filter (EKF) The CL approach presented in paragraph 3.5.3 is a simple,

yet effective way of estimating the orientation. But the golden standard of estimation for the

orientation is the Kalman Filter [56, 196, 222, 223, 255]. A comprehensive introduction to the

Kalman filtering can be found in tutorials [88, 191], or a more recent one [46].

Similarly to the CF, EKF filtering is also used for aircraft orientation estimation, as proposed

in [56] with a novel way of measuring the uncertainty of the estimate. EKF filtering for human

body orientation estimation was presented in the work of Zhang et al. [255]. The authors

proposed a unique quaternion-based Kalman filter with vector selection, which was validated in

experiments with an Attitude and Heading Reference System (AHRS) unit and a visual motion
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capture system. Also, Sabatini [196] presented an EKF algorithm for human body orientation

estimation that also estimates the bias of the gyroscope. That implementation of the EKF also

includes a mechanism for adapting the measurement noise covariance matrix 𝑅 that determines

the uncertainty of the magnetometer and accelerometer measurements. The EKF can be also

formulated indirectly, to estimate biases and corrections to the orientation estimate, instead of

directly measuring the orientation, as in [222]. Complete AHRS estimates can be also obtained

with a quaternion-based EKF with simultaneous estimation of the gyroscope bias and the prior

magnetometer calibration, as in [223].

When performing orientation estimation on the mobile device, the access to the sensors is re-

stricted. The inertial sensors are already mounted inside the hardware of the device, and can

only be accessed through the operating system of the smartphone. Therefore, the proposed sys-

tem processes the data when they are available, and tries to alleviate the negative impact of the

limitations of the sensory platform.

Figure 3.9: Architecture of the EKF estimation process

The proposed formulation of the EKF follows a typical set of equations that are linearized with

Jacobian matrices. The processing steps of the proposed EKF are presented in Fig. 3.9.

Similarly to Sabatini [196], the EKF includes the quaternion orientation estimate q (four values)

and the vector of gyroscope bias b𝜔. In the 𝑘-th iteration, the current state is represented by

the vector:

x𝑘 =
[︁ [︀

q𝑘
]︀
1×4

[︀
b𝑘
𝜔

]︀
1×3

]︁𝑇
. (3.16)

The processing of the EKF can be divided into two steps: prediction and update. Similarly to

the CF, the prediction is performed with the gyroscope measurements, whereas the update is

made with the orientation estimated using the accelerometer and magnetometer.

The prediction to obtain the state estimate in the (𝑘 + 1)-th iteration can be made with the

following equations:

x𝑘+1(1−4)
=

1

2
Gx𝑘(1−4)

, (3.17)

x𝑘+1(5−7)
= x𝑘(5−7)

, (3.18)

where the subscripts (1−4) and (5−7) refer to the element number in the vector, and the matrix

G contains the angular velocities from the gyroscope.
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Contrary to the CF, the EKF contains an estimate uncertainty measure in the form of the

covariance matrix P that is updated with the Jacobian:

P𝑘+1 = F𝑘P𝑘F
𝑇
𝑘 + Q𝑘, (3.19)

where Q𝑘 is the covariance matrix of the prediction/model.

In the second stage, called update, the measurements from the accelerometer and magnetometer

are used. Before the update can be performed, the Kalman gain matrix K must be computed:

K𝑘+1 = P𝑘+1H
𝑇 (HP𝑘+1H

𝑇 + R𝑘)−1, (3.20)

where R𝑘 stands for the covariance matrix of the measurement’s noise, and H determines the

state variables that are updated with the new measurement. The update of the EKF is per-

formed with the orientation obtained from the accelerometer and magnetometer measurements,

represented as the quaternion z𝑘. Therefore, the observation matrix H is equal to:

H =
[︁
I4×4 04×3

]︁
. (3.21)

The new state estimate is computed with the equation:

x𝑘+1 = x𝑘+1 + K𝑘+1(z𝑘 −Hx𝑘+1). (3.22)

The covariance matrix of the new state is calculated as:

P𝑘+1 = (I−K𝑘+1H)P𝑘+1. (3.23)

The performance of the proposed EKF system depends on the chosen covariance matrices of

prediction Q and measurement noise R. These matrices in the EKF do not change in time

and therefore the index 𝑘 is dropped in the thesis. As no information about sensor noise is

available for the sensors in the mobile device, the matrices Q and R were found by optimization.

From the variety of available optimization algorithms the Particle Swarm Optimization (PSO)

algorithm [110] was chosen, due to its good explorative properties, ease of implementation, and

insensitivity to the initial values of parameters [15, 16]. The optimization procedure was run

on slow and steady motion sequences, and found the optimized parameters that perform the

best in these cases. These parameters are used in the EKF that is called EKF1. Similarly,

the optimization procedure was run on sequences of rapid motions, and provided the parameter

estimates that are used in the EKF2.

Adaptive Extended Kalman Filter (AEKF) The choice of the covariance matrices influ-

ences the performance of the EKF, and the mobile device might be used in dynamic and steady

sequences. Therefore, setting constant covariance matrices possibly hinders the performance of
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the system. The AEKF proposed in this section uses covariance matrices that are changing

depending on the variance of the input signal. The used idea is similar to [196], where the

covariance matrix of the model is changed depending on the observed signal properties. The

AEKF uses the covariances already found for the EKF1 and the EKF2, which provide the best

performance in the case of steady and rapid rotations, respectively. As the covariance of the

update R is the same for the EKF1 and the EKF2, R is fixed and does not change during

operation, while the covariance of the prediction Q is adapted online.

Figure 3.10: Adaptive EKF used to adjust the covariance matrix of the model noise

The adaptation follows a set of rules presented in Fig. 3.10. It is based on observation of

the orientation estimate from the magnetometer and accelerometer. More precisely, the angle of

orientation 𝑞𝑤 of the quaternion q = (𝑞𝑤, 𝑞𝑥, 𝑞𝑦, 𝑞𝑧) is analyzed in a moving window of 𝑛 samples,

where 𝑛 is chosen to be equal to 10 in order to allow reliable measurement while allowing to

quickly react to sudden motion. From the series of measurements, the variance is computed.

Depending on the variance of the input signal, the covariance matrix of the prediction Q𝑘 is

increased or decreased to approach the values used in the EKF1 or the EKF2.

The adaptation can set the matrix Q𝑘 to any value that can be obtained by a linear combination

of the covariance matrix of prediction QEKF1 for the EKF1 and covariance matrix QEKF2 for

the EKF2. The adaptation is performed with the equation:

Q𝑘 = Q𝑘−1 ± 𝑤aekf (QEKF2 −QEKF1) , (3.24)

where 𝑤aekf stands for the weight of the adaptation and was experimentally determined to be

equal to 𝑤 = 1 · 10−7, and the operator ± is assumed to be “+” when the measured variance of

the input signal is below the threshold 𝑉𝑡ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑, and “−” otherwise. The adaptation presented

in eq. (3.24) gradually changes the values between the set boundaries in order to adapt to the

type of performed motion.

When the AEKF system is run in a sequence of fast rotations, the adaptation procedure should

change the covariance matrices in order to obtain a system with covariance matrices close to the

EKF2 thus obtaining a satisfactory performance in the case of rapid motions. Similarly, in the

case of slow sequences, the system adapts its covariance matrices to resemble the performance
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of the EKF1. In the end, the AEKF should combine the best performance of the EKF1 and the

EKF2.

3.6 WiFi-based localization

Every modern mobile device is equipped with a WiFi adapter that is used to connect to existing

WiFi networks. But before a connection is established, the WiFi adapter is used to scan the

networks that are available for connection. As networks are visible in some neighborhood of the

WiFi access points (APs) and are already placed inside the building, it is possible to use that

information for localization purposes. The usage of the information differs depending on the

type of measurements that are possible.

The Angle of Arrival (AoA) approach determines the receiver position by measuring the direction

of the incoming signals. The final position is determined by triangulating the known positions

of the transmitters. This technique is impractical in the case of mobile personal localization,

as it requires a special antenna array to measure the signal’s angle of arrival [103], and also

requires the knowledge of the transmitters positions, which cannot be assumed to be known in

an environment with already existing WiFi infrastructure.

The Cell Identity (CI) method determines the location of the receiver on the basis of the location

of the transmitter it is connected to. This method is popular when determining the location of

an adapter connected to the GSM cell. The CI approach can be also used with the WiFi. In that

case, the position of the user is determined by the location of the AP that the user is connected

to. The localization can be determined only up to the cell coverage size [122]. To obtain a

continuous localization estimate in the entire building, usually one network with multiple APs

is used, which might not be found in an environment with already existing WiFi infrastructure.

The Time of Arrival (TOA) method determines the localization by measuring the time it takes

to emit the signal and receive it back. The final receiver location can be estimated using the

trilateration based on the known position of three stationary devices. The TOA requires very

accurate time synchronizations between devices, as 1𝜇𝑠 error is equal to the distance of 300

m [103, 122]. Such precise time synchronization is not feasible on typical mobile devices due to

the lack of specialized hardware and a real-time operating system.

The Time Difference of Arrival (TDOA) is similar to the TOA but the difference in times of

arrival is used, thus reducing the need for precise synchronization. But measuring the time up

to nanosecond precision is still required [103]. Methods from this group are also infeasible for

application in real-life mobile devices due to the same reasons that were presented for the TOA.

The information about the power of the received signal can be used to directly estimate the

distance with path-loss models. Then the position of the mobile device can be estimated with

trilateration of three or more transmitters with known location. The methods utilizing path-

loss models [24, 129, 134] try to approximate the propagation of the WiFi signal, presenting an

impressive localization precision in the case of open spaces with line-of-sight measurements. In
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real-life cases, these models struggle to deliver satisfying performance due to multi-path signal

propagation and signal reflections [122].

The power of the received signal can also be surveyed in the environment, in order to create a

radio map of signal strengths of the available networks in an approach called fingerprinting. This

method does not assume any knowledge of the positions of transmitters, as the final location is

determined by comparing the currently observed signals to a position found in the database [10].

The fingerprinting does not modify the existing environment, and can be used in smartphone-

based indoor localization. The fingerprinting assumes that a prior map of scans has to be

recorded, but it usually can be accomplished, as buildings have a fixed structure.

From the available approaches, the WiFi fingerprinting was chosen, as it can provide indoor

localization with smartphones and does not require changes in the existing WiFi infrastructure.

3.6.1 WiFi fingerprinting

The WiFi fingerprinting usually operates on WiFi scans that are matched against a known map.

The number of available networks, the frequency of taken scans, and the density of the proposed

map are the most important factors that determine the performance of the system. The system

assumes to operate with the available infrastructure that includes WiFi networks working at

2.4 GHz and 5 GHz. To obtain the best performance, the WiFi scans should be taken performed

continuously. Depending on the device, a WiFi scan can take 1-2 seconds, or even up to 5

seconds when scanning is performed not only at 2.4 GHz but also at 5 GHz. The best results

are obtained with maps that contain scans taken in grid-like positions every 1.5-2 meters. With

a WiFi scan, the fingerprinting provides the current localization estimate based on the positions

of scans stored in the map. The idea of fingerprinting is presented in Fig. 3.11.

Figure 3.11: The WiFi fingerprinting approach uses a map (positions 1, 2, 3) to determine
the location of current position (A) on the basis of a vector of measurements that contain

networks represented by color and signal strength in dBm

Prior to actual localization, a radio map of the WiFi signal must be surveyed. In Fig. 3.11,

the prior map consists of positions ”1”, ”2”, and ”3” and their corresponding scans. Each scan
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performed in any of these locations contains a list of networks represented by the color and the

strength of the measurement in dBm. The signal strength is the logarithmic power ratio of the

measured signal power to 1 mW, and in the case of mobile devices it ranges from -30 dBm for the

best signal reception to -90 dBm for a signal that is close to being lost. The exemplary scan for

position "1" in Fig. 3.11 contains measurements to blue, orange, and cyan networks with signal

strengths of -55, -70, and -75, respectively. Once the map is prepared, in the localization phase,

a new scan like the one obtained for position "C" is compared against the scans in the map to

determine the localization.

The WiFi fingerprinting is performed with a measure that can be used to compare two WiFi

scans 𝒳 and 𝒴. Usually, one of the scans 𝒳 is the currently recorded scan, while the other scan

𝒴 comes from the stored database, either created in advance or discovered during the system

operation. The scans 𝒳 and 𝒴 are compared by computing the difference between the observed

networks and the corresponding signal strength values for the networks. There is an unlimited

number of possible measures; the most popular are the Manhattan norm (𝐿1) and the Euclidean

norm (𝐿2), but many more were also compared in [231]. The 𝐿𝑝-norm used to compare two

WiFi scans for 𝑝 ≥ 1 can be written as:

𝑑𝑝(𝒳 ,𝒴) =
𝑝

√︃∑︀𝑁
𝑖=1(𝒳𝑖 − 𝒴𝑖)𝑝

𝑁
, (3.25)

where 𝒳𝑖 and 𝒴𝑖 are the strengths of the 𝑖-th network shared between the scans 𝒳 and 𝒴, while
𝑁 is the number of the shared networks (the networks found in both scans).

As the distribution of networks differs in every building, the measure requires also some tuning

to finally determine if the analyzed matches were taken in a nearby location. First of all, the

measure proposed in eq. (3.25) is only applied if the number of networks 𝑁 shared between

the two scans 𝒳 and 𝒴 is above a threshold when compared to the number of WiFi networks

detected in each scan, 𝑁𝑋 and 𝑁𝑌 , respectively. If 𝑁 > 𝑠wifi ×𝑁𝑋 and 𝑁 > 𝑠wifi ×𝑁𝑌 (where

𝑠wifi denotes an experimentally set parameter, which may vary between environments), then the

WiFi fingerprint matching is initially considered to be correct, . If the match is initially was

correct, the value of the distance 𝑑𝑝(𝒳 ,𝒴) is verified. If the distance is less than the threshold

𝑡wifi, then the two analyzed scans are considered to match each other, and it is assumed that

they were taken in the vicinity of each other. In other words, two scans 𝒳 and 𝒴 are matched if:

𝑁 > 𝑠wifi ×𝑁𝑋 ∧𝑁 > 𝑠wifi ×𝑁𝑌 ∧ 𝑑𝑝(𝒳 ,𝒴) < 𝑡wifi. (3.26)

A correctly recognized scan can be added to the database, but then the number of necessary

comparisons would grow linearly with the number of records in the database. Therefore, usu-

ally, new scans are not added to the database. If the number of scans exceeds a number that

prevents the system from real-time performance, a hierarchical approach is used. In the hierar-

chical approach presented in Fig. 3.12, the WiFi is firstly used to determine the building, then

recognition is used to select the floor, and in the end the system uses the already presented WiFi

fingerprinting technique to determine the precise user location.
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Figure 3.12: The hierarchical approach allows to obtain real-time performance even in the
case of a huge number of measurements, as the system firstly estimates the building (left), then
determines the floor (middle), and then finally performs WiFi fingerprinting on the selected

floor

3.6.2 Weighted K Nearest Neighbour algorithm (WKNN)

When using a system that determines the location on the basis of finding the most similar scan

with eq. (3.25), the localization is constrained to positions that were recorded in the database.

Increasing the database density increases the system accuracy, but the system will never localize

between locations stored in the map.

Therefore, the algorithm called K Nearest Neighbours (KNN) [40, 136] can be used. It determines

the 𝑘 most similar scans on the basis of the chosen norm, and then averages their positions. If

we denote these 𝑘 most similar scans as 𝒴𝑖, and the positions of these scans as p𝑖, for 𝑖 from 1

to 𝑘wknn, then the final position is computed as:

p =

∑︀𝑘
𝑖=1 p𝑖

𝑘wknn
, (3.27)

where p is the estimated position for the scan 𝒳 . The performance of the KNN algorithm

depends on the chosen way of comparing the WiFi scans, and on the parameter 𝑘wknn, which

has to be tuned to the environment.

One of the limitations of the KNN algorithm is the fact that each of the 𝑘wknn most similar

networks contribute equally to the final position estimate. Therefore, if the distance for the

𝑘wknn-th most similar match is large, it might disturb the localization procedure. Therefore,

usually the Weighted KNN (WKNN) method is used, which weights the contributions of each of

the 𝑘wknn matches by a measure of similarity between scans 𝑠(𝒳 ,𝒴). The similarity measures

are different, but most commonly the 𝐿2 norm (the Euclidean norm of errors), 𝐿1 norm (the

sum of absolute differences), and 𝐿𝑚𝑎𝑥 (the maximum error) are used. With additional weights,

the final position is computed as:

p =

∑︀𝑘
𝑗=1 𝑠(𝒳 ,𝒴𝑖)p𝑖∑︀𝑘
𝑗=1 𝑠(𝒳 ,𝒴𝑖)

, (3.28)

where the similarity is usually set to the inverse of the distance measure: 𝑠(𝒳 ,𝒴𝑖) = 1
𝑑𝑝(𝒳 ,𝒴𝑖)+𝑒𝑝𝑠 .

The 𝑒𝑝𝑠 denotes the numerical value necessary in order to obtain a finite similarity in the case
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of distance equal to 0. The WKNN approach for WiFi fingerprinting is the golden standard

algorithm that is used in multiple indoor localization systems [10, 75, 122, 152, 162]. In the end,

the WKNN solution obtains a continuous localization, in contrast to the algorithm that finds

only the most similar scan.

In the proposed version of the WKNN, additional procedures are introduced in order to obtain

a sensible global estimate. First, additional tests involve checking if two scans are even remotely

similar, by counting the number of shared networks that are found in both scans. Then these

scans are only compared with eq. (3.28) if the number of shared networks exceeds the threshold

𝑠ℎ. During computation it is also necessary to determine what value should be assigned if a

network was not observed in the scan. This value is determined by setting the parameter 𝑠𝑠,

which is usually set to a value that corresponds to −100 𝑑𝐵𝑚.

3.6.3 Measurement edge in graph-based optimization

The WiFi fingerprinting provides information about the location of the user on the basis of a

the prior database of scans recorded in known locations. Depending on the output information

from the WiFi fingerprinting method, two measurement edges can be introduced into the graph

– one that finds the most similar scan, and another that is based on the WKNN approach.

The first method is applied when the most similar scan in the database is found and its position

is used to constraint the agent’s location. In that case, the user is assumed to be located in the

vicinity of the place where the scan from the database was captured, as a precise continuous

estimate is not available. To correctly represent non-metric information, a vicinity measurement

edge is proposed that connects the user pose P𝑖 = (𝑥𝑖, 𝑦𝑖, 𝜃𝑖) with the database position D𝑗 =

(𝑥𝑗 , 𝑦𝑗). The error of the edge is computed as:

𝑒𝑖𝑗 =

⎧⎪⎪⎪⎨⎪⎪⎪⎩
0 𝑡wifi < 𝑑min

dmax 𝑡wifi > 𝑑max

dmax 𝑡wifi−𝑑min

𝑑max−𝑑min otherwise,

(3.29)

where 𝑡wifi =
√︀

(𝑥𝑖 − 𝑥𝑗)2 + (𝑦𝑖 − 𝑦𝑗)2, 𝑑min and 𝑑max are metric thresholds, while 𝑑max is also

the maximum error of the edge. The error function (3.29) is also presented in Fig. 3.13.

Figure 3.13: The error function used for a WiFi edge in graph-based optimization, which
finds the most similar scan in the database
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The formulation of the error as in eq. (3.29) makes the edge inactive when the distance between

the current position and the position estimated from WiFi is smaller than the threshold 𝑑min.

This assumption stems from the fact that the stored map has a finite resolution and the user

position cannot be properly estimated in every place. When the difference between the estimate

and the current position exceeds the threshold 𝑑min, then the error grows linearly. Saturation of

the error is also proposed, in order to reduce the impact of rare incorrect recognitions from the

WiFi fingerprinting procedure, but usually it is not activated in real-life operation. As the error

defined in the following way is one-dimensional, the corresponding information matrix is set to

identity Ωwifi = I1×1.

Figure 3.14: The error function used for WiFi edge in graph-based optimization when using
the WKNN algorithm

When performing the WiFi fingerprinting using the WKNN method, the final estimate can

take continuous values in the environment. Therefore, it is possible to create a new edge that

extends the set of available edges in the g2o library. When the user was located at the pose

P𝑖 = (𝑥𝑖, 𝑦𝑖, 𝜃𝑖), and at the same time was estimated to be in the position W𝑗 = (𝑥𝑗 , 𝑦𝑗) with

the WiFi WKNN algorithm, the error can be defined as:

e𝑖𝑗 =

[︃
𝑥𝑖 − 𝑥𝑗

𝑦𝑖 − 𝑦𝑗

]︃
. (3.30)

The error formulated in that way is also presented in Fig. 3.14.

The formulation of the WiFi error, in that case, is isotropic and thus the corresponding infor-

mation matrix is also set to identity Ωwifi = I2×2.

3.7 Landmark-based localization

The previous section presented the localization based on the WiFi information that is already

available in the environment and can be extracted with a WiFi adapter. But the localization in an

indoor environment can also be performed on the basis of landmarks that are artificially placed in

the environment. They are usually detected and recognized with a camera, as for mobile robots
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in [137]. In the case of personal indoor localization, the mobile device can also be used to observe

artificial visual landmarks in the environment. These landmarks should be simple, unobtrusive

for humans but salient for machine vision, and easily detectable by the agent’s camera from a

long distance, and placed sparsely to support localization in troublesome locations, instead of

being placed densely in the environment and thus significantly changing the infrastructure of

the building. Moreover, these landmarks could store some additional information that might be

useful for localization and navigation purposes, constituting an indoor version of crossroad signs

pointing in different directions [167].

Figure 3.15: Matrix barcodes encoding the text “PhD Thesis” that can be used as landmarks:
Maxi Code, Aztec Code, DataMatrix, QR Code (from left to right)

Nowadays, there is a huge number of available types of matrix barcode standards, and the most

popular ones are presented in Fig. 3.15. The available barcode standards differ in respect of

their purpose and how they suit different applications due to the construction and geometry of

the code. Various code properties influence the recognition, like the smallest size of the code cell

that can be recognized. The geometry of the code influences also the localization possibilities

with respect to the landmark. Among the available choices, the QR codes are argued to be a

good compromise between the suitability for localization purposes and coding ability [194]. The

QR codes can be characterized by the smallest cell size, which is larger than in other codes, and

additional synchronization points in the corners of the code, which allow to easily detect the size

of the code. The QR codes are also chosen due to their popularity in advertising, which results

in a variety of tools that can be used to create, modify, detect, or read QR codes.

The chosen QR codes are not modified in any way, allowing the system to use codes that could

be put in the environment for other purposes, e.g. QR codes available on advertising posters.

In our experiments, the QR codes were printed on a common A4 sheet of paper, and the default

size of the code was set to 20×20 cm. Using a common printer, black ink, and a common size of

paper makes the code a cheap way of increasing the system performance. As the corners of the

code are used for localization purposes, the landmark cannot be bent or occluded and should be

mounted on a flat surface like doors or walls.

The system can utilize existing QR codes but the additionally prepared QR codes can be used

to code some information needed for localization and navigation purposes. The amount of

information that can be stored in the QR code is limited by the density of the code, which

influences the size of the cell. Seven characters of the QR code are used to encode the information

about the landmark itself – the size of the landmark (1 byte), the pose of the code (2 bytes for

𝑥, 2 bytes for 𝑦, and 1 byte for the bearing angle 𝜃), and the floor number the code is located

on (1 byte). The codes can be located at any height, as long as the surface is vertical, allowing
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the system to determine the 𝑥 and 𝑦 position on the basis of an observation of the code. The

remaining characters encoded in the code can be used to store information about the nearby

locations, other landmarks in the environment, or the system settings that perform the best in

the neighborhood.

3.7.1 Detection and processing of QR landmarks

The detection and processing of the landmarks in the captured images are presented in Fig. 3.16.

As the battery life of the mobile phone is critical for real-life application, continuous scanning in

order to find a QR code is not possible. Therefore, the user is provided with an online preview

of the image captured by the camera in the localization application, and is asked to tap on

the screen once a QR code is observed. The user assistance allows reducing the computational

burden.

Figure 3.16: Landmark is detected with the user’s help, and with the encoded information
in the QR code the relative pose with respect to the landmark is found

For processing of the QR code, the popular Zxing library6 is used. The methods available in the

library allow detecting the white border that surrounds the QR code and also allow decoding

the information stored in the barcode that is further processed by the system. The localization

of the user’s phone with respect to the code is performed by detecting the four corners of the

QR code and using the information about the size of the observed code that is encoded in it.

The location of the camera with respect to the known four points in the building coordinate

system can be found in six degrees of freedom (DoF). In order to obtain a sensible estimate, the

camera has to be calibrated prior to operation [26], and the focal length of the camera has to

be fixed. The calibration procedure returns the information about the image center (𝑐𝑥 and 𝑐𝑦),

the focal lengths (𝑓𝑥 and 𝑓𝑦), and the radial and tangential distortion coefficients of the camera

(𝑘1, 𝑘2, 𝑝1, 𝑝2, 𝑘3). These parameters are used to remove distortions of the locations of the

four corners of the QR code. On the basis of the knowledge of the metric positions of the four

corners from the QR code size, observed corners on the image, and the calibration procedure,

the solvePnP function available in the OpenCV library is used to determine the transformation
6www.github.com/zxing

www.github.com/zxing
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in six degrees of freedom. Then the resulting information is converted into the smartphone’s

position P = (𝑥, 𝑦, 𝜃) in the global coordinate system.

3.7.2 Measurement edge in graph-based optimization

Each QR code encodes the information about its pose Pqr = (𝑥qr, 𝑦qr, 𝜃qr), where 𝑥qr and 𝑦qr

are the coordinates on the 2D floor plan of the building, and 𝜃qr is the bearing angle on that

floor plan. The observation of the QR code provides the system with the distance ∆𝑑 and the

orientation Oqr with respect to the QR code. From the obtained orientation Oqr it is possible

to compute the change in the bearing angle ∆𝜃 between the angle of the current pose and the

angle 𝜃qr. The information about the distance ∆𝑑 and the orientation change ∆𝜃 is used in the

proposed graph edge that is similar to the PDR constraint. The error of this edge is defined as:

e𝑖,𝑞𝑟 =

[︃√︀
(𝑥𝑖 − 𝑥qr)2 + (𝑦𝑖 − 𝑦qr)2 − ∆𝑑

(𝜃qr − 𝜃𝑖) − ∆𝜃

]︃
. (3.31)

The difference when compared to the PDR edge is that the pose of the QR code is fixed, which

means that the Pqr node is not changing the pose during the optimization.

Similarly to the PDR, the information matrix of the landmark observation Ωqr is set to:

Ωqr =

[︃
1 0

0 𝑘qr

]︃
, (3.32)

where the best performance is obtained with a 𝑘qr value that exceeds 10.



Chapter 4

Qualitative information

4.1 Introduction

The methods presented in the previous chapters provide localization utilizing the metric mea-

surements from sensors to obtain the estimate of the user location. Nevertheless, the metric

measurements are not the only way to localize, as people localize differently. A person usually

cannot precisely estimate the metric distance to an object or wall, but we are capable of classi-

fying the distance into categories like near or far, or we just provide a guess about the possible

distance. Surprisingly, such imprecise measurements allow us to operate in most environments

without issues, especially in the case of environments that we know. When considering unknown

locations, people try to localize against some distinct parts of the observed scene that can be

called anchors. These anchors can include certain shops in a shopping mall, moving stairs, ele-

vators, or any characteristic object that a person is currently seeing. Observing these anchors

allows us to determine where exactly we are located. The way we localize also determines how we

perceive the indoor environment, which is different from the perspective of robots [237]. More-

over, we are capable of using the current state of our body for localization purposes. Examples

include the information that we are walking on a seemingly flat floor, walking up or down the

stairs, or moving inside an elevator.

The aforementioned kind of information, called qualitative in the dissertation but sometimes

referred to as semantic, is usually neglected in the metric localization in robotic systems. The

reason is that robots are equipped with capable sensors which can be used to provide precise

metric position estimates that suffice for many applications. In these cases, the qualitative infor-

mation might be just too imprecise to support the already capable indoor localization system.

Nevertheless, if it is possible to extract such information, it could be beneficial for the localization

system. On the other hand, the qualitative information is important for personal localization,

since the sensors available in mobile devices do not provide as precise quantitative measurements

as robotic sensors. Therefore, additional qualitative information for personal localization is more

important, as it could increase the localization accuracy.

57
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Extracting all possible localization remarks is usually not possible due to limitations of the

available sensors, limited processing power, and also the elusive nature of qualitative information.

One of the possible kinds of information that we can capture is based on the state of the system.

In the case of personal localization, this qualitative information is based on Human Activity

Recognition (HAR) [99, 128, 206] systems, which observe the user’s activity in order to infer

about the context of the user’s localization. HAR systems provide important information, as

from the human perspective it is more important to detect if a person is located inside a room or

stands in a corridor, than to obtain an estimate that is slightly more precise in terms of metric

error [251]. Similar information can be also extracted in the case of a robotic system to form

Robot Activity Recognition (RAR). Interoceptive sensing is not the only possibility. Qualitative

information can also be extracted from the observed state of the world, and compared with our

knowledge about the world, which can be stored in the form of a map. Most commonly, a camera

can be used, as it provides a view of the environment in the same way as the sense of sight for

people. Localization could be based on the observed object, that can be efficiently detected with

Deep Neural Networks [225], but it could be also just based on comparing the observed views,

as done in the visual Loop Closure (LC), which is also commonly used in mobile robots [43, 44].

Another possibility is to compare sequences of views in order to obtain a more precise visual LC

system [9, 169]. The information of the map can also contain walls or restricted areas that can

be used to improve the performance of the localization system [131, 133].

As presented, there exist several sources of possible qualitative information. But even when

the information can be extracted from the available sensory data, there usually does not exist

a straightforward way of including that information in the localization system. The reason

is that the most commonly applied fusion algorithms, like particle filters or the EKF, expect

measurements in the form of metric information that should contain some representation of the

uncertainty of the measurement. As an example, the EKF as the fusion algorithm is usually used

to update the state with quantitative measurements, and only a covariance matrix can be used

to represent the probabilistic nature of these measurements. Therefore, including information

about the locations of walls in the EKF is troublesome, as it has to be done outside of the

equations of the filter [131].

Due to these challenges, the dissertation also focuses on ways that the qualitative information can

be introduced to a continuous localization system with metric measurements, while not perform-

ing the semantic localization as in [208]. In the proposed solution, the qualitative information is

integrated into the graph-based optimization framework, which is a novel concept that has not

yet been explored in the field. The goal of this chapter is to present how qualitative information

can be extracted from sensor readings, and how it can be included in the graph-based localization

system.

4.2 Related work

In the SLAM system, the sensory system provides measurements that are used to estimate the

agent’s pose and construct a map of the environment. But as every sensory measurement is noisy,

the estimated locations are imprecise. Therefore, there is a need for a common framework that
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would represent the uncertainty of the measurement, which could be further manipulated and

propagated. The set-theoretic framework [53], fuzzy set approach [93], Dempster-Shafer [188],

and probabilistic approach [209] are the available mathematical frameworks that fulfill these re-

quirements. The set-theoretic framework is based on fewer assumptions to the underlying uncer-

tainty, as only the process disturbances and measurements errors are bounded. Less assumptions

result in an increased computational cost in the case of high-dimensional space estimation that is

typical for the SLAM [53]. Similarly, the fuzzy set approach could be used in the SLAM [93], but

it has been more successfully employed in grid-based localization, in contrast to the continuous

localization performed in the dissertation. Another possibility is to use the Dempster-Shafer the-

ory to extend the probabilistic approach to unknown and unobserved values [188]. Nevertheless,

the probabilistic representation is usually favorable, as it has strong theoretical foundations, and

currently outperforms or provides results on a par with other approaches in real-time systems.

Before it is possible to fuse the qualitative information into the localization framework, the

information has to be extracted. The most obvious qualitative information available indoors

stems from comparing the obtained measurements with the information available from the map.

Usually, the information from the map is used in a particle filter, like in [133], where the motion of

each particle encoding the information about the user location, stride length, and initial direction

is verified with the map. In another work [186], the map information is considered as a constraint

that is used to eliminate the particles that represent impossible motion of the user. A complete

system that utilizes WiFi signals and map information is presented in [241]. The aforementioned

systems are all based on a particle filter, because in EKF-based localization systems, like in [131],

including the map information is troublesome, and the final fusion of the location estimate from

the EKF and the map constraints is performed with particle filtering. Another possibility of

using the map information is to have a discrete state space and then find the most probable path

based on the obtained observations. In the work [248], the Conditional Random Field (CRF)

was used for this purpose, which was combined with the Viterbi algorithm to find the user’s

path that makes the most sense on the basis of obtained measurements. Similarly, the Hidden

Markov Models were utilized in [86].

But state of the agent can be also used to infer about the location on the map. Correct detection

and classification of the current state provides a new opportunity for indoor localization, as it

introduces additional information that can be useful during localization [34]. As already shown

in [251], it is possible to use HAR information to correct the PDR drift. Activity, like walking

up or down the stairs or using the lift, can be efficiently recognized on the basis of accelerometer

measurements [242] providing new information that can be integrated into the indoor localization

system.

The qualitative information could also come from semantic systems like presented in [5]. The

semantic knowledge that comes from spatial ontology could be used to describe the basic elements

of the navigation paths [119], or extended with reasoning as proposed in [235]. A good overview

of rule-based knowledge representations can be found in Bobek’s Ph.D. dissertation [22]. In his

work he proposes methods that successfully merge rule-based modeling with machine learning

approaches and user feedback. Despite the fact that a lot has been done in this field, obtaining an

accurate system that densely utilizes the semantic information is still a challenging problem [251].
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In the dissertation, the qualitative information is extracted directly from the sensors and joined

with the metric measurements obtained during the localization. As the localization is performed

with graph-based optimization, the qualitative information has to be properly converted in order

to meet the requirements of that framework, and a proper representation of the uncertainty of

such measurements is needed. Finally, it is possible to try to convert these measurements into

valid constraints to be introduced into the graph-based localization system.

4.3 Proposed solution

The localization framework utilized to localize the agent in the environment is based on graph-

based optimization. In this chapter it is assumed that the metric measurements are already

introduced as edges of the graph following the procedures presented in the previous chapters.

These metric measurements are the foundation of the localization system that will be extended

to properly include also the qualitative information. In the end, the proposed localization sys-

tem will utilize the qualitative and quantitative information. In order to utilize the qualitative

information, two processing steps are necessary – the extraction of the information and the

integration of that information into graph-based optimization.

The extraction of the information utilized in the dissertation is divided into HAR detection

(sec. 4.4), restricting the motion due to the map layout (sec. 4.5), visual LC (sec. 4.6), and

utilizing the user input in loop closure (sec. 4.7). Each section presents the approaches used to

extract that information and the corresponding graph measurement. As the graph measurements

are more complex, it is necessary to extend the formulation of the optimization error proposed

in the previous chapters.

Figure 4.1: Exemplary hypergraph with seven nodes and three hyperedges. A hyperedge
can join multiple nodes, depending on how the error is formulated

The graph-based optimization performed in previous chapters assumed that a measurement is

represented as an edge that joins two nodes in the graph, where nodes were poses or positions in

the environment. But as the qualitative information has different nature than metric measure-

ments, it might be useful to have an edge that joins multiple nodes. Such an edge is useful when
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the final error of the edge depends on the estimates of several nodes that are estimated in the

graph. An edge that joins multiple nodes is called a hyperedge, while a graph with at least one

hyperedge that joins more than two nodes is called a hypergraph. An exemplary hypergraph is

presented in Fig. 4.1.

Similarly to the common edge, the performance of the hyperedge depends on the proposed error

function. Let us consider a single hyperedge that joins the set of user poses (P1, P2, ..., P𝑛)

and the set of positions in the graph (p𝑛+1, p𝑛+2, ..., p𝑛+𝑚). The error for that hyperedge can

be defined as:

e𝑖,𝑗,..,𝑛+𝑚
def
= e(P1,P2, ...,P𝑛,p𝑛+1,p𝑛+2, ...,p𝑛+𝑚,M𝑖,𝑗,..,𝑛+𝑚), (4.1)

where M𝑖,𝑗,..,𝑛+𝑚 is the hyperedge measurement, and e𝑖,𝑗,..,𝑛+𝑚 can be an arbitrary function

based on the set of input variables. Similarly to the common edge, the hyperedge also has a

corresponding symmetric square information matrix Ω with the size that depends on the error

vector size. Common edges can be treated as special cases of hyperedges that join only two

nodes in the graph.

The introduction of the hyperedge influences the function that is minimized during the opti-

mization. As each edge that joins two nodes is also considered a hyperedge, let us consider the

set ℰ of hyperedges that are introduced into the current graph-based optimization:

⋀︁
e

e ∈ ℰ . (4.2)

The graph-based optimization framework minimizes the weighted square error of every hyperedge

in the graph, which can be written as:

argmin
P,p

𝐸 =

ℎ∑︁
𝑖=1

e𝑇𝑖 Ω𝑖e𝑖, (4.3)

where e𝑖 is the 𝑖-th edge/measurement in the graph out of the total ℎ hyperedges in ℰ , and Ω𝑖

stands for the information matrix that corresponds to the 𝑖-th measurement. As a result, the

most plausible sequence of the nodes (P1, P2, ..., P𝑛, p𝑛+1, p𝑛+2, ..., p𝑛+𝑚) is found that the

best explains the ℎ existing measurements in the factor graph.

The qualitative information introduces to the some graph new hyperedges that can be jointly op-

timized with the already proposed metric constraints in order to obtain a more precise estimate.

The qualitative information is easier to gather in the case of personal localization and has a po-

tentially greater impact on the accuracy of the personal indoor localization system. Therefore,

an overview of the proposed processing for personal localization is presented in Fig. 4.2. The pro-

posed idea is based on the assumption that the graph already contains the metric measurements

as introduced in chapter 3. The first qualitative information that can be introduced to the graph

comes from the HAR or RAR. A system of that kind determines the state of the agent and can

detect if the agent is walking up or down the stairs or using the elevator. Comparing an activity

with the known map of occurrences of that activity allows us to infer about the agent’s position.

Another information from the map comes from considering the positions of the walls and the
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Figure 4.2: Overview of the processing performed on mobile device to obtain personal lo-
calization. The red part corresponds to the quantitative measurements as presented in sec. 3.
The blue part correspond to the proposed qualitative information that is also added to the

optimization graph

restricted areas in the map. The resulting system equipped with that information can penalize

impossible motions. The final source of qualitative information is the camera. The images from

the camera allow creating a system that compares images to determine the location of the agent.

In the case of robotic localization, the RGB-D sensor allows to directly formulate a pose-to-pose

constraint that is added to the graph. For personal localization, smartphones are equipped with

a single RGB camera and no depth information is available. To overcome that limitation, a

system to estimate the distance on the basis of the user input and fuzzy sets is proposed. An

exemplary hypergraph that contains qualitative information is presented in Fig. 4.3.

In the case of mobile robot localization, the qualitative information introduced to the graph is

similar, and therefore has not been shown in a separate figure. In that case, human activity

recognition can be called robotic activity recognition, but works in the same way, as well as the

usage of walls on the basis of the map information. The performed LC is similar but it has to

take into account the requirements of the robotic and personal LC, therefore the final constraints

introduced to the graph are different. More information is provided in appropriate sections.

In this chapter the already existing graph with metric measurements is expanded by the new

measurements stemming from qualitative information, to form a hypergraph. The following

sections focus on the ways that the qualitative information can be extracted from the available

sensory system, and how it can be represented in graph-based optimization. The next section 4.4

focuses on the utilization of the agent’s state for localization purposes. It is followed by section 4.5

that describes how the information about the map can be utilized in a graph-based system. In

section 4.6, the visual LC systems are proposed that can benefit from the user input for the

distance estimation presented in section 4.7. The chapter is concluded with section 4.8 that
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Figure 4.3: Exemplary hypergraph containing quantative and qualitative information created
when performing indoor personal localization

describes how the additional qualitative information allows analyzing the consistency of the

graph in order to detect and prune incorrect edges.

4.4 Human and robot activity recognition

The HAR involves using the available, different sensor technologies to infer about the state of

the user [99]. The HAR can be done with cameras, as in the activity recognition domain [181],

or with small inertial sensors that are attached to the user’s body [13]. But nowadays, mobile

devices are already equipped with the necessary sensors that allow performing the HAR. What

is important, the HAR performed on mobile devices is unobtrusive, as it can be done without

the user’s attention. Moreover, when asked, people stated that having a mobile device with

them when leaving home is essential, which means that mobile devices are already a part of our

lives [6], and therefore can be used for the HAR.

The activities of the HAR that are studied in the literature can be divided into classes [99]:

locomotion, mode of transportation, exercise, health-related activities, daily activities, and usage

of the phone. From the localization perspective, only locomotion and mode of transportation

are relevant. As the systems developed through the dissertation focus on indoor localization,

the mode of transportation is less important and can be limited to the detection if a person is

taking an elevator. The class of locomotion includes walking, standing, or using the stairs to get

to a desired place.

The most important sensors for the HAR are inertial sensors and a barometer. These sensors

are already used to generate quantitative measurements (for orientation estimation in 3.5.3 or to

create a stepometer in 3.5.2) but can also be used for activity recognition. What is important,
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these sensors are usually also available in the mobile robots and therefore the presented techniques

can be also used for detection of the robot’s activity.

From the localization perspective, usually the obtained HAR or RAR is only relevant if a cor-

responding map of the environment with annotated activities is available. The map allows the

system to match the detected activity with a place in the environment where it might have

occurred. The proposed activity recognition system focuses on detecting if the agent is moving

up the stairs (only for humans), using the elevator, or crossing the doors, as presented in fol-

lowing sections. Apart from detection of these cases, integration of the detected activity in a

graph-based localization system is also considered.

4.4.1 Detection of stairs and elevators

Detection of walking up or down the stairs or using the elevator is already a well-researched

area [177, 182, 219], and the most current overview of the subject can be found in [219]. In

the dissertation, the proposed algorithm utilizes a barometer and an accelerometer, as proposed

in [182] that presents a robust approach, which is sufficient for the proposed considerations. There

exist more recent approaches, but these methods focus more on other aspects of detection, like

energy estimation when walking up the stairs in [177], which are not critical from the perspective

of indoor localization.

Figure 4.4: Magnitude of acceleration (top) and relative height from the barometer (bottom)
while walking or taking the elevator when going up or down four floors

Exemplary raw measurements from sensors while taking the stairs or using the elevator are

presented in Fig. 4.4. From these plots, it is evident that it is possible to determine if a person
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is going up or down on the basis of the relative height from the barometric pressure that is

computed following the idea used for detection of floor change (cf. 3.4). Also, the magnitude of

accelerometer samples is significantly different if a person is using the stairs or an elevator. To

be more precise, it is possible to utilize the stepometer information to infer if a person is walking

or just standing still (cf. 3.5.2).

Figure 4.5: The processing steps of the proposed HAR algorithm which detects moving up
and down using the stairs or the elevator

The proposed method used for the HAR is based on analyzing the signals in moving windows

of measurements from the accelerometer and barometer. The processing steps of the proposed

algorithm are presented in Fig. 4.5. The first step involves detecting if a change in the barometric

pressure occurred, as it determines that either stairs or elevator activity was recorded and the

user is changing floors. The barometer available in a mobile device provides data samples with

a low rate of approximately 2.5 Hz, and usually reacts to sudden pressure changes with a delay.

Therefore, the length of the analyzed window of samples is set to 15 seconds, and the window

is shifted every 5 seconds. If the change in height between the first and the last sample in the

window exceeds the threshold ℎhar, then the system returns the information that the user is

probably moving up or down. The ℎhar value is usually set to 2 meters, making system robust to

small local changes in barometric pressure, while still detecting every floor change. The direction

of motion (up or down) is determined by analyzing the relative change in height between the

first and the last sample in the window.

At the same time, the last 15 seconds from the stepometer are also analyzed to determine if the

user is moving or standing still. The number of steps expressed as the walking distance during

that time is analyzed. If the user moved more than 𝑑har meters according to the stepometer,

then the system assumes that the user is walking and is probably using the stairs if a floor change

was detected. The 𝑑har is usually set to 3 meters allowing for some small motion while standing

in an elevator, and successfully detecting motion in the case of taking the stairs.
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4.4.2 Detection of opening doors

The authors in [86] show that crossing the doors can be detected on the basis of the change of

the measured magnetic north direction when opening and closing the doors. In their algorithm

the detection is performed on the basis of the magnetometer data that are analyzed in a moving

window of samples. According to [86], the magnetometer should register a sudden change in the

recorded signal when opening the doors, as in the case of walking into a room that is presented

in Fig. 4.6. Shortly after moving into a room, the magnetometer data returns to values similar to

the measurements recorded before the doors were opened. Therefore, the door opening activity

is detected by computing the difference between the minimum and the maximum angle from the

magnetometer, compared to the average angle measured in the moving window of samples. If the

difference between the maximum and the average angles or the difference between the minimum

and the average angles exceeds a preset threshold, the door opening activity is assumed to be

recognized.

Figure 4.6: Exemplary signals recorded from the magnetometer when opening the door to
get inside/outside a room or a flat. A sudden magnetometer peak as described in [86] can be

observed when going inside a room but not in the remaining cases

The problem with door opening is that the spike in magnetic measurements is not always visible,

as observed for other cases presented in Fig. 4.6. The spike in magnetic north estimation is

caused by a change in the local magnetic field. If the doors contain no ferromagnetic materials,

the influence on the local magnetic field when opening and closing the doors may be marginal.

As the local change in magnetic field can also be caused by local disturbances (like elevators),

the system presented in the dissertation will not consider detecting opening doors. Nevertheless,

reliable door opening and closing detection could be introduced to graph-based optimization

following the formulation presented in the next section.

4.4.3 Measurement edge in graph-based optimization

The information from the HAR or RAR is only useful when the system knows where these

activities can occur. Therefore, a map of the environment is needed, and the places where

each activity can be detected must be marked. An exemplary map with information about the
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Figure 4.7: Representation of the graph created with the PDR inside a building, with a lift
(elevator) detected for P4 (A). The information is used to create a new hyperedge constraint
(marked in red) that joins the pose with all occurrences of elevators, and pulls the pose with

a detected lift towards the closest one (B)

locations of the elevators is presented in Fig. 4.7A. In this example, the user is moving a corridor

and the system represents the motion with a graph that contains five poses (P1, P2, ..., P5).

Let us assume that the HAR system detected that the user is in an elevator while being located

in the pose P4.

The assumed map contains two positions where elevators are located, and the system does not

determine in which elevator the user is located. Therefore, the proposed graph edge joins the

user pose P4 with all elevators that are found on the map of the current floor, as presented in

Fig. 4.7B. The role of the hyperedge is to pull the user pose towards the closest place that fits

the obtained activity recognition. In the example presented in Fig. 4.7, the hyperedge will pull

the user pose P4 towards the lift marked by the position p10.

Alternatively, the proposed HAR edge could just join the user pose with the closest place where

an elevator or stairs could be detected, but the current estimate of the user pose can change

due to optimization. The benefit of the proposed HAR hyperedge is the possibility to pull the

user pose towards the closest elevator or stairs on the basis of current estimate that may change

during optimization. In other words, if the user pose P4 becomes closer to the elevator position

p11 than p10 due to some new information, the edge will pull the user pose towards the elevator

position p11, and not the originally closer position p10.

The example presented above is a case of a universal HAR and RAR hyperedge that explains

the activity recognition which could occur in countable positions in the environment. Assuming

that the selected activity can occur at any of the 𝑚 positions (p𝑛+1, p𝑛+2, ..., p𝑛+𝑚) marked

on the map, and that detection occurred in the 𝑖-th agent’s pose P𝑖, the index of the closest

position that explains the detection can be found as:

𝑘har = argmin
𝑗=𝑛+1,...,𝑛+𝑚

𝑑L2(P𝑖,p𝑗). (4.4)

As activity recognition is usually valid within some surrounding of a point, e.g. the whole area

of an elevator, the proposed error follows the error definition proposed in the WiFi case when
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the most similar scan was sought (cf. 3.6.3):

𝑒𝑖,𝑛+1,...,𝑚+𝑛 =

⎧⎪⎪⎪⎨⎪⎪⎪⎩
0 𝑑har < 𝑑min

dmax 𝑑har > 𝑑max

dmax 𝑑har−𝑑min

𝑑max−𝑑min otherwise,

(4.5)

where 𝑑min and 𝑑max are metric thresholds, and 𝑑har is the distance to the 𝑘har-th pose. If the

closest position that explains the activity is phar, then 𝑑min defines the radius around that point

where the user could be located and the error of the corresponding hyperedge would be equal to

0. If the user position is outside of that radius, the defined error grows linearly with the distance

to the closest position that explains our activity. The corresponding information matrix of that

measurement is set to identity Ωhar = 𝐼1×1.

4.5 Utilizing map layout in indoor localization

The available map of the environment provides also information about the walls that the user

cannot cross due to physical limitations of motion. As a result, it is possible to determine the

locations where the user can be localized, and determine the user localization transitions that

are impossible in the indoor environment. The first approach of limiting the user movement to

the graph of possible routes was proposed in [105], and it was presented to be successfully used

in a fully operational indoor localization system in [55]. A drawback of that approach is that it

limits the possible locations that the user can be localized at, resulting in a reduced accuracy of

the localization system. Another possibility is to just detect and penalize the situations when the

user’s estimate would cross the wall, as it is done for particle filtering [172]. The same approach

could not be easily applied with the EKF fusion [131], and was not even researched in the case

of graph-based optimization due to the difficulty in correct representation of the wall constraint.

The dissertation presents the first approach to the utilization of map constraints in graph-based

optimization.

4.5.1 Proposed algorithm

Let us consider the example of an agent moving along a wall in the environment presented

in Fig. 4.8A. The system estimates the agent’s location in four poses P1,P2,P3,P4. Due to

inaccurate sensor measurements, the localization estimate may be uncertain, and the agent pose

may be located closer to the wall, or even cross the wall and move to the other side. Without

the information about the wall, the user could be localized inside a room instead of the corridor.

To utilize the information about the walls, a new hyperedge is proposed, which joins two consec-

utive agent’s poses with a node that represents a continuous part of the wall. In this approach,

the wall is approximated by sections of lines. The proposed edge remains inactive when two

agent’s poses P𝑖 and P𝑗 are on the same side of the wall, and in this case the error is equal to

zero. The edge activates when two poses of the agent are on different sides of the wall; then the

error of the edge is increased to create a penalty for incorrect configuration of the user poses.
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Figure 4.8: Representation of a graph created with the PDR inside a building (A). The
information about the wall is used to create a new hyperedge constraint (marked in red) that

joins two consecutive poses and the wall (B)

Since this configuration is infeasible, it is important to always initialize the graph nodes with a

valid initial guess. Then, the graph-based optimization will prevent the system from finding an

incorrect configuration. When nodes are initialized in a way that violates the wall constraint, the

optimization might not find a proper configuration, as it might result in finding a local minimum,

which might happen in the case of a complex environment containing multiple walls.

4.5.2 Wall crossing detection

Assuming that the map contains the locations of the walls in the building, an edge is only

activated when two consecutive agent poses cross a wall. To properly detect such cases, wall

crossing detection has to be made. In that case the two poses are joined with a line section and

the wall is also represented as a line section. Then wall crossing is detected with the algorithm

to detect the intersection of the two line sections that is presented below.

Figure 4.9: Orientation of the three points (a, b, c) can be counterclockwise (A), clockwise
(B), or collinear (C)

Before the line segments intersection can be determined, it is necessary to introduce the orien-

tation of the ordered set of three points (a, b, c) in the two-dimensional plane. The orientation

of these sets of points can be:

∙ counterclockwise,

∙ clockwise,

∙ collinear.
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The possible orientations are presented in Fig. 4.9. The orientation can be determined by

verifying the relation between the bearing of the line segments (a, b) and (b, c)1. The heading

𝜉 of the segment (a, b) can be computed as:

𝜉 = atan2(𝑏𝑦 − 𝑎𝑦, 𝑏𝑥 − 𝑎𝑥). (4.6)

Using (eq. 4.6), it is also possible to find the slope of (b, c), which is denoted by 𝜏 . Then the

orientation 𝑜(a,b, c) is determined as:

𝑜(a,b, c) =

⎧⎪⎪⎪⎨⎪⎪⎪⎩
counterclockwise 𝜉 < 𝜏

colinear 𝜉 = 𝜏

clockwise 𝜉 > 𝜏.

(4.7)

Figure 4.10: Intersection is detected on the basis of eq. (4.8). Examples: A, B intersection
detected, as both orientation tests are satisfied, C, D no intersection, as orientations of (p,q, r)

and (p,q, s) are the same

With the algorithm to determine the orientation of the triplet of points, it is possible to provide

an algorithm that determines if two sections intersect. Let us consider two line segments (p,q)

and (r, s) where each line segment is defined by two points. These two line segments intersect if

and only if the two following conditions are true2:

𝑐(p,q, r, s) =

⎧⎨⎩1 𝑜(p,q, r) ̸= 𝑜(p,q, s)
⋀︀
𝑜(r, s,p) ̸= 𝑜(r, s,q)

0 otherwise.
(4.8)

Exemplary cases illustrating the aforementioned conditions are presented in Fig. 4.10. Please

note that these conditions do not consider the case when two line segments are collinear, which

has to be checked separately.

4.5.3 Measurement edge in graph-based optimization

With the algorithm that determines if two line segments intersect, it is possible to consider a

graph-based hyperedge that includes wall information. Let’s assume that a wall is defined by
1www.geeksforgeeks.org/orientation-3-ordered-points
2www.geeksforgeeks.org/check-if-two-given-line-segments-intersect

www.geeksforgeeks.org/orientation-3-ordered-points
www.geeksforgeeks.org/check-if-two-given-line-segments-intersect
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two points located on the map (w1, w2) and a hyperedge joins that wall with the two agent’s

poses P𝑖 = (𝑥𝑖, 𝑦𝑖, 𝜃𝑖) and P𝑗 = (𝑥𝑗 , 𝑦𝑗 , 𝜃𝑗), where the line segment that joins these two poses is

defined as (a𝑖 = (𝑥𝑖, 𝑦𝑖), a𝑗 = (𝑥𝑗 , 𝑦𝑗)). Then the error of the edge is defined as:

𝑒𝑖𝑗𝑘 =

⎧⎨⎩0 𝑐(w1,w2,a𝑖,a𝑗) = 0

𝑝wall · min(𝑑line(w1,w2,a𝑖), 𝑑line(w1,w2,a𝑗)) otherwise,
(4.9)

where 𝑑line(w1,w2,a𝑖) stands for the distance of the point a𝑖 to the line defined by the points

w1 and w2, and 𝑝wall is a constant value of penalty for crossing the wall. Therefore, the error is

only activated when a violation of the wall constraint is detected, and the error grows linearly

with the distance of the closest point to the wall.

As a result, the optimization process tries to minimize the error and prevents the system from vi-

olating the imposed wall constraint. The information matrix corresponding to that measurement

is defined as Ωmap = I1×1.

4.6 Visual Loop Closure

Another possibility to extract qualitative information is based on images recorded with a camera.

Let us consider a camera moving in an environment as presented in Fig. 4.11 and proposed

in [215]. The SLAM or PDR systems can be used to estimate transformations between frames

but the system still accumulates drift over time. As a result, the system does not recognize that

it is observing an already visited location. The algorithm that solves the LC problem determines

if the camera is observing a known location, and the processing can be divided into two steps.

The first step includes detection of an LC that occurs between images captured in nodes that are

distant to one another in the graph. The second step involves using the found LC information

to obtain a globally consistent trajectory.

Figure 4.11: When the agent is moving in the environment, a drift occurs. The LC system
detects if the agent revisited a place (A), and then performs corrections to obtain a globally

consistent trajectory (B)
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The LC can be performed with any sensor that could be used to determine if the user is located in

an already known place. The only requirement is to be able to globally compare the description

of the current pose with other descriptions stored in the database. Usually, the LC detection is

performed on the basis of images coming from a camera [124, 139], as images contain enough

information to determine the similarity of places. The techniques used to perform the visual LC

differ but typically use either local or global image descriptors to capture the image appearance.

LC systems use feature detectors like SIFT [138], SURF [14], ORB [195], or other, to find

interesting features, describe each feature with a descriptor, and then create a representation of

the overall photometric information of the RGB image, called a global descriptor. As every image

may contain hundreds of detected visual features, the methods usually use the Bag of Visual

Words (BOVW) model [42], which clusters the existing descriptors found in the image and calls

them “words”. From these words the global descriptor of the image is created, as the histogram

of the words found in the image. Among the most notable systems, the FAB-MAP [43, 44] is the

golden standard that uses the SURF features. But more recently, a bag-of-words system using

binary descriptors based on the ORB features and presented in [74] gained popularity due to the

successful application in the ORB SLAM system [156, 158]. It is also possible to directly create

a global descriptor of the image, like in the case of methods based on color histograms [238] or

descriptors utilizing principal component analysis [126], but these methods are less popular.

The aforementioned methods focus on using a single image to detect an LC. But in real life, a

single image is sometimes not distinct enough to determine the localization even for a human

being. Therefore, there are also methods that focus on the usage of a sequence of images, like the

SeqSLAM [149] or the ABLE-M [8]. These methods extract a global descriptor of a single image

and then compare sequences of descriptors from a current part of the trajectory to pre-recorded

sequences. More information on these methods can be found in [7].

In this dissertation, the LC is also performed with a camera. The visual LC in robotic systems

differs from the LC performed in the case of personal localization. Robots equipped with cameras

usually observe the scene from the same height above the ground level, as the camera is fixed

to the platform. Moreover, an autonomous robot can decide when to stop in order to take a

picture and thus reduce the motion blur in images. In the case of a visual LC performed with

a camera mounted in a mobile device, the point-of-view will change as each person holds the

smartphone at a different height and at a different angle. Also, the system should not ask the

user to stop to take an image and therefore disrupt the operation of the stepometer. Therefore,

the LC performed for robotic and personal localization was divided into separate sections.

The visual LC for a robotic system is performed with the FAB-MAP algorithm (sec. 4.6.1),

while the personal visual LC (sec. 4.6.2) is based on a modified FAB-MAP algorithm, a modified

OpenABLE algorithm, and then the proposed FastABLE LC system [169].

4.6.1 Visual Loop Closure in robotic indoor localization

FAB-MAP algorithm The FAB-MAP is a system made by Cummins and Newman [43] that

is available in the open-source implementation named OpenFABMAP3. The system, with its
3https://github.com/arrenglover/openfabmap

https://github.com/arrenglover/openfabmap
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further improvements in terms of scalability and evaluation on large datasets [44, 45], became a

popular choice for loop closing in visual SLAM systems. The FAB-MAP algorithm was exten-

sively tested in outdoor environment, especially with omnidirectional cameras, and proved to be

a very useful component of robotic SLAM systems.

Figure 4.12: Block diagram of the FAB-MAP algorithm. Processing is performed in three
steps: pre-training (learning the environment), training (selecting the places for recognition),

and testing (real-life recognition)

The FAB-MAP system represents a feature-based approach to the LC that analyzes a single

image to determine the current location. The processing pipeline of the FAB-MAP algorithm is

presented in Fig. 4.12 and can be divided into three phases: pre-training, training, and recog-

nition. In each phase, the FAB-MAP starts with processing images by detecting and describing

SURF features.

The goal of the pre-training phase is to learn the types of features that can be observed in the

environment. It can be considered as a process that tries to determine which types of features

are important for recognition, and which types of features are too common to provide sensible

localization clues. Therefore, it is also important that the images used in the pre-training phase

resemble the images used for the LC. The system uses the k-means algorithm with the Euclidean

distance between descriptors in order to cluster all of them that were found in all pre-training

images. Each cluster corresponds to a single type of descriptor, that is represented by the

centroid of all its members and is called “word” in the BOVW approach.

The created vocabulary is then used to train the probabilistic model that describes the probability

𝑃 (𝐿𝑖|𝑍𝑘,𝒵) of re-observing the place 𝐿𝑖 on the basis of histograms of all images in the database

𝒵 and a histogram of the current (numbered as the 𝑘-th) frame 𝑍𝑘. The probability 𝑃 (𝐿𝑖|𝑍𝑘,𝒵)

is computed with the knowledge of the prior belief about the location 𝑃 (𝐿𝑖|𝒵), the observation

likelihood 𝑃 (𝑍𝑘|𝐿𝑖,𝒵), and final normalization term 𝑃 (𝑍𝑘|𝒵), to obtain the proper probability

distribution:

𝑃 (𝐿𝑖|𝑍𝑘,𝒵) =
𝑃 (𝐿𝑖|𝒵)𝑃 (𝑍𝑘|𝐿𝑖,𝒵)

𝑃 (𝑍𝑘|𝒵)
. (4.10)

The prior belief 𝑃 (𝐿𝑖|𝒵) about the location could be used to provide an initial belief about

the location, but it is not used in the current version of the code in order to perform purely

appearance-based LC detection. The observation likelihood 𝑃 (𝑍𝑘|𝐿𝑖,𝒵) measures how well the

observations can be explained by the selected location 𝐿𝑖. The FAB-MAP assumes that all

observations are independent, which allows to simplify 𝑃 (𝑍𝑘|𝐿𝑖,𝒵) to 𝑃 (𝑍𝑘|𝐿𝑖). The simplified

𝑃 (𝑍𝑘|𝐿𝑖) depends on the features detected in the current image and the dependencies between
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the occurrences of these features in the environment. In the FAB-MAP, the probabilistic distri-

bution of feature occurrences is approximated by a Chow-Liu tree [36] trained with the Meilǎ’s

algorithm [146], allowing efficient computation of the 𝑃 (𝐿𝑖|𝒵𝑘,𝒵) values. In the end, the prob-

abilistic model allows comparing BOVW histograms to determine the features that are relevant

for place recognition.

In the training phase, the system learns places for recognition. Similarly to the pre-training

phase, each image is represented by the SURF descriptors that are assigned to clusters of types

of features to create words. From these words, every image can be represented by a BOVW

histogram.

In the testing phase, every image is represented by a corresponding BOVW histogram. The

obtained histogram is then compared with the BOVW stored in the place database using the

Chow-Liu tree. In the end, the system returns the probability 𝑃 (𝐿𝑖|𝑍𝑘,𝒵) that the agent

observes the 𝑖-th location given the current image 𝑍𝑘 and the place database. The correct

localization is returned when that probability exceeds certain threshold 𝑡𝑝.

The dissertation presents also a modified version of the FAB-MAP algorithm that was used for

personal localization and is presented in section 4.6.2.

Measurement edge in graph-based optimization The LC measurement allows detecting

when the agent comes back to an already known location, and thus reduces the drift accumulated

over time. Depending on the type of the system, the LC measurement is differently included in

graph-based optimization.

Figure 4.13: The graph measurement of the LC: in the pose-based SLAM it is a new pose-
to-pose edge (A), in the feature-based SLAM it adds new pose-to-feature measurements and

merges duplicate entries for features (B)

The pose-based SLAM system presented in section 2.5 optimizes the sensor poses (P1, P2, ...,

P𝑛) on the basis of measurements between these poses. In the pose-based SLAM the detected

LC based on appearance methods is verified by geometric constraints. The system takes two

proposed poses P𝑖 and P𝑗 and their corresponding images that look alike on the basis of the

LC system, and retrieves the features that were detected or tracked in these frames. The ge-

ometric transformation between the poses is established directly with the RANSAC procedure

and the Umeyama algorithm in order to determine the transformation between frames T𝑖𝑗 . If
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the transformation is supported by enough matches between images, then the transformation

T𝑖𝑗 is introduced into the graph as a pose-to-pose constraint as presented in Fig. 4.13A. This

direct approach is feasible due to the depth images that allow to assign depth information to

each used feature. The next optimization in the system includes these depth measurements and

thus corrects all poses that are placed in the graph.

The feature-based SLAM system that was presented in section 2.6.2 optimizes the joint sensor

poses (P1, P2, ..., P𝑛) and feature positions (p
𝑓
1 , p

𝑓
2 , ..., p

𝑓
𝑚) on the basis of pose-to-feature mea-

surements and occasional pose-to-pose measurements in the case of small number of observations.

In the case of a detected LC, the possible match between poses is also verified geometrically. In

the case of poses P𝑖 and P𝑗 , the verification is performed using the features detected in these

poses, while some of these features are available in the feature map. The map features in both

locations are matched against each other with the RANSAC and the Umeyama algorithm. Simi-

larly to the LC in the pose-based SLAM system, enough matches must be detected to determine

if the LC is correct but, in contrast, the system does not introduce the additional pose-to-pose

measurement. When an LC candidate was verified geometrically, the pose-to-feature measure-

ments are added between 𝑗-th pose and features observed in 𝑖-th pose and otherwise as presented

in Fig. 4.13B. When adding pose-to-feature measurements, the system detects if the observed

feature is already in the map at the 𝑖-th and 𝑗-th pose. If it is true, it means that some features

with different identifiers in the map represent the same feature in the environment and therefore

can be unified into a single feature with a joint set of pose-to-feature measurements from both

poses. Finally, the graph is optimized to provide a new, globally consistent representation of the

sensors poses and features on the map.

4.6.2 Visual Loop Closure in personal indoor localization

Visual personal localization differs from robotic visual place recognition. Apart from the dif-

ferences mentioned in section 4.6, the localization system of a robot is used both indoors and

outdoors. Robotic LC systems are usually employed outdoors, as indoor environment are lim-

ited in size and therefore the SLAM systems can work well without the LC. In contrast to

the robotic applications, the visual LC for personal indoor localization is performed in indoor

environments. The indoor environments pose a challenge, as the observed scene can contain

self-similarities (like corridors that look alike), or not enough information can be available in the

image to correctly determine the user position. Therefore, the FAB-MAP algorithm presented

in section 4.6.1 was modified to meet more demanding requirements and is presented in the fol-

lowing paragraph. Additionally, the idea to perform the LC with sequences of images is explored

with the state-of-the-art ABLE-M algorithm that was modified to real-life operation, and then

completely reworked into the new FastABLE approach.

Modifications to OpenFABMAP The FAB-MAP is a BOVW-based algorithm that utilizes

thousands of features that allow to learn the large BOVW vocabulary in the outdoor sequences

and capture the character of the environment. Indoors, usually fewer features are visible in taken

images. Moreover, wheeled robots move in a steady way, while images taken by people in motion

are more blurred due to the motion being unsteady.
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Figure 4.14: The modified OpenFABMAP algorithm processes a sequence of images to
correctly determine the localization, making it more suited for indoor application

The proposed modification to the OpenFABMAP is based on the observation that sometimes

individual images do not contain enough information to perform detection with the required

reliability. Therefore, a sequence of images has to be processed. The OpenFABMAP assumes

that the 𝑖-th place is recognized in the 𝑘-th frame if the probability 𝑃 (𝐿𝑖|𝒵, 𝑍𝑘) exceeds the

probability threshold 𝑡𝑝. The modified algorithm assumes that the 𝑖-th place is considered to be

recognized in the 𝑘-th frame only if the probability exceeds the probability threshold 𝑡𝑝 for all

frames in the window spanning from the (𝑘 − 𝑐𝑤 + 1)-th to the 𝑘-th frame:

∀𝑗∈{1,2,...,𝑐𝑤}𝑃 (𝐿𝑖|𝒵, 𝑍𝑘−𝑗+1) > 𝑡𝑝, (4.11)

where 𝑐𝑤 is the size of the comparison window. The modified processing of the algorithm is

presented in Fig.4.14.

In the modified version, the performance of the algorithm depends on the probability threshold

𝑡𝑝 and the comparison window size 𝑐𝑤. The additional parameter 𝑐𝑤 allows tuning the system

to perform well in indoor environments. Increasing the comparison window size 𝑐𝑤 forces the

system to match more images to the corresponding image in the database. Therefore, it increases

the reliability of the system, but if the value is too high, the user may change location before

the required number of correct matches is found. On the other hand, making 𝑐𝑤 smaller makes

the system work with less information and thus results in more incorrect matches [169].

ABLE-M algorithm Another solution is to use a sequence of images that are captured when

the agent is moving in the environment. The idea gained popularity due to convincing results

obtained by the SeqSLAM [149], which greatly resized the images and compared them in a

sequence. Further developments were made by the ABLE-M algorithm proposed by Arroyo
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et al. [8]. The ABLE-M not only greatly resizes the image, but also uses a global LDB de-

scriptor [250] to capture the properties of a single image. An implementation of the ABLE-M

algorithm, called OpenABLE [9], is available as open-source code4.

Figure 4.15: Block diagram of the ABLE-M algorithm. The red parts represent the steps
computed whenever a new image is captured, while the operations precomputed in earlier

iterations are marked in blue color

The ABLE-M algorithm works on a sequence of images to determine the parts of the sequence

that represent the same physical location. The full processing of the ABLE-M algorithm is pre-

sented in Fig. 4.15, where each image in that sequence was firstly resized to 64 × 64 pixels in

order to reduce the computational burden but still capture the characteristics of the observed

environment. Then, the binary LDB descriptor [250] was computed, which uses the idea of

random comparisons between intensities of pixels in the neighborhood of the center, similarly to

the BRIEF descriptor [29]. The LDB differs from the BRIEF as it also incorporates information

about image gradient. The original ABLE-M algorithm can also perform reduction of illumina-

tion changes in the image, as in [145], but the illumination compensation step can be omitted

when working in an environment with almost constant light conditions, like indoors with artifi-

cial light. As a result, the processed training sequence is stored as a sequence of corresponding

binary LDB descriptors.

Detection of the LC is performed by comparing different parts of the sequence in a moving

window of size 𝑐𝑙. The comparison window size 𝑐𝑙 is also denoted 𝑐𝑜𝑚𝑝𝑎𝑟𝑒𝐿𝑒𝑛𝑔𝑡ℎ, as in [168],

or 𝑑𝑙𝑒𝑛𝑔𝑡ℎ, as in [8]. When the current image has the index 𝑖, the distance to the 𝑗-th index in

the same sequence is computed as:

𝑑𝑖,𝑗 =

𝑐𝑙−1∑︁
𝑘=0

𝑑hamming(𝑥𝑖−𝑘, 𝑥𝑗−𝑘), (4.12)

where 𝑥𝑖 stands for the 𝑖-th image in the sequence 𝑥. For each new image, the algorithm computes

the distances 𝑑𝑖,𝑗 , where 𝑗 takes values from 1 to 𝑛− 𝑐𝑙, with 𝑛 being the number of images in

the sequence. The resulting matrix D = {𝑑𝑖,𝑗} is square and contains the computed distances

between selected parts of the sequence. In the original work [8], the matrix D is normalized

4https://github.com/roberto-arroyo/OpenABLE

https://github.com/roberto-arroyo/OpenABLE
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at the end of processing and the authors verify the influence of different recognition thresholds

applied to the values in that matrix.

The complexity of the algorithm is equal to 𝒪(𝑛2𝑐𝑙), as for each image in the sequence (𝑛) the

moving comparison window is compared approximately to 𝑛 positions in the sequence, and each

comparison takes 𝑐𝑙 operations. During online operation, the systems must perform approxi-

mately 𝑛 · 𝑐𝑙 operations, and therefore it does not scale well in the case of large sequences or in

the case of large comparisons windows. The main advantage of the system is fast computation

of differences between comparison windows, as binary descriptors can be efficiently compared

using the Hamming distance, and in the end the system usually works in real time for sequences

of reasonable length.

Modifications to OpenABLE The available OpenABLE implementation processes a single

video file input and recognizes if a part of the sequence of images in the video shows a place

that was already visible in a previous part of the sequence. This operation mode provides no

valuable information in the case of personal visual place recognition. In personal localization

the OpenABLE should take two inputs: a sequence pre-recorded in the environment, and the se-

quence that is being recorded during the localization procedure. Therefore, the modified version

of the algorithm requires the ground-truth sequence 𝑡𝑟𝑎𝑖𝑛 that contains corresponding infor-

mation about localization on the building floor, and the 𝑟𝑒𝑐𝑜𝑔𝑛𝑖𝑡𝑖𝑜𝑛 sequence recorded during

the localization phase. The comparison of the original and modified approaches is presented in

Fig. 4.16.

Figure 4.16: The comparisons performed by the OpenABLE. The original OpenABLE com-
pares the 𝑡𝑟𝑎𝑖𝑛 sequence to itself (top). The modified OpenABLE operates on two sequences,

𝑡𝑟𝑎𝑖𝑛 and 𝑟𝑒𝑐𝑜𝑔𝑛𝑖𝑡𝑖𝑜𝑛, to obtain recognitions

The OpenABLE algorithm computes the square distance matrixD that contains the information

about distances between parts of the sequence. In the proposed modification the value in the

rectangular distance matrix in the 𝑖-th row and 𝑗-th column represents the distance computed

between the sub-sequence from the 𝑖-th to the (𝑖+𝑐𝑙−1)-th frame in the training sequence 𝑡𝑟𝑎𝑖𝑛,

and the sub-sequence from the 𝑗-th to the (𝑗+𝑐𝑙−1)-th frame in the testing sequence 𝑟𝑒𝑐𝑜𝑔𝑛𝑖𝑡𝑖𝑜𝑛.

The comparison window size 𝑐𝑙 has to be chosen depending on the type of the environment. In
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the OpenABLE, the distance matrix is normalized once the whole sequence is processed. During

real-time operation, recognitions should be made as soon as possible. Therefore, the modified

version directly compares the measured distances D(𝑖, 𝑗) to the recognition threshold 𝑡𝑟 that

was set prior to operation and also depends on the characteristics of the environment. If the

value at the (𝑖, 𝑗)-th position in the matrix is lower than the threshold 𝑡𝑟, the system reports a

recognition.

The modified OpenABLE algorithm has two parameters, 𝑐𝑙 and 𝑡𝑟, that have to be experimentally

chosen, but no learning phase is performed as needed in the FAB-MAP is needed. The choice

of the window size 𝑐𝑙 significantly influences the obtained results. Choosing a greater 𝑐𝑙 means

that the comparison is performed for larger sub-sequences, making the system more robust.

On the other hand, it means that the user needs to walk longer on the training trajectory to

obtain a correct recognition from the system. It also makes the system infeasible in buildings

with multiple crossroads that are close to one another. Also, the recognition is more susceptible

to the changes in walking speed of the user. Choosing a smaller 𝑐𝑙 reduces the recognition

capabilities of the OpenABLE, as less information is captured, and the system is more prone to

error, especially in the case of local self-similarities.

FastABLE The main drawback of the OpenABLE is its poor scaling with the number of

frames stored in the database, which is troublesome for large sequences. Another problem is

that the size of the comparison window influences the computational time. The computational

complexity of the modified OpenABLE is equal to 𝒪(𝑛𝑚𝑐𝑙), where 𝑛 is the size of 𝑡𝑟𝑎𝑖𝑛 sequence

and 𝑚 is the size of 𝑟𝑒𝑐𝑜𝑔𝑛𝑖𝑡𝑖𝑜𝑛 sequence.

The proposed FastABLE algorithm [169] focuses on speeding up the algorithm without impair-

ing its recognition accuracy. Due to the speed-up, the FastABLE is more suitable for mobile

devices, as it requires less computational power, allowing the system to work longer on a single

battery charge. In the original ABLE-M [8], the authors propose to speed up the algorithm

with an approximate nearest neighbor search using multi-dimensional trees. The Fast Library

for Approximate Nearest Neighbors (FLANN) [155] is applied most commonly even though no

implementation of the proposed modification is not available in the OpenABLE. The speed-up of

the FastABLE algorithm is based on purely algorithmic modifications, which means that the ob-

tained results are identical to the results obtained with the modified OpenABLE algorithm. The

idea is introduced by analyzing the processing steps of the original algorithm and is presented

in Fig. 4.17.

The modified OpenABLE and the FastABLE both assume that the pre-recorded training se-

quence 𝑡𝑟𝑎𝑖𝑛, marked by blue squares in Fig. 4.17, is available. During the online recognition

phase, a new image is captured and described by an LDB descriptor that is added to the be-

ginning of the recognition window. Then the window of 𝑐𝑙 descriptors computed for the most

recent images is moved along the training sequence to determine the similarity between the cor-

responding windows. The similarity is computed as the Hamming distance between the matched

global descriptors. The window slides until it reaches the end of the 𝑡𝑟𝑎𝑖𝑛 sequence. If 𝑛 images
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Figure 4.17: After capturing the image, one iteration with 𝑛 steps is performed to compare
the sliding window of descriptors to the pre-computed descriptors from the database. In
the ABLE-M, each iteration is independent of the others. In the FastABLE we utilize the

previously computed values to speed up the computations

are available in the 𝑡𝑟𝑎𝑖𝑛 sequence, 𝑛 − 𝑐𝑖 + 1 window comparisons are made for each new im-

age, which is marked by comparing the blue training sequence 𝑡𝑟𝑎𝑖𝑛 with the red 𝑟𝑒𝑐𝑜𝑔𝑛𝑖𝑡𝑖𝑜𝑛

windows in Fig. 4.17.

The possible gains were observed when analyzing the next image, marked in purple in Fig. 4.17.

During the recognition performed for the next image, the mechanism of the sliding window is

applied as previously described. When shifting the window, several comparisons between global

descriptors are repeated. In Fig. 4.17, the Hamming distance between descriptors 𝐵 from 𝑡𝑟𝑎𝑖𝑛

and 2 in 𝑟𝑒𝑐𝑜𝑔𝑛𝑖𝑡𝑖𝑜𝑛 is computed in the first iteration for the first step, and also in the second

iteration for the second step. There are more shared comparisons between the windows used in

the first step of the iteration 1 and in the second step in the iteration 2. The FastABLE idea is

to reuse these already computed values.

During the first iteration, the FastABLE computation is the same as the OpenABLE, as no

information can be reused. The difference is that the FastABLE stores the obtained measures

in the auxiliary array 𝐴fastable. In the following iterations, the FastABLE computes the window

difference using the OpenABLE method for the first alignment, but the remaining 𝑛 − 𝑐𝑙 steps

reuse the previous information. The distance 𝑑𝑖+1,𝑗+1 for the iteration 𝑗 + 1 and the (𝑖 + 1)-th

step is computed as:
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𝑑𝑖+1,𝑗+1 = 𝑑𝑖,𝑗 + 𝑑hamming(𝑡𝑟𝑎𝑖𝑛[𝑖 + 𝑐𝑙 − 1], 𝑟𝑒𝑐𝑜𝑔𝑛𝑖𝑡𝑖𝑜𝑛[𝑗 + 𝑐𝑙 − 1])

−𝑑hamming(𝑡𝑟𝑎𝑖𝑛[𝑖], 𝑟𝑒𝑐𝑜𝑔𝑛𝑖𝑡𝑖𝑜𝑛[𝑗]).
(4.13)

The FastABLE follows the idea that the currently needed distance in the (𝑖 + 1)-th step can be

computed using the value from the 𝑖-th step in the previous iteration, reduced by the difference

computed for the first element in the previous comparison, but increased by the distance for the

last element in the current comparison. The algorithm is based on binary descriptors compared

with the Hamming distance, resulting in computations that can be made on integers, thus no

inaccuracies accumulate over time. The final result of the computation is identical to the one

obtained with the original ABLE-M algorithm.

The distance from second step in the second iteration, 𝑑2,2, in Fig. 4.17 is the distance between

the substring {𝐵,𝐶,𝐷} from the 𝑡𝑟𝑎𝑖𝑛 sequence and {2, 3, 4} from the 𝑟𝑒𝑐𝑜𝑔𝑛𝑖𝑡𝑖𝑜𝑛 sequence.

The FastABLE algorithm computes the distance 𝑑2,2 by retrieving the already known distance

𝑑1,1, obtained when comparing the substring {𝐴,𝐵,𝐶} from 𝑡𝑟𝑎𝑖𝑛 and the substring{1, 2, 3}
from 𝑟𝑒𝑐𝑜𝑔𝑛𝑖𝑡𝑖𝑜𝑛. The next steps involve reducing the value by the descriptor distance between

𝐴 and 1, and increasing it by the distance between 𝐷 and 4. Once completed, the new distances

update the 𝐴fastable array to allow re-using these measured values in the next iteration.

The complexity of the FastABLE is equal to𝒪(𝑛𝑚), as the algorithm shifts the window (𝑛−𝑐𝑙+1)

times against the 𝑡𝑟𝑎𝑖𝑛 sequence, and the comparison is performed for each new image in the

𝑟𝑒𝑐𝑜𝑔𝑛𝑖𝑡𝑖𝑜𝑛 sequence containing 𝑚 images. It is assumed that due to eq. (4.13) the comparison

for each window is computed in a constant time 𝒪(1). Compared to the complexity of the

original OpenABLE equal to 𝒪(𝑛𝑚𝑐𝑙), the FastABLE complexity is independent of the length

of the comparison window, 𝑐𝑙 thus making it faster. The obtained speed-up comes at the price

of the increased memory cost to store the distances computed in the previous iteration, but it

is possible to store that information even in the case of less computationally capable mobile

devices.

The proposed algorithm was implemented and is available on GitHub in a version for PC5, and

in a version for Android devices6.

Measurement edge in graph-based optimization Compared to the LC performed in a

robotic system, the measurement in graph-based optimization is performed differently. Similarly

to the application in robotics, the LC system working on single images as presented in Fig. 4.18A

provides a possible appearance-based LC, but the personal indoor localization system cannot

easily verify that recognition using the geometric test, as individual RGB images do not provide

the depth of the scene.

Therefore, the graph-based constraint is similar to the WiFi constraint when a single most similar

scan is sought as presented in section 3.6.3. Given the current pose of the user P𝑖 = (𝑥𝑖, 𝑦𝑖, 𝜃𝑖)

and assuming that the visual LC was successfully matched to the position p𝑗 = (𝑥𝑗 , 𝑦𝑗), the

5https://github.com/LRMPUT/FastABLE
6https://github.com/LRMPUT/FastABLE_Android
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Figure 4.18: Positive LC detected in a system working on single images introduces a single
graph edge (A), whereas positive LC detection in the case of working with sequences introduces

a series of graph edges (B)

error can be defined as:

𝑒𝑖,𝑗 =

⎧⎪⎪⎪⎨⎪⎪⎪⎩
0 𝑑L2(P𝑖,p𝑗) < 𝑑min

dmax 𝑑L2(P𝑖,p𝑗) > 𝑑max

dmax
𝑑L2(P𝑖,p𝑗)−𝑑min

𝑑max−𝑑min
otherwise,

(4.14)

where 𝑑min and 𝑑min are metric constraints that define the minimal and the maximal errors.

The choice of the thresholds used in the error function, 𝑑min and 𝑑max, determines when the error

of the edge is activated, and what is the maximal error of the edge. These values should depend

on the type of the place where the image in the database was observed. In the case of short

corridors, the value of measurement edge activation 𝑑min can be lower, as the scene recorded

in the database can be only observed from similar distances, therefore the system knows that

the user is located in close vicinity of the original location in the database. When considering

open spaces, the values should be greater, as a place could be observed from a long or short

distance. Therefore, the system cannot determine the precise localization and the difference

between positions has to be greater in order to activate the error.

The role of the information matrix is to scale the error according to the other measurements in

the graph. In the case of the LC, the error increase rate is controlled by the difference between

the thresholds 𝑑min and 𝑑max. A smaller difference means that the error increase rate will be

greater, while a greater difference results in a smaller increase rate of the error. Therefore, these

thresholds are used to control the increase of the error. As no information about the uncertainty

of the LC measurement is available, the corresponding information matrix is set to identity:

Ωlc = I1×1. (4.15)

In the case of matching sequences as in Fig. 4.18B, the information from the aligned sequence can

be used to formulate a series of constraints, as presented for the case of an LC system working

on single images. In that case, it is possible to add multiple edges to graph-based optimization,

which join the user poses and positions of the images in the sequence. As a result, the sequence
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should match more precisely than in the case of an LC based on single images. Nevertheless,

the information about the distance is still unknown and therefore the parameters 𝑑min and 𝑑max

require tuning, but usually it is possible to impose stronger constraints due to the fact that

sequences can be located more accurately than single images [169].

The lack of information about distance can be solved with an additional source of information.

In the dissertation, user input is proposed as one source of information that allows obtaining the

necessary knowledge, as presented in section 4.7.

4.7 Utilizing user input in the system

The localization system is capable of performing its task when the agent is cooperating. This

assumption is necessary, as each of the localization subsystems might be cheated when the

agent is deliberately trying to influence the measurements that the system can take during the

localization phase. This concerns especially personal localization, as robots are usually controlled

in a manner that takes the localization requirements into account.

It is also possible to extend the cooperation between the system and the user, as users also

observe the surrounding environment and should be able to provide viable localization cues that

the system might utilize. That information is vital when sensors provide conflicting estimates

or otherwise fail to provide a reliable estimate. In other cases, the gathered information might

be beneficial for verifying and correcting the measurements already obtained in the system.

One way of utilizing user input is with ontological systems as in [22]. The author proposes a

knowledge-based database with rule-based reasoning that allows inferring about the user context.

This approach allows to infer some unobserved information and finally obtain a localization

estimate, but on a semantic map of the environment.

The environment contains many localization clues that could be utilized in localization. It

is possible to ask the user if he or she sees windows, doors, stairs, or other elements of the

environment that could support indoor localization. Due to the recent developments in deep

neural networks, even a robot can recognize these elements in captured images [225]. The

problem is that the observation of a part of the environment provides a weak constraint on the

agent’s pose, as it could be observed from a close distance or from far away.

This issue can also be observed for the LC detection performed using single RGB images and

performed for agent’s localization. During operation, the visual LC system compares the cur-

rently captured image with the image database, looking for potential recognitions. But the same

image from the database might be correctly recognized from different poses, as the user might

observe the same scene from different angles and at different distances. Unfortunately, a single

RGB camera images does not provide the information about the scale of the scene, and in the

end it does not provide the information about the metric distances between images that repre-

sent the same part of the environment. Therefore the user input is important, and the proposed

algorithm that allows to constrain the agent’s pose on the basis of an LC is presented in Fig. 4.19.
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Figure 4.19: When a correct LC is detected, the user’s orientation is found using the n-point
algorithm that matches the features found in both images, while the metric distance estimate

comes from a distance estimation that is performed with the user’s help

The difference between the orientation of an image saved in the database and an image captured

during localization can be computed with an algorithm that belongs to the group of algorithms

called n-point algorithms. These algorithms can estimate the relative pose change between images

on the basis of at least five correspondences between image features. The algorithms can be used

to estimate the relative orientation and also to provide the translation, but as the estimation is

performed on two images, the metric translation is unknown. Therefore, the proposed orientation

estimation is done by detecting image features on both compared images that are matched by

their descriptors, and the list of the matched features is verified with the RANSAC estimation.

The most commonly used algorithms are complex to implement, but public implementations are

fortunately available in the OpenGV library [116]. One of the algorithms with publicly available

implementation is the 5-point algorithm by Nister [160].

Figure 4.20: The system used to estimated the distance in the LC recognition

Distance estimation is performed with another approach that is presented in Fig. 4.20. As the

sensors do not provide the necessary information, the system might utilize user input to obtain

a distance estimate in these cases. Even though, the users usually cannot provide an accurate

estimate of the distance, the users are asked to input the metric distance to the element that is
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located in the center of the image, i.e. doors or a wall. As the distance given by the user is usually

not precise, a second system for estimating the distance asks the user to mark the corners of

selected elements of the indoor environment. One example are doors that are normalized [51, 52],

and their size can be assumed with some accuracy. With the knowledge about the corners of

the doors it is possible to use the solvePnP procedure from the OpenCV to estimate the relative

pose with respect to these doors similarly to the steps performed with QR code detection (cf.

section 3.7). As a result, the distance to the doors is computed.

In some cases both subsystems that provide distance estimates can be used, but their estimates

will be different. Therefore, a system that fuses these estimates to achieve a more accurate

distance estimate was proposed. Unfortunately, users might easily overestimate or underestimate

the distance, and as a result the distribution of the error of a measurement might not be Gaussian.

Therefore, the fuzzy sets theory that was introduced by Zadeh [252] is used. The fuzzy sets in

the proposed system are not used for inference, like in typical applications [143, 221], but are

used to represent the uncertainty of measurements. In the first step, the input provided by the

subsystems is fuzzified to obtain fuzzy sets representing the belief about the accuracy of the

measurements. These fuzzy sets are then joined together with the S-norm that was selected to

be the algebraic product of the provided fuzzy sets. The result of the operation is a fuzzy set

that represents the joined uncertainty of the combined measurement. This set is later defuzzified

to obtain the crisp output of a single distance estimate based on both inputs.

The distance estimate obtained with the fuzzy set systems is combined with the orientation

estimate from the n-point algorithm. This combination provides a pose estimate that can be

used in graph-based optimization to constrain the user location in the environment.

4.8 Analysis of hypergraph consistency

Despite the sophisticated procedures processing the input signals to provide precise and reliable

estimates, some incorrect measurements might be registered and then added to the graph. These

measurements, corresponding to outlier constraints represented as edges in the graph, influence

the optimization results, which can significantly alter the achieved trajectory. Therefore, it is

necessary to detect these cases and ultimately lower the influence these edges or turn them off

completely to obtain a reliable estimate. It is possible to scale the information matrices of the

measurements, as proposed in the Dynamic Covariance Scaling by Agrawal [2], but it introduces

bias and might significantly change the location of the local minimum of optimization. Therefore,

more formal ways are sought that deal with incorrect and inaccurate measurements.

One of possible solutions is to use a robust loss function that is less sensitive to outliers in

data than the squared error loss function. The most commonly used option is the Huber loss

function [98] that modifies the original error 𝑒:

𝐻(𝑒) =

⎧⎨⎩ 1
2𝑒

2 for |𝑒| ≤ 𝛿,

𝜎(|𝑒| − 1
2𝛿) otherwise

, (4.16)
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which makes the resulting error behave like a sum of squared errors when the original error is

smaller than the preset threshold 𝛿, and makes the resulting error linear for greater original

errors.

Figure 4.21: Modification to the square error introduced by robust cost functions: the Huber
cost function, the Cauchy cost function, and the Tukey cost function

There exist also several other functions, called robust cost functions, that can be used in real

life scenarios to make optimization more robust to outlier measurements. Apart from the Huber

norm, other robust cost functions that are commonly used include the Tukey and Cauchy robust

cost functions that are visualized in Fig. 4.21. The performance of the optimization depends on

the choice of a robust cost function, as presented for the direct dense SLAM in [39], but the

overall results are similar regardless of the chosen robust cost function. These robust functions

are usually available in frameworks for graph-based optimization, e.g. in g2o [127].

The optimization finds the best estimate of a node, i.e. a feature, on the basis of the provided

constraints. Assuming that each constraint imposed on that node is independent and follows a

standard normal distribution, the sum of the squares of errors is distributed according to the chi-

squared distribution with 𝑘 degrees of freedom [179]. This assumption means that it is possible

to verify the obtained errors against the known distribution to reject the possibly imprecise

measurements. The optimization system during processing already computes the error value 𝜒2

(goodness of fit) for each estimated edge as:

𝜒2 = e𝑇𝑖𝑗Ω𝑖𝑗e𝑖𝑗 . (4.17)

We propose two approaches to perform the analysis of the factor-graph consistency that are

based on the obtained 𝜒2 measures [18], presented in Fig. 4.22.

In the first approach, the analysis check of the 𝜒2 values is performed globally and iteratively.

After each optimization cycle consisting of several iterations, the edges for which the 𝜒2 value is
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Figure 4.22: The proposed hypergraph consistency analysis can be performed globally when
𝜒2 values are analyzed in the whole graph (A), or locally when 𝜒2 values are analyzed for the
selected node (B). In both cases the analysis leads to removing incorrect edges and can be

performed iteratively

greater than a fixed threshold are removed from the optimization procedure. Compared to the

application of robust loss functions, this approach is more strict, as it totally rejects incorrect

edges. The threshold used in the process is taken from the 𝜒2 distribution with 𝑘 degrees

of freedom when the number of degrees of freedom depends on the number of parameters for

the measurement. The pruning and optimization procedures are repeated alternately until all

remaining edges have the 𝜒2 value smaller than the selected threshold.

Another possibility is to exploit the locality of the optimized graph. Therefore, it is possible to

analyze the 𝜒2 values of the edges that are connected with the analyzed node. In that case, the

𝜒2 value for an incorrect edge is expected to be much greater than the mean of the 𝜒2 values ob-

served for that node. This adaptive mechanism allows to remove incorrect measurements on the

basis of the local properties of the graph, but requires the node to contain several measurements

in order to obtain a viable mean measure. In reality, the number of sources providing quantita-

tive information is limited, and the qualitative information is crucial in order to provide more

constraints for a selected node, allowing to perform a local analysis of the graph performance. In

that case, the qualitative information might allow for a more robust detection of incorrect and

inaccurate measurements.

The performance of the proposed solutions depends on a good initial estimate. Without a proper

first estimate, the 𝜒2 value might not indicate if an edge represents a correct or an incorrect

measurement. Therefore, it is critical to perform the analysis once the system has converged to

the local minimum of the available constraints. The addition of qualitative information in that
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step is also beneficial as more information allows to perform a more reliable analysis of the graph

consistency.



Chapter 5

Experimental verification of the

robotic RGB-D SLAM localization

5.1 Introduction

Accuracy and robustness of the SLAM system are important features when considering the ap-

plication in real-life robots. It is possible to compare the performance of the existing systems

in the same conditions due to the existence of publicly available datasets. These datasets con-

tain recorded RGB-D images with corresponding precise measurements of sensor motion, called

ground truth information, that are usually obtained from commercial motion capture systems

like OptiTrack1 or Vicon2. The availability of such datasets allows to benchmark the publicly

available SLAM systems. Other researchers not only can verify the results claimed by the au-

thors of a system, but also can repeatedly compare the system behavior in various conditions in

order to improve the performance of the system. Finally, public datasets also improve research

transparency [150].

This chapter starts with an introduction of the datasets chosen for the comparison in section 5.2

of the dissertation, and briefly introduces the sequences that are used for performance evalu-

ation. The methodology used when comparing the accuracy of the VO and SLAM systems is

presented in sec. 5.3. The following sections contain an evaluation of the VO system (sec. 5.4),

the pose-based SLAM system (sec. 5.5), and the feature-based SLAM system (sec. 5.6). The

final performance of the proposed feature-based SLAM is presented on the PhantomX walking

robot in sec. 5.7.
1optitrack.com
2hwww.vicon.com
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5.2 Public datasets

The need for a common framework that would allow to evaluate and compare the proposed

systems has been acknowledged by the research community years ago. Due to the huge variety

of possible purposes of datasets, the most important for this dissertation are the datasets that

were made publicly available in order to compare the performance of the localization systems.

Among the first available datasets, the New College Dataset [211] provided researchers with a

database of measurements from laser scanners and RGB cameras. The dataset served its purpose,

but there appeared a need to compare localization approaches based on different sensors, due

to developments in sensory systems. The Rawseeds dataset allowed such a comparison, as it

contained indoor data recorded from a multi-sensory system [33]. In some cases, the localization

setup and the environment are specific to the application. One example is visual navigation for an

autonomous car, which can be verified with the KITTI dataset [76]. But neither of the mentioned

datasets contained data from RGB-D sensors, as these sensors were either not available at that

time, or not suitable for certain applications, like working outside while mounted on a car.

One of the first and most commonly used datasets containing RGB-D data recorded from the

Kinect sensor is the TUM RGB-D dataset [218]. It contains sequences recorded for multiple

purposes, with sections dedicated to localization, and is presented in more detail in sec. 5.2.1.

Another popular dataset is the ICL-NUIM dataset [87], which contains simulated RGB-D images

with a perfect ground truth, presented in sec. 5.2.2. Apart from the TUM RGB-D and ICL-

NUIM datasets, the PUTKK dataset is also used. It contains RGB-D data obtained from the

Kinect v1 and the Kinect v2 sensors. The PUTKK is presented in more detail in sec. 5.2.3.

Among other RGB-D localization datasets, the MIT Stata [65] containing RGB-D data is worth

mentioning, as it contains a long sequence, but it has poor ground truth information from a laser

scanner, therefore it was not used in the experiments presented in this chapter.

5.2.1 TUM RGB-D dataset

The most commonly used benchmarking dataset in the case of RGB-D sensors is the Tech-

nical University of Munich (TUM) RGB-D SLAM Dataset [218], which is publicly available3.

The dataset consists of sequences that were recorded to evaluate the performance of different

algorithms. In each section, several of the sequences are made available with ground truth

information allowing to easily test developed systems. Another part of the sequences, called

validation sequences, are publicly available without ground truth information. The validation

sequences were intended to be used to allow a fair comparison between methods with people

submitting the results of their contributions. Among the available categories, the “Testing and

Debugging”, ”Handheld SLAM”, and ”Robot SLAM” are the most useful when designing a SLAM

system. These categories, with information about the available sequences, are presented in Ta-

ble 5.1. Among the presented sequences, the “Handheld SLAM” category is most commonly

used, due to the fact that the ”Robot SLAM” sequences contain parts that lack information

about the depth of the scene, as the objects are located outside of the range of the Kinect v1.
3vision.in.tum.de/data/datasets/rgbd-dataset

vision.in.tum.de/data/datasets/rgbd-dataset
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Table 5.1: The RGB-D sequences in the TUM RGB-D dataset that can be used for evaluation
of a localization system. The sequences most commonly used for evaluation of the SLAM

systems are marked with red color

Testing and Debugging Duration [s] Length [m]
Average speed

Trans. [𝑚𝑠 ] Rot. [𝑑𝑒𝑔𝑠 ]
fr1/xyz 30.09 7.112 0.244 8.920
fr1/rpy 27.67 1.664 0.062 50.147
fr2/xyz 122.74 7.029 0.058 1.716
fr2/rpy 109.97 1.506 0.014 5.774

Handheld SLAM Duration [s] Length [m]
Average speed

Trans. [𝑚𝑠 ] Rot. [𝑑𝑒𝑔𝑠 ]
fr1/360 28.69 5.818 0.210 41.600
fr1/floor 49.87 12.569 0.258 15.071
fr1/desk 23.40 9.263 0.413 23.327
fr1/desk2 24.86 10.161 0.426 29.308
fr1/room 48.90 15.989 0.334 29.882
fr2/360_hemisphere 91.48 14.773 0.163 20.569
fr2/360_kidnap 48.04 14.286 0.304 13.425
fr2/desk 99.36 18.880 0.193 6.338
fr2/large_no_loop 112.37 26.086 0.243 15.090
fr2/large_with_loop 173.19 39.111 0.231 17.211
fr3/long_office_household 87.09 21.455 0.249 10.188

Robot SLAM Duration [s] Length [m]
Average speed

Trans. [𝑚𝑠 ] Rot. [𝑑𝑒𝑔𝑠 ]
fr2/pioneer_360 72.75 16.118 0.225 12.053
fr2/pioneer_slam 155.72 40.380 0.261 13.379
fr2/pioneer_slam2 115.63 21.735 0.190 12.209
fr2/pioneer_slam3 111.91 18.135 0.164 12.339

Among the sequences used from the “Handheld SLAM” category, the fr1/desk, fr1/room, and

fr3/long_office_household sequences are most commonly used to compare the precision of

the obtained trajectory estimates from the VO and SLAM systems, therefore they were marked

with red color.

The fr1/desk sequence is approximately 23 seconds long and is recorded by observing a desk

with multiple objects. The Kinect is moved rather fast, with a significant translational speed.

The fr1/room sequence is almost 50 seconds long and contains fast rotational speed with slower

translation speed compared to the fr1/desk sequence. The fr3/long_office_household se-

quence is the longest among the three selected sequences with a duration of 87 seconds, and is

recorded with a very slow motion of the RGB-D sensor which moves around the desk that is

constantly observed from the RGB-D sensor.

A comparison of the SLAM systems on these sequences is possible, as the sequences come with a

ground truth trajectory that describes the real motion of the sensor. This trajectory is compared

to the trajectory obtained from the SLAM system to evaluate the obtained results. In the case

of the TUM, the ground truth information about the motion of the RGB-D sensor was captured

with the Cortex software provided by MotionAnalysis4. The system provides estimates with

errors not exceeding 1 cm in a square area of 7 × 7 meters.
4http://www.motionanalysis.com/html/industrial/raptore.html

http://www.motionanalysis.com/html/industrial/raptore.html
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5.2.2 ICL-NUIM dataset

Another dataset that is useful in evaluation of SLAM systems is the synthetic Imperial College

London, National University of Ireland Maynooth (ICL-NUIM) dataset [87], also made publicly

available for other researchers5. The ICL-NUIM dataset contains RGB-D sequences that were

not captured with physical sensors. The RGB and depth images are rendered on the basis of a

movement of a sensor in a prepared synthetic environment, using the POVRay software. As a

result, the sequences contain perfect ground truth poses of the sensor, as the images are rendered

exactly in these poses. Information about eight sequences available in two types of environment

is summarized in Table 5.2.

Table 5.2: Sequences of the synthetic ICL-NUIM dataset with perfect ground truth infor-
mation. The same sequences with artificially generated depth noise have _noise added at the

end of the name, e.g. lr/kt0_noise

Living Room Duration [s] Length [images] Length [m]

lr/kt0 51 1510 6.53
lr/kt1 33 967 2.05
lr/kt2 30 882 8.42
lr/kt3 42 1242 11.32

Office Room Duration [s] Length [images] Length [m]

of/kt0 51 1510 6.53
of/kt1 33 967 6.72
of/kt2 30 882 9.01
of/kt3 42 1242 7.82

The available sequences were created in simulated living room and office conditions, along the

trajectories that were observed for a motion of a real-life sensor. In each of these eight sequence,

the sensor was moving along a different trajectory, despite similarities in the number of images or

the duration of sequences. The recorded images are free from motion blur and artifacts, allowing

to check the performance of a SLAM system in ideal conditions. As a result, it is easier to isolate

the causes of failures of a SLAM system. Also, perfect ground truth is important when testing

systems that achieve small pose errors, allowing to determine if the introduced improvements re-

duced the obtained trajectory errors. The ICL-NUIM, apart from eight sequences without noise,

contains also the same sequences with artificial noise that simulates real-life noisy measurements

from the Kinect sensor [87]. The sequences with noise are named with the _noise suffix, e.g.

lr/kt0_noise.

5.2.3 PUTKK dataset

During preparation of the dissertation, the new Kinect v2 was presented, as an alternative

to the common Kinect v1. Both sensors provide RGB-D images, but the principle of depth

measurements is different. The Kinect v1 obtains its distance measurements by comparing the

distortions of the projected infrared pattern to patterns saved in the memory of the device [178].

The Kinect v2 is a time-of-flight camera and therefore it measures independently the distance
5www.doc.ic.ac.uk/~ahanda/VaFRIC/iclnuim.html

www.doc.ic.ac.uk/~ahanda/VaFRIC/iclnuim.html
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for each pixel in the depth image [66]. The two sensors differ also when it comes to the size of

the sensor and the resolution of the captured RGB images.

Table 5.3: The PUTKK dataset consists of eight trajectories recorded with the same number
of images for the Kinect v1 and the Kinect v2. The first four are long trajectories in a room,

while the last four are recorded on one trajectory with different translational speeds

PUTKK Duration [s] Length [images] Length [m]
Avgerage Speed

Trans. [𝑚𝑠 ]
putkk/traj_1 154 1539 18.71 0.122
putkk/traj_2 256 2563 31.61 0.123
putkk/traj_3 275 2754 39.27 0.143
putkk/traj_4 285 2854 33.37 0.117
putkk/traj_5 41 410 6.54 0.160
putkk/traj_6 17 169 6.38 0.378
putkk/traj_7 8.6 86 6.49 0.754
putkk/traj_8 5.9 59 6.11 1.036

Figure 5.1: The experimental setup with a mobile robot equipped with the Kinect v1 and
the Kinect v2 that was observed by the PUTGT system

To compare the quality of data obtained from the two sensors in the SLAM system, we prepared

our own Poznan University of Technology Kinect v1 & Kinect v2 (PUTKK) dataset, which

is the only available benchmark that contains data recorded with both Kinect v1 and Kinect

v2 for navigational purposes [124] and is made available online for other researchers6. In the

PUTKK dataset, both sensors were mounted on the WIFIBot robot, as presented in Fig. 5.1,

with a calibration pattern mounted on top of the robot . The ground truth information about the

motion of the sensors came from ceiling cameras that are a part of the PUT Ground Truth (PUT

GT) system that was described in detail in [200] and in [201]. The RGB-D images from both

sensors were captured at the same time with corresponding frames from the overhead ground

truth cameras, resulting in approximately 10 frames captured per second from each sensor.
6lrm.put.poznan.pl/putkk

lrm.put.poznan.pl/putkk
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The PUTKK dataset consists of eight trajectories that were recorded in a laboratory and are

summarized in Table 5.3. The first four trajectories are long trajectories recorded inside a room

with multiple loop closures allowing to test if a SLAM system can reduce the drift when it revisits

a known location. The remaining four trajectories are recorded on one trajectory with different

speeds of the sensors ranging approximately from 0.16 𝑚
𝑠 to 1.04 𝑚

𝑠 .

5.3 Evaluation metrics

The available datasets provide data allowing to repeatedly compare the performance of the tested

system. The same conditions in different runs allow to improve the performance of the system

over time, but also provide a reliable framework for performance evaluation and comparison

of the available SLAM systems. In the case of the RGB-D SLAM systems, the most common

measures of quantitative performance are the Absolute Trajectory Error (ATE) and Relative

Pose Error (RPE) metrics introduced in [218]. The ATE metric measures the absolute distances

between points that belong to the trajectory obtained from the evaluated system and the points

of the trajectory obtained with the ground truth system. The RPE metric measures the local

drift of the trajectory on the basis of the errors introduced in estimations between consecutive

camera poses.

Let us consider a trajectory of the sensor estimated from the SLAM system and denoted by

T = {T1,T2, . . . ,T𝑛} ∈ SE(3). Working with the publicly available datasets provides us with

the reference trajectory Tgt that is usually obtained from an external ground truth acquisition

system that is much more precise than the one of the SLAM system. Usually, the reference

trajectory contains significantly more poses than the SLAM trajectory due to the speed of

the ground truth system, and the poses from both sequences are related by the timestamps

of measurements. Therefore, we can assume that each pose in the obtained trajectory has its

counterpart in the reference trajectory that is the best match taking into account the timestamps

of the measurements. If the speed of the external reference system matches the framerate of the

RGB-D sensor, the trajectory poses are matched on the basis of identification number of the

frames. Therefore, the reference trajectory can be written as Tgt = {Tgt
1 ,Tgt

2 , . . . ,Tgt
𝑛 } ∈ SE(3).

The estimates T𝑖 and Tgt
𝑖 are sensor poses in 3D for the 𝑖-th timestamp (or frame in the RGB-D

sequence), usually expressed by 4×4 homogeneous matrices.

The RPE metrics for the 𝑖-th frame is given by the equation:

ERPE
𝑖 =

(︀
(Tgt

𝑖 )−1Tgt
𝑖+1

)︀−1 (︀
T−1

𝑖 T𝑖+1

)︀
. (5.1)

The RPE for the 𝑖-th frame is measured as the translational and rotational part of the homoge-

neous matrix ERPE
𝑖 , by computing the Euclidean norm of the relative translational part and the

Euler angle of the rotational part. These metrics are usually computed as the Root Mean Square

Error (RMSE) for all poses that belong to the trajectories T and Tgt. The measured drift of

the translational part is called RPE translational (RPEt), while the measured rotational part

is called RPE rotational (RPE𝜃). The RPE measure is especially suited to compare the perfor-

mance of the VO system, as it measures the frame-to-frame drift over full trajectory, but it can
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be also used in the SLAM system evaluation to inform about the local behavior of the trajectory

estimate. The exemplary RPE translational metric measured for typical results obtained with

robot odometry is presented in Fig. 5.2A. From that plot we can observe that the greatest RPE

translational error RPEt was measured at around the 70th sample. There are many possible

reasons why it happened, but the moment of the greatest drift of the trajectory is found.

Figure 5.2: The RPE and ATE measures used to evaluate the accuracy of the obtained
trajectories in the exemplary case: A) RPE translational measures the metric frame-to-frame
drift over time, B) ATE measures the absolute global distance between corresponding poses

belonging to the two compared trajectories

The ATE metric focuses on absolute distances between poses that are matched from the ground

truth trajectory and the estimated trajectory based on timestamps. It is assumed that the

initial poses from both trajectories, T1 and Tgt
1 , do not have represent the same pose and

the trajectories are aligned by finding a transformation between these two rigid sets of points

that minimizes the distances between them [218]. The alignment Talign between the compared

trajectories is usually computed with the Umeyama algorithm [239]. Finally, the ATE metric

for the 𝑖-th frame is computed as:

EATE
𝑖 =

(︀
TalignT

gt
𝑖

)︀−1
T𝑖 (5.2)

and the ATE value for the whole trajectory is computed from the RMSE of eq. (5.2) for all poses

in the trajectory sequence. The exemplary plot obtained for the ATE is presented in Fig. 5.2B.

The black line is the ground truth trajectory, while the blue line is the estimated trajectory that

was aligned to the ground truth. Alignment is made using the Umeyama algorithm [239], which

means that the best alignment for the whole trajectory is found, and the starting points do

not have to match. The red lines in the plot correspond to the metric errors between matched

poses in the two trajectories. In the case of more accurate results, the red lines should be

shorter, indicating lower errors of the global localization estimates. Usually the ATE measure is

understood as the RMSE of all measured errors, but sometimes it is also beneficial to compute

the median error from the ATE measure for each pose in the trajectory, or to compute the

standard deviation of the absolute trajectory error 𝜎ATE.

The ATE and RPE metrics are used in the presented experiments to determine the properties of

several configurations of the VO and SLAM systems. The evaluated configurations are divided
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into three main groups: frame-to-frame VO estimation systems (sec. 5.4), pose-based SLAM

estimation systems (sec. 5.5) and feature-based SLAM estimation systems (sec. 5.6). The influ-

ence of the LC mechanism on the pose-based SLAM and the feature-based SLAM is presented

later in chapter 7. In each case, the experiments compared the performance of the configurations

in terms of accuracy, and also the time it took to process a single frame. The processing time

depends on the used computer. In our case it was a quad-core i7 computer with 16GB RAM

located in our mobile robots laboratory.

5.4 Experimental verification of the VO system

This section presents the results obtained from different configurations of the VO system that

estimates the final trajectory from frame-to-frame estimates. Because of that, a single incorrect

estimate can completely disrupt the whole trajectory and thus cause a high ATE. Therefore, the

authors of the evaluation scripts [218] propose to measure the performance of the VO systems

on the basis of the RPE measure in terms of meters and degrees. The dissertation follows that

advice, but the ATEs are also presented to provide a clear measure of the final trajectory error

that will be used when comparing to the SLAM systems.

5.4.1 ICL-NUIM

The ICL-NUIM dataset contains synthetic sequences that are accompanied with perfect ground

truth and depth measurements. Therefore, it allows verifying the performance of the proposed

algorithms in conditions that are close to ideal, without real-life noise and artifacts like motion

blur. For verification of the VO system, the ICL-NUIM of/kt0 sequence is chosen. Performance

of the VO system is tested for the tracking-based and matching-based versions (cf. 5.4). The

tracking uses the FAST features, while there are three configurations of the matching-based

version working with the FAST-BRIEF, ORB, and SURF detector-descriptor pairs. The results

obtained for these configurations are presented in Table 5.4.

Table 5.4: Trajectory estimation results for various configurations of the visual navigation
front-end for the ICL-NUIM of/kt0 dataset. The bolded values are the best among the tested

solutions

Visual Odometry, ATE RPEt RPE𝜃 FPS
detector & descriptor [m] [m] [∘] [Hz]
Tracking FAST 0.034 0.005 0.276 22.8
Matching FAST-BRIEF 0.655 0.021 1.981 30.03
Matching ORB 0.048 0.008 0.373 30.43
Matching SURF 0.039 0.006 0.333 9.33

From the results in Tab. 5.4, the poorest performance is observed when the VO is based on

matching with the FAST-BRIEF (F-B) detector-descriptor pair, which yields the greatest ATEs

and RPEs among the compared methods. The poor performance of the F-B pair in terms of the

final ATE stems from multiple imprecise frame-to-frame estimations, as observed for RPEt and
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RPE𝜃, and not from a single erroneous frame-to-frame estimation. This can be visually verified

by looking at the obtained trajectory in Fig. 5.3a and the RPE over frames in Fig. 5.3b.

Figure 5.3: Comparison between trajectory estimates obtained with the Visual Odometry
using the FAST-BRIEF matching (a,c) and using the SURF matching (b,d), evaluated with

the ATE (a,b) and the RPE (c,d) measures

On the other hand, the best results in terms of the ATE and RPE measures among the matching-

based solutions can be observed for the VO using the SURF features. The lowest RPEt and

RPE𝜃 errors mean that the system has the lowest drift, which is confirmed by the most precise

estimation of the full trajectory measured by the ATE. A visual comparison between the poorest

configuration (matching F-B) and the best one (matching SURF) is presented in Fig. 5.3, where

it is evident that the ATE (Fig. 5.3b) is significantly smaller for the approach using the SURF

features, and the same case is with the RPEs (Fig. 5.3d).

The performance of the system using the SURF matching can be attributed to the robustness

of the SURF features that are complex, but also time-consuming to compute and match. As a

result, the VO system based on matching the SURF features is the slowest among the presented

solutions processing only around 9 frames per second. Similar performance can be also observed

for the VO system using matching of the ORB features. In that case the RPEs and ATEs are

comparable, but the system can process approximately three times as many frames as in the case

of the VO matching the SURF features, due to a much simpler feature detector and to matching

that can be performed with the Hamming norm.
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The remaining VO configuration tracks the FAST features, and it obtained the smallest ATEs

and RPEs among the tested versions. The system tracks each feature independently, which

allows the system to achieve a relatively fast performance of approx. 23 frames per second. The

obtained error is slightly smaller than the one obtained with matching the SURF features, with

much lower computational requirements.

5.4.2 TUM RGB-D

The results obtained on the ICL-NUIM sequence provide a proof that the VO systems work

properly in the case of ideal data, but real-life conditions are more challenging. Performance

of the same VO systems was measured on sequences from the TUM RGB-D dataset. The

sequences fr1/room and fr1/desk were chosen for evaluation, due to their popularity in the

SLAM community. The results obtained with different configurations of the VO systems are

presented in Tab. 5.5.

Table 5.5: Trajectory estimation results for various configurations of the VO system for the
TUM RGB-D fr1/room and fr1/desk sequences. The bolded values are the best among the

tested solutions

Visual Odometry, fr1/room fr1/desk

detector & descriptor ATE RPEt RPE𝜃 FPS ATE RPEt RPE𝜃 FPS
[m] [m] [∘] [Hz] [m] [m] [∘] [Hz]

Tracking FAST 0.173 0.021 1.191 33.18 0.403 0.032 2.552 33.68
Matching FAST-BRIEF 1.063 0.051 5.391 59.13 0.587 0.064 4.84 64.2
Matching ORB 0.539 0.029 1.906 51.89 0.34 0.034 2.784 55.43
Matching SURF 0.273 0.018 1.638 8.84 0.214 0.031 2.628 9.54

From the obtained results, the worst performance on both sequences can be observed with the

VO based on matching the FAST features with the BRIEF descriptor, as the obtained ATEs

and RPEs are much bigger than the respective results for other variants. Despite the fact that

the FAST-BRIEF version can process the biggest number of frames per second, it is only slightly

better than the speed reported for the ORB version, and the configuration is unreliable and

should not be used in an RGB-D VO system.

In the case of rapid rotations observed in the fr1/room sequence, the smallest ATEs were

obtained by the VO system based on tracking the FAST features, which is presented in Fig. 5.4a.

These results are slightly ahead of the VO using matching of the SURF features, despite greater

RPEt with lower RPE𝜃 values. The VO system that matches the ORB features obtains RPEs

similar to the smallest ones, but with a greater ATE suggesting that the system probably made

an incorrect estimation of a single frame-to-frame motion and therefore the recovered trajectory

is imprecise. For fr1/desk sequence that was recorded with a greater translation speed and

lower rotational speed than fr1/room, the matching-based VO using the SURF features obtains

the lowest error when it comes to the RPEt and ATE measure, with the best RPE𝜃 reported

for the tracking FAST approach. The best obtained trajectory is presented in Fig. 5.4b. The

tracking-based VO results on that sequence are significantly worse than those reported for the

matching-based approaches with the SURF and ORB.
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Figure 5.4: Visualization of the comparison between the ground truth and the obtained
trajectories for the best results obtained with the VO tracking FAST for the fr1/room se-

quence (A), and the VO matching SURF for the fr1/desk sequence (B)

The processing times achieved for real-life sequences are consistent with the results obtained

for the ICL-NUIM of/kt0 sequence with matching on the SURF features, consisting the lowest

framerate among the considered methods, which is probably insufficient for real-time operation.

Depending on the number of features and the sequence complexity, the VO based on tracking

the FAST features allows for processing approximately 33 frames per second, while matching on

the ORB features allows for processing around 50 frames per second.

5.4.3 PUTKK

The emergence of the Kinect v2 raised questions about its applicability in the RGB-D SLAM

compared to the usage of the Kinect v1 sensor. Therefore, the performance of the VO system

on the Kinect v1 and the Kinect v2 using the PUTKK sequences was evaluated. The recorded

sequences contain sharp turns for which the tracking-based VO proved to be the best suited,

therefore the experiments were conducted with that version of the VO system. The two Kinect

sensors differ when it comes to the size, power requirements, recorded image sizes, and also

the way the depth information is measured. As a result, images from the Kinect v1 could be

processed at about 50 frames per second, and for the Kinect v2 data at about 10 fps, due

to different resolutions of the RGB images that are equal to 640 × 480 for the Kinect v1 and

1920 × 1080 in the case of the Kinect v2. Due to these sizes, the average feature detection time

in a single RGB frame averaged over the tested sequences was 4.25 ms for the Kinect v1 and

10.77 ms for the Kinect v2. As the detection is only performed when the number of successfully

tracked features falls below a threshold, the averaged detection times for the two sensors were

almost equal – 1.63 ms for the Kinect v1 and 1.31 ms for the Kinect v2. The average tracking

times in frame-to-frame estimation were 3.21 ms for the Kinect v1 and 18.11 ms for the Kinect

v2, which was the main reason for the single frame processing difference between the two sensors.

The transformation estimation (RANSAC) took less than 1 millisecond in both cases, as only a

few iterations of the RANSAC were necessary to determine the accepted transformation model,

due to good feature associations obtained from the KLT tracker.
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Figure 5.5: Comparison of the RPEt measure along the sequences for the Kinect v1 and the
Kinect v2 on four sequences: PUTKK/traj_1 (A), PUTKK/traj_2 (B), PUTKK/traj_3 (C), and

PUTKK/traj_4 (D)

The performance of the VO on four sequences recorded in the room, in terms of the RPE, is

presented in Fig. 5.5. Qualitative evaluation shows that the errors obtained for the two sensors are

similar, with slightly better performance in terms of the translational RPE that can be observed

for the Kinect v2. The observed peaks in the RPEt measure in some parts of the sequence

coincide in time with turns recorded by the ground truth system. In that case motion blur can

be observed, resulting in a lower number of the tracked features contributing to the greater error

in transformation estimation. However, these peaks are usually observed in different parts of the

sequences for the two sensors, suggesting that the points used for tracking are different in the

case of the Kinect v1 and the Kinect v2.

The estimated trajectories for two sequences from the two sensors are visually represented in

Fig. 5.6. The visual comparison to the ground truth shows that better accuracy was obtained

with the Kinect v2. In both cases the drift typical for the VO methods can be observed, but it is

significantly larger for the Kinect v1 (Fig. 5.6a and 5.6c) when directly compared to the results

obtained for the same sequences for the Kinect v2 (Fig. 5.6b and 5.6d).

The obtained ATE and RPE measures are represented in the form of bar graphs in Fig. 5.7,and

as numbers in Table 5.6. For all sequences, the Kinect v2 obtains lower RPEs translational

RPEt, RPEs rotational RPE𝜃, and ATEs. The most significant change can be observed in the

rotational RPEs presented in Fig. 5.6b. This suggests that the wider horizontal field of view in

the Kinect v2 sensor enables to obtain more features that are common between the neighboring

frames when the robot is turning, compared to the Kinect v1.

The ground truth system provides only poses of the robot, and therefore it was not possible

to directly compare the precision of the obtained depth maps from both sensors. But even a

careful inspection of the captured RGB and depth images from the two sensors reveals important



Experimental verification of the robotic RGB-D SLAM localization 101

Figure 5.6: Comparison between ground truth and estimated trajectories using the ATE
metric on the sequences: PUTKK/traj_1 (a,b) and PUTKK/traj_2 (c,d), using the Kinect v1

(a,c) and the Kinect v2 (b,d)

Figure 5.7: Comparison of the performance of the Kinect sensors on the PUTKK sequences
using: translational RPE RPEt (A), rotational RPE RPE𝜃(B), and ATE (C)
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Table 5.6: Comparison of the obtained ATE and RPE metrics for the Kinect sensors on the
PUTKK sequences

Sequence Sensor used ATE 𝜎ATE RPEt RPE𝜃

[m] [m] [m] [∘]

PUTKK traj_1
Kinect v1 0.706 0.224 0.011 0.26
Kinect v2 0.424 0.227 0.008 0.19

PUTKK traj_2
Kinect v1 0.759 0.294 0.013 0.38
Kinect v2 0.544 0.247 0.011 0.31

PUTKK traj_3
Kinect v1 1.087 0.520 0.012 0.29
Kinect v2 0.632 0.327 0.011 0.26

PUTKK traj_4
Kinect v1 1.101 0.448 0.017 1.10
Kinect v2 0.401 0.155 0.011 0.30

Figure 5.8: Examples of RGB and depth frames from the PUTKK/traj_1 sequence, illustrating
the differences between the Kinect v1 (a,b) and the Kinect v2 (c,d)

differences when it comes to the quality of the depth maps. Some frames captured at the same

time from the two sensors were selected and are presented in Fig. 5.8. The depth images obtained

with the Kinect v1 (Fig. 5.8b and Fig. 5.8f) miss the information about depth on the borders of

the observed objects, which is represented as the black color on these images. This is an expected

result, as the measurement principle of the Kinect v1 is based on observing infrared ”speckles”

and their deformations [113]. The depth images obtained with the Kinect v2 for the same scenes

(Fig. 5.8d and Fig. 5.8h) contain the depth information in these areas due to the fact that the

Kinect v2 measures depth independently for each pixel [77]. The quality of the RGB frames is

similar for the two sensors, but the Kinect v2 is equipped with an RGB camera with a higher

resolution and a larger horizontal field of view, thus an image taken from the same position as

for the Kinect v1 captures a slightly larger part of the scene, allowing it to perform better in the
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case of rapid turns.

5.4.4 Conclusions

The experiments performed with the VO systems show that both tracking and matching can

be used to correctly estimate the frame-to-frame motion. Among these solutions, the matching

based on the FAST-BRIEF pair is a poor choice that almost always results in the biggest errors

among the tested approaches. The lowest errors were observed for matching on the SURF

features, but processing with these features is time-consuming. The most promising results were

obtained with the VO based on tracking the FAST features and matching that uses the ORB

features. Both of these approaches obtained a satisfactory precision with a high number of frames

processed per second. Tracking seems more suited in the case of rapid turns, while matching

provides superior results in the case of slow motion. Therefore, both of these VO solutions are

considered as possible parts of a more complex SLAM system.

When it comes to comparison between the two available Kinect sensors, the Kinect v2 results in

lower errors compared to the Kinect v1. Unfortunately, it comes along with higher processing

requirements that result in lower processing speeds that do not allow to process frames in real

time despite using CUDA to retrieve depth images. Moreover, the Kinect v2 sensor is larger, only

works with selected USB 3.0 controllers, and is more expensive than the Kinect v1. As a result,

the Kinect v2 never became as popular as the Kinect v1 when it comes to robotic applications.

Therefore, despite the presented experiments with the Kinect v2, further evaluation of the SLAM

systems will be based on data from the Kinect v1.

5.5 Experimental verification of the pose-based PUT SLAM

In this section, the pose-based version of the SLAM is considered, based on the VO configurations

used in the previous section. The pose-based SLAM system uses more information, as it also

considers non-consecutive pose-to-pose constraints, apart from frame-to-frame measurements

typical for the VO systems (cf. 2.5). Therefore, it is expected that this configuration should

obtain lower estimation errors than the corresponding VO solution, and the drift of the estimated

trajectory should lower than the drift observed for the VO systems. Similarly to the VO, the

pose-based SLAM systems are firstly evaluated on the synthetic ICL-NUIM sequence in sec. 5.5.1,

followed by performance evaluation on the TUM RGB-D sequences in sec. 5.5.2. In both cases,

the ATE measure is chosen as the recommended tool to compare performance of the SLAM

systems, but the RPE measure is also computed to give more insight into the obtained results

and allow comparison with the results presented for the VO systems.

5.5.1 ICL-NUIM

Evaluation of the pose-based SLAM with different VO configurations serving as the front-end

was performed on the same ICL-NUIM of/kt0 sequence that was used for evaluation of different
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VO configurations. The results obtained for that sequence were compared with the results of

the corresponding VO system and are presented in Table 5.7.

Table 5.7: Comparison of the different configurations of the VO and pose-based SLAM
systems on the ICL-NUIM of/kt0 sequence. The bolded values are the best among the tested

solutions

Visual Odometry Pose-based SLAM
Front-end type, ATE RPEt RPE𝜃 FPS ATE RPEt RPE𝜃 FPS
detector & descriptor [m] [m] [∘] [Hz] [m] [m] [∘] [Hz]
Tracking FAST 0.034 0.005 0.276 22.8 0.035 0.009 0.323 25.58
Matching FAST-BRIEF 0.655 0.021 1.981 30.03 0.637 0.021 1.977 17.56
Matching ORB 0.048 0.008 0.373 30.43 0.028 0.006 0.288 17.88
Matching SURF 0.039 0.006 0.333 9.33 0.029 0.005 0.285 2.33

The results obtained for the matching versions meet the expectations, as in each case the pose-

based SLAM system outperforms the simpler VO configuration, because it uses more information

for motion estimation. But the finally obtained results for the pose-based SLAM strongly depend

on the performance of the VO system. This can be observed for the pose-based SLAM using

matching of the FAST-BRIEF pair that has poor VO estimation, which is only barely improved

by the pose-based SLAM, and the RPEs and ATEs are significantly greater than the errors

obtained for other matching-based versions.

Figure 5.9: The trajectory obtained with the VO on the basis of matching the ORB features
(A) can be improved when the pose-based SLAM system is used with the same configuration

(B)

Similarly to the results obtained for the VO evaluation, the pose-based SLAM based on matching

of the ORB features obtains the best results, with slightly worse results observed for the pose-

based SLAM that matches the SURF features. The gain from using the pose-based SLAM

system for matching the ORB features is presented in Fig. 5.9, with the pose-based SLAM version

(B) obtaining much more accurate estimate than the simple VO system (A). Surprisingly, the

tracking version in the pose-based SLAM performs worse than the VO system based on the same

tracking. It can be explained as during tracking each feature is tracked across several images,

and the formulation of the pose-based SLAM does not introduce any additional information to

the optimization, therefore no gains should be expected. This is in contrast to the matching
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version, where each matching between two poses is independent, which allows to increase the

system’s accuracy.

When considering processing speed, the pose-based SLAM is usually slower than the VO system

due to the additional processing. The increase in the number of pose-to-pose constraints is

significant, but the obtained FPS is only slightly lower, as the detected features can be reused

and only additional matching and transformation estimation is necessary to introduce additional

constraints into the pose-based graph. In the case of tracking, the pose-based version does not

perform matching, as it just computes the transformation between feature positions in selected

frames. But even in that case, the pose-based version should be slower than the VO due to the

additional transformation estimations, but it was not observed in the presented results. This is

explained by the fact that the additional processing steps of the pose-based SLAM are fast when

compared to the VO, therefore the obtained frames per seconds for the two systems are similar.

5.5.2 TUM RGB-D

The results obtained for the ICL-NUIM of/kt0 sequence showed that the usage of the additional

information in the pose-based SLAM might result in lower errors of the localization system. But

the most important is the performance of the system in the real-life sequences. Therefore, the

fr1/room and fr1/desk sequences were chosen to measure the performance of the pose-based

SLAM system in the case of the sequence with rapid rotations and the sequence with greater

translation speed. The results obtained for the fr1/room sequence are analyzed first, and are

followed by the results obtained on the fr1/desk sequence.

Table 5.8: Comparison of the different configurations of the VO and pose-based SLAM
systems on the TUM RGB-D fr1/room sequence. The bolded values are the best among the

tested solutions

Visual Odometry Pose-based SLAM
Front-end type, ATE RPEt RPE𝜃 FPS ATE RPEt RPE𝜃 FPS
detector & descriptor [m] [m] [∘] [Hz] [m] [m] [∘] [Hz]
Tracking FAST 0.173 0.021 1.191 33.18 0.661 0.06 2.452 37.1
Matching FAST-BRIEF 1.063 0.051 5.391 59.13 1.048 0.05 5.099 28.08
Matching ORB 0.539 0.029 1.906 51.89 0.273 0.025 1.614 20.42
Matching SURF 0.273 0.018 1.638 8.84 0.178 0.019 1.164 1.94

The results obtained on the fr1/room sequence are presented in Table 5.8. In that sequence,

the tracking-based VO outperformed all other evaluated configurations, including all variants of

the pose-based SLAM system. This is surprising, but in the case of the fr1/room sequence the

camera moves rapidly, thus preventing the system from obtaining full gains from the windowed

optimization, as the observed scene constantly changes and the number of additionally introduced

measurements between non-consecutive poses is relatively low. The second best performance on

the sequence is observed for the VO system that matches the SURF features, which obtains a

slightly greater ATE than the tracking-based approach. Nevertheless, in the case of matching,

the pose-based SLAM versions outperform the simpler VO configurations, proving that some

gains from joint optimization of a sequence of poses can be observed. This can be also visually
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Figure 5.10: Comparison of the trajectories obtained on the fr1/room sequence using the
VO based on matching the SURF (A) and the pose-based SLAM based on matching the SURF
(B). The additional constraints between non-consecutive frames in the pose-based SLAM allow

to reduce the trajectory estimation error

inspected in Fig. 5.10, which contains trajectories obtained with the VO and the pose-based

SLAM based on matching the SURF features. Similarly to the times measured for the synthetic

ICL-NUIM of/kt0 sequence, each matching pose-based version of the system is slower than the

corresponding VO system. The pose-based SLAM based on tracking is yet again slightly faster

than the VO version based on tracking.

Table 5.9: Comparison of the different configurations of the VO and pose-based SLAM
systems on fr1/desk sequence. The bolded values are the best among the tested solutions

Visual Odometry Pose-based SLAM
Front-end type, ATE RPEt RPE𝜃 FPS ATE RPEt RPE𝜃 FPS
detector & descriptor [m] [m] [∘] [Hz] [m] [m] [∘] [Hz]
Tracking FAST 0.403 0.032 2.552 33.68 0.682 0.114 6.151 39.93
Matching FAST-BRIEF 0.587 0.064 4.84 64.2 0.567 0.067 4.93 30.36
Matching ORB 0.34 0.034 2.784 55.43 0.205 0.03 2.018 22.11
Matching SURF 0.214 0.031 2.628 9.54 0.246 0.027 2.091 2.11

The results obtained for the fr1/desk sequence are presented in Table 5.9. The tracking-based

VO is no longer the best solution on that sequence, and the pose-based SLAM configuration using

tracking performs even worse than the simpler VO system. The matching based on the FAST-

BRIEF pair obtains the worst overall results, which was also true for all previously presented

sequences. Due to the slower rotational speed, the pose-based SLAM systems based on matching

the ORB and SURF features significantly outperform the tracking-based system, with the ATE

almost two times smaller than the ATE of the VO versions. The best results are observed for

the version that uses the ORB features, and the RPEt for that configuration in the VO and

pose-based SLAM systems are presented in the Fig. 5.11. In that case, the RPEt for the pose-

based configuration reduces some of the accumulated frame-to-frame drift that leads to an overall

reduction of the ATE.
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Figure 5.11: Comparison of the RPEt error over time for the fr1/desk sequence using the
VO based on matching ORB (A) and the pose-based SLAM based on matching the ORB (B).
The formulation of the pose-based SLAM allows to reduce some of the greatest frame-to-frame

errors, resulting in a lower ATE

5.5.3 Conclusions

The experiments for the pose-based SLAM system were performed on the synthetic ICL-NUIM

of/kt0 sequence, and the real-life TUM RGB-D fr1/room and fr1/desk sequences. The results

obtained in the synthetic environment and in the real-life sequences lead to similar conclusions.

The pose-based SLAM system based on tracking performs similarly or worse than the VO version

in the same configuration. This can be explained by the fact that the additional frame-to-frame

constraints between non-consecutive poses do not introduce any additional information to graph-

based optimization. Regardless, the tracking-based VO system performs well with significantly

good results in the case of rapid rotations observed for the fr1/room sequence. In the case of

matching, the pose-based SLAM system utilizing matching usually outperforms the same system

in the VO configuration, which can be observed in the case of sequences with lower rotational

speed, and where the camera observes the scene for a longer time.

Comparing the time requirements of the VO and pose-based SLAM systems, the pose-based

SLAM comes with an additional computational burden, especially for matching of features. In

the case of the most promising version that uses matching of the ORB features, the pose-based

SLAM version still operates in real time, as it already reuses features, so feature detection

and description is not repeated. Therefore, the pose-based SLAM system using matching is

expected to perform superior to the simple VO configuration. Among the verified versions, the

VO system based on tracking and the pose-based SLAM based on matching the ORB features are

the most promising, due to the obtained accuracy of trajectory reconstruction and the real-time

performance capabilities.

5.6 Experimental verification of the feature-based PUT SLAM

Estimates from the VO systems and the pose-based SLAM systems without loop closure always

drift from the real pose, as the error increases with time even when a sensor is staying still,
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because each new pose is estimated with some error and these errors accumulate over time. This

is caused by the fact that each new pose of the camera is located against the last pose or a

sequence of the most recent poses. The feature-based SLAM system differs from the VO or pose-

based SLAM systems, as the map of features is global, thus preventing the accumulation of drift

when observing the same scene. Therefore, the feature-based system is expected to outperform

the VO and pose-based SLAM systems in similar sequences. Verification of the expectations is

performed on the synthetic ICL-NUIM of/kt0 and real-life TUM RGB-D sequences.

5.6.1 ICL-NUIM

Table 5.10: Positional ATE and RPE for the different configurations of the VO, pose-based,
and feature-based SLAMs measured on the ICL-NUIM of/kt0 sequence

Tracking Matching Matching Tracking Matching
VO VO pose-based feature-based feature-based

SLAM SLAM SLAM
ICL-NUIM ATE FPS ATE FPS ATE FPS ATE FPS ATE FPS
sequence [m] [Hz] [m] [Hz] [m] [Hz] [m] [Hz] [m] [Hz]

of/kt0 0.034 22.8 0.048 30.43 0.028 17.88 0.027 26.1 0.027 4.21

The verification is focused on understanding the influence of the map on the trajectories obtained

with the VO and pose-based SLAM systems. Therefore, the tracking and matching feature-

based systems were run on the ICL-NUIM of/kt0 sequence. Similarly to previous experiments

performed on that sequence, the goal was to verify the performance in a controlled environment.

Comparison of the obtained results is presented in Table 5.10, while the trajectories obtained with

the feature-based SLAM using tracking and matching are visualized in Fig. 5.12. An exemplary

visualization of the map of features is also available in the form of a short video7.

Figure 5.12: Comparison of trajectories obtained with the tracking feature-based
PUT SLAM (A) and the matching feature-based PUT SLAM (B) on the ICL-NUIM

office_room/kt2 sequence

Compared to the results obtained with the VO and the pose-based SLAM, both configurations

of the feature-based SLAM achieved greater accuracy. Nevertheless, the obtained errors among
7https://youtu.be/nVSY_TKz1zM

https://youtu.be/nVSY_TKz1zM
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the VO, the pose-based SLAM, and the feature-based SLAM are similar and therefore cannot

be used to directly conclude about the real-life performance of the systems. When comparing

the two configurations of the feature-based PUT SLAM, the obtained results are identical and

equal to 0.027 m. When it comes to the RPE values, the matching version obtains a smaller

translational RPE (RPEt = 0.021𝑚) compared to the translational RPE of the tracking version

(RPEt = 0.024𝑚). At the same time, the matching version obtains greater rotational RPE

(RPE𝜃 = 0.451∘) compared to the rotational RPE of the tracking version (RPE𝜃 = 0.408∘).

Both configurations of the PUT SLAM perform similarly but the visual comparison demonstrates

differences, as the trajectory obtained with the tracking version is smooth without sudden pose

changes. The lack of smoothness of trajectory for the matching-based PUT SLAM is believed

to be caused by imprecise feature detection that is performed on the pixel level, when in reality

features are located on the subpixel level.

The two versions of the feature-based SLAM system differ also when it comes to the necessary

processing times. In the case of matching, approx. 4.2 frames per second does not allow for real-

time performance anymore, despite using a powerful PC with Intel Core i7-2600 3.4GHz CPU

and 16GB RAM. In the same sequences, the tracking PUT SLAM still processes 26.1 frames per

second, which allows for real-time usage with a typical RGB-D sensor.

5.6.2 TUM RGB-D

Evaluation of the TUM RGB-D sequences is crucial, as it provides the information about the

performance of the system in real-life conditions. Therefore, the feature-based system was run on

the fr1_room, fr1_desk, and additionally fr3_long_office_household sequences to compare

it with the VO and pose-based SLAM systems. Table 5.11 presents a comparison with the

results that were partially already presented in the previous sections and are shown again for

the convenience of the reader.

Table 5.11: Positional ATE and RPE for the different configurations of the VO,
pose-based, and feature-based SLAMs measured on the fr1_room, fr1_desk, and
fr3_long_office_household (abbreviated to fr3_office) TUM RGB-D benchmark se-

quences

Tracking Matching Matching Tracking Matching
VO VO pose-based feature-based feature-based

SLAM SLAM SLAM
TUM RGB-D ATE FPS ATE FPS ATE FPS ATE FPS ATE FPS
sequence [m] [Hz] [m] [Hz] [m] [Hz] [m] [Hz] [m] [Hz]
fr1_room 0.173 33.18 0.539 51.89 0.273 20.42 0.155 38.6 0.133 3.3
fr1_desk 0.403 33.68 0.34 55.43 0.205 22.11 0.044 24.9 0.027 3.5
fr3_office 0.639 32.72 0.351 50.69 0.312 21.38 0.057 26.1 0.023 3.0

From the results presented in Table 5.11 it can be observed in the case of matching that the

pose-based SLAM system outperforms the VO system on the fr1_desk sequence. But the

feature-based system in both configurations outperforms all of the previously presented VO and

pose-based SLAM systems. The presented results show that including more information in the
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SLAM system allows to obtain a more accurate localization estimate. The gains of using the

feature map are evident for the sequences with a slower translational motion, like fr1_desk or

fr3_long_office_household, but the feature-based SLAM system also achieves lower errors

in the case of sequences with fast rotations, like fr1_room. Therefore, the feature-based SLAM

system formulation is just better than the previous configurations, as it allows to reduce the drift

of the system and to reuse the already observed features.

When it comes to the processing speeds, the VO system is the fastest system, as its processing

constitutes a part of the pose-based and feature-based SLAM systems. We can observe a signif-

icant difference when it comes to the processing speeds for the feature-based systems based on

tracking and matching. The tracking-based version obtains processing speeds that allow real-

time operation. Unfortunately, the matching-based version, despite it slightly superior results,

is very slow.

The feature-based SLAM system provides us with the best results among the verified configu-

rations. Therefore, the system has been tested against the state-of-the-art solutions on five se-

quences, that are representative for indoor navigation: fr1_desk (571 frames), fr1_desk2 (611

frames), fr1_room (1352 frames), fr2_desk (2217 frames), and fr3_long_office_household

(2486 frames). The obtained results are presented in Table 5.12, where fr3_office stands for

the fr3_long_office_household sequence.

Table 5.12: Positional ATE and RPE for the two main configurations of our SLAM system
measured on five TUM RGB-D benchmark sequences

TUM Tracking feature-based SLAM Matching feature-based SLAM State-of-the-art
RGB-D ATE 𝜎ATE RPEt FPS ATE 𝜎ATE RPEt FPS ATE
sequence [m] [m] [m] [Hz] [m] [m] [m] [Hz] [m]

fr1_desk 0.044 0.021 0.020 24.9 0.027 0.013 0.011 3.5 0.016 [156]
fr1_desk2 0.084 0.034 0.028 32.7 0.040 0.016 0.015 2.9 0.022 [156]
fr1_room 0.155 0.051 0.014 38.6 0.133 0.049 0.010 3.3 0.043 [111]
fr2_desk 0.095 0.034 0.012 19.7 0.067 0.016 0.008 2.1 0.009 [156]
fr3_office 0.057 0.018 0.013 26.1 0.023 0.012 0.009 3.0 0.01 [156]

The next experiments concerned the comparison of the results obtained with two configurations

of the feature-based PUT SLAM. The results for our feature-based PUT SLAM, presented in

Table 5.12, are the best results that we obtained with parameter tuning of the SLAM system

performed independently for each sequence. In all of these five sequences, the matching-based

front-end provided more accurate results than the tracking-based one. The tracking-based solu-

tion used the ORB features that might drift in real life due to motion blur or even due to aliasing

of keypoints between frames. The matching-based front-end based on the SURF features is a

robust approach that provides very accurate pose estimation, but unfortunately it is an order

of magnitude slower than the tracking-based version. Despite worse results, the tracking-based

system still provides an estimation accuracy that is sufficient for many applications of mobile

robot localization. A visual comparison of the trajectories obtained from the two versions of the

feature-based SLAM is presented in Fig. 5.13.

Table 5.12 contains also the best results published by authors of other systems, with the cur-

rently reported performance for each sequence, which are obtained with the ORB-SLAM2 [156]
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Figure 5.13: Trajectories obtained with the feature-based PUT SLAM on the TUM RGB-D
benchmark sequences: fr3_long_office_household (A,B), fr2_desk (C,D), and fr1_desk

(E,F). The tracking-based solution (A,C,E) and the matching-based solution (B,D,F) were
used for a comparison
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and in one case with the DVO2 [111]. Currently, our feature-based PUT SLAM system does

not provide the best results on any of the evaluated sequences, but the obtained results are

usually only slightly worse than the best reported (apart from fr1_room). Prior to the publi-

cation of the ORB-SLAM2 [156] in 2017, our feature-based version had the lowest error on the

fr3_long_office_household sequence [19].

5.6.3 Conclusions

The feature-based version of the PUT SLAM system is a natural extension of the work already

done on the VO and pose-based SLAM systems. The feature-based SLAM obtains the best

results among the tested configurations, as it allows to reobserve the features visible in the map,

and the large number of pose-to-feature constraints includes more information in the optimiza-

tion process. The tracking-based front-end allows obtaining real-time performance, while the

matching-based front-end obtains more accurate trajectories. This is expected, as individually

tracked features tend to drift over time, while tracking is fast. On the other hand, the detec-

tion, description, and matching of the SURF features is time-consuming, but these features are

robust and therefore provide good results. Despite being outperformed by the ORB-SLAM2 on

the presented sequences, the feature-based PUT SLAM is a system that can provide sensible

trajectory estimate in real time without any hardware acceleration.

5.7 Experimental verification on a walking robot

The SLAM systems presented in the previous sections were verified on synthetic and real-life

datasets that were mostly recorded with sensors moved manually, apart from the PUTKK which

was recorded using a wheeled robot. But these systems were designed to be used on real-

life robots for localization purposes. Therefore, a final experiment verifying the possibility of

application was proposed.

In that test, a walking robot was chosen to be used over a typical wheeled robot, as these

robots proved to be more challenging for SLAM systems. Walking robots usually have limited

computational resources due to their energy concerns, therefore additional GPU processing is

usually not feasible. Also, the motion of walking robots is more challenging, as sensors observe

larger motion blurs due to this kind of motion. The choice of a walking robot over a wheeled

robot was also dictated by the previous experience at our ICRIE institute at PUT, where several

hexapods were designed and tested, like the Messor II autonomous robot [17].

Due to the possibility of international collaboration, the experiment presented in the dissertation

was performed with the PhantomX walking robot that is used for research in the Department of

Computer Science, Czech Technical University in Prague. The following section starts with an

introduction of the robot, information about the experiment and its controlled but challenging

environment, and the conclusions that are drawn when it comes to the applicability of the PUT

SLAM in real-life scenarios.
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5.7.1 Experimental set-up with PhantomX

The PhantomX, presented in Fig. 5.14, is a walking robot with six legs attached to a trunk that

contains an AHRS unit, an RGB-D camera, and a control unit mounted on the walking platform.

Each leg contains three servo motors allowing the robot to negotiate rough terrain [154]. During

the presented experiment, the robot moved with a regular tripod gait, which means that at every

moment three legs had contact with the ground, while the other three legs were being moved.

In the case of the PhantomX, the motion of the robot is divided into two phases. Firstly, the

legs are raised, moved forward and put down on the ground. Once all legs have ground contact,

the trunk of the robot is moved. As a result, the velocity of motion of the RGB-D sensor is not

constant. When analyzing captured images, it is possible to distinguish between two cyclical

phases – the phase without motion of the sensor, when legs are being moved, and the phase

with motion, while the trunk is being moved. On average, the speed of the robot during the

experiment was approximately equal to 0.014 m/s. More information about the robot itself can

be found in [154, 170, 240].

Figure 5.14: Walking robot PhantomX used in experimental verification of the PUT SLAM
system

The sensory system of the PhantomX walking robot used for localization purposes consists of the

Asus Xtion Pro Live RGB-D sensor mounted on the robot about 20 cm above the ground. The

RGB-D sensor mounted at that height cannot observe the terrain directly in front of the robot,

but a small distance from the trunk prevents the camera from shaking while moving through

a rough terrain. The robot is also equipped with other sensors, like the XSens MTi-30 AHRS

inertial measurement unit used for ground truth estimation, but these sensors are not used by

the evaluated SLAM systems.

The walking robot moved along an experimental square path presented in Fig. 5.15. The trajec-

tory is approximately 9 m long and involves walking on a plain ground, climbing a hill, walking
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Figure 5.15: Experimental set-up with the PhantomX robot (A) and the recorded ground
truth trajectory (B)

on stairs and wooden blocks of irregular height. During the experiment, a human operator

remotely guided the robot along the prepared path. The robot moved in a typical laboratory en-

vironment without any modifications that would make the environment richer in visual features.

The experimental setup was chosen in that way to challenge the walking parts of the hexapod

platform, but it is also challenging for the SLAM system. The environment is challenging for

the SLAM systems, as wooden blocks are uneven and rotations of the camera can occur at a

high speed. Walking on stairs is also challenging, as the robot often slips and shakes, causing a

motion blur in the captured image. Walking down the slope causes the sensors to look directly

at the ground, therefore a small number of distant features is visible. The remaining challenge

is also rapid, 90 degree turns that result in a motion blur that might cause the SLAM systems

to lose proper tracking of the feature map.

The ground truth information about the motion of the sensors comes from the WhyCon sys-

tem [125] that is supported by the orientation from the accurate XSens MTi-30 AHRS unit

mounted on the robot. The WhyCon system tracks circular patterns rigidly mounted on the

robot to provide a precise 3 DOF position of the robot. On the prepared path, the system

provides a precision of about 2 cm, which has been considered as sufficient for evaluation of

the selected SLAM systems. Due to processing constraints, the acquisition rates for the Asus

Xtion Pro RGB-D sensor, the WhyCon reference system, and the AHRS unit are restricted to 10

frames per second, 6 frames per second, and 400 samples per second, respectively. The samples

are synchronized using timestamps similarly to the TUM RGB-D dataset [218].

5.7.2 Results obtained with PhantomX

For the experiments with the PhantomX robot, the feature-based version of the PUT SLAM and

the ORB-SLAM2 were selected. To ensure real-time performance on the walking platform, the

feature-based PUT SLAM was based on tracking. In both cases, the systems used only the RGB

and depth images from the Asus Xtion Pro Live sensors. The performance of both systems was

compared against the ground truth trajectory and the results are summarized in Tab. 5.13. A

qualitative comparison of the trajectories obtained from the systems is presented in Fig. 5.16.
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Table 5.13: Comparison of the performance of the feature-based PUT SLAM and the ORB-
SLAM2 on the phantomx sequence

SLAM system ATE 𝜎ATE RPEt RPE𝜃

[m] [m] [m] [∘]
Feature-based PUT SLAM 0.171 0.074 0.044 11.75
ORB-SLAM2 0.164 0.058 0.021 11.71

Both evaluated systems obtain a relatively high ATE value, suggesting that the walking robot

is a challenging application of the SLAM system. The high ATEs and RPEs are caused by the

inability of the systems to properly track the map features in certain parts of the sequence where

the robot rotates rapidly, and a significant motion blur can be observed in the captured images.

Despite similar results, the ORB-SLAM2 outperformed the PUT SLAM when it comes to the

ATE measure. Unfortunately, the ORB-SLAM2 could not properly estimate the full trajectory,

as it lost the tracking close to the end of the sequence. The failure was caused by the rapid

orientation change of the robot with additional vibrations, characteristic to a legged robot. The

motion blur is a typical problem for visual SLAM systems that can only be mitigated with faster

cameras with a global shutter. Surprisingly, the ORB-SLAM2 also lost tracking earlier in the

track, as marked by the arrow no. 1 in Fig. 5.16c, but was able to recover when the robot

took a short pause. The lost tracking at the end of the sequence is marked by the arrow no. 2

in Fig. 5.16c and is also presented in a video8. The ORB-SLAM2 failure stems from the fact

that the system does not add new map features when the baseline is small, which results in

localization against well-established map features that are not available when fast rotations are

made.

Figure 5.16: SLAM evaluation results for the PhantomX robot in rough terrain: estimated
trajectories with ATE (A, B), and translational RPE plots (C, D)

8See also the video www.youtube.com/watch?v=cgYo6ISxPZk

www.youtube.com/watch?v=cgYo6ISxPZk
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The PUT SLAM was able to optimize the whole recovered trajectory and the map, yielding a

reasonable absolute error for an open-loop sequence, but at the same time it produced larger tran-

sitional RPEs, which can be problematic for relative localization, e.g. when planning footholds.

It can be attributed to the very slow motion of the PhantomX robot, which combined with the

10 Hz frame rate of the RGB-D sensor, resulting in very small distances between consecutive

frames. While this is typically good for vision-based SLAM systems [114], in the PUT SLAM

it may lead to accumulating errors in the KLT and to increasing the uncertainty of the depth

measurements for the observed features. The PUT SLAM had the largest relative error when the

robot was turning at the top of the stairways. At that moment almost all of the features were

located relatively far, which increased the Xtion depth measurement errors. The PUT SLAM is

more prone to this type of problems than systems relying more on the visual information. The

PUT SLAM successfully managed to localize despite rapid orientation as these locations were

rich in features, e.g. at the first turn of the trajectory. In such situations, when only a limited

number of features can be re-observed due to fast changes of the field of view, this system quickly

adds new features to the map, which prevents it from getting lost.

The ORB-SLAM2 and the PUT SLAM both performed in real-time, with RGB-D images

recorded at 10 Hz. It has to be noted that the PUT SLAM performed real-time while using

almost the full processing capabilities of the computer, while the ORB-SLAM2 was using only

55% to 65% of the processor time, thus being a more efficient SLAM system.

5.7.3 Conclusions

The experiment performed on a walking robot revealed that the feature-based PUT SLAM

obtains sensible results in real life. A legged platform is a challenging SLAM application choice,

as the abrupt and unpredictable sensor movements, as well as oscillations and vibrations, corrupt

the images captured in motion. In these conditions, the focus has to be directed at how the SLAM

systems operate in the case of rapid movements with motion blur. In these scenarios, the PUT

SLAM never lost tracking and was able to process the whole sequence, which has to be attributed

to the fact that the depth information is used directly in this SLAM system. On the other hand,

the ORB-SLAM2 lost tracking two times – once it managed to recover and once the system got

completely lost. It was caused by the fact that the ORB-SLAM2 is based on the reprojection

error that is more sensitive to the image noise than the Euclidean error used in the PUT SLAM.

But overall, the PUT SLAM obtained similar results to the state-of-the-art ORB-SLAM2, and

proved to be a viable solution that can be used in localization of walking robots.

The performed experiments also prove that localization in a challenging environment cannot be

easily solved with a single sensor. In the case of rapid rotations, using an AHRS unit might

prevent the system from getting lost, as in [157]. Moreover, qualitative information, like loop

closure should help create a more robust system that can work in a huge variety of demanding

environments.



Chapter 6

Experimental verification of

personal localization

6.1 Introduction

When faced with localization outdoors, people tend to use mobile devices equipped with GPS

sensors. A recent pool informs that even up to 81% of mobile device users use these devices

for localization and navigation purposes [212]. Indoors there exists no universal approach that

would allow us to efficiently localize, but such a technology could be useful when navigating e.g.

inside stores, shopping malls, airports, or underground.

One possible solution is based on multisensor fusion and was presented in Chapter 3. A system

working in that way could be used as a mobile application that provides the user with localization

indoors. But in order to convince the user to rely on the system, the user has to believe that the

obtained localization estimate is accurate. If an indoor localization system provides an incorrect

indoor localization estimate then its worth is negligible and it will likely be uninstalled soon.

Therefore, like in the case of robots, the personal localization system must provide a reliable

estimate. In contrast to robots, the personal localization system can be less accurate, as it is

assumed that people can avoid obstacles on their own, and the system only supports our senses

in that task.

The accuracy and reliability of robotic indoor localization systems are measured on shared

datasets, with other researchers publishing their results and the code that was used to obtain

these results. In the case of personal localization, such datasets are usually not available. A rare

example is the UJIIndoorLoc dataset [230]. It contains WiFi scans recorded in three buildings –

almost 20000 training scans recorded with 25 different devices by 20 users. The dataset contains

also hidden test scans that are not publicly available and are used to evaluate submitted solu-

tions. The problem with indoor localization datasets is that most of the available localization

solutions are based on multiple sensors, and require solution-specific calibration and setup steps

in the selected environment. Due to commercial interest, researchers usually do not share the
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created code, making it hard to reproduce different approaches and create a viable comparison

of described solutions. As a result, comparisons are only available if the authors of respec-

tive solutions create a joint article, like in [232], where magnetic and WiFi-based approaches

were compared in the same environment. Unfortunately, such comparisons are problematic, and

methods are only compared during indoor localization competitions like the Microsoft Indoor

Localization Competition at the International Conference on Information Processing in Sensor

Networks1 and smartphone-based indoor localization competition at International Conference on

Indoor Positioning and Indoor Navigation2. But such competitions have limitations, as they are

organized annually, and only a handful of approaches are compared. Moreover, the requirements

of these competitions are different than the requirements of real-life scenarios. For example,

the Microsoft Indoor Localization Competition focuses on the accuracy of solutions in selected

static places in the previously mapped indoor scene, while most of the real-life scenarios require

precise localization in motion. Also, some solutions are based on expensive sensors, like 3D laser

scanners, that could not be used in a real-life product. Therefore, despite certain efforts, a direct

comparison of methods for personal indoor localization is troublesome. The dissertation focuses

mostly on possible gains from utilizing other sources of information rather than on the final

localization accuracy.

Due to the lack of available datasets, the chapter starts with an introduction of the experimental

sites used for evaluation of the proposed solution in section 6.2. The information recorded in

these sites is used to evaluate the performance of the PDR system (sec. 6.3), the WiFi-based

localization (sec. 6.4), and then the combination of both approaches (sec. 6.5). The chapter is

concluded with experiments verifying the performance of the indoor localization system with

landmarks (sec. 6.6), which is also finally verified in the same experimental site.

6.2 Experimental sites

The experiments concerning the indoor localization presented in the dissertation were conducted

in the Centre of Mechatronics, Biomechanics, and Nanoengineering building belonging to the

Poznan University of Technology (PUT), hereinafter referred to as the PUTMC. A user equipped

with a smartphone was asked to move around the building, and an Android-based system was

used to capture the raw data and estimate the trajectory. Unless otherwise stated, the user

was not stopping while moving along the trajectory to obtain the data. This is believed to

represent a real-life use case when a user is constantly walking to reach his/her destination and

the pedestrian navigation system has to work properly. The resulting trajectories are presented

against the building floor plans, which allows for easy visual assessment of the precision of the

trajectories obtained with the PDR.

Two of the most commonly used trajectories for evaluation, called PUT MC Long and PUT MC

Short, were recorded in the PUT MC building. Both trajectories are presented in Fig. 6.1. The

PUT MC Long sequence is longer and has approximately 155 meters, while the shorter PUT MC

Short sequence has 97 meters. Each of the used trajectories starts and ends in the same place,
1www.microsoft.com/en-us/research/event/microsoft-indoor-localization-competition-ipsn-2017
2www.ipin2017.org/callforcompetition.html

www.microsoft.com/en-us/research/event/microsoft-indoor-localization-competition-ipsn-2017
www.ipin2017.org/callforcompetition.html
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Figure 6.1: The two trajectories PUT MC Long and PUT MC Short recorded inside the PUT
MC building that were used for the evaluation of the proposed solutions

allowing to easily verify the drift of the proposed system. The ground truth distance in both

cases comes from marking the trajectories on CAD files of the building, therefore it does not

provide any information about the location of the user for the selected timestamp.

6.3 Pedestrian dead-reckoning (PDR)

The PDR system combines the information about the covered distance from the stepometer

with the current angle from orientation estimation in order to provide an estimate of the current

location on the basis of a previous estimate (cf. 3.5). The system accumulates error over time, but

the rate of error growth depends on the accuracy of the estimates obtained from both subsystems.

Therefore, both subsystems are firstly tuned and experimentally verified separately. With both

systems performing as desired, the PDR system is also verified in the indoor environment.

6.3.1 Stepometer

The performance of the proposed stepometer depends on the accuracy of the assumed step length

and the accuracy of detecting the frequency the steps are taken. The system proposed in the

dissertation does not estimate the step length during operation, therefore the step length had to

be calibrated prior to operation, as described below. The experiments concerning the accuracy of

the frequency detection are presented in the paragraph concerning the tuning of the stepometer.

Step length estimation To perform the calibration, an outdoor experiment was performed

with a person walking continuously in a straight line. One source of the ground truth information

about the covered distance was retrieved with the plotaroute.com website, which allows to

mark points on the map and provides the absolute distance over a marked trajectory. The

measured distance, in that case, was equal to 580 meters. The second source of the ground

truth information came from the Garmin Fenix 3 sports watch equipped with a GPS receiver.

During this experiment, the author of the dissertation walked the selected route three times

with the sports watch used to record the real-life trajectory. The trajectory recorded during the

plotaroute.com
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experiment is presented in Fig. 6.2 and was estimated to be also equal to 580 meters according

to the GPS route from the sports watch.

Figure 6.2: Step length estimation was performed outdoors over a straight line between the
points marked by A and B. The trajectory between these points was acquired with the Garmin

Fenix 3 sport watch and was estimated to be equal to 580 meters

During the experiment, the user also counted the number of steps taken to walk along the

selected route. The number of steps for each attempt was counted to be equal to 835, 796, and

816 steps, respectively. Assuming that the map distance was correctly measured and the step

counts were correct, the estimated step lengths for respective experiments were 0.697 m, 0.729 m,

and 0.712 m. These values are only an approximation, as the step length depends on many other

factors, e.g. the speed of walking or the height of the person [190, 205]. Nevertheless, it was

assumed that the step length equal to 0.712 m is a sufficiently close approximation for indoor

localization purposes and this value us used in the further experiments.

Tuning the stepometer The proposed stepometer algorithm has two parameters to tune: the

threshold on the accepted frequency 𝑡step, depending on the strength of the frequency response,

and the size of the window of accelerometer samples 𝑤step used in a single cycle of stepometer

processing. The first parameter, 𝑡step, is used for verifying that the power of the signal for the

selected frequency exceeds the threshold. In processing, the value for the analyzed frequency

from the normalized frequency response is taken and it has to exceed four times the average

power of the remaining frequencies excluding the bias (𝑡step = 4). The influence of the threshold

on the final results is rather negligible, and the value of four was chosen because it works well

regardless of the type of sequence and the number of samples in the processing window.

The value of the second parameter 𝑤step was found experimentally. To achieve fast processing,

it was assumed that the window size will be equal to a power of two in order to utilize a typical

FFT algorithm. When selecting the window size, it is necessary to take into account that the

frequency of the data acquisition from the accelerometer depends on the device, and it was equal

to 200 samples per second for Samsung Galaxy Note 3. As a result, five window sizes were

selected for experiments, equal to 64, 128, 256, 512, and 1024 samples. The way of walking

influences the obtained results, therefore six sequences were recorded inside the PUT MC along

three trajectories – PUT MC Long, PUT MC Short, and PUT MC Short stop. The sequences along

these trajectories were recorded by two people, and P1 or P2 was added to the sequence name,
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depending on the person that recorded the information. Stop in a sequence name informs that

the user was asked to stop and stand still during recording of the sequence. PUT MC Long and

PUT MC Short are sequences in which a person was constantly moving with small changes in the

walking speed in order to open doors or let people through narrow corridors. The PUT MC Short

Stop sequence contains a ten seconds standing still part, thus it is a mixed standing/walking

sequence. The ground truth information about the distance of motion was measured using the

available CAD files of the building. As the stepometer error is accumulated over time, the

performance was measured as the ratio of the measured trajectory length error compared to

the total length of the route. The results of the proposed algorithm, depending on the sample

window size 𝑤step, are visualized in Fig. 6.3.

Figure 6.3: Performance of the proposed stepometer, depending on the choice of the window
size 𝑤step, on six sequences inside the PUT MC building

The worst results were observed for the size of the window of samples equal to 64 (𝑤step = 64).

For such a short window the resolution of the obtained frequency response from the FFT is

poor, as the distance between bins in the frequency response is equal to 3.125 Hz. Increasing

the window size allows to obtain better results, as the observed error is getting smaller due

to the increased resolution of the frequency response. The smallest errors can be observed for

window sizes 𝑤step equal to 256, 512, and 1024 samples. In these cases the best configuration of

the window size parameter depends on the sequence, but the obtained results are comparable.

Therefore, 𝑤step = 256 was chosen, as it allows to detect sudden changes in motion and the

processing is faster than for larger window sizes. Overall, the presented stepometer is rather

accurate, with the best configuration delivering performance with a distance error equal to

approximately 5% of the length of the covered distance. This is comparable with the currently

reported accuracy of state-of-the-art stepometer algorithms [176].



Experimental verification of personal localization 122

Experimental verification against other solutions The proposed stepometer was also

verified against the distance that can be obtained through manual computation of steps multi-

plied by the assumed step length, and against the stepometers available in the Android OS. The

Android solutions are based on the built-in hardware that comes in two versions:

∙ Android Step Counter Sensor – a system that counts the steps over longer periods of time,

with a latency of up to 10 seconds,

∙ Android Step Detector Sensor – a system that informs about the step detection as soon as

it is registered, with a reported latency of less than 2 seconds.

The proposed algorithm, the Android solutions, and the manually counted steps approach were

verified on two trajectories inside the PUT MC – PUT MC Short and PUT MC Long. As the

Android stepometers return the number of steps, the step length equal to 𝑙step = 0.7 m was

assumed to provide a common ground for the comparison. The obtained accuracy of the solutions

is presented in Fig. 6.4.

Figure 6.4: Performance comparison between the proposed stepometer with different window
sizes 𝑤step, the stepometers available in the Android OS, and the manually counted steps on

two sequences inside the PUT MC building

The obtained results show that the stepometer inaccuracy stems not only from the errors in the

number of counted steps but also from the inaccurate estimation of the 𝑙step, which might differ

depending on the person, the speed or a crowd in the building. Surprisingly, the stepometer pro-

posed in the dissertation achieves similar distance error to the approach with manually counted

steps. This implies that the system is accurate but its performance could be improved with a

more complex step length estimation. When it comes to the Android Step Detector Sensor and

Android Step Counter Sensor, both systems are less accurate than the proposed solution. This

might be caused by the fact that Android developers focused on creating a universal stepometer
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for multiple purposes, e.g. for fitness and health applications, and accuracy was not the only

ultimate goal, with energy consumption being an important factor. It is also possible to observe

that the Android Step Counter is more accurate than the Android Step Detector, due to the

longer window of observation, which is consistent with the Android documentation3. The greater

accuracy comes with the price of a larger latency, which is unsuitable for indoor localization pur-

poses, as the registered distance is fused with the orientation information in the PDR. All in all,

the stepometer proposed in the dissertation is a viable choice for an indoor localization system

and it achieves results comparable to the state-of-the-art systems, while slightly outperforming

the Android versions.

6.3.2 Orientation estimation

The orientation estimation on mobile devices was introduced in chapter 3.5.3. The system is

expected to provide small estimation errors while the sensor is in a steady position, and also

to provide small estimation errors in the case of dynamic movements. These requirements have

to be met on the low-quality sensors available in mobile devices, which can only be accessed

through the Android OS. As the orientation is used for indoor localization, the sequences used

to verify the performance of the system were recorded in conditions that resemble real-life working

conditions. Therefore, the following subsection introduces the experimental setup used to gather

the necessary information. The captured sequences were used to tune the parameters of the

CF and the AEKF. Verification of the performance of the algorithms is conducted in laboratory

conditions and during indoor localization. Other experiments concern also the time requirements

of the algorithms, with final conclusions drawn at the end of the subsection.

Experimental setup The performance of the orientation estimation algorithms has to be

verified against some ground truth information in order to measure the accuracy of the proposed

algorithm. One way of obtaining ground truth information is to use a vision-based motion capture

system, like the one available at the Poznań University of Technology and called PUTGT [201].

However, the ground truth information from the PUTGT system is only accurate in respect

of robot pose and cannot be used for full orientation changes in six degrees of freedom due to

the occlusions of the used marker. Therefore, similarly to the experiments with the PhantomX

robot described in section 5.7, the ground truth orientation came from a commercially available

Xsense MTi AHRS sensor. Xsense MTi AHRS is a well-known sensor used in many scientific

applications, like estimation of human gait parameters [174], or as an aid for visual navigation

on highly dynamic platforms [96]. The orientation information from the Xsens sensors is a result

of fusion using the XKF algorithm, which is a modified version of the EKF [249], but exact

details of the whole data fusion process are not disclosed by the manufacturer. Orientation from

a cheap sensory system of a typical mobile device is noisier than in the case of already proven

stand-alone Xsens AHRS. Therefore, we believe that orientation from the Xsens sensor can be

used to evaluate the orientation obtained using the IMU unit of a mobile device.
3https://developer.android.com/reference/android/hardware/Sensor.html#TYPE_STEP_COUNTER

https://developer.android.com/reference/android/hardware/Sensor.html#TYPE_STEP_COUNTER


Experimental verification of personal localization 124

Figure 6.5: An experimental setup consisting of Xsens MTi and Android mobile device
mounted on a common bar

The used experimental setup consisted of the Xsense MTi sensor and a mobile phone mounted on

a long aluminum profile, as presented in Fig. 6.5. The mobile phone was held by a custom-made

3D-printed part. The sensors were located at both ends of the profile to prevent each sensor from

influencing the results obtained with the other sensor. During the experiments, the aluminum

profile was held by the user in the middle of its length while being moved and rotated around

that point. The recorded sequences resemble real-life human motion inside a building, including

parts of steady linear motion when walking along a corridor and sudden rotations when turning

or accessing doors.

Data recording was synchronized using timestamps, with a computer recording the orientation

estimates from the Xsense MTi sensor and the mobile phone recording orientation information.

The transformation between the coordinate systems of the Xsens MTi sensor and the mobile

device was determined in a static position through a calibration procedure. As a result, the

orientation information coming from one sensor could be represented in the coordinate system of

the other sensor and later used to verify the difference in orientation between the two approaches.

Figure 6.6: Orientation estimation error of the CF as a function of the tuning parameter 𝑘.
The horizontal axis represents the parameter values 1-𝑘cf in logarithmic scale

Tuning the Complementary Filter The CF is a simple orientation estimation algorithm

that was described in detail in sec. 3.5.3. The performance of that algorithm depends on a single
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parameter that properly weights the orientation estimation using accelerometers and magne-

tometers and the predicted orientation estimate that comes from the previous estimate and the

information from gyroscopes. As the system’s performance depends only on a single parameter,

it is possible to determine its value with a simple exhaustive search. The parameter of the CF,

denoted by 𝑘cf , ranged from 10−6 to 10−2 with a logarithmic step followed by refinement using

a smaller step, as presented in Fig. 6.6. The performance of the CF filter was measured by

the sum of squared errors (SSE) between the Euler angles estimated with the CF parametrized

with the selected 𝑘cf value and the ground truth orientation converted to Euler angles for the

whole sequence. The exhaustive search for the best value of the 𝑘cf parameter was performed

separately on slow and rapid motion sequences. In both cases the same 𝑘cf 0.999325 turned out

to provide the best results.

Tuning the EKF The performance of the EKF system that estimates the orientation de-

pends on the process noise covariance matrix Q and the measurement noise covariance matrix

R. Unfortunately, the inertial sensors in the Android system are already built-in and there is

no documentation that informs about the accuracy of these sensors. Therefore, in the proposed

system the matrices Q and R were estimated using a population-based optimization algorithm.

From the variety of existing methods, the Particle Swarm Optimization (PSO) [110] algorithm

was selected, due to its good explorative properties and insensitivity to the initial values of pa-

rameters [16]. To speed up the optimization process, the matrices Q and R were parametrized in

order obtain to a simpler three-dimensional search space for the optimization algorithm. Follow-

ing [196], it was assumed that the measurement noises from different sensors are uncorrelated.

Thus, both Q and R are assumed to be diagonal. The scalar parameters on the Q diagonal were

divided into two parts: 𝑄𝑞 – responsible for the quaternion noise, and 𝑄𝑤 – responsible for the

bias noise. The overall structure of Q is thus given as:

Q =

[︃
𝑄𝑞 · I4×4 03×4

04×3 𝑄𝑤 · I3×3

]︃
(6.1)

At the same time, the matrix R was assumed to have the form:

R = 𝑅𝑟 · I4×4 (6.2)

According to the already proven methodology [85], the 𝑅𝑟 parameter was fixed, while the re-

maining parameters (𝑄𝑞 and 𝑄𝑤) were optimized again by another PSO run. More information

about the optimization procedure and the settings of the PSO algorithm can be found in [79].

The value of 𝑅𝑟 was fixed at 3.672. The obtained optimization plane is presented in Fig. 6.7.

The best parameters of the EKF algorithm for the slow and steady motion (EKF1) were found

to be: ⎡⎢⎢⎣
𝑄𝑞

𝑄𝑤

𝑅𝑟

⎤⎥⎥⎦ =

⎡⎢⎢⎣
2.528 · 10−7

4.483 · 10−7

3.672

⎤⎥⎥⎦ . (6.3)
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Figure 6.7: The optimization plane obtained with the PSO for the slow sequence with
𝑅𝑟 = 3.672

The same strategy was applied to the sequences with dynamic motion. The parameters of the

EKF algorithm tuned for that sequences (EKF2) were equal to:⎡⎢⎢⎣
𝑄𝑞

𝑄𝑤

𝑅𝑟

⎤⎥⎥⎦ =

⎡⎢⎢⎣
9.342 · 10−7

8.159 · 10−7

3.672

⎤⎥⎥⎦ . (6.4)

After the optimization, two EKFs with covariances suited for different scenarios were found,

which stands in contrast to the CF filter that has the best 𝑘 parameter regardless of the type of

sequence. The EKF1 with lower input covariance values 𝑄𝑞 and 𝑄𝑤 was designed to operate well

in steady and slow motion scenarios. The EFK2 was prepared to provide a reliable estimate in

the case of fast rotations. Real-life operation requires accurate estimates in both cases, therefore

the AEKF algorithm introduced in sec. 3.5.3 adapts to the best covariances found for steady and

slow motion (EKF1) and to the best covariances found for fast rotations (EKF2).

Experimental verification in laboratory conditions The experimental comparison starts

with two simple sequences recorded in the laboratory – one sequence containing slow or no

motion (LAB Slow) and the other containing rapid movements (LAB Fast). The sequences used

are similar to the ones used in the tuning and are used to validate the performed tuning procedure.

In the performed experiment, the orientation values obtained from the investigated estimation

frameworks (AEKF, CF) are compared to the Xsens MTi ground truth and the orientation

estimate yielded by the ready-to-use application available in the Android OS (hereinafter termed

Android orientation). For the convenience of the reader, the orientations are visually presented

as Euler angles but the performance is evaluated using quaternions. In the proposed approach

the error of orientation is computed as the minimum angle of rotation that is needed to transform

the orientation represented by the quaternion q1 to obtain the orientation represented by q2. In

other words, the difference between two orientations is computed as the angle of the quaternion
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that is the difference between q1 and q2. The resulting angle is presented in degrees to provide

an intuitive indication of the performance of the evaluated algorithms.

Figure 6.8: Comparison of the AEKF, the CF, and the Android orientation estimation with
the ground truth orientation for the LAB Slow sequence

In Fig. 6.8 we can observe a comparison of the CF, the AEKF, and the Android orientations with

the ground truth (Xsens MTi) orientation for the LAB Slow sequence. From the presented figures

it is evident that the Android orientation is the least accurate, with the greatest error among

the verified methods. When looking at the plot of the orientation error, the Android orientation

is imprecise in several parts of the trajectory, which means that the poor performance cannot be

attributed to a single event that might have happened while the data was being recorded. When

it comes to comparison between the AEKF and the CF, the obtained estimates are similar and

are a better approximation of the ground truth. For the CF, we can observe a large error (almost

90 degrees) for a few estimates in a part of sequence, while the error decreases after that part

of the sequence. The reason for the poor behavior of the CF is unknown in that case, especially

considering that the AEKF yields a small error throughout the whole sequence. From the plot

presenting the error of estimation, the AEKF can be declared the best orientation estimation

algorithm for that sequence.

A comparison for the LAB Fast sequence is presented in Fig. 6.9. Similarly to the previous case,

the Android orientation is the least accurate, but surprisingly, the error of the estimates seems to

be lower than in the case of the slow motion sequence. The AEKF and the CF perform similarly

for that sequence, with an increase in error that can be observed in the same challenging parts of

the sequence. From the figure showing the estimation error, it is impossible to tell if the AEKF
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Figure 6.9: Comparison of the AEKF, the CF, and the Android orientation estimation results
with the ground truth orientation for the LAB Fast sequence

or the CF is more accurate. Nevertheless, both algorithms have significant errors in the case of

rapid motion, which might even grow up to 90∘, and which usually decrease to the errors below

40∘ in a matter of hundreds of milliseconds.

Figure 6.10: Comparison of the SSE for the AEKF, the CF, and the Android orientation
estimation on the LAB Slow and LAB Fast sequences

In order to quantitatively compare the evaluated methods, the average of the orientation error

of all estimates was computed and is presented in the form of a bar graph in Fig. 6.10. For
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both analyzed sequences, the AEKF approach provides the most accurate orientation estimates,

with an average error below 5∘. The CF filter also obtained average errors smaller than 5∘ but

slightly inferior to the results reported for the AEKF. The Android orientation provides the least

accurate results, with particularly bad estimates in the case of the LAB Slow sequence. In the

case of the Android orientation, average errors exceed 5∘ for both sequences, with almost 15

degrees average orientation error for the LAB Slow sequence.

Experimental verification on indoor navigation sequences The sequences presented in

the previous section prove that the tuning was performed correctly, but they do not provide a

conclusive evidence that would allow determining, which filtering algorithm is more accurate.

Therefore, more experiments were conducted in scenarios that resemble real-life motion inside a

building. In such cases accurate orientation estimation is crucial, because the PDR system will

inevitably accumulate error over time but the rate of error growth can be greatly reduced with

accurate measurements.

Figure 6.11: Comparison of the AEKF, CF, and Android results to the ground truth for the
PUT Fast sequence containing a long section of fast linear and angular motions

Similarly to previous experiments, two sequences were recorded. The first sequence used in the

evaluation, PUT Fast, involves a person moving rather chaotically inside a room, with some

additional local motion of the mobile device in hand. This sequence represents a demanding

case of estimating the orientation in all axes simultaneously with dynamic changes for a longer

period of time. On the other hand, people usually are not constantly moving, because they need

to look for directions, wait, or let other people through doors. Therefore, a second sequence, PUT



Experimental verification of personal localization 130

Mixed, was recorded containing motion with a 10 second stop. This sequence is challenging for

the filtration algorithms, as the system needs to adapt to new conditions and provide accurate

estimates regardless of the type of motion.

Figure 6.12: Comparison of the AEKF, CF, and Android results to the ground truth for the
PUT Mixed sequence containing mixed motion

The first analyzed sequence is the PUT Fast sequence, containing long linear and angular motion.

The obtained orientation estimates are plotted in Fig. 6.11. The figures presenting the obtained

Euler angles confirm that the continuous motion of the mobile device took place. The most

important information can be observed in the error plot. From that plot we can see that the

Android orientation provides poor results straight from the beginning of the sequence. Better

results are visible for the CF, but the CF error increases over time, suggesting that the system

does not work well in the case of continuous motion. The AEKF orientation error also grows

in time but slower when compared to the CF. This can be attributed to the AEKF’s ability

to adapt its covariance to dynamic motion and therefore better accommodate changes. The

AEKF also has the ability to compensate the gyroscope bias, which might provide an additional

advantage for longer sequences and might be the reason why the estimation error does not grow

significantly with time.

The results obtained for the PUT Mixed sequence, which consists of mixed motion with a 10

second stop, are presented in Fig. 6.12. As already observed for the previous sequences, the

Android orientation provides the least accurate estimates. The estimates for the CF and AEKF

are similar in the case of rapid motion. The difference can be observed for static parts, where

the AEKF takes longer to adapt to a completely static situation. This is expected, as the
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adaptation mechanism slowly changes the covariance parameters, while the CF has a static

universal parametrization. As a result, the performance of the CF and the AEKF is similar.

Figure 6.13: Comparison of the SSE for the AEKF, the CF, and the Android orientation
estimation on the PUT Fast and PUT Mixed indoor navigation sequences

The obtained error results over whole sequences are also visualized in the form of a bar graph in

Fig. 6.13. From that plot it is visible that in the case of PUT Fast the AEKF is the best algorithm,

achieving an average orientation error smaller than 30 degrees, which is significantly smaller than

the average error of approximately 50 degrees measured for the CF. On that particular sequence

the CF is only slightly better than the orientation estimation available in the Android OS. When

considering the PUT Mixed sequence, the AEKF is still the best orientation estimation algorithm,

but the obtained results are only slightly better when compared to the CF, with both solutions

reporting estimates with average errors below 30 degrees. Both approaches are superior when

compared to the estimates obtained from the Android OS.

Time comparison between the CF and the AEKF The recorded motion sequences were

also used to evaluate the feasibility of both the AEKF and the CF with respect to the processing

speed on Android-based devices. The comparison was performed on 10 sequences, with the

averaged prediction and correction step times measured for the CF and AEKF.

Table 6.1: Comparison of the processing times for the AEKF and the Complementary Filter
on Android devices

S. Galaxy Note 3 Nexus 7 S. Galaxy S Adv.
Avg. prediction time CF 66.97 𝜇𝑠 122.22 𝜇𝑠 193.99 𝜇𝑠
Avg. prediction time AEKF 19.83 𝜇𝑠 35.29 𝜇𝑠 72.22 𝜇𝑠
Avg. correction time CF 58.28 𝜇𝑠 94.05 𝜇𝑠 163.84 𝜇𝑠
Avg. correction time AEKF 30.12 𝜇𝑠 61.32 𝜇𝑠 126.10 𝜇𝑠
Occupancy of one CPU core CF 2.51% 4.33% 7.16%
Occupancy of one CPU core AEKF 0.99% 1.93% 3.97%

The results of evaluation on three hardware platforms equipped with Android 4.4, representative

of this class of equipment, are presented in Tab. 6.1. It turned out that the implementation of

the AEKF is faster than the CF implemented with techniques and tools being standard to the
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Android platform. Each of the proposed solutions can be easily adopted in other applications,

as only a small percentage of CPU time is used by either of the proposed algorithms.

The source codes of the CF and the AEKF used on mobile devices is made publicly available

under the BSD license that allows code to be used for scientific and commercial applications4.

Conclusions With the performed experiments, we found that both the Complementary Filter

and the AEKF can be used for orientation estimation on a mobile device and provide similar

results. Unfortunately, the low-cost inertial sensors in a mobile device result in an average

orientation error between 20 and 30 degrees for indoor application. Both filters can estimate the

orientation in real time with a negligible processor load. However, it should be pointed out that

the processing speed of the AEKF, which is even faster than the CF, was possible owing to a

implementation involving the recent mathematical libraries (Eigen) in C++ optimized for the

Android OS and the particular hardware platform.

The advantages of the CF include simplicity when it comes to implementation and tuning (only

one parameter), while still providing accurate orientation estimates in most of the considered

scenarios. However, the AEKF achieves a better accuracy of orientation estimation in most

cases. It also has adaptation abilities, but the poor performance in the case of 10 seconds

stop in a part of the sequence suggests that even the adaptive EKF needs additional tuning

for some particular navigation scenarios. Performing such a tuning allows the designer to trade

some accuracy for more rapid adaptation. In our case, the AEKF was chosen as the orientation

estimation algorithm and will be used in all further experiments presented in the dissertation.

6.3.3 PDR

The PDR system, introduced in chapter 3.5, consists of the stepometer measurements that

are combined with the orientation estimates to form a simple dead-reckoning system. As the

measurements from the stepometer and the orientation estimates are noisy, the localization

error of the PDR system accumulates with time. Therefore, the conducted experiments focus on

verifying how imprecise the PDR system is in the case of indoor application.

Experimental verification in the PUT MC The experiment was conducted in the PUT

MC building, which contains multiple narrow corridors and relatively low amount of open space.

The user was asked to walk twice along a rectangular trajectory and finish the experiment at

the starting position, thus closing a loop. The obtained trajectory (red) is presented in Fig. 6.14

whereas the approximate ground truth path indicated with the thick yellow line. The total

covered distance was approximately 178 m. This time the trajectory yielded by the PDR alone

is not satisfying, due to the inaccurate orientation estimation at sharp turns, and perhaps also

the noisy magnetometer readouts that were influenced by various electric equipment in the labs

surrounding the area. The resulting PDR trajectory suffers from large drift, and the second loop

of the rectangular trajectory apparently does not match the first one. It is also evident that even
4https://github.com/MichalNowicki/PUT_AndroidOrientation

https://github.com/MichalNowicki/PUT_AndroidOrientation
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Figure 6.14: PDR trajectories (red) estimated in the PUT MC (B) building, compared to
the estimated pedestrian movement (yellow). Corresponding points between the two loops in

the PUT MC are joined with black line

a small angle error can have a significant impact on the trajectory and leads to a large error in

the Cartesian position of the user. Moreover, the user position estimate is getting worse during

operation, as the system accumulates errors over time.

Conclusions The PDR system provides a position estimate that locally corresponds to the

real motion, but it drifts over time regardless of the accuracy of the used stepometer and the

orientation estimation. The most challenging sequences for the PDR estimation consist of mixed

walking and standing sequences that contain sharp turns. Additionally, some elements in the

building might influence the performance of the orientation estimation system. Therefore, the

PDR system cannot provide the user with a viable localization estimate at all times, but it serves

as a good basis for further fusion with other sensory data.

6.4 WiFi-based localization

WiFi scans can be used for indoor localization purposes, as introduced in sec. 3.6. Depending

on the number of WiFi scans in a map recorded prior to operation, the system might work

in two modes. If the map contains only sparse measurements, the WiFi scan recorded during

localization is used to find the most similar scan in the database. When a dense map of WiFi

scans is available, the currently recorded WiFi scan is localized by finding several most similar

scans in the database with a procedure called WKNN and described in sec. 3.6.2. The sparse

approach to localization can be understood as a special case of the WKNN approach where only
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one the most similar scan is sought. The performance of the WKNN algorithm depends on the

way the similarity between scans is defined, the density of the stored WiFi map, and the overall

number of networks in the environment. The following sections present the experimental setup

used in the PUT MC building to tune the WKNN in that building. The tuned system is then

used to verify the performance of the system, and conclusions are drawn regarding the usage of

WiFi for indoor positioning.

6.4.1 Experimental setup

Figure 6.15: The number of unique WiFi network and AP pairs recorded in each scan
belonging to the WiFi map in the PUT MC

The experiments were conducted inside the PUT MC building also used in previous experiments.

On the 3rd floor of that building, the user was asked to capture WiFi scans in different positions

all over the floor. To speed-up the recording process, the user was constantly moving at a steady

speed over a preset trajectory and the WiFi scans were recorded in motion. In this case the

WiFi scans are pinpointed to the location of the user in the middle of each scan. To cover the

whole floor of the building, 129 scans were taken, which recorded 111 distinct WiFi APs that

were observed at least once in the captured scans. The locations of the WiFi scans constituting

the WiFi map are visualized in Fig. 6.15, where the color of each location indicates the number

of unique WiFi network and AP pairs captured in that scan. One network can be broadcasted

by multiple APs, and in that case each AP is counted separately towards the total number

of the recorded WiFi networks. It is also worth noting that one AP can broadcast multiple

networks, e.g. by broadcasting them at 2 GHz and 5 GHz, and these networks are also treated

as separate entries. Overall, an average scan in the PUT MC building recorded approximately 27

broadcasted networks, with the maximum number of 42 networks for one scan, and the minimum

number of 13 networks in another place. The total number of APs observed in at least one scan

was equal to 111, but it also includes networks that are located on other floors of the building,

which were observed with a signal strength that was too poor to establish a WiFi connection.
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6.4.2 Tuning the WKNN algorithm

For evaluation of the WKNN algorithm, the user randomly walked around the floor and recorded

8 trajectories that cover the whole floor of the building. Over the course of these trajectories

the user recorded 187 WiFi scans that are used for localization purposes, and the total length of

the recorded trajectories was equal to 732 meters. Moreover, the motion of the user inside the

building was annotated on the map, providing a ground truth reference that is used to determine

the accuracy of the proposed algorithm.

The performance of the WKNN system depends on four parameters (cf. section 3.6.2):

∙ 𝑘wknn – the number of neighbors used in the final weighting of the pose.

∙ 𝑠wifi – the minimal ratio of shared networks between two scans to the smaller number of

networks in each scan in order to even consider these scans for further processing.

∙ 𝑛wknn – the signal strength assigned to networks that were not observed in the scan.

∙ 𝑑𝑝(·, ·) – the error measure used for comparing WiFi scans.

Figure 6.16: The mean, 3𝑟𝑑 quartile, and max errors reported for the best configurations of
the WKNN algorithm

As two of there four parameters are not floating-point values, an exhausting search was performed

to determine the configurations that provide the best performance. During this computation,

each combination of the following parameter values was tested:

∙ 𝑘wknn ∈ {1, 4, 6, 8, 10, 12, 15}

∙ 𝑠wifi ∈ {0.5, 0.6, 0.7, 0.8}

∙ 𝑛wknn ∈ {−100,−90}
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∙ 𝑑𝑝(·, ·) set to 𝐿1 norm (average of errors), 𝐿2 norm (Euclidean norm of errors), or 𝐿𝑖𝑛𝑓

(maximum of errors).

Figure 6.17: The ground truth and the positions estimated by the WKNN method for the
best found configuration (𝑘wknn = 4, 𝐿1 norm, 𝑠wifi = 0.7, and 𝑛wknn = −100) for points

recorded in the testing sequences in the PUT MC

Out of these 168 configurations of the WKNN algorithm, the results for the best five are presented

in Fig. 6.16. The best performance when it comes to the mean error was observed for the

configuration with 𝑘wknn = 4, 𝐿1 norm, 𝑠wifi = 0.7, and 𝑛wknn = −100. In that case the reported

mean error was equal to 2.23 meters with 3𝑟𝑑 quartile of error equal to 2.99 and maximum error

equal to 8.39. The remaining four best results were obtained for similar configurations that have

one or two parameters slightly changed when compared to the best configuration. The visual

errors observed for the best approach are presented in Fig. 6.17, where the estimated positions

are represented by green circles, the ground truth positions are marked with blue color, and the

errors in estimation are marked by red lines between these positions.

6.4.3 Conclusions

All in all, it is possible to conclude that the WKNN method works well for the majority of the

taken WiFi scans. But usually it is almost impossible to eliminate large errors that might occur

for some scans in a trajectory based only on WiFi scans. Therefore, some form of information

fusion is necessary to properly detect and alleviate the negative effects of integrating an inac-

curate WKNN measurement. Moreover, WiFi fingerprinting is time-consuming, as it requires

taking a big number of scans to create a WiFi map, and is highly dependent on the parameters

of the algorithm. Unfortunately, these parameters cannot be fixed for a given building, as they

also depend on the density of the recorded WiFi map and the type of the mobile device that is

used for WiFi-based localization.
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6.5 PDR and WiFi-based personal indoor localization sys-

tem

As proved in the previous experiment, the PDR system accumulates errors over time, but pro-

vides a good initial guess about the direction and the distance that the user covered from the

previous estimate. Without some knowledge of the environment, the drift of the PDR trajectory

cannot be significantly reduced. On the other hand, WiFi-based localization provides an abso-

lute localization estimate, but is only available when a new scan was recorded, which might be

even every 4 seconds, as in the case of Samsung Galaxy Note 3. WiFi-based indoor localization

can be based on sparsely located measurements that are used to support localization, or on a

dense map of scans for the WKNN approach.

Regardless of the chosen WiFi approach, an indoor localization system with graph-based opti-

mization utilizing the PDR information with constraints from the WiFi matching is proposed.

The constraints stemming from WiFi fingerprints are discovered between the poses where WiFi

scans were taken while the user was in motion. Unfortunately, these scans cannot be precisely

associated with unique poses on the trajectory, due to the long time of scanning the available

WiFi networks. Therefore, for the WiFi constraints discovered with a sparse WiFi database, the

deadzone parameter 𝑑min of the error function of the WiFi edge was set to 6 meters. This value

captures the additional uncertainty in location of the pose to which the fingerprint is anchored on

the trajectory. In the case of the WKNN approach no parameter tuning is necessary, apart from

the parameters that were determined when the WKNN system was set up, and the proposed

graph-based edge directly constrains the location of the user on the basis of the current WiFi

scan.

The following subsections focus on evaluation of this system in the PUT MC building. The PDR

information is fused with the WiFi-based approach that is using either sparse measurements or

the WKNN.

6.5.1 PDR system with sparse WiFi-based matching

The first approach requires only a minimal set of WiFi scans at known positions, therefore the

system setup is fast. In the proposed experiments, the known WiFi fingerprints with correspond-

ing positions were determined prior to the experiment by a person who took 4 scans for each area

of interest, and then simply pinpointed that location on the provided floor plan. In that case

the reference scans were taken with the user standing still, which allowed to precisely associate

the scans with places.

Experiments in the PUT MC An experiment with the PDR system and known WiFi

fingerprints in selected places was performed in the PUT MC building. Trajectory estimated

by the PDR system (red), the positions of the known WiFi fingerprints (blue crosses), and

the discovered WiFi fingerprint matches (green lines) between scans taken in motion and the

known WiFi fingerprints stored in a database, are visualized in Fig. 6.18. The user was asked to
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Figure 6.18: Trajectory obtained with the PDR and the discovered WiFi matches inside the
PUT MC building, while walking twice along a rectangular trajectory

keep moving continuously, therefore the WiFi constraints to known places could not always be

detected, as in real-life scenarios. On the trajectory of the user, six places were chosen to capture

WiFi scans that could be used by the WiFi fingerprint localization system. In this experiment,

the in-motion discovered WiFi constraints between poses along the trajectory were neglected, in

order to clearly present the benefits due to the constraints between the user pose and the WiFi

fingerprints at known locations. The post-optimization trajectory is presented in Fig. 6.19, with

reversed colors: the blue circles represent the estimated user positions, whereas the red crosses

correspond to the positions of the WiFi fingerprints stored in the database.

Figure 6.19: Optimized trajectory with the PDR and WiFi edges inside the PUT MC
building

The obtained optimized trajectory is similar to the PDR trajectory, as the distance estimate is

accurate, but the PDR trajectory suffers from inaccurate estimation of the orientation changes.

The WiFi constraints get activated when the user pose drifts from real pose due to the accu-

mulated errors. The performed optimization results in a trajectory estimate which is closer to

the ground truth than the simple PDR system. The WiFi fingerprint measurements with known

positions at crossroads allowed to properly constrain the trajectory. The system can be also

augmented with additional in-motion discovered WiFi edges [165].

The trajectory recorded in the previous experiment was optimized again with the additional

discovered WiFi links (indicated using black color). In this experiment, we decided to reduce
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the number of known WiFi fingerprints to four places and therefore create a more challenging

environment for the proposed system. Before performing the optimization it is also important

to properly set different deadzone values for the in-motion discovered constraints and for the

constraints to the WiFi fingerprints at known position. Different parametrization has to be made

due to the fact that both WiFi scans establishing a discovered constraint are taken in motion,

whereas one scan in a constraint related to a known WiFi location is static, and thus located

more precisely. Therefore, the ratio of the discovered WiFi deadzone to the known location WiFi

deadzone was experimentally tested to be equal to 2. The resulting optimized trajectory with

both types of WiFi constraints is presented in Fig. 6.20. The resulting system performs similarly

to the one using only the known WiFi locations. The discovered WiFi constraints allowed to

reduced the error in the resulting trajectory, which is believed to come from the fact that the

trajectory is more constrained between the repeated loops of similar shape.

Figure 6.20: Comparison of a trajectory obtained with a factor graph created using the PDR
and the WiFi edges to known places (green), and a trajectory obtained with a factor graph
including constraints from the PDR, the WiFi edges to known places, and the discovered WiFi

edges (blue)

Figure 6.21: Trajectories obtained with factor graphs created using the PDR and WiFi
edges: 15 known WiFi scans (A), 6 known WiFi scans in critical locations of the floor plan
(B), 6 randomly chosen known WiFi scans (C), only 4 known WiFi scans in critical locations

(D)

The accuracy of the proposed system depends on the number and the location of the known WiFi

positions used for smartphone localization. To demonstrate the difference in trajectory estima-

tion, the user was asked to walk 155 meters in the PUT MC building, and the performance with

a decreasing number of known WiFi scans was tested in four experiments. The first trajectory
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with 15 known WiFi positions is presented in Fig. 6.21A. The obtained trajectory is very close

to the real trajectory, as there are enough known WiFi scans to correct the trajectory from the

PDR. The same trajectory with 6 known WiFi APs (Fig. 6.21B) still resembles the real path,

although it is possible to observe increasing error drift in the parts where the WiFi information

is unavailable. An important factor is also the location of the known WiFi positions on the path.

Randomly choosing 6 WiFi APs (as in Fig. 6.21C) may result in a useless trajectory, as the WiFi

information may not be available in situations where the PDR has the greatest error (especially

just after sharp turns at junctions of corridors). Therefore, it is important to have the WiFi

information at the possible crossroads. It is also important to have enough locations with known

WiFi scans, as an insufficient number of these positions results in an imprecise trajectory, as

presented in Fig. 6.21D. The PDR system of the proposed solution can be used to estimate the

trajectory between two locations with known WiFi scans, but the lack of WiFi information (as

at the end of the trajectory in Fig. 6.21D) results in accumulation of error, mostly due to the

imprecise orientation estimation inside a building.

Metric localization error To enable quantitative comparison between the obtained trajec-

tories, a translational trajectory error metric is used, which is similar in concept to the ATE

(Absolute Trajectory Error) proposed in [218] and used in the thesis to compare SLAM systems

(cf. subsection 5.3). An ATE trajectory cannot be used directly, as the ground truth path G

and the estimated trajectory E are not synchronized. This is caused by the fact that an exter-

nal motion capture system or the GPS cannot be used to obtain the ground truth trajectory

over long paths in natural indoor environments. As a result, the ground truth path is surveyed

manually by referencing to the walls and objects of known positions in the floor plan.

In the proposed metric, the estimated trajectory E is firstly mapped onto the subsampled ground

truth route G by computing the rigid-body transform S that is the least-square solution to

the alignment problem [239]. Then, the trajectory error for the 𝑖-th pose in the trajectory is

computed as:

F𝑖 = G−1
𝑖 SE𝑖. (6.5)

Similarly to the ATE, the translational trajectory error defines the error as the translational

component of the F𝑖 and computes the Root Mean Square Error (RMSE) or the mean error over

the whole sequence. Due to the lack of time synchronization, the final error of F𝑖 is computed

between the given node of E and the closest (in the Euclidean sense) point on the original route

G. The quantitative results for the experiment demonstrated in Fig. 6.21 are shown in Tab. 6.2.

The lowest RMSE error of 1.18 m is observed for the experiment with known localization of 15

WiFi scans. Reducing the number of known WiFi scans to 6 yields a trajectory of RMSE error

equal to 2.33 m, which is also acceptable for most of pedestrian navigation purposes. However,

the maximal error increases to 5.38 m, as the system depends on the noisy PDR estimate for

much longer periods. The choice of 6 random locations of known WiFi scans results in the RMSE

trajectory error of 11.93 m, which is useless for any application. More precise results are observed

for a smaller number of known WiFi APs (only 4) placed at locations critical for localization.

Nevertheless, the obtained result is still significantly worse than the best localization reported

when using all available WiFi scans.
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Table 6.2: Accuracy of the recovered user trajectories with different choices of the number
and locations of the known WiFi scans

Choice of the known Translational trajectory error
WiFi scan locations RMSE Mean 𝜎 Max.

[m] [m] [m] [m]
15 (all known) 1.18 0.87 0.80 3.71
6 at critical places 2.33 1.74 1.54 5.38
6 chosen randomly 11.93 7.42 9.36 29.04
4 at critical places 5.60 3.88 4.05 14.92

Figure 6.22: Visualization of the user trajectory (cyan) on Samsung Galaxy Note 3 in
the PUT MC experiments with places of known WiFi scans (red) when user localization is

estimated

All of the presented results were obtained on a real smartphone, as presented in Fig. 6.22, and

the source code of the solution is publicly available5.

Conclusions The presented graph-based representation of data coming from inertial and WiFi

sensors presents an alternative, flexible, and computationally efficient way of data fusion when

compared to typical approaches based on the EKF or particle filters. The factor graph rep-

resentation allows to easily model the error function to suit the uncertainty characteristics of

measurements. In the presented system, this representation allows modeling the deadzone in the

localization of places using the WiFi fingerprint matching technique. The experiments proved

that the stepometer with orientation estimation make a reasonable PDR system on the An-

droid platform, but the user’s position estimate from dead reckoning inevitably has a drift. The

WiFi fingerprint matching approach allows to alleviate the negative effects of odometry drift and

therefore provides much more precise trajectory estimates, even for long paths in complicated

indoor environments.

6.5.2 PDR system with WiFi WKNN approach

The second approach requires surveying the site prior to using the smartphone navigation sys-

tem. The acquisition process consisting of recording a dense WiFi map is laborious and time-

consuming. But during online operation, the WKNN algorithm (cf. 3.6.2) can be used to provide

5https://github.com/LRMPUT/DiamentowyGrant

https://github.com/LRMPUT/DiamentowyGrant
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an accurate localization estimate in an environment that is not limited to sparse locations as in

the sparse WiFi approach. The results from the WKNN algorithm can be also combined with

the PDR system using graph-based optimization to provide a localization estimate.

Experiments in the PUT MC Verification of the proposed graph-based localization system

that utilizes the PDR and the WiFi WKNN algorithm was performed in the PUT MC building.

The WKNN approach requires a dense WiFi map, and in the experiment it was the same as

the one recorded for evaluation of the WKNN algorithm and described in sec. 6.4. Similarly

to previous evaluations, the user was asked to walk along two trajectories – PUT MC Short and

PUT MC Long. The localization experiments took place almost 2 months after the WiFi map was

recorded, which posed an additional challenge, but the goal was also to verify if the map that

was once recorded in a laborious process is suitable for localization purposes after some time.

The performance of the system depends on the choice of parameters. In the case of the PDR

and the WKNN, the best parameters found in the already presented experiments were used.

The remaining parameter that controls graph-based optimization is the parameter 𝑘pdr in the

information matrix of the PDR measurement, which sets the weight of the orientation error

compared to the metric localization error in the optimization. This parameter is necessary to

compensate for the fact that orientation errors are represented in radians while metric localization

errors are in meters. Different values of the parameter 𝑘pdr were verified during evaluation of

the system.

Figure 6.23: The estimated indoor localization trajectory with graph-based optimization
using the stepometer, the orientation estimation, and the WKNN algorithm with the parameter

𝑘pdr equal to 1 (A) and equal to 15 (B) on the PUT MC Long sequence
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The influence of the parameter 𝑘pdr on the trajectory estimated with graph-based optimization

on the PUT MC Long sequence is presented in Fig. 6.23. The 𝑘pdr parameter equal to 1 results in

more focus on optimization of the metric errors, making the trajectory bend locally to suit these

constraints. Increasing the value of the parameter 𝑘pdr to 15 makes the orientation estimation

errors more important, and generally results in a trajectory estimate that resembles the ground

truth motion. For this value, the system joins the benefits of the used subsystems, as the

PDR system provides a fast, locally accurate localization estimate that is corrected with the

WiFi WKNN measurements. Despite the satisfying results, the system is not perfect. At the

beginning of the sequence, until the first WKNN match is found, the system accumulates the

PDR estimates, as no map localization can be provided. During optimization, this part of the

graph is loosely connected to the remaining part of the graph, and the estimate is visually

less accurate than that for other parts of the trajectory. The second issue that might occur

during real-time operation stems from incorrect or inaccurate WiFi WKNN estimates. A single

inaccurate WKNN estimate can be observed in the bottom left corner in Fig. 6.23. It was caused

by changes in the local map of WiFi signals due to the time difference between the recording of

the map and the online experiment. This incorrect measurement pulls the obtained trajectory

to a wrong location, which demonstrates that the system is susceptible to outliers.

Figure 6.24: The estimated indoor localization trajectory with graph-based optimization
using the stepometer, the orientation estimation, and the WKNN algorithm with parameter

𝑘pdr equal to 35 on the PUT MC Short sequence

The performance of the system on the PUT MC Short sequence is presented in Fig. 6.24. As it

was observed in the previous experiment, the optimization struggles to correctly estimate the

initial part of the trajectory that was recorded in the building prior to the first WiFi WKNN

measurement. This is not a problem, as the system only provides a valuable information when

the location can be marked on the map, which cannot be done with only the PDR information.

When localizing outdoors, the user also has to wait for an initial localization, as the GPS receivers

only provide a localization once an initial GPS fix is obtained. On the remaining parts of

the trajectory the system performs well, providing a localization estimate that is sufficient for

navigational purposes. For this sequence it can be observed that the performance of the system

could be improved when the information about the walls in the building is also used during

optimization.

Metric localization error Similarly to the experiments with graph-based optimization and

sparse WiFi measurements, the ground truth information about the motion of the user is not
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timestamped. Therefore, the performance of the system is verified with a measure that computes

the error of a single localization point as the distance of that point to the closest point on the

ground truth route. The performance of the system was verified for different values of the

parameter 𝑘pdr and is presented in Table. 6.3.

Table 6.3: Accuracy of the recovered user trajectories with the WKNN and the PDR with
different choices of the parameter 𝑘pdr

PUT MC Long PUT MC Short

RMSE Mean 𝜎 Max. RMSE Mean 𝜎 Max.
[m] [m] [m] [m] [m] [m] [m] [m]

𝑘pdr = 1 4.24 2.27 3.58 19.91 3.15 1.64 2.70 19.30
𝑘pdr = 5 2.39 1.07 2.14 19.63 3.26 1.65 2.82 16.84
𝑘pdr = 15 2.07 0.94 1.84 17.23 3.34 1.50 3.00 19.46
𝑘pdr = 35 1.94 0.86 1.74 17.82 3.01 1.32 2.71 19.46

The results obtained for different values of 𝑘pdr suggest that setting this parameter is crucial

for obtaining accurate estimates. In the performed experiments, large values like 𝑘pdr = 15

or 𝑘pdr = 35 provided the best results. Unfortunately, this parameter might depend on the

accuracy of the sensors used for the orientation estimation, and probably also on the accuracy of

the WKNN algorithm. Nevertheless, these settings allowed to achieve an RMSE error of around

2 meters for the PUT MC Long sequence and around 3 meters for the PUT MC Short sequence,

which is sufficient to support the user in the localization task. Unfortunately, the maximal error

was equal to almost 20 meters, but it was usually observed at the beginning of the sequence,

prior to the first match from WiFi WKNN algorithm.

Conclusions The obtained results suggest that graph-based optimization is a suitable choice

also when considering the fusion of data coming from the PDR and the dense WiFi WKNN

approach. Some additional tuning is necessary to properly weight the metric and orientation

errors, but the system worked well even when the WiFi map was not updated for two months.

Compared to the approach with sparse WiFi measurements, the system is more flexible, as it

allows to use the WiFi for localization purposes in any part of the building, even when the

user decides to make a stop. But the WiFi WKNN approach does not always provide more

accurate estimates when compared to the sparse measurements after graph-based optimization.

Regardless, each of the WiFi approaches can be combined with the PDR system to provide a

reliable localization estimate using graph-based optimization.

6.6 Landmark-based localization

The possibility to utilize landmarks in the graph-based optimization was introduced in sec-

tion 3.7. All in all, the indoor localization system could benefit from the observation of any

types of landmarks that might already be located in the environment or are introduced artifi-

cially. In the experiments, QR codes are selected as an example, because they are commonly

used for non-localization purposes and might encode additional information. The experiments



Experimental verification of personal localization 145

concerning the usage of QR codes start with experiments concerning the detection and decoding

of QR codes. They are followed by an experiment with graph-based localization that benefits

from the additional information stemming from QR code recognition. The section is summarized

with conclusions about the usage of landmarks in the indoor localization system.

6.6.1 QR code detection in static conditions

First experiments with localization of QR codes from a smartphone’s camera were conducted in

static conditions and in a controlled environment to evaluate the feasibility of using QR codes for

localization purposes, and to determine such parameters as landmark size and image resolution.

Figure 6.25: Experimental setup with the OptiTrack motion capture system

To provide the necessary ground truth, the professional OptiTrack6 motion capture system was

employed. The smartphone was mounted inside a 3D-printed part that was fixed to a board with

five OptiTrack passive IR markers (Fig. 6.25). Then the smartphone was tracked and the ground

truth position of the camera was estimated with the ground truth system. In the experiment, the

smartphone was located at four different distances to the QR code, which were approximately

equal to 0.8 m, 1.4 m, 2.8 m, and 3.5 m. For each of these distances, the camera was located

at five different angles equal to approximately -50, -25, 0, 25, and 50 degrees with respect to

the normal of the landmark surface. Moreover, the impact of the smartphone camera image

resolution was tested by performing the experiment for images of two resolutions: 640× 480 and

1920 × 1080.

The results comparing the metric error of QR code localization are presented in Fig. 6.26. The

precision of localization depends almost linearly on the distance to the QR code. For images

taken close to the QR code, the error does not exceed 10 cm, which is a sufficient result for
6www.optitrack.com

www.optitrack.com
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Figure 6.26: Metric error of QR code localization against the distance to the landmark

localization, and no significant difference between the two image resolutions can be observed.

For increased distance, the QR code detection on 640 × 480 images is getting impossible, as the

resolution of the image prevents the ZXing library from correctly decoding the alphanumeric

message. A comparison between images is presented in Fig. 6.27.

The angular error surprisingly does not depend on the observation angle, and it also does not

depend on the resolution of the images. From the gathered data, the rotational error did not

exceed 20 degrees for any of the analyzed cases.

Figure 6.27: Comparison of QR code readability in images of size 640×480 and 1920×1080
from 3.3 meters, with 107 characters encoded in the code

Another important factor determining the possibility to detect a QR code is the density of the

information stored in the QR code. In static tests, the experiments were conducted with QR

codes containing 7, 107, and 207 characters. Seven characters are reserved for QR code ID and

QR code size. Therefore, the used QR codes contain additional 0, 100, and 200 chars that can

be used for navigational purposes. For the image size of 640× 480, a QR code with 7 characters

could be recognized from a maximum distance of 2.6 meters, a QR code with 107 characters from

1.7 meters, and a code with 207 characters from 0.8 meters. The same analysis revealed that
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recognition for images of size 1920 × 1080 was possible from a distance of 3.6 meters for 7 and

107 characters stored inside the QR code, and from a distance of 2.2 meters for 207 characters.

The distance of 3.6 meters was the maximum distance tested in the experiment, and the actual

maximum distance of detection might be even farther.

6.6.2 QR code detection in motion

Figure 6.28: Images with QR codes that were not recognized due to motion blur (left) or
due to the QR code being out of focus (right)

The real-life experiments were performed in the PUT MC building that was also used in previous

experiments. A person equipped with a Samsung Galaxy Note 3 smartphone was walking around

a floor and images were captured in motion. The QR code detection on these images proved to be

problematic due to the motion blur that effectively blurred the code, resulting in a white/black

noise that could not be decoded. An exemplary image with the mentioned motion blur is

presented in the left part of Fig. 6.28. Moreover, the camera in the smartphone has a significant

rolling shutter effect. That effect combined with the requirement of fixed focus corrupted the

image quality enough to prevent the QR code from being recognized, as presented in the right

image in Fig. 6.28.

Figure 6.29: Images with QR codes in focus that were correctly recognized and decoded
despite illumination changes

The solution was to ask the user to slow down when taking the images. Another implemented

idea was to put the QR codes in positions where the user has to slow down, i.e. to open the door

to go through. These changes allowed to decode the QR codes in almost any typical situation,

even under significant illumination changes. Examples of images with correctly recognized QR

codes are presented in Fig. 6.29.
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6.6.3 Experiment with graph-based localization

During the experiment with graph-based localization, the user was walking around in the PUT

MC building while the localization system used the orientation estimation, stepometer, WiFi

matching, and QR code localization submodules to provide a reliable trajectory estimate. Firstly,

an experiment without QR codes was performed and the results are presented in Fig. 6.30.

Figure 6.30: The trajectory estimated inside the PUT MC with pedestrian dead-reckoning
(PDR) and WiFi matching

The graph-based localization system based on the PDR and WiFi matching provides a good

estimate of the real pose of the user in most cases, and the usage of QR codes does not significantly

influence the obtained trajectory of the user. Therefore, the trajectory in Fig. 6.30 was chosen

deliberately in such a way that two unfortunate events happened. Firstly, the magnetometer

drifted away due to some local disturbances of magnetic field, allegedly caused by electric devices

operated in the nearby labs. Secondly, the WiFi matching failed, as the used database of places

was not updated before the experiment, while the distribution of WiFi signals changed inside

the building. Due to these problems, the localization system was lost in a part of the estimated

trajectory and was unable to localize itself with respect to WiFi fingerprints.

Figure 6.31: The trajectory estimated inside the PUT MC with pedestrian dead-reckoning
(PDR), WiFi matching, and QR code localization

The performance of the graph-based localization system with the addition of QR code detection

is presented in Fig. 6.31. The user cooperatively observed the QR codes if such codes were

spotted in the vicinity of his trajectory. The inclusion of QR code information provided the

necessary localization constraints and allowed proper optimization of the factor graph. Hence,

the system was able to operate even though the WiFi and PDR information was not sufficient

in that particular example.
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6.6.4 Conclusions

The experiments conducted with the motion capture system proved that QR codes can be used for

localization, as the detected codes can be used to estimate the pose of the camera that observed

the landmark. The obtained results suggest that images of higher resolution, like 1920 × 1080,

should be preferred over images of lower resolution, as they allow the system to detect QR codes

from longer distances. During the experiments, the QR codes were usually correctly recognized

and decoded when the observation angle was close to looking straight ahead at the landmark.

This is a result of using a typical QR code detector that is not suited for working with greater

observation angles, and the performance could potentially be improved if the detected QR code

was being unwarped. Detection is also influenced by the chosen information density of the QR

code, because a large amount of information may prevent the system from recognizing the code

from a farther distance. The information stored in the QR code should be limited to 50–100

characters.

The real-life experiments with QR code detection and graph-based localization inside the PUT

MC building proved that a multi-sensor localization system may benefit from QR code local-

ization. These experiments showed that images with QR codes should not be taken during fast

motion, therefore the visual landmarks should be located in areas where the user has to slow

down, e.g. to open doors. QR codes should be mounted straight ahead of the anticipated user

motion direction, thus the fact that the QR codes can be recognized only when observed under

limited incidence angles does not pose a practical limitation. If other codes are preferred, it is

possible to easily modify the presented procedures to create a graph-based localization system

that will benefit from observation of other landmarks.





Chapter 7

Experimental verification of

qualitative information

7.1 Introduction

Previous chapters focused on evaluation of localization systems based on quantitative measure-

ments, which were mostly metric measurements. These systems proved to work well in the indoor

environment, but they might fail if not enough measurements are available, or if measurements

are inaccurate or incorrect. Another type of information that might support localization is the

qualitative information, as introduced in chapter 4. In most cases, the qualitative information

might be beneficial for localization purposes once it is properly introduced into the localization

framework. This chapter presents the experiments which prove that the accuracy and robust-

ness of localization can benefit if the qualitative information is utilized. In the dissertation, the

qualitative information is introduced into the graph-based optimization that already includes

quantitative measurements. As the sensors for personal localization are less accurate, the qual-

itative information is more important in this case. Nevertheless, the information can also be

utilized in the same way in the case of a robotic system, but less influence on the final local-

ization estimate would be observed. In the case of a robotic system, the obtained gains are

presented on publicly available sequences already used in previous chapters, whereas personal

indoor localization is verified inside the PUT MC building. Each subsystem is verified separately,

with a presentation of its influence on graph-based optimization.

The chapter starts with experiments concerning interoceptive sensing of the agent’s state in

section 7.2. This is followed with graph-based localization that utilizes information about the

walls in section 7.3. Section 7.4 presents experiments concerning the visual loop closure for robots

and for personal indoor localization. The visual loop closure based on RGB images lacks a metric

scale and therefore the user input can be utilized, as in section 7.5. The additional qualitative

information can also be used to detect and remove incorrect or inaccurate measurements, as in

section 7.6.

151
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7.2 Human and robot activity recognition

Detection of human and robot activity was proposed in section 4.4. Walking on stairs and

using elevators was proposed as an example of recognition that analyzes the agent’s state to

support localization. The detection of floor change is based on analyzing the measurements from

accelerometers and pressure sensors are available in mobile devices. As the procedure utilizes

stepometer input, it cannot be directly used for robotic localization. Nevertheless, the proposed

procedure could be applied for a robot with odometry information, if only such a robot could

move on stairs or use an elevator. The experimental verification includes testing the robustness

of the detection of floor change in sec. 7.2.1, and an experiment with graph-based optimization

in sec. 7.2.2.

7.2.1 Detection of stairs and elevators

The performance of the floor change detection was verified in an experiment with the user walking

in a building with changes in floors using stairs and elevators. During the almost 6 minutes long

walk inside one of the PUT buildings, a person walked on a single floor, and then took stairs to

move four floors up. After moving up the person walked on that floor and then took an elevator

to move 4 floors up. Later the person took an elevator to move down 4 floors and then walked

down 4 floors. The results of the HAR system are presented in Fig. 7.1.

Figure 7.1: A person used stairs and elevators to move up and down in the building. Samples
in a moving window are analyzed to determine if the person was going up or down, and if

stairs or elevators were used

The detection of floor change comes from analyzing a sequence of measurement from a pressure

sensor. Due to the low sampling rate of that sensor, the analyzed window of samples is long and

corresponds to 15 seconds. The long window of samples makes it possible to perform activity

recognition without mistakes, but comes at the price of delayed detection. As changing the floor

takes more than 15 seconds, there is no risk of missing an occurrence of floor change with the

currently selected window size. Simultaneously, the walking information from the stepometer is
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gathered and used to determine if the person was walking or standing still. The combination

of information from both subsystems is used to detect if the person changed floors, moved up

or down, and if elevators or stairs were used. The detected four possible floor changes are

marked with arrows in Fig. 7.1. As a result, the system is robust and can be used as a source of

information for a graph-based localization solution.

7.2.2 Experiments with graph-based localization

The system for detecting floor change makes it possible to determine the floor om which the

user is currently located on the basis of the height difference when compared to the height

measured for the previous floor. The information about the current floor is important for graph-

based optimization, as it can be used to constrain the user pose and prevent the system from

performing localization on an incorrect floor. The experiments with graph-based optimization

require a multi-floor environment, therefore the 1𝑠𝑡 and the 3𝑟𝑑 floors of the PUT MC building

were used. The additional floor in the experiment is different than the third floor in the PUT

MC, as it contains more open spaces. The captured WiFi scans, which are stored with their

locations on the map of the first floor, are presented in Fig. 7.2.

Figure 7.2: Positions of scans used in the WKNN WiFi database on the first floor of the
PUT MC building. The five red arrows point to the places where the user can change the floor

using either stairs or elevators

The first floor in the PUT MC building contains fewer WiFi networks than the third floor, with

19 networks found on average in each scan. The minimum number of networks registered in

one location was equal to 11, whereas 27 networks were captured in a location with the highest

reported number of networks. The first floor contains three staircases and two locations with

elevators that can be used to change floors, marked with red arrows in Fig. 7.2.

In the experiment, the user entered the PUT MC building on the first floor, walked to a staircase

and then went up to the third floor. On the third floor the user navigated to the elevators and
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used an elevator to go down to the first floor. Once on the first floor again, the user went back

to the location of the start of the sequence. As a result, the user walked the route presented in

three parts in Fig. 7.3.

Figure 7.3: Graph-based localization using the PDR, the WiFi WKNN, and the floor detec-
tion on the first and the third floor of the PUT MC building. The user is located on the first
floor (A), walks up stairs to the third floor, and goes to the elevator to go down (B), and is

further located on the first floor until the starting location is reached (C)

The first part of the user motion is presented in Fig. 7.3A. The user is located accurately but a

part of the trajectory crosses a wall as the information about walls is not included in the graph.

The average location error in this part of the sequence is equal to 1.27 meters with the RMSE

of 2.67 meters. Once the user is recognized to walk up stairs, an additional edge is added to the

graph, which pulls the last user pose towards the closest staircase. The edge corrects previous

user locations, but no further localization estimation is performed, as graph-based optimization

is not performed when the user is changing floors. The system is waiting until the user is no

longer changing floors to start the estimation with a new graph. The new graph is created,
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because the available sensors are too inaccurate to correctly provide the user pose while using

stairs or while being inside an elevator. Even without a graph, the system knows that the user

is located in the small area of a staircase or inside an elevator.

The second part of the user motion is shown in Fig. 7.3B, which presents the user walking from

the staircase to the elevator on the third floor. A new graph is created with the initial pose

located next to the staircase, as it is known which staircase was used. The motion on this floor

finishes with the user taking the elevator two floors down. When a change in floor by using

an elevator is detected, a graph edge is added that joins the last user pose on that floor with

the location of the elevator. The user motion in this part of the sequence is estimated with an

average error below 0.70 meters and the RMSE equal to 1.38 meters. The accurate estimation

is a result of two additional floor change edges that are responsible for correcting the location

estimates at the beginning and at the end of the trajectory.

The third and final part of the user motion is presented in Fig. 7.3C. The user walks out of the

elevator and takes a path towards the place where the experiment was started. This part also

constitutes a separate graph that is optimized with an edge containing the information about

the location of the elevator which was used by the user. The accuracy of the obtained trajectory

in the final part of the sequence is similar to previous parts, with the average error of 1.28 meters

and the RMSE of 1.93 meters.

7.2.3 Conclusions

A system for detecting floor change is essential for longer operation, as users normally change

floors in the building when navigating towards their goals. The presented system is able to dif-

ferentiate between using stairs and using elevators, making it easier to determine which location

on the map was used to change the floor. Graph-based optimization is performed separately

on each floor to reduce the graph size. The presented experiment confirms that a graph-based

localization system can be used for multi-floor indoor localization.

7.3 Utilizing map layout in indoor localization

The localization system might localize the agent without any prior knowledge of the environment.

But in that case the information about location is just a position that cannot be related to any

existing features. Localization can be used for more purposes if any map of the environment is

available. With some knowledge about the surroundings, the localization system can be extended

to be used for navigation or to provide location-specific information. Therefore, in the case of

personal indoor localization a map of the environment is usually known and can be used in

localization as described in sec. 4.5.
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7.3.1 Experiments in the PUT MC

In the case of personal indoor localization the map information is usually necessary to provide

the user with some location information that can be useful for the user. In most cases it means

drawing the user location on a floor diagram. But if a map is already available, it can be used

to extract additional constraints that can be imposed on the user position estimate. The most

important information is the locations of walls that can be found in the building, including the

locations of doors and passages. As walls cannot be crossed by the user, it is safe to assume

that the trajectory from graph-based optimization should also not cross the walls. Qualitative

information about walls can be introduced into graph-based optimization to further constrain

the motion estimation in order to provide a more accurate estimate of the movement of the user.

Figure 7.4: Graph-based localization using the WiFi WKNN and the PDR without (blue)
and with (green) information about walls using the PUT MC Long sequence

In the experiments, the walls in the PUT MC building were approximated with the line segments,

which are drawn in cyan in Fig. 7.4. Each wall forms a barrier that should not be crossed by

the estimate of the user motion. To include this information in graph-based optimization, an

appropriate graph edge is introduced that joins two consecutive user poses with two nodes

representing the beginning and the end of a line segment. The wall edge is inactive when the line

joining these two user locations does not cross the line segment corresponding to the wall. When

crossing is detected, the edge is activated and the error of the edge grows with the distance of the

user pose from the wall as long as crossing is detected. The increase in the error is necessary to

provide an appropriate optimization direction that is based on a gradient. The error is scaled by

the 𝑝𝑒𝑛𝑎𝑙𝑡𝑦 that determines the strength of the wall edge, which was experimentally determined

to be equal to five. In Fig. 7.4, a trajectory obtained with graph-based optimization using the

PDR and WiFi WKNN measurements is presented. The blue trajectory was obtained without

wall constraints but it is hidden beneath the green trajectory, which is a result of optimization

with additional wall edges. In this particular example, the estimated trajectory without wall

constraints resembles the real motion of the user apart from the left bottom corner of the building,

and the user position estimates do not cross the walls in any part of the sequence. Therefore,

the impact of the additional edges is negligible, as none of the edges is active with errors of the

edges equal to zero. IN general, the introduced wall edges prevent the system from finding a
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configuration of user poses which would mean that the user crossed a wall. However, in this

example the accuracy of the obtained trajectory is not increased with the additional wall edges.

Figure 7.5: Graph-based localization using the WiFi WKNN and the PDR without (blue)
and with (green) information about walls using the PUT MC Short sequence. The trajectories

are similar with green trajectory drawn over the blue trajectory

The influence of the wall edges can be seen when considering a less accurate trajectory, as in

Fig. 7.5. The trajectory estimate from graph-based optimization, obtained using the PDR and

WiFi WKNN measurements, crosses walls in several places. Introduction of the wall constraints

makes it possible to correct the trajectory, yielding user pose estimates that are more probable

when considering the information from the map .

Despite the introduced edges, the user position estimate might still cross a wall, as it can be

seen in at the end of the trajectory. The strength of wall edges, set with the 𝑝𝑒𝑛𝑎𝑙𝑡𝑦, is too low

to let the system find a configuration of user poses that does not violate the wall constraints.

Increasing the strength of wall edges by setting the 𝑝𝑒𝑛𝑎𝑙𝑡𝑦 > 5 can prevent the system from

crossing some walls, but it might force optimization to find a sequence of user pose estimates

that does not cross a wall at a high cost. In that case the obtained trajectory might just not

make sense when considering other constraints imposed by remaining measurements. Therefore,

the strength of the wall edges is set in a way that prevents the user trajectory from crossing walls

in most cases but might fail if other measurements suggest that the user somehow managed to

get to the other side of a wall.

7.3.2 Conclusions

A map of the environment obtained prior to operation is an important source of additional

constraints that can be imposed on the user trajectory. One way of utilizing the map information

is to extract the locations of walls in order to prevent the user position estimate from crossing to

the other side. The wall edges can be introduced in graph-based optimization, but might fail if

other information in the graph suggests that the user somehow got to other side of a wall. This

mechanism makes it possible to accept that our prior belief about the user location was incorrect

and has to be updated in the light of the current measurements. Moreover, the wall constraints

in the graph cannot be used to find the optimal, global configuration of the user trajectory if

the estimate of user poses already crosses multiple walls at several locations. The reason is that

graph-based optimization always looks for a local minimum of the cost function that in most cases
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is found close to the initial guess. Therefore, it is critical to always initialize the optimization

with user locations that do not violate wall edges, and then graph-based optimization will seek

for a sequence of user locations that are most probable taking into account the wall constraints.

7.4 Visual loop closure

The visual LC is an important source of qualitative information due to the common availability

of cameras (cf. section 4.6). As the systems for mobile robots and personal indoor localization

have different requirements, the experiments are conducted separately. The performance of the

LC in a robotic system is presented on publicly available sequences, and the possible gains

are visualized in comparison to systems utilizing only the quantitative information. In the

case of personal indoor localization, the performance is evaluated inside the PUT MC building,

which was also used in the previous experiments concerning personal indoor localization with

quantitative measurements.

7.4.1 Visual loop closure in robotic indoor localization

A robot operating in an unknown environment builds a map and is also localizing at the same

time. As the sensors are not perfect, the localization errors grow with time (as in the VO

or in the pose-based SLAM) or grow when the robot is constantly exploring new parts of the

environment (as in the feature-based SLAM). When the robot returns to an already known part

of the environment, because of the accumulated drift it might not have the knowledge that this

place has been visited before. An LC system makes it possible to recognize such a location and

correct the drift of the trajectory. The gains from utilizing the LC system in robotic localization

are presented for the VO, the pose-based SLAM, and for the feature-based PUT SLAM, which

were already shown. The VO system with the LC is a SLAM system, but will be referred to as

the VO with the LC to provide a clear naming convention, considering the previous results.

Loop closure in the VO and the pose-based SLAM The error of the VO or the pose-

based SLAM systems grows with time, as there are no constraints on the trajectory that enforce

global consistency. A possibility to decrease the estimation drift arises whenever the robot/sensor

revisits already explored areas. The LC system is used for this task and it operates in the back-

end.

The results obtained by the systems with and without the LC are presented in Tab. 7.1. The

previous best results obtained for the tracking VO and the matching pose-based SLAM are

compared to the performance of the same systems with the additional LC. As expected, the

addition of the LC usually decreases the ATE, which means that the trajectories obtained with

the additional measurements from the LC system are estimated with greater accuracy. The

processing of the LC system is performed in a separate thread, and the obtained framerates of

the VO and the pose-based SLAM systems are similar to the cases without the LC. In the case

of the synthetic ICL-NUIM of/kt0 sequence, the LC does not improve the obtained results for
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Table 7.1: Comparison between the tracking-based VO and the matching pose-based SLAM
with and without the LC. The lower ATE results between the versions with and without the

LC are bolded

Tracking Tracking Matching Matching
VO VO + LC pose-based pose-based

SLAM SLAM + LC
ATE FPS ATE FPS ATE FPS ATE FPS

RGB-D sequence [m] [Hz] [m] [Hz] [m] [Hz] [m] [Hz]
ICL-NUIM of/kt0 0.034 22.8 0.013 25.62 0.028 17.88 0.034 17.87
TUM RGB-D fr1_room 0.173 33.18 0.133 33.15 0.273 20.42 0.185 20.38
TUM RGB-D fr1_desk 0.403 33.68 0.05 38.53 0.205 22.11 0.079 22.23
TUM RGB-D fr3_office 0.639 32.72 0.088 34.33 0.312 21.38 0.095 21.85

Figure 7.6: Comparison of trajectories obtained with the tracking VO (A) and the tracking
VO with the LC (B) on the TUM RGB-D fr1_desk sequence

the matching pose-based SLAM, as the trajectory obtained without the LC is already accurate

and the ATE is small. When considering the RGB-D TUM sequences, the usage of the LC

reduces the obtained ATE for every considered sequence in the case of the tracking VO and the

matching pose-based SLAM. The most significant improvement can be observed for the fr1_desk

and fr3_office sequences with the LC reducing the ATE by 88% for fr1_desk and by 86%

for fr3_office in the case of the tracking VO. The reduction of the ATE with the LC for the

fr1_desk sequence with the tracking-based VO can be also seen in Fig. 7.6, which compares the

trajectories achieved with the system without and with the LC. Smaller but significant reduction

can be also observed for the matching pose-based SLAM system achieving the ATE lower by 62%

for fr1_desk and by 70% for fr3_office. All in all, the LC for the analyzed systems proved to

be a crucial extension that reduced the accumulated drift without a significant influence on the

processing framerates.

The performance of the system can be also visually compared when looking at the obtained

reconstruction of the scene. For that task, the FastFusion software [214] was chosen, which takes

the original RGB-D images and joins them according to the provided estimate of the motion to

create a visually appealing 3D scene. The reconstruction obtained in the case of the tracking VO

with and without the LC is presented in Fig. 7.7. In Fig. 7.7A, the scene created on the basis of

the trajectory estimated without the LC is noisy. Some objects, like a desk, are mapped twice
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Figure 7.7: The scene reconstruction obtained with the FastFusion using the trajectory
estimate from the tracking VO (A) and the tracking VO with the LC (B) on the TUM RGB-D

fr1_desk sequence

due to the increasing motion error. Fig. 7.7B presents the reconstruction when the LC managed

to reduce the accumulated drift. Due to incorrect depth measurements, some elements of the

scene are stilled blurred, but the obtained visualization is more accurate than the one obtained

without the LC (Fig. 7.7A).

Loop closure in the feature-based SLAM The influence of the LC on the performance

of the feature-based PUT SLAM was measured on the already used sequences, and the same

LC recognitions were used as in the VO and the pose-based SLAM evaluations. This makes it

possible to directly compare the influence of the additional information on the performance of the

systems in the case of LC matches that might also be incorrect or inaccurate. This assumption

required the LC recognitions to be added as pose-to-pose constraints in the feature-based PUT

SLAM. The obtained results are presented in Tab. 7.2.

Table 7.2: Comparison between the feature-based PUT SLAM with and without the LC.
The lower ATE between the versions with and without the LC is bolded

Tracking Tracking Matching Matching
feature-based feature-based feature-based feature-based

SLAM SLAM + LC SLAM SLAM + LC
ATE FPS ATE FPS ATE FPS ATE FPS

RGB-D sequence [m] [Hz] [m] [Hz] [m] [Hz] [m] [Hz]
ICL-NUIM of/kt0 0.027 26.1 0.027 25.3 0.027 4.2 0.026 3.6
TUM RGB-D fr1_room 0.155 38.6 0.145 24.9 0.133 3.3 0.132 3.3
TUM RGB-D fr1_desk 0.044 24.9 0.045 25.2 0.027 3.5 0.030 3.3
TUM RGB-D fr3_office 0.057 26.1 0.058 23.7 0.023 3.0 0.119 2.9

The first evaluation is performed on the ICL-NUIM of/kt0 sequence. The additional information

from the LC does not improve the performance of the systems, as the previously obtained ATEs

are already low. The feature-based system is already capable of correcting a small drift if the

currently observed features are matched to the features in the map that were observed several
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frames earlier. This is called the metric LC, as introduced by Strasdat [215]. The LC proposed

in the dissertation, called the topological LC by Strasdat, is beneficial when the robot revisits a

place after a long time or if the localization estimate is inaccurate when returning to a known

location. Therefore, the gains from using the LC, cannot be easily observed even for the TUM

RGB-D sequences, as the feature-based system yields accurate results for tracking and matching.

The LC information reduces the ATE only for the TUM RGB-D fr1_room sequence and the

tracking-based system, as the estimated trajectory is inaccurate. In the remaining experiments

utilizing tracking, the system performs similarly with and without the LC. When considering

the matching, the additional information from the LC does not influence the obtained results

(the ICL-NUIM of/kt0 and TUM RGB-D fr1_room sequences), or gives a worse performance

of the system (the TUM RGB-D fr1_desk and TUM RGB-D fr3_office sequences). Due to

the additional LC edges, graph-based optimization converges to a local minimum that might be

worse than the results obtained without the LC information. Therefore, it is critical to verify

that each LC measurement added to the optimization is correct, as inaccurate LC matches can

destabilize the optimization process, and in the end provide worse results than without the LC.

But despite efforts to detect and remove these edges, some inaccurate LC edges might be still

used in the optimization.

Figure 7.8: The scene reconstruction obtained with the FastFusion using the feature-based
PUT SLAM on the TUM RGB-D fr1_desk (A) and TUM RGB-D fr3_office sequences (B)

When it comes to reconstruction, the feature-based PUT SLAM provides an accurate trajectory

when used with or without the LC. These trajectories are used as an input for the FastFusion

software, which creates 3D maps of the observed environments. In Fig. 7.8A, a reconstruction

of the scene for the TUM RGB-D fr1_desk sequence can be observed. Compared to the recon-

structions obtained for the VO and the pose-based SLAM systems in Fig.7.7, the scene contains

more details and less reconstruction blur can be observed. Similarly, a visually appealing recon-

struction can be also created for the TUM RGB-D fr3_office sequence, which is presented in

Fig. 7.8B. In this sequence, the person is walking around the desk and comes back to the start-

ing location at the end of the sequence. On this sequence, the feature-based SLAM provided an

accurate trajectory, and the obtained 3D map contains many details.
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7.4.2 Visual loop closure in personal indoor localization

Almost every modern mobile device is equipped with a camera that can be used to detect if

the user is observing one of the known scenes. As introduced in sec. 4.6.2, the visual LC can

be performed using single images (FAB-MAP) or sequences of images (ABLE-M). This sub-

section presents the comparison between the two approaches, starting with an introduction of

the sequences used in the experiments. These sequences are used to tune the modified imple-

mentation of the FABMAP (OpenFABAP), tune the modified implementation of the ABLE-M

(OpenABLE), and then compare the two approaches. Due to the real life time requirements, the

FastABLE approach is proposed, verified in experiments, and some conclusions are provided.

Experimental sequences used for the OpenFABMAP and the OpenABLE The ex-

periments were conducted in the PUT MC building with many similar corridors that are a

challenging environment for the visual LC. The structure of the PUT MC contains multiple

junctions. The OpenABLE compares sequences, therefore OpenABLE training trajectories can

either map all available paths of each junction, map only the most probable path or they can

consist of disjointed trajectories not covering the junctions. The first option was rejected due to

the amount of data, and the 𝑡𝑟𝑎𝑖𝑛 sequence for the OpenABLE was divided into 4 trajectories, as

presented by green dots in Fig. 7.9. Along these trajectories, 1256 images were taken altogether

that are stored in 𝑡𝑟𝑎𝑖𝑛 sequence. For the training purposes of the OpenFABMAP, 17 places

were selected, which are marked by blue rectangles in Fig. 7.9. The final training dataset for the

OpenFABMAP contained additional images of 5 places from another floor of the same building,

whereas the OpenABLE training data additionally included one sequence of 274 images from

another floor to verify if the systems would work well in the case of similar images from the other

floor.

Figure 7.9: The PUT MC training sequence contains 17 recognition places for the Open-
FABMAP (blue rectangles with arrows) and 4 sequences for the OpenABLE (green dots)

The evaluation of the performance of the algorithms was performed over two trajectories, PUT

MC short and PUT MC long. The PUT MC short sequence contains 620 images, while the PUT

MC long sequence contains 996 images. 10 FAB-MAP test locations can be found along the PUT

MC short sequence, and 15 test locations can be found along the PUT MC long sequence.

To verify the robustness of the evaluated place recognition systems in populated environments,

two additional sequences with people (individual or in groups) appearing at random were recorded
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along the same routes. These sequences were recorded during a break between classes, when

many students stay at the corridors or wait at the doors of the classrooms. The PUT MC people

short consists of 525 images, and the PUT MC people long consists of 864 images.

Tuning the OpenFABMAP The performance of the OpenFABMAP depends on the number

of images used in the comparison (𝑐𝑤) and the recognition threshold (𝑡𝑝). These parameters need

to be adjusted before the system can be applied in real-life operation. The number of correct,

incorrect, and distinct recognitions (which is a number of locations with at least one correct

recognition) in the experimental sequences are presented in Tab. 7.3.

Table 7.3: The OpenFABMAP results in the PUT MC with 𝑡𝑝 = 0.99 for 𝑐𝑤 = 1, and
𝑡𝑝 = 0.6 for 𝑐𝑤 = 3, 5, 8

Sequence Recognitions
𝑐𝑤 = 1 𝑐𝑤 = 3 𝑐𝑤 = 5 𝑐𝑤 = 8

𝑡𝑝 = 0.99 𝑡𝑝 = 0.6 𝑡𝑝 = 0.6 𝑡𝑝 = 0.6

PUT MC short

correct 174 136 92 67
incorrect 1 0 0 0
distinct 9 9 6 5

PUT MC long

correct 301 229 173 119
incorrect 22 2 0 0
distinct 13 12 10 7

PUT MC people short

correct 34 18 10 2
incorrect 4 0 0 0
distinct 9 4 3 2

PUT MC people long

correct 150 84 42 15
incorrect 24 3 0 0
distinct 10 7 7 5

The original OpenFABMAP working on single images (𝑐𝑤 set to 1) results in incorrect recogni-

tions even if the recognition threshold 𝑡𝑝 is set to 0.99, which means accepting only the matches

with the greatest probability. As any incorrect recognition may be critical for indoor local-

ization [165], these results strongly suggest that the original OpenFABMAP was incapable of

operation in the selected environment. Increasing the 𝑐𝑤 made it possible to suppress the number

of incorrect recognitions to 0, but also lowered the number of correct recognitions, as the system

needed to properly match several images in a sequence. Therefore, the window size (𝑐𝑤) of 3 or

5 is the best choice in the selected environment. As several images are more descriptive than a

single image, it is possible to lower the 𝑡𝑝, which increases the number of correct recognitions

without any additional incorrect matches. In some cases, the characteristics of the environ-

ment contain multiple misleading features, making the recognition a challenging task despite the

greater number of images used in the comparison. Similarly, the people present in the corridors

make it difficult to correctly recognize the places, as presented in Fig. 7.10.

Tuning the OpenABLE The OpenABLE for personal localization returns a large number

of recognitions if the testing sequence contains a long trajectory recorded along the same path

as the training sequence, because the sub-sequence of images in the query can be successfully

matched against multiple overlapping sub-sequences in the training sequence. A large number of

recognitions in the same place inflates the statistics of positive matches, but without introducing

any new information about the user location. Therefore, the positive recognitions obtained from
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Figure 7.10: The OpenFABMAP incorrectly recognized locations due to people occluding
the view, as the visual features used in the recognitions were mostly detected on these people

the OpenABLE are clustered to achieve a number of distinct recognitions. The DBScan [63] is

used to cluster the elements of the normalized distance matrix D according to the Euclidean

norm:

𝑑𝑖𝑠𝑡(D(𝑖, 𝑗),D(𝑘, 𝑙)) =
√︀

(𝑖− 𝑘)2 + (𝑗 − 𝑙)2, (7.1)

which directly considers the indices of the distance matrix elements. To facilitate comparison

with the OpenFABMAP, each cluster is represented by the image in the center of the cluster to

verify the correctness of the recognitions belonging to the cluster. More information about the

clustering can be found in [169].

The OpenABLE results depend on the choice of two parameters. The first one, 𝑐𝑙, denotes the

number of frames used when comparing sequences, whereas the second one, 𝑡𝑟, is the recognition

threshold in the normalized distance matrix. The authors of the OpenABLE do not provide

any procedure for setting these parameters, therefore the results of experimental evaluation for

different settings on four sequences recorded in the PUT MC are shown in Tab. 7.4.

Table 7.4: The results obtained with the OpenABLE for different window sizes 𝑐𝑙 on se-
quences from the PUT MC

Sequence Recognized places
𝑐𝑙

𝑡𝑟 40 60 80

PUT MC short 0.4
correctly 10 6 5
incorrectly 6 1 0

PUT MC long 0.4
correctly 13 10 8
incorrectly 8 0 0

PUT MC people short 0.4
correctly 5 3 1
incorrectly 1 0 0

PUT MC people long 0.4
correctly 8 1 0
incorrectly 0 0 0

PUT MC people short 0.5
correctly 9 8 2
incorrectly 33 5 1

PUT MC people long 0.5
correctly 12 11 2
incorrectly 24 0 0

Setting the window size to 40 frames (𝑐𝑙 = 40) results in almost every case in some incorrectly

recognized places. Similarly to the OpenFABMAP, increasing the threshold 𝑡𝑟 cannot be used to



Experimental verification of qualitative information 165

remove incorrect recognitions. As corridors are hard to distinguish even for humans, the window

size 𝑐𝑙 was extended, because shorter sequences might not provide sufficient information for place

recognitions, e.g.. for corridors in Fig. 7.11A. Increasing 𝑐𝑙 to 80 images provides less correct

and less incorrect recognitions.

Figure 7.11: The PUT MC is a challenging environment due to similarities that can cause
incorrect recognitions for the OpenABLE (A). But in some real-life cases the OpenABLE

correctly recognizes locations in corridors even with many people visible in images (B)

Another important aspect of real-life operation is the influence of people occluding the view from

the camera. In the case of both sequences, PUT MC people short and PUT MC people long,

there were no incorrect recognitions when 𝑐𝑙 was set to 60. Compared to sequences without

people, the system recognized fewer distinct places. This is explicable, as people can occlude

a significant part of the images, changing the properties of the images used in comparisons.

Therefore, large values of 𝑐𝑙 might provide more robust recognitions in the case of small distur-

bance, but are not efficient in the case of a crowd, as the system compares longer trajectories.

Nevertheless, the OpenABLE exhibits an impressive performance, correctly recognizing places

even in such situations, as presented in Fig. 7.11B.

Performance comparison between the OpenFABMAP and the OpenABLE The ini-

tial experiments proved that the OpenFABMAP and the OpenABLE can be successfully used

in indoor environments. Nevertheless, the obtained results cannot be simply compared with re-

spect to the number of correct and incorrect recognitions. Therefore, the results are presented on
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shared figures that make it possible to visually compare the achieved recognitions. The presented

results are obtained for parameters that yielded no incorrect place recognitions.

Figure 7.12: The results obtained with the OpenFABMAP and the OpenABLE on the PUT

MC long sequence

The results obtained for the PUT MC long sequence are presented in Fig. 7.12. The Open-

FABMAP managed to correctly recognize the user location on 10 out of 15 possible places along

the trajectory. The OpenABLE recognized the user location in 7 parts of the trajectory, but

some of these parts are several seconds long, providing the system with continuous user localiza-

tion. The main difference between the algorithms is visible close to junctions – the OpenABLE

cannot recognize the user position at these locations, while the OpenFABMAP works correctly.

This suggests that these solutions are suitable for buildings of different structure or might be

combined in a robust visual LC system.

Figure 7.13: The results obtained with the OpenFABMAP and the OpenABLE on the PUT

MC people long sequence containing additional people compared to the PUT MC long sequence

One of the main challenges of the visual LC is the presence of people in front of the camera,

and the results are visualized in Fig. 7.13. In such conditions, the OpenFABMAP recognized the

user in 7 out of 15 possible places along the trajectory. The OpenABLE recognized the user in 7

parts of the trajectory, but the recognized parts were shorter when compared to the recognition

results obtained when the people were not present. Both systems correctly recognized revisited

places, if the presence of people only slightly disturbed the original view of the scene. Therefore,

in many cases the OpenFABMAP was able to correctly recognize a place on the basis of images

taken when people just passed by, which was not possible for the OpenABLE. On the other

hand, the OpenABLE required a longer sequence of similar images for successful recognition,

however, it was more robust to small but continuous disturbance introduced by the presence of
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people, which led to some surprisingly correct recognitions, as presented in Fig. 7.11B. Neither

of the algorithms provided incorrect recognitions due to the people obscuring the field of view.

Processing time analysis The processing time is an important factor, often deciding if an

algorithm can be used on a mobile device for personal indoor localization. It is important, as we

are not only interested in localization systems that run in real time, but also in solutions that do

not require the whole processing power of the mobile device’s CPU and save the battery. The

processing time analysis of the modified OpenFABMAP and OpenABLE systems is performed

on the Samsung Galaxy Note 3 and Lenovo S8-50, hereinafter abbreviated to SGN3 and LS8-50.

Figure 7.14: The image-to-database matching time for the OpenFABMAP algorithm, de-
pending on the number of places in the database for Lenovo S8-50 (LS8-50) and Samsung

Galaxy Note 3 (SGN3)

The OpenFABMAP processing time can be divided into the single image processing time and the

place recognition time. Single image processing is the most time-consuming part, as extraction

of the SURF features takes 156 ms per frame on SGN3 and 92 ms on LS8-50. The description of

features is also time demanding, as it takes exactly 89 ms per frame on both devices. Therefore,

single frame processing without matching to the database takes around 245 ms on SGN3 and

181 ms on LS8-50. The place recognition time depends on the size of the database, and the

obtained results are presented in Fig. 7.14. In these experiments the time needed to match the

processed image to the database was equal to several milliseconds, and it grew linearly with the

number of places stored in the database.

Figure 7.15: Maximum number of processed frames per second for the OpenFABMAP,
depending on the database size, for Samsung Galaxy Note 3 (SGN3) and Lenovo S8-50 (LS8-

50)
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The numbers of frames per second that can be processed in real time for different sizes of the

database are presented in Fig. 7.15. In experiments the databases contained no more than 50

frames, but even for larger databases the maximum number of processed frames per second is

almost the same. Unfortunately, the OpenFABMAP system can only process around 5 frames

per second for SGN3 and LS8-50, which is insufficient for real-life application. Even if the

phone recorded images with the desired framerate, the processing would take 100% of the CPU

processing power, which will have a negative impact on the battery life of the mobile device.

Figure 7.16: Time taken to match a new sequence of images to the pre-recorded database de-
pending on the database size and the length of the comparison window (𝑐𝑙), for the OpenABLE

on Samsung Galaxy Note 3 (SGN3) and Lenovo S8-50 (LS8-50)

Similarly to the OpenFABMAP, the OpenABLE processing time can be divided into the single

image processing and the sequence matching times. The single image processing time for the

OpenABLE is almost negligible, as image resizing takes 0.48 ms per frame and computing the

LDB descriptor takes 0.44 ms per frame. The total time needed to process a single image

is approximately equal to 1 ms. However, the sequence matching is the time-consuming part

and depends on the length of the sequence (𝑐𝑙) and the size of the database. We assume that

the video data should be processed at 10 frames per second to achieve real-time localization.

Therefore, the database sizes from 100 to 4000 images represent camera trajectories recorded

during motion lasting from 10 to 400 seconds. The size of the comparison window (𝑐𝑙) varied from

20 to 80 frames. The results of experiments with several different settings for these parameters

are presented in Fig. 7.16. During these experiments, the testing sequence was equal to 1000

frames.

From the plots in Fig. 7.16 it is evident that the OpenABLE can only be applied in environments

of limited size, as the matching times increase linearly with the growing size of the database and

with the length of the comparison window (𝑐𝑙). The total processing time reaches 832 ms for

SGN3, when 𝑐𝑙 is equal to 80 and the database size contains 4000 images. The time obtained

for LS8-50 for the same parameters is 562 ms. Matching times over 125 ms prevent the system

from operating in real time. The exact number of frames per second that can be processed in

real time on Samsung Galaxy Note 3, depending on the database size, is presented in Fig. 7.17.

The database inside the PUT MC contains 1530 images, and the 𝑐𝑙 was set to 40. For these

settings the sequence matching takes 150 ms for SGN3 and 105 ms for LS8-50. This suggests

that the system on SGN3 can process approximately 7 images per second, which is slightly
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Figure 7.17: Maximum number of processed frames per second for the OpenABLE, depend-
ing on the database size and the comparison window, for Samsung Galaxy Note 3 (SGN3)

less than what we have recorded (8 fps). The PUT MC database is relatively short when

considering real-life applications, and the sequence matching time grows linearly with the number

of images in the database. Therefore, the system either can be applied in small buildings or it

requires additional information from an independent source in order to limit the search area to

a single floor or a part of the building [247]. This might be an important factor when choosing

between the OpenFABMAP and the OpenABLE, as such a limitation was not observed for the

OpenFABMAP.
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Figure 7.18: Dependence of the speed improvement of FastABLE over OpenABLE from the
length of the database and the length of the query sequence on Samsung Galaxy Note 3 with

𝑐𝑙 equal to 20

FastABLE The FastABLE is an improved version of the OpenABLE that was described in

sec. 4.6.2 and in our work [169]. The FastABLE returns exactly the same values as the Open-

ABLE but takes less time to compute these results. The performance of the FastABLE compared
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to the OpenABLE was verified depending on the length of the training sequence and the length

of the recognition sequence. Assuming that the user was moving with a constant speed, the

lengths are proportional to the distances covered by the user. A comparison for the arbitrarily

chosen window length, 𝑐𝑙=20, is presented in Fig. 7.18. As the window length 𝑐𝑙 is usually much

smaller than the length of the recognition sequence in real-life scenarios, the obtained results are

presented for the lengths of the recognition sequences that range from 500 to 2000 frames. The

speed improvement of the FastABLE over the OpenABLE is almost the same for different lengths

of the recognition sequence, and the small differences can be attributed to the non-deterministic

execution time. Therefore, the recognition sequence length of 1000 frames is used for all further

experiments.

Figure 7.19: Time taken to match a new sequence of images to the pre-recorded database,
depending on the database size and the length of the comparison window, for the FastABLE

on Samsung Galaxy Note 3 (SGN3) and Lenovo S8-50L (LS8-50)

With the set recognition sequence length, the FastABLE performance is evaluated by comparing

the processing times for different lengths 𝑐𝑙 and different lengths of the database sequence, with

the results presented in Fig. 7.19. The obtained results prove that the size of the sliding window

𝑐𝑙 has no influence on the processing time of the FastABLE, as expected. Moreover, the obtained

total processing times are much smaller than the times required to process the same data by

the OpenABLE. The maximum processing time taken by the FastABLE for a database of 4000

frames with 𝑐𝑙=80 is below 24 ms, whereas the OpenABLE needed 832 ms to accomplish the

same task. The results showing how many times faster the FastABLE is with respect to the

OpenABLE for several database sizes and 𝑐𝑙 values can be found in [169], but the gains for the

FastABLE are especially evident for longer comparison windows 𝑐𝑙.

The FastABLE system is expected to support personal indoor navigation and has to work on

mobile devices in real time. The obtained results are presented with respect to the percentage of

the CPU usage, assuming that images from the smartphone’s camera are taken at 10 Hz, which

simulates a realistic scenario for localization. The results obtained for SGN3 are presented in

Fig. 7.20.

The FastABLE on SGN3 can easily work in the background for small database sizes, or it can

process huge databases at the cost of high CPU usage. Similar results are obtained for LS8-

50 device [169]. As we consider a mobile device application, we recommend recording short
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Figure 7.20: The usage of a single CPU, depending on the database size and the length
of the comparison window, for the FastABLE on Samsung Galaxy Note 3, when images are

processed at 10 Hz

databases and keeping the CPU usage low, to avoid a negative influence on battery life and

allow for other localization subsystems.

Automatic tuning of the FastABLE parameters The parameters 𝑡𝑟 and 𝑐𝑙 of the FastABLE

algorithm have to be set to minimize the number of false positives. In the work [169] we propose

an automatic process to find the best 𝑡𝑟 value when the parameter 𝑐𝑙 is chosen. The parameter

𝑐𝑙 should be large enough to ensure robustness to self-similarity of the environment. Due to the

crossings inside the building, the video recorded inside the building consists of 𝑝 non-overlapping

sequences. Therefore, 𝑐𝑙 should not exceed the length of the shortest sequence used as a query,

as it would prevent the system from working.

For a given 𝑐𝑙 we match each of the recorded sequences against the remaining 𝑝− 1 sequences to

find the minimum Hamming distance between the corresponding sub-sequences. As none of the

𝑝 parts overlap, no recognitions should be found, and 𝑡𝑟 is computed individually for the 𝑎-th

sequence as:

𝑡𝑎𝑟 = min
𝑖,𝑗,𝑏 ̸=𝑎

hamming(𝑡𝑟𝑎𝑖𝑛𝑎[𝑖, 𝑖 + 𝑐𝑙 − 1], 𝑡𝑟𝑎𝑖𝑛𝑏[𝑗, 𝑗 + 𝑐𝑙 − 1]), (7.2)

where 𝑡𝑎𝑟 is the distance threshold found for 𝑡𝑟𝑎𝑖𝑛𝑎, which is part 𝑎 of the training sequence.

This solution sets different thresholds for different parts of the database, as different areas in the

environment can differ significantly in their appearance.

To verify the feasibility of the automatic tuning for the FastABLE for indoor localization on

mobile devices, we performed experiments on the first floor of the PUT MC building. The pre-

recorded data consisted of 14 sequences recorded on non-overlapping paths in both directions

of motion. The database contained 2127 images, while the query trajectory consisted of 320

images (Fig. 7.21). The FastABLE reported 5625 correct place recognitions, localizing the user

on over a half of the trajectory, only with the camera images. The FastABLE returned 7

incorrect recognitions, informing about localization in another part of the building, which could

be further removed by checking the consistency of localizations. The results were obtained with

automatically set parameters (𝑐𝑙, 𝑡𝑟), and could be further improved by manual tuning for a

specific environment.
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Figure 7.21: Experimental evaluation of the FastABLE in the PUT MC building. 14 pre-
recorded sequences (blue dots) cover corridors in both directions. The query path (rectangles)
consists of mostly correctly recognized locations (green), with some parts not recognized (yel-

low), and a few incorrectly recognized (red)

Conclusions For the visual LC in the case of personal indoor localization, the modified

FABMAP and the modified OpenABLE are tested. The modifications are necessary, as the open-

source OpenFABMAP or OpenABLE implementations do not provide reliable results. From the

experimental evaluation, we conclude that both algorithms can be used for personal indoor vi-

sual LC. The ABLE-M algorithm, directly using sequences of recorded images, proved to work

reliably in the target environments, working correctly when people were moving in front of the

camera or were occluding parts of the query images, and providing continuous localization over

long trajectories.

However, another important aspect of a real-life application on mobile devices is real-time pro-

cessing and the related battery power consumption. In the FAB-MAP, the single image process-

ing is time-consuming, while the database matching is fast. In the ABLE-M, the single image

processing is fast, while the database matching becomes time-consuming for longer database

sequences and longer comparison windows. This means that the ABLE-M is potentially faster

than the FAB-MAP, but the processing time scales poorly with the size of the environment and

the length of user paths.

The proposed FastABLE is an implementation of the modified ABLE-M algorithm, which al-

lows to speed up the computations over 20 times in typical indoor environments and achieves

low power consumption on the mobile device. The FastABLE algorithm allows to significantly

increase the size of the environment that the localization system can handle in real time, or

to increase the energy consumption efficiency for an environment of the same size. The place

recognition efficiency of the FastABLE is the same as for the baseline algorithm, as the speed

improvement is achieved by efficiently re-using the already computed information, rather than

by making approximate computations.
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Depending on the specified task and the environment type, the modified FABMAP or the

FastABLE could be used. However, the appearance-based visual localization does not always

provide satisfactory results. Motion blur and heavy occlusions are the most deteriorating ef-

fects that can negatively impact the localization system performance, even to the point that it

does not provide any useful information, or suggests a completely wrong location. Therefore,

the visual LC is not recommended in crowded environments. Our experimental results suggest

that the self-similarity of the environment is easier to handle by using longer windows in the

FastABLE system. Moreover, the place recognition systems compare the visual similarity of the

observed locations, and therefore they provide only topological localization, but not the metric

information. Hence, these methods are an interesting source of localization cues but should be

combined with other localization solutions, e.g. user input.

7.5 Utilizing user input in indoor localization

The sensors available in mobile devices provide measurements that are essential for localization

purposes, but sometimes the obtained measurements are inaccurate or the sensors provide only a

weak constraint on the user pose, e.g. with the visual LC performed on comparing RGB images.

In these cases, the localization system can utilize user input to support graph-based optimization

with additional measurements. As people localize differently, the user does not provide the same

type of information as the used sensors, and his/her input can be used to increase the amount

of information available for localization.

Figure 7.22: Estimating the distance to doors/elevators on the basis of a view of the scene is
a challenging task for people. The obtained estimates are usually inaccurate but can be used

as an additional source of indoor localization information

In the proposed system, the user input is used to estimate the distance to an object observed

in the scene. Two scenarios of retrieving the information are used. In the first scenario, the

user is asked to provide the metric distance to the object just by observing the scene. This is a

challenging task, as people usually struggle to provide accurate estimates of distance, especially

when objects are located farther away from the user position, like on the images in Fig. 7.22.

In the second scenario, the user is asked to mark on the smartphone’s screen the corners of the

object observed in the center of the scene. In the experiments, doors were chosen, as their size is

mostly normalized and can be approximated with some accuracy. The marked corners and the
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assumed size of the object are used to obtain a second estimate of the distance. Both scenarios

are used and the two estimates are fused to obtain a more accurate distance measurement that

is used as an additional input in the graph-based localization system.

7.5.1 Experimental setup

The first experiment concerned determining how accurately people can estimate distance. The

experiment was conducted inside the PUT MC, where two doors and an elevator were selected

for observations. The objects were observed in 235 images captured from different distances,

with 5 images recorded for each location and each distance. Then nine people who regularly

visit this building were asked to provide distance estimates to the objects on the basis of images

that were randomly selected from the recorded database. Due to time requirements, the users

provided only a single distance estimate for one of the five images recorded in the same location.

Some of the measurements provided by the users were incorrect due to typing mistakes or some

other clear mistakes. Such measurements were removed if the estimate provided by the user was

smaller than 0.5 meters or greater than 50 meters. Verification of the human distance estimation

accuracy was possible due to the ground truth distance, which was measured with the Bosch laser

distance measurer tool. The difference between the user input and the ground truth distance is

the estimation error that was visualized in Fig. 7.23A. The figure presents the error as a function

of the real distance, as people tend to provide less accurate estimates for objects located farther

away.

Figure 7.23: Distance estimation error as a function of the real distance for distance estimates
provided directly by the user (A), and obtained from marking corners with the automatic

system (B)

The same set of images was also used for verification of the automatic distance estimation system,

which estimates the distance on the basis of the four corners of the door and the assumed size

of this door using the solvePnP procedure from the OpenCV. The users were provided with a

mobile application and had to pinpoint four corners of the door for all 235 images used also in

the previous experiment. Ten people took part in the experiment and marked the corners of

the doors in the database. The size of all doors on the images was assumed to be the same,

with width equal to 90 cm and height equal to 200 cm. Similarly to the direct user distance

estimation, the distribution of errors is visualized in Fig. 7.23B. Just from visual comparison of
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the two approaches, marking the door corners provides a more accurate distance estimate than

direct distance input from people.

The users provide the system with two distance estimates, one provided directly and other

computed on the basis of the door corners. Even if one estimate is usually more accurate than

the other, the worse input is still an additional source of distance information. Therefore, an

analysis was performed to determine the distribution of errors of the two systems. On the basis

of results in Fig. 7.23, it was assumed that the distance estimation error grows linearly with the

real distance. The error distribution of the two systems based on the percentage of the provided

distance estimate was presented in Fig. 7.24.

Figure 7.24: Distribution of the percentages of distance errors with the fuzzy sets proposed
to represent the uncertainty for the distance estimates provided directly by the user (A), and

obtained from four door corners marked by the user with the automatic system (B)

The normalized histograms of errors of the direct user distance estimate in Fig. 7.24A suggest that

the distribution cannot be easily modeled as the Gaussian. Users tend to easy underestimate

and overestimate the real distance even up to the 50% of the real distance. As a result, the

distribution of errors is almost uniform when considering the interval where the user provides an

estimate between half or twice the real distance. Therefore, fuzzy sets were proposed to represent

the uncertainty of the direct distance estimate from people. The trapezoid function was proposed

to properly represent the uncertainty of measurement, as it best suits the obtained histogram of

errors while preventing the overfitting. The proposed fuzzy set is marked with red color in 7.24A

and described with an equation of trapezoid function determined by four parameters (𝑡𝑎, 𝑡𝑏, 𝑡𝑐,

𝑡𝑑). Values of the fuzzy set can be found with the function 𝐻(𝑝), where 𝑝 denotes the ratio

between the real distance and the distance provided by the user:

𝐻(𝑝) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

0 𝑝 < 𝑡𝑎

𝑝−𝑡𝑎
𝑡𝑏−𝑡𝑎

𝑝 >= 𝑡𝑎 ∧ 𝑝 < 𝑡𝑏

1 𝑝 >= 𝑡𝑏 ∧ 𝑝 < 𝑡𝑐

𝑡𝑑−𝑝
𝑡𝑑−𝑡𝑐

𝑝 >= 𝑡𝑐 ∧ 𝑝 < 𝑡𝑑

0 otherwise.

(7.3)
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The parameters of the trapezoid function were set to 𝑡𝑎 = 0.4, 𝑡𝑏 = 0.7, 𝑡𝑐 = 1.5, 𝑡𝑑 = 1.9. With

the distance estimate ℎ from the user, it means that the value of the fuzzy set is equal to 0 for

0.4 · ℎ, grows linearly from 0.4 · ℎ to 0.7 · ℎ, is equal to 1 for distances in the interval between

0.7 · ℎ and 1.5 · ℎ, drops linearly from 1.5 · ℎ to 1.9 · ℎ, and is equal to 0 in other cases.

The same analysis was performed with the automatic system utilizing the marked corners. The

fuzzy set in that case was assumed to be a two-sided composite of two different Gaussian curves,

which means that the left part of the fuzzy set curve has different sigma parameter (𝜎𝐿) than

the right part of the fuzzy set curve (𝜎𝑅). For the distance estimate ℎ from the system, the

fuzzy set values are defined with the following function:

𝐴(𝑥) =

⎧⎪⎨⎪⎩𝑒
−(𝑥−ℎ)2

2𝜎2
𝐿 𝑥 < ℎ

𝑒
−(𝑥−ℎ)2

2𝜎2
𝑅 otherwise.

(7.4)

From the experimental data, 𝜎𝐿 was set to 0.1, while 𝜎𝑅 was set to 0.3. The difference in

uncertainty between the two directions stems from the fact that the automatic system usually

underestimates the real distance, as people tend to mark the whole door frame. The fuzzy set

proposed to capture the uncertainty of the semi-automatic system is presented in Fig. 7.24B.

7.5.2 Fuzzy distance estimation

For a single image in the database, two distance estimates are available that have uncertainty

modeled with the fuzzy sets. The goal is to fuse both these two estimates to obtain a single

estimate. Therefore, two fuzzy sets representing the uncertainty of measurement were joined

using the algebraic product. For each point 𝑥 belonging to the domain, the fuzzy set after the

algebraic product computation is equal to:

𝜇𝐴𝐵(𝑥) = 𝜇𝐴(𝑥) · 𝜇𝐵(𝑥), (7.5)

where 𝜇𝐴(𝑥) is the value of the first fuzzy set for 𝑥 and 𝜇𝐵(𝑥) is the value of the second fuzzy

set for 𝑥. In the end, the final distance estimate is obtained with defuzzification performed using

the centroid method, which returns the center of the area of the curve. Two examples of the

obtained fuzzy sets are presented in Fig. 7.25.

In the example presented in Fig. 7.25A, the user provided a distance estimate equal to 5 meters,

while 9.26 meters were obtained from marking the corners of the door in the automatic system.

For both estimates, fuzzy sets were created to represent the uncertainty of the measurements.

As a result of the algebraic product, the fuzzy set marked in green color was found. The fuzzy

set was defuzzified to obtain a joint estimate from the two methods equal to 8.26 meters. This

estimate is close to the real distance measured to 8.24 meters and is better than the estimate

from either of the measurement systems.

For greater distances, as in Fig. 7.25B, the corresponding fuzzy sets for measurements are wider,

as the estimates are assumed to be less accurate. The user provided an estimate of 14 meters,

while 16.43 meters were estimated from the marked corners. The algebraic product operation
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Figure 7.25: Fusion of fuzzy sets for the examples of direct human input (Human) and the
distance from marked corners (Automatic). The usage of fuzzy sets make it possible to obtain
a more accurate estimate in the case of smaller distances (A) and when the user is located

farther away (B)

was applied for both fuzzy sets to obtain the fuzzy set marked in green color. The crisp output

obtained from the fuzzy set with the centroid method is equal to 18.24 meters in this case. The

real value was measured to be equal to 18.56 meters, which means the output of the fuzzy system

is more accurate than either of the initial estimates.

Figure 7.26: Cumulative error plot obtained for all recorded samples with the distance pro-
vided directly by the user (Human), the distance obtained with marked doors with the auto-
matic system (Automatic), the average results from both aforementioned solutions (Average),

and the system using the fuzzy sets to represent the uncertainty (Fuzzy)

The two examples were chosen to illustrate the way the system works. Verification of the per-

formance of the fuzzy system was performed on all combinations of the direct distance estimates

obtained from the users and the distance estimates obtained from the marked corners of the
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doors. The performance of the fuzzy system was compared with the two initial sources of infor-

mation, and with a system that returns its estimates as the average of both approaches utilizing

the user input. To provide convincing results, a cumulated plot of errors was created and is

presented in Fig. 7.26.

For comparison, let us consider the percentage of estimates where the error of distance is below

20% of the real value, and use it as a requirement to verify the performance of the approaches.

From the figure it can be seen that people tend to poorly estimate the distance, as the estimates

satisfy our requirement in approximately 35% of the cases. The automatic system utilizing

marked corners is more accurate, with estimates not exceeding the selected distance threshold

for approximately 75% of the cases. The system that takes the average of both estimates is not

an improvement, as the obtained results are more accurate than the estimates coming from the

direct user input, but are less accurate than the estimates from the automatic system. As this

system works worse than the automatic system, the direct human input could be just ignored to

obtain better estimates than taking the average. But if we properly model the uncertainty with

the fuzzy sets, the obtained fuzzy system outperforms each of the presented systems, with over

80% of estimates having errors smaller than the assumed distance error threshold. This can be

explained by the fact that the direct human distance estimate makes it possible to increase the

accuracy of the final estimate if the automatic system performance is poor. Therefore, despite

the poor accuracy of the direct human input, this information is still valuable and can be used

to improve the distance estimate.

7.5.3 Experiments with graph-based localization

During localization, the user cannot be asked at each step about the distance to an object visible

in the image, as it would irritate the user and might also influence the results obtained from the

stepometer. Therefore, the user is only asked about the distance whenever a successful visual

LC is found. A visual LC based on two 2D images introduces a weak constraint to the graph,

as the user might be located close or far away, and might just observe the same part of a scene.

But this constraint can be made stronger with additional orientation estimation and distance

input.

The orientation estimation is performed with the SURF features detected independently on the

current image and on the image stored in the database. These features are matched on the basis of

descriptors, and the relative orientation is found with the 5-point algorithm by Nister [160] inside

the RANSAC procedure in the OpenGV library [116]. The number of RANSAC iterations is

set from a probabilistic model that assumes 0.99 confidence of finding the proper transformation

with the ratio of inliers to total matches assumed to be equal to 0.2. The result of the processing

is a rotation matrix and a translation vector that is ignored to due to the lack of metric scale.

With the information about orientation of the device, the bearing angle on 2D plane is computed.

The PUT MC building proved to be a challenging environment for orientation estimation, as

mostly not enough features are observed in the images due to corridors with blank walls. TFig-

ure 7.27 presents an example of incorrect match. The change in the angle of observation and the

change in illumination results in a low number of found matches between the images. Compared
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Figure 7.27: The orientation estimation system fails to estimate the relative orientation
difference, as there is not enough good matches between the features detected in the two

images

Figure 7.28: The orientation estimation system correctly estimates the relative orientation
difference, despite a low number of matched features detected in the two images

to the RGB-D transformation estimation requiring three correct matches, the 5-point algorithm

requires sampling five correct matches to find a proper transformation. Therefore, the orien-

tation estimation was only assumed to be correct if at least 30% of matches were considered

correct for resulting transformation, and if the transformation was feasible. The transformation

was assumed to be feasible if each of the three Euler angles was less than 50 degrees. One of the

orientation estimations successful despite mentioned challenges is presented in Fig. 7.28.

If the orientation estimation is successful, the user is asked to provide a distance estimate and

to mark the corners of the door. Otherwise, the visual LC imposes only a weak constraint on

the user position, which increases the error if the user pose is farther away than 15 meters and

the difference in the observation angle is greater than 60 degrees. With the distance estimate,

the constraint is strong, as the exact location of the user can be determined. An experiment on

the PUT MC Short sequence with the visual LC is presented in Fig. 7.29.

The usage of the LC makes it possible to correct the user trajectory estimates similarly to the wall

constraints. The weak LC constraints do not contribute much to the optimization, as the user

is located close to these recognitions and the error of the edges is equal to zero. These edges are

crucial when the user estimate is more inaccurate, thus proving that the qualitative information
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Figure 7.29: Comparison between trajectories recorded without and with the LC. The weak
LC stands for the visual LC with failed distance and orientation estimation, while the strong

LC utilizes these estimates

is more important for systems that obtain poor metric accuracy. The strong LC constraints are

the most important, as these edges correct the user trajectory and make it possible to obtain

a more accurate trajectory estimate. Compared to the system without the LC, the obtained

trajectory is more accurate, with the RMSE equal to 2.88 meters and the mean error of 1.13

meters. The system without the LC reported a trajectory with the RMSE of 3.01 meters and

the mean error of 1.32 meters, which means that the LC could be used to increase the robustness

and accuracy of a personal indoor localization system.

7.5.4 Conclusions

The visual loop closure for personal indoor localization provides only a poor constraint on the user

pose, as the matched images provide no information about the metric distance. In these cases,

the input from the user can be used to get a distance estimate. The direct distance estimation

from the user is usually not accurate. But users can also mark four corners of the door and the

distance can be estimated with an automatic system that is based on the assumed size of doors.

Both of these distance estimates are fused using fuzzy sets that represent the uncertainty of the

measurements. The final distance estimate, obtained with defuzzification, is more accurate than

either of the estimates from the two input systems and can be used when a visual loop closure

is detected. The orientation estimation and the distance estimate are crucial to change weak

LC constraints into strong LC constraints that have a greater impact on the optimization. This

additional information in graph-based optimization allows to increase the accuracy of the system

and proves that the user input is a valuable source of additional information.

7.6 Analysis of the hypergraph consistency

The graph-based optimization makes it possible to obtain the agent pose estimates on the basis of

edges added to the graph. Therefore, the performance of the localization depends on the number

and the accuracy of the measurements from the sensors. Some of these measurements might be

outliers due to perceptual aliasing or incorrect data association. The goal of the hypergraph
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consistency analysis is to detect these edges and reduce the negative influence that they have on

the final localization accuracy. The graphs created by the VO, the pose-based SLAM and the

feature-based SLAM have different density of edges. The graphs optimized in all of the cases

are sparse and therefore the typical graph density measure used in the graph theory is not well

suited in the considered case.

We propose to measure the density of the optimized graph as:

𝜌 =
|ℰ|
|𝒱|

, (7.6)

where ℰ is the set of hyperedges while 𝒱 is the set of the vertices representing agent’s poses

in the current graph-based optimization. In this formulation, the graph density is independent

of the number of other vertices, e.g. those used to represent the feature positions. The graph

density 𝜌 for the VO system with LC varies between 1 and 4, the pose-based SLAM obtains

graph density 𝜌 between 2.5 and 7, while the graph in the feature-based PUT SLAM has a

density 𝜌 between 10 and 200. Therefore, the graphs obtained for the VO and pose-based SLAM

system are more susceptible to individual incorrect measurements, and qualitative information

is essential in those cases to make it possible to detect incorrect edges. The feature-based PUT

SLAM obtains satisfactory results despite several incorrect edges due to the abundance of the

quantitative measurements in the graph. The graph in personal indoor localization is similar to

the pose-based SLAM as it is susceptible to incorrect edges due to the low density of the graph.

The possibility to perform hypergraph consistency analysis was verified in the cases of robotic

and personal indoor localization in the following subsections.

7.6.1 Analysis of the hypergraph consistency in robotic indoor local-

ization

The first experiments concerned using the Huber robust cost function to modify the original error

of the edges in the VO and the pose-based SLAM systems, that were also utilizing the qualitative

information from the LC. The robust cost function does not modify the original square error

below a value 𝛿 but modifies the error to grow linearly when the error exceeds threshold 𝛿 (cf.

section 4.8). As a result, the Huber cost function decreases the large errors compared to the

original square error and reduces the influence of the potential outliers on the final result of the

optimization when compared to the original cost function. Table 7.5 presents the best results

obtained with the VO and the pose-based SLAM systems without and with the application of

the Huber cost function.

The obtained results show that the application of the Huber robust cost function reduces the

obtained ATEs on the most of the analyzed sequences. When considering ICL-NUIM of/kt0,

the accuracy of the obtained trajectory is increased for the selected values of the 𝛿 parameters. In

the case of TUM RGB-D sequences, the tracking VO with the LC obtains similar or larger errors

when the Huber cost function is applied. This might be caused by the low density of the graph as

well as the fact that the graph might already contain correct edges. In the case of the tracking

VO, the graph might also lack the additional edges that could correct the accumulated error
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Table 7.5: Comparison between the tracking-based VO and the matching pose-based SLAM
with visual LCs with and without the Huber robust cost function. The lower ATE results

between the versions with and without the Huber robust cost function are bolded

Tracking VO + LC Matching pose-based
SLAM + LC

- 𝛿 = 0.001 𝛿 = 0.0001 - 𝛿 = 0.001 𝛿 = 0.0001
ATE ATE ATE ATE ATE ATE

RGB-D sequence [m] [m] [m] [m] [m] [m]
ICL-NUIM of/kt0 0.013 0.012 0.012 0.034 0.032 0.028
TUM RGB-D fr1_room 0.133 0.136 0.135 0.185 0.179 0.200
TUM RGB-D fr1_desk 0.05 0.049 0.078 0.079 0.068 0.059
TUM RGB-D fr3_office 0.088 0.096 0.096 0.095 0.084 0.074

when the robust cost function for incorrect edges is activated. When considering the matching

pose-based SLAM, the obtained ATE values are lower when the Huber robust cost function is

used. In the case of pose-based matching SLAM system, the graph is more dense than in the

case of the tracking VO, therefore the graph contains other edges that correct the obtained

trajectory when the robust cost function is used for selected edges. To conclude, the robust

cost function is an important tool that can be used to reduce the influence of edges that might

not be correct, but the procedure requires additional edges that should correct the trajectory

when robust cost function for some edges is activated. Therefore, it is beneficial to utilize Huber

robust cost function when the density of the graph is similar or greater than the density of the

graphs created for the matching pose-based SLAM.

The reported results for the sequences are the best trajectories obtained with the systems and the

graphs do not contain the clear outliers edges that might negatively impact the final optimization

result. Therefore, the algorithm, which analyzes the 𝜒2 values and removes incorrect edges,

does not change the final estimates in these cases. In order to verify the effectiveness of the

hypergraph consistency analysis, the graphs obtained by the systems were augmented with five

incorrect measurements simulating wrong matches. In section 4.8, two algorithms were proposed

that analyze the global and local value of 𝜒2. Both approaches resulted in the same performance

in the experiments presented below.

The proposed algorithms analyze the 𝜒2 values in the optimized graph and remove edges if the

𝜒2 value exceeds the preset threshold. In the VO and the pose-based SLAM systems, each edge

has six degrees of freedom. The threshold was set on the basis of 0.95 confidence interval and

was equal to 12.592 on the basis of the 𝜒2 distribution. The 𝜒2 distribution can be used in

this case only if the proper information matrices are set. Due to the lack of proper sources of

uncertainty for the pose-to-pose measurements, the information matrices were assumed to be

equal to Ωp2p = 𝑘p2pI6×6 with 𝑘p2p equal to 0.3. The value of 𝑘p2p was based on the reported

resolution of the depth measurements from the Kinect sensor [178]. The original ATE values,

the ATE values obtained with the graph with five incorrect edges and the final result after 𝜒2

analysis of the graph with incorrect edges are presented in Table 7.6.

The addition of the five incorrect edges increases the ATE in all of the analyzed sequences. The

error does not increase by the same amount in each case, as it depends on the number of correct
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Table 7.6: Comparison between the tracking-based VO and the matching pose-based SLAM
with visual LCs and simulated wrong edges (WE) with and without hypergraph consistency

analysis (HCA)

Tracking VO + LC Matching pose-based
SLAM + LC

- WE WE + HCA - WE WE + HCA
ATE ATE ATE ATE ATE ATE

RGB-D sequence [m] [m] [m] [m] [m] [m]
ICL-NUIM of/kt0 0.013 0.082 0.013 0.034 0.127 0.034
TUM RGB-D fr1_room 0.133 0.931 0.172 0.185 0.262 0.189
TUM RGB-D fr1_desk 0.05 0.451 0.061 0.079 0.157 0.079
TUM RGB-D fr3_office 0.088 0.144 0.086 0.095 0.12 0.094

edges in the vicinity of the incorrect measurement. The performed graph analysis based on the

global and local 𝜒2 provides the same results making it possible to remove the incorrect edges. In

some cases, the ATE values obtained after the graph analysis are even smaller than the originally

obtained errors, as the optimization probably converged to a different local minimum. In the

case of TUM RGB-D fr1_room and tracking VO system, the hypergraph consistency analysis

algorithm removed all of the simulated incorrect edges and some edges from the original graph,

which were considered outliers, resulting in a greater ATE value. The trajectories obtained

with and without hypergraph consistency analysis on the TUM RGB-D fr1_desk sequence are

presented in Fig 7.30. Detecting and removing incorrect edges in that case makes it possible to

obtain the ATE value that is equal to the graph without incorrect edges.

Figure 7.30: Trajectories obtained with the matching pose-based PUT SLAM on the TUM
RGB-D fr1_desk sequence with additional five incorrect edges without (A) and with (B)

hypergraph consistency analysis based on 𝜒2

The experiments with the feature-based PUT SLAM revealed that graphs obtained in the ex-

periments already contain only the correct edges and this is the reason why the obtained ATE

values are already small compared to the VO and the pose-based SLAM systems. Similarly to

the VO and the pose-based SLAM, it is possible to introduce simulated wrong edges and remove

them in the hypergraph consistency analysis process, but it is even easier to detect wrong edges

when the graph is more dense. Therefore, the experiments for the feature-based PUT SLAM

are not shown, yet all of the above analysis could be also applied for the feature-based SLAM

system.
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7.6.2 Analysis of the hypergraph consistency in personal indoor local-

ization

The graph created in personal indoor localization is more sparse when compared to robotic indoor

localization as the graph density varies between 1 and 1.15 depending on the environment. In

personal indoor localization, most of the edges in the graph are created on the basis of PDR

measurements, which join consecutive user poses. The graph edges from the PDR system are

necessary to obtain a continuous estimate of the user trajectory and these edges cannot be

removed from the graph. Therefore, the edges from the graph are divided into the subsets of

trusted and untrusted edges, as in [30]. The edges representing the wall constrains can be also

included in the group of trusted edges, which cannot be removed, as it is assumed that the user

correctly marked the positions of the walls.

The remaining types of graph edges in personal localization that are considered untrusted include

measurements from WiFi matching, landmark detection, HAR, and the visual LC. The incorrect

edges in the graph might be divided into the inaccurate edges (inaccurate measurements), e.g.

small pixel errors in the case of landmark detection, or edges with large errors stemming from

some errors in processing (wrong measurements), e.g. incorrect WiFi localization in the case of

a low number of WiFi networks. The graph created in personal indoor localization is sparse,

therefore the hypergraph consistency analysis should not remove edges when the system is not

certain that these measurements are wrong and the robust cost function could be applied. The

experiment presented in the dissertation focuses mostly on detecting and removing wrong edges,

which is feasible in the hypergraph consistency analysis due to the qualitative measurements.

Figure 7.31: Comparison of the user trajectories obtained without hypergraph consistency
analysis marked in blue and after the hypergraph consistency analysis (GA) in green. The

erased WiFi measurement is marked with an arrow

The experiment to verify the possibility to remove the incorrect edges was conducted using the

PUT MC Long sequence, which was already presented in the previous experiments concerning

the system utilizing the WiFi and the PDR subsystems. As the analysis is easier with more

information, all sources of quantitative and qualitative information were used at the same time
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with edges added to the graph. Once the graph was optimized, the 𝜒2 analysis was performed

to determine if and which edges should be removed to obtain a more accurate estimate of the

real motion. The trajectories obtained prior and after the 𝜒2 analysis are presented in Fig. 7.31.

The difference between the two trajectories is visible in the bottom left corner of the floor. The

original trajectory obtained on the basis of all of the sources of information contains a single

incorrect WiFi match that estimates user position to be several meters away from the real user

location. On the basis of qualitative information from the visual LC, it is possible to determine

that the errors of edges in the graph exceed the preset threshold on the 𝜒2 values. As the PDR

edges cannot be removed, the algorithm has to determine whether the WiFi or the visual LC

measurement is correct. On the basis of the 𝜒2, the WiFi edge is determined to be less consistent

with the remaining edges in the graph and is removed. The graph is optimized once again to

obtain the green trajectory that is more accurate than the previous blue trajectory.

7.6.3 Conclusions

The hypergraph consistency analysis makes it possible to detect outliers and take actions to

reduce the influence of the outliers on the final estimate of the optimization. In the case of

robotic localization, the Huber robust cost function can be used to modify the error function

of edges that are possibly outliers or the edges can be completely removed if we are certain

that these edges are incorrect. When considering personal indoor localization, the hypergraph

consistency analysis is harder as the density of the optimized graph is low and the PDR edges

cannot be removed. Despite difficulties, the additional qualitative information can be used to

detect incorrect measurements that might be removed to obtain a more accurate final estimate.

In either of the applications, the hypergraph consistency analysis has to be done carefully as

removing edges changes the optimization problem and leads to different solutions that might not

always be more accurate than the original solutions. Nevertheless, the graph analysis procedures

are an important advantage of the graph-based optimization approach over the filtration-based

approaches. The filtration-based approaches cannot remove erroneous information once it has

been processed by the filtration algorithm while the graph-based solution makes it possible

to perform hypergraph consistency analysis. The performed experiments also prove that the

qualitative information might be used to correct quantitative measurements.





Chapter 8

Conclusions

8.1 Summary

The dissertation deals with graph-based representation of information used by robotic systems to

localize themselves. This idea may be applied to either an autonomous mobile robot or a mobile

device (smartphone, tablet) used by a person. In each case the gathered information has to be

efficiently transformed into constraints that bind the pose of the agent (either a robot or a human

being) and make it possible to compute an estimate of this pose that will provide an explanation

for all these constraints. Although the dissertation leverages a common representation of all the

constraints as edges in a factor graph, demonstrating that this representation can accommodate

various types of localization cues, the technical details are quite different for the mobile robot

localization system and the personal localization solution. The mobile robot is equipped with

an RGB-D sensor, such as the Kinect, and operates without a prior map of the environment.

Therefore, the robot localization system can be considered as a SLAM solution. In the case of

personal indoor localization, the sensors available in the mobile device are used to support the

localization that requires some map to properly pinpoint the user location.

The graph-based approach to the SLAM using non-linear optimization is the state of the art in

robotics [28]. The dissertation presents the development of a complete robotic SLAM, following

the bottom-up approach. The basic building blocks are implemented and tested, such as different

approaches to the VO, then the VO is leveraged to a simple pose-based SLAM system employing

graph-based optimization for poses. Finally, a map-based SLAM (referred to as feature-based

SLAM due to the importance of features) is developed. The feature-based SLAM employs

different constraints (pose-to-feature) and imposes a more complicated structure of the factor

graph, but mostly reuses the software blocks that matured in experiments with the simpler

solutions.

Within this iterative process of development and experimental verification, the VO system based

on tracking the FAST features or matching the ORB features was recommended. The exper-

iments confirm that the tracking-based VO is more suited in the cases of rapid turns, while

matching provides superior results in the case of slow motion. Comparison between the Kinect

187
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sensors proves that the Kinect v2 provides more accurate depth estimates, resulting in a greater

accuracy of the VO localization system, but has higher processing requirements that cannot

be meet in real time on a mobile robot. The presented pose-based SLAM system extends the

VO system by additional measurements between non-consecutive poses. The pose-based SLAM

requires additional processing, but the feature locations and descriptions can be reused and the

system is still capable of processing in real time. The feature-based PUT SLAM, which stores

a global map of features, obtains the most accurate results among the verified approaches to

SLAM. Compared to the pose-based SLAM, the map-based SLAM solves for the robot poses

and feature locations at the same time.

The personal indoor localization is based on sensors available in a mobile device, with a final

fusion stage performed using graph-based optimization. Inertial sensors available in mobile de-

vices make it possible to estimate the orientation of the device, and the performed experiments

proved that the Complementary Filter and the AEKF are viable algorithms for this task. In the

performed experiments, the AEKF processing was faster than the CF due to implementation

details, and provided the most accurate estimate which was superior to the CF and to the orien-

tation provided by the Android OS. The inertial sensors can also be used to form a stepometer

that is accomplished with the FFT analysis in a window of samples. The stepometer can esti-

mate the distance with reported accuracy up to 5% of the trajectory length, assuming that the

step length is known. The stepometer and orientation estimation are combined to create a PDR

system that provides pose estimates but drifts over time due to accumulated errors. Another

sensor available in all mobile devices is the WiFi adapter which can be used to capture the

available WiFi networks. The captured WiFi scan can be compared to the scans recorded in the

map of scans.

The PDR information and the WiFi localization was combined with graph-based representation

to form a complete indoor localization system. In the case of sparse WiFi matchings, the con-

straint in the graph is modeled with a deadzone without the error, as it is only known that two

scans were taken in vicinity of each other. When a dense WiFi map is available, the WKNN

algorithm provides an exact location estimate that can be introduced into graph-based optimiza-

tion. The experiments conducted in the PUT MC building prove that graph-based optimization

joins the advantages of both approaches with the fast localization estimate from the PDR and

the global accuracy of the WiFi localization.

Personal indoor localization using graph-based optimization with PDR and WiFi measurements

can also be augmented with measurements related to the landmarks placed in the environment.

In the experiments, the QR codes were used due to their popularity and feasibility to encode

information in the code itself. The QR codes were correctly detected with the user observing the

codes straight ahead at the landmark, and the density of information influences the possibility

to detect a QR code from a greater distance. The experiments with graph-based localization

proved that the landmark observations can also be introduced into the graph-based localization

system.

The quantitative information is important, as it provides most of the constraints responsible

for binding the agent’s pose within the graph, but the qualitative information also can support

the localization. The experimental results in the dissertation demonstrate that such information
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can be included in graph-based representation of optimization. The qualitative information

is especially important when the quantitative information is not available or when the metric

measurements are inaccurate or just wrong.

One way of extracting qualitative information comes from the analysis of the agent’s state. In the

dissertation, an exemplary system to determine a floor change within a building was proposed.

The system is capable of differentiating whether the user is using stairs or an elevator. The

experimental evaluation performed in the PUT MC building proves that the system can be used

for multi-floor indoor localization.

The qualitative information can also be extracted from the map of the environment. Most

commonly, the locations of walls can be used to forbid the user estimate to cross these walls.

The experiments with wall constraints prove that these edges prevent the user estimate from

crossing a wall in most cases but might fail if other measurements suggest that such a motion

really occurred.

However, the most important qualitative information comes from analyzing the scene observed

by the cameras mounted on robots or in mobile devices. In the case of robotic localization, the

visual loop closure provides measurements which allow reducing the drift that accumulated over

time. The LC measurements are crucial when the SLAM system is inaccurate while returning to

the same location. When the system provides accurate estimates, as in the case of the feature-

based PUT SLAM, the LC measurements do not increase the accuracy of the system in the case

of relatively short sequences presented in the dissertation.

In the case of personal indoor localization, the modified OpenFABMAP and the modified Open-

ABLE were evaluated. Both algorithms worked well, with the OpenABLE providing reliable

estimates even when people were occluding the view. However, the battery consumption and

real-time processing capabilities are also important. As a result, the FastABLE is proposed,

which speeds up the computations over 20 times in typical indoor environments, when compared

to the OpenABLE, and achieves exactly the same results. The FastABLE algorithm is capable

of working in larger environments in real time. The speed improvement of the FastABLE is

achieved by reusing efficiently the already computed information, rather than by making ap-

proximate computations.

The visual loop closure for personal indoor localization provides only a poor constraint on the user

pose, as it only informs that two images represent the same scene. The orientation estimation

with the 5-point algorithm and the user input can be used to increase the strength of the

measurement introduced into graph-based optimization. The orientation estimate is based on

the detected SURF features, and the orientation estimation process is performed inside the

RANSAC procedure. With a successful orientation estimate, the user is asked to provide the

distance estimate to the door located in the center of the image, and to mark the fours corners

of the door. The distance estimate from the user and the distance estimated with locations of

the corners and an assumed size of the door are an input to a fusion system. The uncertainty

of the inputs is represented with fuzzy sets, which are joined, and the defuzzification procedure

provides a fused estimate of the real distance. The orientation estimation and the distance

estimate are crucial to change weak LC constraints, which only mean that the user is in vicinity
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of that place, into strong LC constraints, which determine the exact location and orientation

and have a greater impact on the optimization.

Including quantitative and qualitative information in the graph-based optimization makes it

possible to perform hypergraph consistency analysis in order to detect, lower, or remove the

influence of the outliers on the final estimate from the graph-based optimization. The Huber

robust cost function can be used to modify the error function of the edges that are suspected

to be outliers, while not removing the influence these edges have on the graph-based optimiza-

tion, as presented in the experiments concerning robotic localization. The outliers can be also

detected and removed if the 𝜒2 values of the edges exceed the preset threshold, as confirmed

in the experiments with simulated wrong edges in robotic localization and in the experiment

concerning personal indoor localization. In both cases, the qualitative measurements provide

crucial information that can be used to verify the consistency of the graph.

8.2 Conclusions and thesis contribution

The concepts presented in the dissertation and their experimental verification make several con-

tributions to the current state of the art in robotics. The main contributions may be summarized

as:

Feature-based SLAM system for robot localization The experiments performed for

robotic localization with an RGB-D sensor suggest that including more information in graph-

based optimization makes it possible to obtain a system of greater accuracy. The pose-based

SLAM utilizing matching outperforms simpler frame-to-frame estimations with the VO, while

being inferior to the feature-based SLAM system. Therefore, the robotic SLAM system that

simultaneously estimates the robot poses and feature positions achieves the best accuracy and

still can perform in real time on a robot equipped with a typical PC computer.

Personal indoor localization system with graph-based optimization Due to similar-

ities between the localization of robots and people, graph-based optimization can be used on

mobile devices to provide an accurate location estimate based on the PDR, WiFi measurements,

and opportunistic detection of landmarks, e.g. QR codes. The PDR system, combining the

stepometer and orientation estimation, can be created with inertial sensors available in mod-

ern mobile devices. The PDR system provides an initial guess of motion, similarly to robot

odometry, that is corrected with WiFi measurements. Compared to filtering approaches, graph-

based optimization makes it possible to correct also previous poses, as measurements are not

marginalized.

Methods to detect and include qualitative information in graph-based optimization

The qualitative information about the agent’s location can be extracted from the available sen-

sors. The HAR concept is used to detect a floor change, the available map of the environment is

used to introduce wall constraints, places are recognized on the basis of their appearance in the
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loop closure, and the user can provide a distance estimate that may be valuable for localization.

The information listed above can be introduced into graph-based optimization to obtain a more

accurate and more robust localization estimate.

When considering the hypotheses proposed at the beginning of the dissertation, it is possible to

conclude that:

1. The experiments presented in subsection 5.6, and particularly in Table 5.11, show that

the joint graph-based optimization of sensor poses and feature positions in the feature-

based SLAM system allows to obtain a more accurate agent’s pose estimate than in the

pose-based SLAM system running in the same conditions.

2. Chapter 6, and figures 6.31, 6.24, 6.23 in particular, demonstrate that the sensors avail-

able in modern mobile devices provide information that can be used to create a personal

indoor localization system without any modifications to the existing infrastructure of the

environment.

3. The graph-based representation of the SLAM problem allows creating a universal localiza-

tion system regardless of the sources of information or the area of application (robotics or

personal localization), as demonstrated by the results presented in chapters 5 and 6.

4. Augmenting the factor graph representation of the SLAM problem by quantitative in-

formation expressed as constraints between nodes allows the optimization-based SLAM

procedure to fuse information of different nature, and thus it improves the efficiency and

reliability of the SLAM system, which is shown in chapter 7, with trajectories visualized

in figures 7.3, 7.5, and 7.29.

5. Section 7.6 proves that the employment of additional qualitative information in graph-

based SLAM systems makes it possible to detect wrong or inaccurate measurements on

the basis of the information gathered about the map and the current system estimate

With these conclusions drawn from the presented experimental results, it is possible to go back

to the supportive theses stated at the beginning of the dissertation:

∙ The thesis “Including individual features in the environment map enables the graph-based

SLAM to exploit a large number of constraints related to individual features, and results

in more accurate estimates of the agent’s trajectory, compared to the SLAM approaches

that marginalize out individual measurements” is directly supported by conclusion no. 1.

∙ The thesis “The graph-based representation of the SLAM problem allows creating a uni-

versal localization system regardless of the sources of information or the area of application

(robotics or personal localization)” is proven in the light of conclusions no. 2 and 3.

∙ The thesis “Employment of additional qualitative information in the graph-based SLAM

systems allows to detect wrong or inaccurate constraints by employing the information in

the current map and the agent’s pose estimate” is supported by conclusions no. 4 and 5.

The supportive theses are proven experimentally, therefore it is possible to affirm the veracity of

the main thesis of the dissertation.
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8.3 Future work

The dissertation utilizes graph-based optimization for localization of robots and people, utilizing

both quantitative and qualitative measurements to provide an accurate localization estimate.

But the system could still be improved to obtain more accurate and more robust estimation.

The robotic localization presented in the dissertation is based on the RGB-D sensors. The

RGB-D sensors are limited when it comes to real-life application, due to the limited distance

of depth measurements and the problems with working outdoors, where the sunlight negatively

influences the depth estimation. Therefore, monocular-based or stereo-based systems are suited

for more applications than the RGB-D sensors. Currently, two processing approaches achieve

comparable results with the photometric error approach, represented by the DSO system [61], and

the reprojection error approach, as in the ORB-SLAM2 [156]. The most recent results suggest

that the photometric error approaches could even outperform the feature-based solutions when

it comes to the obtained accuracy [243]. Nevertheless, these two vision-based SLAMs share some

processing steps, but differ when it comes to the strengths and weaknesses. The feature-based

approaches that utilize reprojection error work well even with a small framerate or in the cases of

fast motion, but suffer when the environment does not contain enough salient features. Systems

based on photometric error can provide superior accuracy if framerate is high and a camera

with a global shutter is used, but fail to properly estimate motion in the case of a large distance

between images. The future work could focus on merging these approaches to obtain a system

that works well when the camera is moving fast, while still achieving the superior accuracy in

the case of slower motion.

The graph-based optimization utilized in the dissertation is based on introduced measurements

and their information matrices which represent the uncertainty of these measurements. In the

dissertation, the information matrices are usually set experimentally. Superior results could be

obtained if the information matrices were directly computed from the estimated uncertainties of

the sensors. In one of our works [19], the said uncertainty estimation of the pose-to-feature edges

is performed for the feature-based SLAM based on the uncertainty of the Kinect sensors. The

obtained results suggest that proper uncertainty modeling can increase the accuracy. The future

work could focus on determining the uncertainty of subsystems to properly set the information

matrices. As a result, the uncertainty of the agent’s poses after optimization could be also

utilized in the localization process.

The indoor localization systems that are based on mobile devices are already a well-researched

topic, and a typical processing pipeline is somehow established, with multiple solutions based on

the PDR, WiFi/Bluetooth adapters, and particle filtering [180]. Most of the solutions focus on

localizing a single user in the environment, while personal indoor localization is usually performed

for multiple users traversing buildings using different routes at the same time. An interesting

research direction is to utilize the information coming from multiple users to correct and update

the existing map of the environment during localization, creating a true SLAM system. In that

case the graph-based approach is superior to filtering approaches, as it makes it possible to form

a single complex graph of measurements from different users to determine their location on the
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basis of more measurements. The possibility to utilize graph-based optimization with crowd-

sourced data is already being researched, e.g. to capture a better WiFi map, as in [254], but still

a lot could be done to increase the accuracy of the map, update it in real time, or just reduce

the time necessary to set up the system.
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