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Social scientists increasingly recognize the role that social groups and group membership

play in political and economic outcomes. Ethnic and religious divisions shape politics

in many parts of the world; those same divisions, it is claimed, reduce economic coop-

eration, public goods provision and economic growth (Hjort 2014; Habyarimana et al.

2007; Easterly and Levine 1997). Beyond their implications for economic outcomes, a

vast literature relates civil conflict to varying aspects of ethnicity and ethnic diversity:

ethnic polarization (Montalvo and Reynal-Querol 2010; Østby 2008), horizontal inequal-

ities between ethnic groups (Østby 2008; Cederman, Weidmann and Gleditsch 2011), the

exclusion of ethnic groups from power (Wimmer, Cederman and Min 2009; Cederman,

Wimmer and Min 2010) and so on.

To make sense of intergroup relations, scholars increasingly focus on specific group

identities—those which are salient to individuals. Individual behavior is shaped most by

salient group identities, and relations between groups that are salient are most likely to

affect outcomes such as conflict and economic cooperation. To put it simply, individuals

are members of a vast array of groups, based on hair, skin or eye color, political or

religious persuasion, preferred Impressionist painter, favorite Muppets character, and so

on. According to the minimal groups paradigm, the fact, itself, of membership in a

group is sufficient to imbue a group with meaning. But, in actual practice, membership

in most of these groups holds no particular importance to individuals—their economic

and political preferences are not shaped by their admiration of Cézanne, nor would they

consider favoring co-members of the pro-Swedish Chef camp over those who prefer Fozzie

Bear.

In contrast, ethnic, racial, religious and national ties hold great meaning to many in-

dividuals. These are groups for which individuals are often willing to make personal

sacrifices; shared membership in these groups can be the basis of mutual trust and coop-

eration. Members of these salient groups express high levels of “group identification,” and

prefer or favor members of their own group over those of out-groups. To clarify termi-

nology used throughout this paper, I consider in-group favoritism or in-group preference
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as empirical confirmation of identity salience or strong group identification.

Despite scholarly interest, relatively little research has addressed or measured identity

salience directly. Many empirical studies built around the concept take the existence

of salient identities as given. That is, theories of ethnic politics often assume ethnicity

is salient, and then show how political outcomes were shaped by ethnic preferences, in-

terethnic conflict or other downstream consequences of salient ethnic divisions. Measuring

identity salience itself is inherently difficult and so is often ignored.

In this paper, I address the measurement of group identity salience both theoretically

and empirically. In terms of theory, I develop a stylized model of individual preferences,

which clarifies the key goals and challenges involved in measurement. The most prominent

conventional approach—using the Dictator Game with randomized group membership

of the second player and comparing sharing behavior across games with in-group and

out-group partners—provides unbiased estimates of in-group preference in expectation

(Fershtman and Gneezy 2001). However, as I show in the next section, the game also

introduces extraneous variation in player behavior, which reduces the statistical power of

measures based on the Dictator Game.

I describe a variant of the Dictator Game that I label the Modified Dictator Game

(MDG). In this variant, respondents are faced with an allocative choice between two

individuals, but stand to gain nothing, personally, from their choice. By compelling

individuals to make a choice between an in-group and out-group player, I am able to

eliminate the additional noise that egoism or self-regarding preferences produce in the

Dictator Game. Like the Dictator Game, the MDG produces unbiased estimates only

in expectation; however, as I show using a monte carlo simulation, the MDG estimates

in-group preference with much greater statistical power. Gains in power translate into

smaller requisite sample sizes and stronger statistical evidence in studies of in-group

favoritism. Most importantly, increased power reduces the likelihood of accepting a false

null hypothesis.

Finally, I apply the MDG to a case in which in-group preference—or the lack thereof—
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has garnered recent scholarly attention. In a surprising study of coethnic preference

in Kenya, Berge et al. (2016) find no evidence of coethnic favoritism in results drawn

from the Dictator Game and a series of other laboratory experiments. As the authors

note, their results were surprising, given the frequency with which ethnicity is used as an

explanation in studies of Kenyan politics and society (see, e.g., Kramon and Posner 2016;

Bratton and Kimenyi 2008; Briggs 2014; Jablonski 2014) and the prominence of Kenya’s

recent post-election violence.

I utilize both the Dictator Game and the MDG to study in-group or coethnic pref-

erence in a large sample of Kenyan respondents. In both games, I find strong evidence

that Kenyans favor members of their own ethnic group in the distribution of resources.

Consistent with the simple utility framework and monte carlo simulations that I use,

the statistical precision of my results varies across games: estimates from the MDG are

much easier to distinguish from the null hypothesis of no coethnic favoritism, despite

nearly identical sample sizes and respondents being drawn from the same population.1

I go further and report results from a meta-analysis of MDG studies implemented in

ten locations across Kenya, moving beyond the single-location studies employed by Hjort

(2014), Berge et al. (2016) and the first study reported in this paper. While far from a

nationally-representative sample, to my knowledge this meta-analysis is the largest and

broadest sample of Kenyans to ever play a behavioral game for the purposes of studying

coethnic favoritism. The results across all tests are surprisingly consistent, confirming

that, on average, Kenyans favor members of their own ethnic groups.

In the section that follows, I present a stylized model of individual utility and demon-

strate its relationship to two measures of in-group preference: the Dictator Game and

the Modified Dictator Game. I demonstrate theoretically the trade-offs between the two

estimators of coethnic preference. Next, I perform power analysis under a wide range of

plausible scenarios to illustrate the improvements in statistical power derived from use

1Following recruitment, respondents were randomized into either the DG or MDG measurement, to
ensure that differences in sample selection procedures do not account for differences in findings across
the two tests.
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of the Modified Dictator Game. In the empirical sections that follow, I provide a brief

overview of ethnicity in Kenya and the extensive literature on the topic, describe the re-

search designs that I use to improve upon extant studies and report empirical results. The

final section concludes by describing possible applications of the MDG in other regional

and substantive contexts, and highlighting open questions regarding the measurement of

in-group preference.

In-Group Preference: Theory and Measurement

As a research problem, estimating the extent of in-group preference in a sample of in-

dividuals is not a straightforward one. Researchers interested in this area must balance

two potentially contradictory goals: maximize measurement sensitivity while minimizing

bias that might arise from a variety of sources. A measure of in-group preference that

maximized sensitivity would ask individuals to split a sum of money between an in-group

and an out-group player without providing any additional details about the players or

their intended use of the money. The most extreme case would not even personify the

two players, simply labelling them, for instance, “white” and “black” or “Kikuyu” and

“Luo.” In the absence of any information beyond the group membership of the two play-

ers, any empirical bias shown toward in-group members must be a response to their group

membership, the result of underlying in-group preference. Unfortunately, such a measure

trades realism for sensitivity, and invites social desirability bias or concerns regarding fair-

ness to creep in. If the only available justification for biased allocation is the respective

group membership of players, individuals who allocate money in a biased fashion expose

themselves as group partisans. In most contexts, such bias would be socially-stigmatized,

prompting respondents to scrupulously avoid bias.2

Our goal is to maximize measure sensitivity while simultaneously eliciting truthful

responses. To elicit truthful responses, individuals should not believe that the purpose of

2No less problematic are cases in which exposing oneself as a group partisan is socially desirable, as
in models of in-group policing or social sanctioning, rather than stigmatized. In either case, the measure
would be biased.
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the question is to assess their preference for in-group members. If individuals believe that

their behavior exposes their naked in-group preference, they are unlikely to make honest

allocations that reflect those preferences. Put differently, individuals derive utility from

being perceived as fair-minded—exposing oneself as biased has psychic and social costs.

Building on this logic, respondents should be given at least one additional justification

for their eventual allocative choice. Introducing a second factor in the choice, which can

be used to justify an individual’s preferred allocation, allows them to express their group

preference without exposing their preference directly.3

To satisfy these contradictory goals, I develop a new measure of in-group preference that

I label the Modified Dictator Game (MDG). For illustrative purposes, I describe the game

as implemented in Kenya, in which the relevant group cleavage is ethnicity. However, the

method of measurement is applicable to social cleavage in which group members are easily

identifiable in a survey framework, and appropriate adjustments would allow the MDG

to be used in a wide range of contexts outside Kenya, sub-Saharan Africa or developing

countries more generally, a point to which I return in the conclusion.

In the MDG, respondents are asked to judge two applicants for a small business loan.

Each applicant’s profile includes their photograph, name, and a brief description detailing

why they are requesting a loan. I ask respondents to vote for one of the two applicants,

and tell respondents that the applicant who receives the most votes will receive the

requested loan.

The profile descriptions—how the applicants would use the money—are fictional, writ-

ten to minimize differences between the two players in terms of perceived sympathy and

credit-worthiness. Profile descriptions are randomly assigned to players, and each re-

spondent faces precisely one in-group loan applicant and one out-group loan applicant.

3This same principle motivates other approaches to sensitive questions in survey research, including
list experiments (Kuklinski, Cobb and Gilens 1997), endorsement experiments (Cohen 2003; Bullock,
Imai and Shapiro 2011), and the randomized response technique (Lensvelt-Mulders et al. 2005; Gingerich
2010). For an excellent and brief recent overview, see Blair (2015). Indeed, the same principle motivates
use of the single-shot randomized version of the Dictator Game: it is not possible to identify an individual
respondents’ in-group preference—any allocation is justifiable based on either in-group preference or
egoism (Fershtman and Gneezy 2001).
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As a result, though individual respondents may prefer one profile description over the

other, any systematic difference between the two is balanced in expectation. Assuming

proper randomization and a sufficiently large sample size, we can interpret any aggregate

difference in support for in-group applicants as evidence of in-group preference.

To make these ideas concrete for the discussion that follows, an example of two symmet-

ric iterations of the MDG are provided in Figure 1. The MDG minimizes the potential

influence of extraneous factors in shaping allocative choice, while still concealing the

question’s true purpose and providing respondents “cover” which allows them to express

in-group preference freely. For instance, a respondent faced with the choice in the top

panel of Figure 1 might select the in-group applicant, Sam Kariuki, because he is a coeth-

nic. But he might also select Sam Kariuki because he finds his profile—a carpenter who is

caring for his sister and her children—more compelling. The same respondent, faced with

the choice in the bottom panel might still select the in-group applicant, Sam Kariuki,

or his preference for the “carpenter” profile might override his in-group preference and

prompt him to select the out-group applicant, Martin Wanyama. This “cover,” which

prevents researchers from attributing a respondent’s choice directly and unambiguously

to in-group preference, protects respondents and allows them to choose more freely, much

like the Dictator Game (DG). The key distinction between the MDG and the DG is that

egoism or self-regarding preferences do not alter decisions made in the MDG, because

respondents stand to gain nothing from their choice.

To clarify the measurement problem of interest, consider a simple model of individual

utility over allocation of a sum of money. Let yc represent allocation to an in-group, or

coethnic, member and yn represent allocation to an out-group, or non-coethnic, member.

Simultaneously, let x represent allocation to oneself. Then we can write a simple utility

function that describes preferences over allocation,

u(x, yc, yn) = ax1/2 + by1/2c + cy1/2n , (1)

with diminishing marginal returns to allocations to any of the three individuals. Without
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Figure 1: Symmetrical iterations of the Modified Dictator Game—two profile descriptions
are randomly matched to one in-group profile and one out-group profile. Each profile
consists of a name and a photograph; each profile description consists of text describing
the loan applicant and how they would utilize a loan.
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loss of generality, we assume f ′(yc) = f ′(yn). In this framework, it should be clear

that b − c is the underlying quantity of theoretical interest, representing the differential

utility gained by allocation to a coethnic versus a non-coethnic individual. Importantly,

a represents self-regarding preferences or egoism; though of broad theoretical interest in

studies of altruism versus egoism (e.g., Kahneman, Knetsch and Thaler 1986), a is a

nuisance parameter in our context. We are uninterested in self-regarding preference or

egoism. Let a be fixed within individuals across iterations of the DG. If an individual

plays two rounds, one with an in-group member and one with an out-group member, we

can difference out the egoism parameter and calculate b− c directly.

In practice, researchers are often concerned about the potential for social desirability

bias, which typically motivates a single-shot implementation of the DG. Framed in terms

of potential outcomes, in a single-shot game researchers observe individual i in only one

state of the world, either playing with an in-group member or playing with an out-group

member, but never both. That is, individuals playing with an in-group member or coeth-

nic maximize u(x, yc) = ax1/2 + by
1/2
c and individuals playing with an out-group member

or non-coethnic maximize u(x, yn) = ax1/2 + cy
1/2
n .4 Using the notation of potential

outcomes, the outcome following the latter calculation—the realized allocation of money

to a coethnic or, to put it another way, the allocation which maximizes the Dictator’s

utility—can be conceptualized as y∗c ; the outcome following the former calculation is y∗n.

We never observe both y∗c and y∗n for any individual in a single-shot implementation;

however, under randomization, we calculate an unbiased estimate of coethnic preference

as

nc∑
i=1

yc −
nn∑
i=1

yn,

where individuals i playing with a coethnic are indexed as 1..., nc and individuals i playing

with a non-coethnic are indexed as 1..., nn. Note, however, the complication that emerges

4We ignore utility gained from fairness for simplicity. As I describe in the Supplemental Appendix,
utility derived from fairness only reduces statistical power of the DG, vis-a-vis the MDG, further.

9



from aggregation of results across individuals: a is no longer fixed and varies across

individuals. a is balanced in expectation and can be differenced out in the aggregate but

our estimate of b − c is less precise under this approach than under repeated, within-

subject, iterations.

In contrast, egoism does not enter into preferences over choices in the MDG at all.

Individuals in this game maximize

u(yc, yn, z) = by1/2c + cy1/2n + dz1/2, (2)

where z represents allocation to whichever player is paired with profile description #1,

which is randomly assigned to the in-group or out-group loan applicant in each iteration.

When d > 0, players prefer, in some sense, profile description #1 and derive utility from

allocating money to the individual to which it is paired. We can call this, referring back

to Figure 1, “carpenter” preference. Unlike equation (1), utility from self-allocation, a,

is not present. The MDG substitutes one nuisance parameter, d, for another, as d is also

not of obvious interest. However, under the likely scenario in which a ≥ d in the study

population, the nuisance parameter, d, in the MDG introduces less noise in our estimates

of b− c than does the nuisance parameter, a, in the DG.

In the unlikely scenario that a ≤ d, our expectations regarding statistical power are

more speculative. Intuition suggests that, for any given sample size, the MDG contains

greater information than the DG, because each respondent in the MDG provides informa-

tion regarding both b and c. Each respondent to the DG provides information only about

b or c. An analogy to discrete choice models of consumer demand is useful to illustrate

this intuition. An individual making a consumption decision regarding a single product

(i.e. how much pizza to purchase) provides information about their absolute utility for

pizza. If we randomly assign a set of individuals to make consumption decisions about

either pizza or hamburgers—but not both—we can infer population-level preferences for

hamburgers or pizza from this data. However, any particular individual’s choice of how

much pizza to consume tells us little about their relative preference for pizza versus ham-
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burgers, because they did not face a choice between pizza and hamburgers. In contrast,

an individual asked to select a consumption bundle of pizza and hamburgers reveals a

clear preference ordering between the two. With equal sample sizes, researchers would

always prefer a situation in which all respondents choose from the full set of two products

than a situation in which half of respondents select a consumption level of one product

and half of respondents select a consumption of the other product. Thus, we expect the

MDG to have greater statistical power even when a = d, but quantifying the gains in

power will be one of the goals of the monte carlo simulations in the following section.

At the same time, by virtue of its continuous nature, the DG measure may be more

informative than the binary outcome studied in the MDG. To the extent that the binary

choice obscures subtle variation in preferences, it may reduce precision when using the

MDG. In the power calculations that follow in the next section, I present simulations

quantifying these two countervailing effects. The simple example studied shows that the

advantage of the MDG—providing information regarding both coethnic and non-coethnic

profiles for each respondent—vastly outweighs its disadvantage—forcing continuous util-

ity calculations into a binary choice. Power gains under the unlikely circumstance in

which a = d are in the range of 25-40 percent across most sample sizes.

To be clear, there are three differences in how the MDG and DG relate to underlying

in-group preference:

1. The MDG forces a binary choice between in-group and out-group players, while the

DG allows allocation of any amount of money up to the total endowment

2. The MDG provides information regarding preferences for both in-group and out-

group individuals in each round, while the DG provides information regarding pref-

erences for only one

3. The MDG eliminates egoism, a, as a consideration and introduces preference for a

specific profile description, d.
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As noted above, leaving aside the third consideration altogether, the MDG appears to

outperform the DG on the basis of the first two considerations alone. However, the

third consideration is the most important of all: the substitution of one form of nuisance

parameter for another. Simple substitution may prompt skeptics to suggest that the MDG

does not, therefore, constitute an improvement over the DG. But the two parameters, a

and d, are qualitatively different. As noted previously, a is likely to be larger than d in all

but exceptional circumstances. Nuisance parameters in this context introduce variance

to estimates as a function of both their relative size or weight and their variance. In the

unlikely case in which all respondents are precisely devoid of egoism, a = 0, estimates

derived from the Dictator Game are based exclusively on underlying in-group preference

in the sample, b− c. As a increases above zero, it influences allocations to both in-group

and out-group players. In expectation, egoism is balanced across groups playing with

in-group and out-group players; however, as a increases, we expect it to increase variance

in realized outcomes and reduce statistical power to detect differences between b and c.

To the extent that the magnitude of the nuisance parameter matters, researchers should

minimize its size without limit. It is in this context that the substantive content of a and

d, respectively, matter. Egoism is likely to be the driving consideration in Dictator Game

allocations. Meanwhile, preference for a specific profile, d, is likely to be small. Under

any plausible circumstance, a > d; as such, we expect the MDG to have greater statistical

power than the DG. Moreover, researchers exercise direct control over the size of d as a

function of survey design, while a is a characteristic of individuals that researchers cannot

change.5 In the next section, I subject these ideas to a formal analysis of statistical power,

varying the sample size, the relative size of a and d and the extent of in-group preference

(i.e. b− c) in the population to demonstrate the value of the Modified Dictator Game.

5Researchers can write profile descriptions, as I did, that minimize d. They can also assess the
magnitude of d using simple pre-tests and make adjustments to minimize d as necessary.
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Nuisance Utility Parameters and Statistical Power

To study the role of nuisance utility parameters in the performance of estimators of in-

group preference, this section develops a basic framework for power analysis and then

performs a series of monte carlo simulations. Briefly, I simulate data with a specified

population level of in-group preference—defined as the ratio of utility gained from allo-

cating a sum to an in-group member versus an out-group member, respectively—as well

as a specified population level of egoism, a, and profile preference, d. From this popula-

tion, I draw random samples and randomly assign individuals to different realizations of

the Dictator Game (in-group or out-group opposing player) and the Modified Dictator

Game (profile #1 matched to in-group applicant versus profile #1 matched to out-group

applicant). Calculating rates of in-group preference using each measure allows me to

compare their statistical power. I systematically vary the levels of egoism, in-group pref-

erence and profile preference to study the performance of both estimators under varied,

plausible conditions. To summarize the results at the outset, the MDG outperforms the

DG in every simulation, with the relative differential in performing increasing as a in-

creases relative to d. As population in-group preference increases, the MDG’s statistical

power increases much more rapidly than the DG, at times providing as much as 25 to 30

percent more power in an equivalent sample size. Finally, these results likely understate

the relative benefits of the MDG, due to the conservative parameter choices I employ.

To start, define an individual utility function that combines equations (1) and (2),

u(x, yc, yn, z) = ax1/2 + by1/2c + cy1/2n + dz1/2, (3)

in which a represents egoism; b represents utility gained from allocation of money to

an in-group member; c represents utility gained from allocation of money to an out-

group member; and d represents profile preference. Define equivalent parameters in the

population as A, B, C, and D, such that A is the mean of a across the population. The

influence of two ratios are of primary interest in the simulations that follow: A/D is the
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relative influence of egoism to profile preference. I hypothesize that, as A/D increases,

the relative power of the MDG to the DG will increase. B/C is an alternative definition of

in-group preference—when B/C = 1, the population level of in-group preference is zero.

In the second set of simulations, we vary the B/C ratio. Naturally, as B/C increases,

statistical power of both measures increases (as it is exactly equivalent to altering the

treatment effect size in a population); the effect on relative power of the MDG to the DG

is unclear.

For each simulation, we specify mean population parameters A,B,C and D. For

simplicity, we fix the variance of A,B,C and D to be equal.6 Each individual in the

population has two potential outcomes under alternative realizations of the Dictator

Game. Let y∗c define giving in a Dictator Game with a $10 endowment to a coethnic

player; y∗n represents giving to a non-coethnic player in an alternate realization of the

game. To calculate each outcome, players maximize equation (3); under alternative

realizations of the Dictator Game, the maximization problems simplify to

y∗c : max U(x, yc) = ax1/2 + by1/2c

y∗n : max U(x, yn) = ax1/2 + cy1/2n

with the additional budget constraints that

x+ yc = 10

x+ yn = 10.

Taking the FOC, and substituting from the budget constraint, our solutions for coethnic

iterations of the DG are

6σ2
A = σ2

D is a convenient assumption, given the lack of empirical information regarding D. σ2
B = σ2

C

implies that our simulations are attempting to detect a location difference between B and C, rather than
a difference in the shape of their distributions.
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y∗c =
10b2

b2 + a2
,

x∗c = 10− 10b2

b2 + a2
;

equivalent solutions for the non-coethnic realization of the DG are

y∗n =
10c2

c2 + a2
,

x∗n = 10− 10c2

c2 + a2
.

Given values of a, b and c, we can define individual-specific outcomes under both re-

alizations of the Dictator Game. In a simulation with n = 1000, we draw 1000 units

and randomly assign them to “coethnic” and “non-coethnic” realizations of the Dictator

Game. Then our estimate of in-group preference is

DG =
nc∑
i=1

yc
nc

−
nn∑
i=1

yn
nn

where nc = nn = n
2
.

Our approach in the Modified Dictator Game is similar. As in the Dictator Game,

each individual has two potential outcomes. In a game with an arbitrary loan amount

of $10, our outcome is a binary variable indicating whether the individual allocated the

loan to a coethnic applicant.7 Again, y is our outcome variable, an indicator for whether

a respondent selects profile #1. y∗pc and y∗pn are outcomes under two realizations of the

MDG, in which profile description #1 is paired to the coethnic applicant (subscript pc)

and the non-coethnic applicant (subscript pn), respectively. The two potential outcomes

differ if d 6= 0, implying that the individual has a non-zero preference over profile de-

7Note that the value of the loan, and its value relative to the DG endowment, has no effect on
the results. By construction, marginal returns to allocation to all players—in-group member, out-group
member, and self—diminish at an equal rate.
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scription #1. As in the Dictator Game, players maximize equation (3), which simplifies

to

y∗pc : max u(yc, yn, z) = by1/2c + cy1/2n + dz1/2

y∗pn : max u(yc, yn, z) = by1/2c + cy1/2n + dz1/2.

For illustration, consider the case in which profile description #1 is paired with the

coethnic applicant, ypc:

y∗pc =


10, if cy

1/2
n > by

1/2
c + dz1/2

0, if cy
1/2
n < by

1/2
c + dz1/2

Given values of b, c, and d, we solve this simple choice problem for each individual

for both y∗pc and y∗pn and define individual-specific outcomes under both realizations of

the Modified Dictator Game. In a simulation with n = 1000, we draw 1000 individu-

als and randomly assign them to “coethnic-profile preference” and “non-coethnic-profile

preference” realizations of the Modified Dictator Game.8 Then our estimate of in-group

preference is the difference in selection rates of profile #1 when the profile is matched

to an in-group member versus an out-group member, which we estimate in a bivariate

linear model as

P1i = B0 +B1Ci + µ

,

where the outcome variable, P1i, is a dummy indicating that respondent i selected profile

#1 and Ci is a dummy indicating whether profile #1 was assigned to a coethnic loan

applicant. Intuitively, B1 should approximate zero in the absence of coethnic favoritism.

Crucially, the confounding effect of preference for profile #1 is balanced by random

8In other words, the two versions of the MDG illustrated in Figure 1.
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assignment of profile #1 to coethnic and non-coethnic applicants.

In both the DG and the MDG, I define the null hypothesis as the absence of in-

group or coethnic preference and the alternative hypothesis as a positive level of in-group

preference. I employ a one-sided test because our theoretical interest is exclusively in

preference for one’s in-group, and we would take a negative estimate in either game as

evidence against the alternative hypothesis.

Varying the Strength of Profile Preference, D

My first simulation varies the magnitude of D, relative to other arguments in our utility

function, to assess its impact on statistical power. In all simulations reported in this

section, I fix A = B. This is a reasonable floor for the magnitude of egoism, since it

means that individuals, on average, garner the same utility per dollar allocated to a

coethnic as to themselves. I also fix the ratio B/C = 1.2, which constitutes a moderate

level of in-group preference.9 I vary D such that A/D ranges from 0.8 to 2.0. For each

sample draw, I estimate the quantities DG and MDG—defined in the previous section—in

a regression framework. We are interested exclusively in positive coefficients, as coethnic

preference implies a positive effect of coethnicity.

The results from this set of simulations are reported in Table 1. For each simulation,

I report the statistical power to detect a non-zero positive effect of coethnic preference

for both the Dictator Game and the Modified Dictator Game. As noted, the underlying,

population level of coethnic preference is fixed precisely across all simulations, such that

variation in statistical power is strictly a function of decreasing magnitude of D (across

rows from top to bottom) and increasing sample size (across columns from left to right).

9The selected coefficients represent a population in which mean giving in a Dictator Game is 50
percent when playing with a coethnic and 45 percent when playing with a non-coethnic. While the mean
values are plausible, the distribution of giving is unrealistic in the sense that giving rates do not bunch
at whole numbers.
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Within each sample size, the power of the Dictator Game varies only slightly, as a

function of sampling variance. This is because none of the inputs that determine behavior

in the Dictator Game are varied within columns: A, B and C are all fixed within pairs

of columns; only D varies. As the magnitude of D shrinks, reading down each column,

the performance of the MDG improves rapidly.

Each simulation is the result of 1000 iterations, with sample sizes ranging from 100 to

1600. Reading left to right across the table, we see the unsurprising result that statistical

power in both the DG and the MDG increases as the sample size increases. For instance,

moving from a sample of 200 to 400, when a
d

= 1.2 increases power in the DG from 20.4

percent to 33.9 percent.

Two results Table 1 are of crucial importance. First, recalling the speculation from the

previous section, we want to determine the relative performance of the two estimators

when a
d

= 1. This simulation represents the most basic gains of the MDG over the

DG, derived solely from the fact that respondents are faced with a choice between both

an in-group and an out-group applicant in every iteration of the game. Even in this

extremely conservative setting, using the MDG provides increases in power of 6 to 22

percent over the DG, depending on the sample size. Second, this conservative estimate

vastly understates the actual performance differential. As a
d

approaches more realistic

sizes, moving from 1.0 to 2.0, the performance differential increases substantially. At

a
d

= 2.0, the MDG results in power gains of approximately 11 to 34 percent.10 These

results are summarized most clearly in Figure 2. Each panel, with varied levels of the

ratio a
d
, plots statistical power to reject the null hypothesis across varying sample sizes.

As we can see, the MDG outperforms the DG in every simulation conducted.

10Even this result might understate matters; it is unclear what a realistic estimate of a
d is, but

a
d = 2.0 implies that respondents gain double the utility by allocating money to themselves as they
do allocating money to profile #1. At this level, our simulated respondents still show an unrealistically
strong preference for profile #1—players are nearly 22 percent more likely to select profile #1 over profile
#2 in a game without ethnicity, a rate much higher than informal ethnicity-blind field tests I conducted
in Kenya.
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(a) a
d = 1.0 (b) a

d = 1.2

(c) a
d = 1.4 (d) a

d = 1.6

Figure 2: Power curves at varying a/d ratios. Power using the MDG is denoted by the
solic black line; power using the DG is the gray dashed line. The a/d ratio
represents the relative utility of allocating money to oneself (a) and allocating
money to a particular profile, Profile description #1 (d).

Varying the Strength of Coethnic Preference and Checking for Type I Error

My second simulation varies the magnitude of B
C

, or the extent of coethnic preference, in

the population. As before, I fix three of the four relevant parameters to plausible values,

such that A = B. In this version, I set a
d

= 1.5. I vary the value of C such that B
C

ranges

from a very low rate of coethnic preference (1.05) to a much higher rate (1.75). Following

the format of the previous simulation, I fix these population parameters and then take

random draws of n individuals, assigning them randomly to varied iterations of the DG

and the MDG. I vary n from 100 to 800.

The full results are reported in the Supplemental Appendix (Table A.1). I summarize
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the results in Figure 3, which plots statistical power for each estimator at varying levels

of B
C

across panels and at varying sizes of n from left to right within panels. The results

of this simulation are unsurprising—as sample size increases, both estimators are able to

reject the null hypothesis with increased frequency. Across every sample size and value

of B
C

, the MDG outperforms the DG. Interestingly, the relative gains in power appear

to vary across sample sizes, particularly in panel (a); the source of this variation is not

clear, but may be the result of random variation.

(a) b
c = 1.05 (b) b

c = 1.15

(c) b
c = 1.25 (d) b

c = 1.35

Figure 3: Power curves at varying b/c ratios. The black solid line and gray dashed line
represent power using the MDG and DG, respectively. The b/c ratio represents
the relative utility of allocating money to a member of a social in-group (b) and
a social out-group (c). In other words, b/c is the extent of coethnic preference.

Finally, a third simulation checks for Type I error. Given the performance gains shown

from the MDG, we might be concerned that the MDG is detecting in-group preference
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with such sensitivity that it is generating false positive result, or results in which we

reject the null hypothesis incorrectly. To assess this possibility, I fixed the parameters

A = B = C, ensuring that there is no systematic preference for in-group members in

the population (i.e. B
C

= 1.0). I varied the level of D, including a simulation in which

D = 0, such that respondents have no systematic preference for profile #1. The results

are reported in the Supplemental Appendix in Table A.2. To summarize the key result,

neither estimator over-rejects the null hypothesis in this simulation, with rejection rates

hovering around the expected 2.5 percent of cases.

Taken together, these results provide compelling evidence in favor of using the MDG

to estimate rates of in-group favoritism. Like the Dictator Game—and other measures

of sensitive behavior, such as randomized response techniques and list experiments—

the MDG provides “plausible deniability” to respondents, who are free to make choices

that might be socially-stigmatized without revealing their preferences unambiguously. By

concealing the true purpose of the game, and by providing respondents enough contextual

detail about the loan applicants, even the staunchest ethnic partisans can plausibly claim

to have selected a coethnic applicant on the basis of their occupation or life story. Also

like the Dictator Game, the MDG is a behavioral measure, which captures in-group

preference of both an explicit—or controlled, in the parlance of cognitive psychologists—

and implicit—or auomatic—nature.

Where the two methods diverge, however, is in their relative sensitivity. Using ei-

ther measure, researchers can estimate coethnic preference without bias, in expectation.

However, the MDG outshines the DG for two reasons. First, for each respondent in the

sample, it provides information about their relative preference for in-group members vis-

a-vis out-group members, while the DG provides information about relative preference

for one of in-group or out-group members vis-a-vis respondent self-allocation. Second,

the sources of variation or noise that plague the Dictator Game—egoism or self-regarding

preferences—are almost certainly larger than those that plague the Modified Dictator

Game. With less random noise comes lower variance and greater statistical power. These
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two facts, combined, ensure that the Modified Dictator Game is able to detect in-group

preference more precisely under any plausible research scenario. In the sections that

follow, I apply these theoretical and computational findings to the case of coethnic pref-

erence in Kenya. Contrary to a prominent recent study that found no evidence of coethnic

preference in Kenya, I find that Kenyans systematically favor members of their own ethnic

groups.

Coethnic Preference in Kenya

How do theoretical arguments regarding sensitivity translate to substantive empirical

findings? Does the Modified Dictator Game produce results that differ meaningfully from

extant research? The recent literature investigating coethnic preference in Kenya provides

a useful test case, because two prominent studies have reached apparently contradictory

conclusions about the extent of Kenyans’ coethnic preference.

Kenya’s ethnic diversity and recent history of conflict along ethnic lines has motivated

an intense interest among scholars in the contours of the country’s intergroup relations.

Kenya’s population is divided among dozens of distinct ethnic groups, the exact number

depending on how you define them. Most of the country is segregated broadly along

ethnic lines, with each group occupying a traditional rural homeland. Intermingling

occurs most commonly in urban areas, at boundaries between group territories and, less

systematically, with individuals from other regions who emigrate to pursue educational

and economic opportunities. The centrality of land claims to life in Kenya’s agrarian

economy has solidified segregation, decreasing interethnic trust and promoting conflict

both as a result of segregation (Kasara 2013; Forthcoming) and as a direct result of

contestation over land rights (Boone 2011; Klaus and Mitchell 2015). In contrast to

its neighbor, Tanzania, the post-independence Kenyan state did not engage in broad

nation-building (Miguel 2004); rather, politicians exploited ethnic divisions for electoral

gain (Lynch 2011), fomented intergroup violence to shape the local electorate to their

needs (Kasara 2016; Klopp 2001) and rampantly redistributed state resources to coethnics
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(Burgess et al. 2015; Kramon and Posner 2016). National elections often resemble an

“ethnic census” and divisive intergroup relations have dominated democratic politics,

spilling over into electoral violence along ethnic lines in 1992, 1997 and 2007.11

Perhaps unsurprisingly, then, Kenya has received a disproportionate share of attention

within the political science literature on ethnicity. Research on ethnic politics in Kenya

is rich and varied, but tends to use ethnicity, broadly construed, to explain politics. But

explanations of outcomes like ethnic-bloc voting or biased allocation of state resources

are consistent with a number of possible mechanisms, not all of which include generalized

favoritism toward coethnics by citizens or politicians.

In practice, the extent of coethnic preference in Kenya is unclear. Yet, without even

knowing whether Kenyans favor members of their own ethnic group, how can we develop

accurate theories of ethnic politics? In light of this shortcoming, two recent studies are

welcome additions to the literature on ethnicity in Kenya. In the first, Hjort (2014) stud-

ied production dynamics on a Kenyan flower farm. In an excellent, systematic analysis of

team output among ethnically-heterogeneous and ethnically-homogeneous teams, Hjort

finds that workers are willing to accept lower output—and pay—in order to shift output

and pay away from non-coethnic and toward coethnic team members. The random allo-

cation of workers to teams ensures that these results arise from the ethnic composition

of the teams themselves, and suggest that Kenyans at the plant are willing to sacrifice

personal benefits to redistribute resources toward in-group members.

The results from the second study contrast starkly with Hjort’s findings. Berge et al.

(2016) use a series of laboratory experiments to argue that Kenyans express no discernible

preference for coethnics. The authors implement the classic Dictator and Public Goods

games, as well as the Implicit Association Test and newly-designed games meant to assess

interethnic trust. Across a battery of measures, respondents in the Nairobi-based sample

11A good example of the role ethnicity plays in vote choice is provided by the 2007 Presidential
election. In the election, Raila Odinga, an ethnic Luo, received an average of 98.9 percent of the vote in
Luo-majority constituencies, but just 41.1 percent in constituencies without a Luo majority. Similarly,
Kalonzo Musyoka, an ethnic Kamba, won an average of 87.6 percent of the vote in Kamba-majority
constituencies, but just 2.1 percent in constituencies without a Kamba majority.
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show little favoritism to members of their own ethnic groups: playing with a non-coethnic

reduced average giving by just 0.6 percent in the Dictator Game. As Berge et al. note,

these results are startling: “It is a testament to the broad acceptance of the ethnic

preferences mechanism that many readers will find these results surprising—especially

given our Kenyan research site, which is commonly associated with ethnic rivalry and

which witnessed ethnic violence in the aftermath of the disputed 2007 national elections”

(Berge et al. 2016, 3).

The results presented by Berge et al. have two primary limitations, however. Most

importantly, the authors use a traditional implementation of the Dictator Game. While

their sample is relatively large by the standards of laboratory experiments, their use of

the DG reduces statistical power and likely contributes to the null results they report. In

addition, like Hjort’s research, their results are based on a sample drawn from a single

site, limiting the generalizability of their findings to the broader Kenyan population.12

Below, I report results frmo a two-part research design which addresses both of these

shortcomings. I incorporate the MDG as a new tool to measure coethnic preferences,

providing increased statistical power to detect non-zero effects. I randomly assign re-

spondents to play either the DG or the MDG, to ensure that my results are not simply

an artifact of differences between my sample and that of Berge et al. I find evidence for

coethnic preference in the DG, but the effect estimate is small and the effect is estimated

with significant noise. Using the MDG, in contrast, results in large, consistent estimates

of coethnic preference. In the second study, I move beyond single-site designs, imple-

menting the MDG in ten distinct locations, in eight Kenyan counties. Here again, I find

strong evidence of coethnic preference in nine of ten sample locations.

Study 1: DG and MDG

The first study places the DG and MDG side-by-side. Like Berge et al., we recruit respon-

dents using convenience sampling in a major urban area; while Berge et al. conducted

12Berge et al. (2016) recruited participants in Nairobi; Hjort studied a single flower farm.
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their study in Nairobi, this study takes place in Nyeri, approximately 100 miles north of

Nairobi. The goal of this study was to assess coethnic preference and to compare results

from the DG and MDG directly in comparable samples. Rather than employ the MDG

alone and compare it to Berge et al.’s results, I chose to implement the DG as well. If the

results from the MDG differ from those of Berge et al., it may be due to differences in

sample selection and location. By implementing the DG as well, and randomly assigning

respondents to one of the two games, I can compare the results from the two games while

controlling the impact of sampling variance.

Respondents in the sample are overwhelmingly Kikuyu, mirroring the underlying ethnic

composition of the area. Importantly, both games were programmed with Kikuyu respon-

dents in mind to reduce programming complexity; as a result, I remove all non-Kikuyu

respondents from the data before analysis.

Respondents playing the Dictator Game play four rounds. In each round, they are

shown a single profile, consisting of a photo, name and age of “Player 2.” Names are se-

lected specifically to maximize the association between the name and the assigned ethnic

group.13 Respondents are provided an endowment of 40 Kenyan Shillings (approximately

$0.40 at market exchange rates), and instructed that they can allocate any amount be-

tween 0 and $0.40, inclusive, to themselves and the other player. Respondents always

face precisely two coethnic and two non-coethnic profiles, alternating between the two.

To account for question-order effects, coethnicity status of the profile assigned in the

first round is randomized. To account for differential effects across ethnic out-groups, I

utilize eight profiles from four different ethnic out-groups—Kalenjin, Kamba, Luhya and

Luo—and randomize their assignment to respondents. In-group profiles are randomly

assigned from a pool of four Kikuyu profiles.14

13The names selected for this study underwent a small-scale but formal field test, in which respondents
were shown a name and asked to indicate the ethnicity associated with it. The names used in this study
were all selected with 100 percent accuracy by 25 different respondents. Further details of this field test
are available upon request.

14In-group players were always Kikuyu; to ensure that all respondents faced the correct configuration
of coethnic and non-coethnic players, all non-Kikuyu respondents were removed from the sample prior
to analysis.
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Similarly, respondents assigned to the Modified Dictator Game play four rounds. In

each round, they face precisely one coethnic and one non-coethnic loan applicant profile;

each profile includes the applicant’s name, photo and a description of how they would use

the loan if they were to receive it. To account for differences in the perceived sympathy

of different profile descriptions, they are randomly assigned to profiles within each round

(i.e. some respondents will face a Kikuyu carpenter and a Luo vegetable salesman, while

some respondents will face a Kikuyu vegetable salesman and a Luo carpenter). As in the

DG, out-group profile ethnicity is randomly assigned: out-group profiles are randomly

drawn from a pool of eight profiles from four ethnic groups—Kalenjin, Kamba, Luhya

and Luo. In-group profiles are drawn randomly from a pool of four Kikuyu profiles.

To guard against priming effects, respondents play the DG or MDG before completing

demographic questions. Note that respondents play four rounds of the game to which

they are assigned. In standard implementations of the DG, respondents play a single

round. This is typically preferred because respondents do not have the opportunity to

infer the purpose of the game.15 I chose to have each respondent play four rounds in

order to mimic the structure of the design in (Berge et al. 2016). The sample sizes for

the two games are 639 (DG) and 644 (MDG), respectively.

The baseline results for the DG are shown in Figure 4, which reports the results from

four rounds of the Dictator Game. Across all four rounds, respondents showed a consis-

tent preference for in-group members. The differences range from marginally significant

(rounds 1 and 3) to statistically significant at the .05 level (rounds 2 and 4). Per round,

the mean difference additional giving to coethnic players is 0.79 KSh, or about three-

quarters of a penny. However, this effect represents a 6.3 percent increase above mean

giving to non-coethnic players. We can test the overall null hypothesis of no coethnic

preference by aggregating the results across all four rounds, as in the last estimate in

Figure 4. Across 639 respondents playing four rounds each, the average difference in

giving to coethnic versus non-coethnic players is 1.55 KSh, a result that is statistically

15In the case of the DG, respondents would observe that the game remains the same but the ethnicity
of player 2 changes across rounds, potentially alerting them to the goal of the study.
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Figure 4: Differences in Dictator Game giving when playing with a coethnic and non-
coethnic. Each respondent played four rounds of the game, alternately matched to co-
ethnic and non-coethnic players. Assignment to order was randomized, such that half of
all respondents played with a coethnic in Round 1.
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significant at the 0.001 level.

The results from the Modified Dictator Game are far more stark. In each round of

the MDG, respondents selected coethnic loan applicants at extremely high rates, with a

mean of 88 percent. Informally, the null hypothesis of no preference for coethnics implies

that respondents would select coethnics in 50 percent of cases. More formally, we assess

the null hypothesis using a bivariate regression. As in the monte carlo simulations in

the previous section, the outcome is a binary variable indicating that the respondent

selected an arbitrary profile p, and the sole regressor, ci, is a binary variable indicating

whether profile p was assigned to a coethnic loan applicant. The coefficient for ci is

bounded between -1 and 1. An estimate of zero indicates no coethnic preference, while

an estimate of 1 represents deterministic selection of coethnics.

I estimate one model per round, and report the results in Figure 5. In each round, the

results are clearly distinguishable from zero. Even in Round 4, with the lowest overall

level of coethnic preference, the 95 percent confidence interval for selection of coethnics

ranges from approximately 84 to 90 percent. Not only can we reject the null hypothesis

no coethnic preference, we can also reject alternative hypotheses—which suggest Kenyans

express moderate levels of coethnic preference—with confidence.

In line with theoretical expectations, I find evidence of coethnic preference in both the

DG and MDG. Also in line with expectations derived from the measurement discussion

in the previous section, the results obtained from the DG have much more uncertainty

attached to them—a function, at least partially, of the DG’s inferior statistical power.

Both measurement strategies produce evidence for coethnic preference. It is unclear

whether the substantive effect sizes or magnitudes of the two tests are similar, as we

lack a “real-world” indicator of in-group preference that we can use as a benchmark.

Regardless of effect magnitude, however, the results starkly contract with those of Berge

et al. (2016).

Before turning to the broader study reported in the next section, it is useful to con-

sider other insights that can be derived from the results presented here. Our analysis

29



Figure 5: Coethnic preference in the Modified Dictator Game. In each round, respondents
selected between a coethnic and a non-coethnic applicant. Coefficient estimates and 95
percent confidence intervals for coethnic preference are shown for each round. The vertical
line at zero represents expectations under the null hypothesis of no coethnic preference.
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to this point has focused on the binary difference in outcomes when Kikuyu respondents

are faced with Kikuyu or non-Kikuyu individuals. The structure of the game allows us

to investigate differences in playing strategies across outgroups, though, because profiles

of outgroup players were assigned randomly. For instance, in a single iteration of the

MDG, a Kikuyu respondent was assigned to play with one randomly-selected Kikuyu

loan applicant and one randomly-selected non-Kikuyu loan applicant. The non-Kikuyu

loan applicants came from four different ethnic out-groups. Do respondents distinguish

between ethnic outgroups? To put the question differently, do respondents express pref-

erence for some ethnic out-groups over others?

The answer, according to results from both games, is “yes.” In the left panel of

Figure 6, I plot the rate at which Kikuyu respondents shared their endowment with

players of different ethnic groups. Surprisingly, the difference in outcomes when faced

with Kikuyu, Kalenjin and Kamba players are indistinguishable from zero, shown as

overlapping 95 percent confidence intervals in the figure. As we would expect based on

the contours of Kenya’s post-colonial ethnic relations, Kikuyu respondents discriminate

most dramatically against Luo players—in fact, this effect appears to singlehandedly

account for the statistically significant estimates of coethnic preference in the overall

Dictator Game.

The right panel of Figure 6 tells a slightly different story. Because coethnic preference

is distinguishable from zero in all cases, we can conclude that Kikuyu respondents were

much more likely to select a Kikuyu loan applicant regardless of which ethnic out-group

was placed in opposition. Respondents facing a choice between a Kalenjin and a coethnic

Kikuyu exhibited the least coethnic preference, but respondents still chose Kikuyu coeth-

nics at a dramatic rate. Like the DG, respondents in the MDG discriminated most against

Luo players; unlike the DG, the results of the MDG are not driven solely by Kikuyu-Luo

enmity. Rather, Kikuyu respondents express strong coethnic preference even when faced

with groups toward which they have no historical animosity, such as Luhya and Kamba.

These heterogeneous effects highlight an issue that has gained attention in social psy-
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Figure 6: Heterogenous playing strategies across ethnic outgroups. All respondents are
Kikuyu. In the Dictator Game, respondents are particularly punitive toward Luo players,
sharing less of their endowment than with any other ethnic outgroup. In the Modified
Dictator Game, respondents discriminate against all ethnic outgroups, but discriminate
least against Kalenjin and most against Luo.
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chology but which has been largely ignored by political scientists and economists inter-

ested in inter-group relations: in-group favoritism versus out-group derogation (see, e.g.,

Bourhis and Gagnon 2001). Both panels of Figure 6, in different ways, suggest an impor-

tant distinction between in-group preference and out-group derogation. In the left panel,

respondents did not uniformly favor coethnics over non-coethnics, as would be expected

under a condition of simple in-group preference. Rather, they only favored in-group mem-

bers in comparison to an out-group with which they have had recent hostile relations. Nor

did respondents in the right panel favor members of their in-group at uniform rates. Even

in the most “friendly” case, respondents still express in-group preference, suggesting that

in-group preference drives a large share of the overall difference in outcomes observed in

the MDG. But an additional component, which we can speculatively consider outgroup

derogation, appears to account for differences in preferences toward Kalenjin and all other

ethnic out-groups. Indeed, preference for Kalenjin over other ethnic outgroups cannot be

easily explained by classic models of in-group preference.16 These underexplored social-

psychological mechanisms may be relevant in a wide range of political science research,

including studies of group mobilization, racial bias in American or South African politics,

and interactions between party stalwarts in polarized political settings.

Do Kenyans Favor Coethnics? An MDG Meta-Analysis

In the previous section, I showed that Kenyans behave in a manner consistent with

coethnic preference. Using a traditional Dictator Game and the Modified Dictator Game,

respondents were consistently more generous toward members of their ethnic in-group.

A significant shortcoming of the results to this point are their limited geographic scope.

Like Berge et al. (2016) and Hjort (2014), my results are based on a non-random sample

in a single location. Just as Berge et al.’s findings may be specific to their sample, so

my results may be specific to mine. To address this concern, I exploit data generated

16Notably, Kalenjin political leaders are broadly allied with Kikuyu political leaders at the moment
and at the time of research. Therefore, a plausible explanation for Kalenjin-preference that nonetheless
emphasizes in-group preference would be that Kikuyu respondents see Kalenjin as in-group members in
a broader, political sense, or expect reciprocity from Kalenjin that would benefit their own in-group.
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ID Location N, Control Group Period

1 Machakos 181 July, 2015
2 Nyeri 405 July, 2015 - Jan, 2016
3 Marsabit County 260 August, 2015
4 Ahero 93 November, 2015
5 Nyahururu 67 January, 2016
6 Kerugoya 180 October, 2015
7 Homa Bay 96 November, 2015
8 Makuyu 193 November, 2015
9 Ndaragwa 71 January, 2016
10 Ol Kalou 60 January, 2016

Table 2: Samples available for meta-analysis. All samples were drawn using convenience
sampling in towns indicated; the exception is #3, Marsabit County, which was
drawn using purposive sampling of respondents based on income level from vil-
lages and towns throughout the county. (Total n = 1606).

from ten additional studies conducted around Kenya and perform a meta-analysis that

includes 1,606 respondents spread across eight Kenyan counties.

In each of the samples listed in Table 2, respondents played the MDG with one coethnic

and one non-coethnic loan applicant. These data are drawn from several sources: an

initial field test of the MDG (#1), a field test of an unrelated survey instrument (#3),

and survey experiments whose core findings are discussed in other research (#2, 4-10).

Where appropriate, each sample is restricted to control group members who were not

subject to any prime or other treatment. Every respondent played a single round of the

MDG; the MDG was the first question following oral consent, which eliminates concern

about question-order effects.

These data provide two important advantages relative to those in the main experiment:

first, the sample size is sufficiently large that we can be very confident in the results.

Second, the data are geographically and demographically diverse, drawn from eight of

Kenya’s 46 counties, the homelands of seven different ethnic groups—including three of

the five largest in Kenya—and include respondents from rural villages, small towns and

large cities (see Figure 7). While the samples, even in the aggregate, are not nationally

representative, they are an improvement over the normal single-location samples used in
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Figure 7: Locations of additional MDG samples. Locations in green each constitute a
unique convenience sample from a specific town or city. Locations in blue, combined,
constitute the Marsabit County sample, drawn using purposive sampling from small
towns and villages.

the literature.17

To analyze each study, I regress the selection of an arbitrary profile on a dummy variable

indicasting that the arbitrary profile was assigned to a coethnic loan applicant. The null

hypothesis is that respondents express no coethnic favoritism, such that H0 : B1 = 0.

In Figure 8, I plot the coefficient estimates and 95 percent confidence intervals for each

sample.

Across nine of the ten samples, respondents decisively favored members of their own

ethnic group when deciding who should receive a small loan. The exception, in sample

#1, has the expected direction of effect, but the effect of coethnicity on applicant choice

17In most cases, respondents were selected using convenience sampling. The sole exception, sample
#3, was drawn using purposive sampling based on income level.
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Figure 8: Estimates of coethnic favoritism across ten additional samples of Kenyan re-
spondents (left panel) and among relevant demographic subgroups using all ten samples
(right panel). Sample IDs reference specific sample locations. H0 : µ = 50%, indicated
by the left-most vertical dotted line. The maximum coethnic favoritism possible is 100
percent, indicated by the vertical dotted line on the right of each panel. Total n = 1608
(left panel); the sample size across demographic groups is reduced slightly due to missing
demographic data.

36



cannot be distinguished from zero (p ≈ 0.07). Taken together, these results provide strong

confirmation of Kenyans’ preference for coethnics. To combine these results with those

from the previous sections, we situate them in a formal meta-analytic framework: let pi

represent the p-value found in study i. Under the null hypothesis, a vector of p-values

should follow a uniform distribution on the unit interval. Fisher’s method assesses the

probability of observing a given vector of p-values against the uniform distribution that

should obtain under the null. The test statistic follows a chi-square distribution with 2k

degrees of freedom, where k is the number of independent studies or samples available

for testing.18 Then the test statistic is

χ2
2k ∼ −2

k∑
i=1

ln(pi),

with k = 11 when we combine the ten studies described in Table 2 with the primary

study discussed in previous sections. The result is significant at the 0.0001 level, a strong

rejection of the hypothesis that Kenyans do not favor coethnics.

Though coethnic favoritism is clearly common across many study locations, it may be

the domain of particular types of respondents. For instance, perhaps coethnic favoritism

is limited to relative uneducated respondents, the elderly, or residents of non-urban ar-

eas. While troubling nonetheless, each of these findings would suggest that coethnic

favoritism should decline with increasing educational attainment, as a less “ethnic” popu-

lation replaces the more “ethnic” generation that preceded them, or as rapid urbanization

continues.

Unfortunately, we can reject most of these possibilities. To assess the stability of

coethnic favoritism across demographic subgroups, I combine all ten samples and then

disaggregate it by level of education, age, and area of residence. As the right-hand panel

in Figure 8 shows, education is not correlated with the extent of coethnic favoritism; uni-

18If the assumption of independence across studies fails, Fisher’s test overrejects the null. Unfortu-
nately, methods for combining dependent tests require arbitrary assumptions regarding the extent of
dependence (Brown 1975, see, e.g.,). The results of meta-analysis in this case should be considered
suggestive, given the potential dependence among some of the studies.
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versity graduates favor their coethnics to the same extent as those who did not complete

primary school. Age and coethnic preference do appear to be correlated, with younger

votes expressing stronger coethnic preference on average.19 Respondents in larger ur-

ban areas (over 100,000 residents) do appear to engage in less coethnic favoritism than

other respondents, but still select coethnic respondents in 63 percent of observations

(p < 0.0001).

Do Kenyans favor coethnics in routine economic interactions? The evidence presented

in this section certainly suggests that they do. Drawing on a combined sample of 1606

respondents from ten different locations, respondents selected coethnic loan applicants

77.3 percent of the time. This estimate of coethnic preference is comparable to the 87.5

percent found in the geographically-limited sample discussed previously. Though the sur-

vey respondents do not constitute a nationally-representative cross-section of Kenyans,

this study offers arguably the broadest geographic coverage of any single-country study

employing an experimental approach to measuring group identification conducted in the

developing world. The evidence confirms the prevailing wisdom regarding interethnic re-

lations in Kenya: ethnicity shapes not just politics and political outcomes, but permeates

daily interactions at every level of society.

Conclusion

How can researchers interested in implicit social attitudes effectively measure them?

Measurement is arguably the biggest hurdle to effective research in much of political

psychology and political behavior, where researchers seek reliable measures of nebulous

concepts like “trust,” “authoritarianism,” “political sophistication,” and so on. Many

of the characteristics that we seek to measure are implicit, socially-stigmatized, or both.

Improvements in measurement can act as powerful stimuli to new research, allowing us to

19An important caveat concerns the limited number of elderly respondents—the combined sample
includes 214 respondents aged 45 or above, but only 31 aged 60 or above. A reduced sample size
constrains subgroup analyses but does not indicate problems with sample representativeness, because
the age distribution in my combined samples matches the age distribution in the Kenyan population
relatively closely.
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clarify old theoretical debates and spurring completely new research programs, motivated

by the sudden availability of reliable empirical data.

In this paper, I propose a new measure of in-group preference or in-group favoritism.

This concept is resistant to reliable measurement: it can result from both implicit (auto-

matic) and explicit (controlled) cognitive processes; it is also subject to both social stigma

and social desirability, depending on the context. The measure I develop, the Modified

Dictator Game (MDG), captures both implicit and explicit components of in-group pref-

erence by measuring respondent behavior directly. It also avoids social desirability bias

by shielding respondents from directly revealing their true preferences, much like list ex-

periments and randomized response techniques. The MDG owes much of its underlying

logic to the Dictator Game. Crucially, though, it improves upon the Dictator Game

in terms of precision and statistical power. Increased statistical power translates into

more conclusive research findings, and smaller necessary sample sizes, and reduces the

risk of systematic bias in published research (Button et al. 2013). The 25 percentage

point increases in statistical power over the Dictator Game that I document in this paper

are particularly large: in many cases, matching the power of the MDG while using the

Dictator Game would require a near-doubling of the sample size, a possibility that is

often cost-prohibitive.20 The MDG provides these improvements without compromising

on bias or increasing the complexity of data collection.

Improvements in measurement can overturn prevailing conclusions. In the Kenyan case

that I study, recent research has suggested that Kenyan citizens do not have underlying

preferences for members of their own group (Berge et al. 2016). Findings such as these

have knock-on effects; for instance, if regular Kenyans do not express coethnic preference,

ethnic-bloc voting and ethnic violence in Kenya must arise from somewhere other individ-

ual ethnic attitudes. As Berge et al. suggest, their findings imply that a focus on changing

ethnic attitudes is misplaced, unlikely to reduce ethnic divisions because—according to

20For instance, in Table 1, a study in which a
d = 1.6 would require a sample size of n = 400 to achieve

power equal to 56 percent using the MDG; equivalent power using the DG would require nearly 800
respondents.
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their results—ethnic attitudes in Kenya are not actually divisive.

In fact, Kenyans consistently express preference for members of their own ethnic groups.

This favoritism is pervasive across ethnic groups, age groups and levels of educational

attainment. Kenyans do not just mildly prefer members of their own ethnic group: when

given the opportunity to provide benefits to an anonymous coethnic and an anonymous

non-coethnic—with no benefits accruing to themselves—Kenyans overwhelmingly elect

to provide benefits to their coethnic. Without a reference point in another society, it is

difficult to know what constitutes a meaningful effect size in measures like the Dictator

Game and Modified Dictator Game. But the sheer scale of the effects, relative to their

underlying variance, is compelling: whereas Cohen’s d = 0.5 denotes a “medium-sized

effect” and d = 0.8 denotes a “large effect,” the results from Study #2 produce an effect

size of d = 1.5. These findings have implications for ongoing attempts by the Government

of Kenya and civil society groups to reduce ethnic tensions and the likelihood of future

ethnic violence. They also have broad implications for the study of ethnicity and ethnic

politics.

Beyond ethnicity in African politics, however, the Modified Dictator Game could prove

useful to scholars operating in a wide range of contexts and research areas. With minimal

adaptation, the MDG could be used to study favoritism along the lines of religion, race,

or any other characteristic that is readily identifiable in a photograph or unobtrusive

descriptions of an individual. More broadly still, I hope that the emphasis in this paper

on precision in measurement and statistical power—and the fact that it produces results

in direct contradiction to extant research—motivates additional focus on developing and

refining measurement tools in political psychology and comparative politics.
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