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ABSTRACT

A decreased ratio between the width of retinal arteries and veins (Arteriolar-to-Venular diameter Ratio, AVR),
is well established to be predictive of stroke and other cardiovascular events in adults, as well as an increased
risk of retinopathy of prematurity in premature infants. This work presents an automatic method that detects
the location of the optic disc, determines the appropriate region of interest (ROI), classifies the vessels in the
ROI into arteries and veins, measures their widths and calculates the AVR. After vessel segmentation and vessel
width determination the optic disc is located and the system eliminates all vessels outside the AVR measurement
ROI. The remaining vessels are thinned, vessel crossing and bifurcation points are removed leaving a set of vessel
segments containing centerline pixels. Features are extracted from each centerline pixel that are used to assign
them a soft label indicating the likelihood the pixel is part of a vein. As all centerline pixels in a connected
segment should be the same type, the median soft label is assigned to each centerline pixel in the segment. Next
artery vein pairs are matched using an iterative algorithm and the widths of the vessels is used to calculate
the AVR. We train and test the algorithm using a set of 25 high resolution digital color fundus photographs a
reference standard that indicates for the major vessels in the images whether they are an artery or a vein. We
compared the AVR values produced by our system with those determined using a computer assisted method in
15 high resolution digital color fundus photographs and obtained a correlation coefficient of 0.881.
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1. INTRODUCTION

The accurate measurement of vessel parameters is an important problem in eye research in general and retinal
image analysis in particular. The relevancy of the problem is due to the fact that changes in retinal vessel
parameters have been linked to serious diseases such as diabetes and cardiovascular disease such as stroke in
adults and retinopathy of prematurity in premature infants. This work focuses on the determination of the
arteriolar to venular diameter ratio (AV-ratio) in digital color fundus photographs. A clinical protocol has been
established for measuring this parameter.1 This work is focussed on describing a method that will automatically
derive an estimate of the AV-ratio given a random, optic disc focussed retinal image.

The problem of automating AV-ratio measurement consists of many subproblems. The main challenges
are; optic disc detection, vessel segmentation, accurate vessel width measurement, vessel network analysis and
artery vein classification. Optic disc detection is necessary to determine the location of the ROI in which
the measurements are taken according to the protocol. Vessel segmentation must be used to find the vessels
themselves and, depending on the method that is used, the width of the vessels. Analysis of the vessel network
may not be necessary to obtain reasonable results but to successfully implement the medical protocol the location
and structure of bifurcations and cross-over points should be known. A critical component of any AV-ratio
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measurement system is artery/vein classification. Separating the arteries from the veins with high accuracy is
important as small classification mistakes can have a relatively large influence on the final AV-ratio.

Methods for both artery/vein classification as well as AV-ratio determination have been previously presented.
A semi-automatic method for the analysis of retinal vascular trees in which the venous and arterial trees were
analyzed separately was presented by Martinez-Perez et al.2 A more recent work by Rothaus et al.3 shows a
method to label all vessels as either artery or vein using an existing vessel segmentation and some manually
labeled starting vessel segments. Li et al.4 presented a method for automatically determining the AV-ratio,
however, that method did require manual user input to separate arteries from veins. The work closest to this
one is an automated classification method by Grisan et al.5 in which the vasculature is segmented using a vessel
tracking and analysis procedure and the vessel centerlines are detected. After defining an area of interest around
the optic disc and dividing this area into four quadrants, color based features are extracted from the vessel
segments that are then classified into arteries and veins using an unsupervised clustering method. Results are
reported on 24 images in which the total error rate was 12.4%. This work was extended by Ruggeri et al.6 with
an evaluation based on the actual artery and vein ratio. The authors report a correlation with a manual reference
standard in 14 images that varies between 0.73 and 0.83 depending on how the AV-ratio is calculated. Tramontan
et al.7 further extended the algorithm with enhanced vessel tracking and structural artery/vein discrimination
features. The reported correlation with the manual reference standard increased to 0.88 (20 images).

The method we propose in this paper automatically detects the optic disc, determines the AV-ratio measure-
ment ROI, segments the vasculature, determines the vessel width, classifies the detected vessels into arteries and
veins and calculates the AV-ratio. It therefore is completely automatic requiring no user input.

2. METHODS

2.1 Pre-processing

The measurement of the artery vein ratios are performed according to a well defined protocol.1, 8 This protocol
precisely defines both the location in the image where measurements should be taken and the manner in which
this should be done. The pre-processing step in this method is focussed on the detection of several anatomical
landmarks, visible in the fundus photograph, that are important in the AV ratio measurement process. These
are the optic disc, the landmark on the retina around which the measurements are obtained and the vasculature,
the structure that is actually being measured. We have previously described methods for the detection of these
structures and will therefore only briefly discuss these methods. The interested reader can find more details in
the referenced papers.

2.1.1 Field of View mirroring and background removal

To remove the large gradient at the edge of the field of view of the digital color fundus photographs used in this
work, a mirroring technique was applied that we have described in another work.9 This technique mirrors the
pixel values from within the circular field of view to outside the field of view. This operation was performed at
the original image resolution.

Slow background variations were removed by blurring the image with a Gaussian filter with a large standard
deviation. The value of the standard deviation is not a critical parameter as long as it is chosen large enough to
ensure the blurred image contains no visible structures such as vessels. This procedure was performed on both
the Red as well as the Green image color planes separately. From here, everywhere the Green and Red plane is
mentioned, these pre-processed version are meant.

2.1.2 Optic Disc Detection and ROI determination

We used a supervised position regression method10 to detect the centerpoint of the optic disc. This method
estimates how far it is from the optic disc center based on measurements taken from the image. It is first trained
using a large set of images for which the location of the optic disc is known. By obtaining estimates in many
locations in the image, eliminating those locations that are estimated to be far from the optic disc and searching
around the locations estimated to be close to the optic disc center, the target location is found. As this method
does not provide an estimate of the size of the optic disc we have assumed the optic disc in our testing data
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Figure 1. Image from the training dataset overlaid with the automatically determined ROI region. The region labeled ‘B’
is where AV-ratio measurements are taken.

to have a more or less constant size. This is a valid assumption due to the uniformity of the data used in this
study. All of the images used in this study have the same resolution and cover approximately the same area of
the retina, after performing some manual measurements in the trainingset we assumed a value of 360 pixels for
the diameter of the optic disc (DD).

The AVR calculation procedure we have automated is based on the manual method by Knudtson et al.8 The
region of interest (ROI) in which AV-ratio measurements are obtained is centered on the optic disc (see Figure
1), the size of this ROI is based on the diameter of the optic disc. Region A is between 0.5 and 1 DD from the
optic disc center and region B, where vessel measurements are taken, is between 1DD and 1.5DD from the optic
disc center.

2.1.3 Vessel segmentation processing

Previously we presented a vessel segmentation method11 based on pixel classification. The filter outputs of a
Gaussian filter bank were used as features to train a kNN-classifier12 to detect the vasculature. This method is
not scale independent as the Gaussian filterbank features are extracted at particular scales. Also, the data with
which the vessel segmentation method has been trained (the DRIVE database13) has a particular resolution and
therefore a particular range of vessel widths. As we have used high resolution images in this work, applying
the standard method trained with the DRIVE data would not produce satisfactory results. Also, increasing the
scales of the derivative filters in the Gaussian filterbank can lead to an increased processing time. To attain
reasonable performance for the vessel segmentation step we have downsampled the images with a factor 4 before
applying the vessel segmentation.

The vessel segmentation method assigns each pixel in the image a likelihood that the pixel is within a vessel.
This results in a likelihood map that can be thresholded to produce a binary vessel segmentation. Before
thresholding we upsampled, using quintic spline interpolation, the likelihood map back to the resolution of the
original image. To make analysis of the vessel network easier we then applied a skeletonization14, 15 algorithm on
the thresholded likelihood map, reducing all vessels to a single centerline of one pixel wide. Threshold T = 0.3
was used as that gave good results on the training data. After thinning, cross-over and bifurcation points were
removed by counting the number of neighbors for all centerline pixels and removing those with more than two
neighbors. This is necessary because the vessel width and angle in bifurcations is not well defined or difficult to
measure in the case of cross over points. This operation also subdivides the vascular network into a collection of
vessel segments. All segments with a length below four pixels are removed.
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Figure 2. Image showing all the most important processing steps described in Section 2.1 on a small sub-image. a) The
original color fundus image. b) The upscaled vessel likelihood map. Note the variable vessel widths and the influence of
contrast on the vessel likelihood. A higher pixel value in this image means a higher vessel likelihood. c) The splat map,
only the borders of the individual splats are shown. d) The result after assigning the median likelihood value under the
splat to the complete splat for all splats in the image. e) The vessel centerlines. Note that the image was dilated for
display so the centerlines are no longer 1 pixel wide. f) The final width measures plotted on the original image. Note that
only every third measurement was plotted.

The ROI in which AV-ratio should be measured is known beforehand so all vessel segments that are not
(partly) inside region B (see Figure 1) were removed as they were not used in the AV-ratio analysis. To measure
the local vessel width the local vessel angle needs to be determined. The angle of the vessel for a particular
centerline pixel is given by the direction of the largest eigenvector of the covariance matrix of the coordinate of
the centerline pixel along with the coordinates of its seven connected neighbors to both sides (i.e. 15 coordinates
in total). As it is unknown where the vessel begins or ends the range of of the angles is [0 . . . π]. Near the end
of the vessel segment only centerline coordinates inside the vessel are used, 8 for the end pixel.

Even though our method can successfully localize most vessels (i.e. larger and smaller ones) choosing a
single threshold to produce a binary segmentation of the vasculature that can be used to determine the local
vessel width is difficult. This is further complicated by the fact the vessel detection is performed at a lower
resolution resulting in larger errors after upsampling. The standard, semi-automatic software used in many
medical studies to determine the artery/vein ratio is called IVAN (see Section ). This software uses a technique
called tobogganing16, 17 in its vessel segmentation algorithm. As we wanted to obtain similar vessel widths to
IVAN and perform a vessel segmentation on the original resolution of the image we have combined tobogganing
with our vessel segmentation method.

Tobogganing is a fast technique that subdivides the image into areas (i.e. “splats”) that are homogeneous
based on a certain criterium. The technique’s results are analogous to the “catchment basins” in watershed
segmentation.18 We used the multiscale gradient magnitude image18 to define homogeneity. The gradient
magnitude at various scales tends to have a maximum at the border of the vasculature, a lower scale filter will
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give more response at the border of small vessels and a higher scale filter will give more response at wider vessels.
To obtain the multiscale gradient magnitude image we calculated the scale-normalized gradient magnitude at
scales σ = 1, 2, 3, 4, 5, 6 and used the maximum value over scale for each of the pixels in the image. After applying
the tobogganing method we obtain a splat map with around 150, 000 splats. We can now use the likelihood map
produced by our vessel segmentation algorithm to determine for each splat the likelihood it is inside a vessel.
We do this by assigning to each splat the median likelihood value of all the pixels that are part of the splat.
We can assume the splats are either inside or outside the vessel (note that this assumption does not hold in the
case of low contrast vessels). Given a correct likelihood map this results in the splats inside the vessel being
assigned a substantially higher likelihood than those outside the vessel. In the resulting vessel map, the borders
of the vessels are much better defined and the widths of the vessels become less dependent on the chosen vessel
segmentation threshold. This enhanced vessel map was used to determine the vessel width. Figure 2 shows the
process in more detail on a small subimage taken from one of the test images.

For each centerline pixel the local vessel width was measured by finding the vessel edges in the vessel map and
calculating the distance between them. To find the vessel edges the likelihood was measured along a line through
the centerline pixel and perpendicular to the vessel centerline. As the likelihood assigned to vessel splats varies
over the image and is dependent on local contrast and vessel width we determine a separate threshold for every
centerline pixel. The vessel likelihood under the centerline pixel multiplied with a ratio threshold determined
at what likelihood a splat is no longer part of a vessel. A ratio threshold of 0.7 was used and was found to
give good results on the training set. After all the vessel widths for a vessel segment had been determined a
quick error correction was performed by finding sudden changes in the vessel width. These happen when a
vessel splat is not included in the vessel width measurement, the ratio threshold was then varied locally until
the width measurement matched the average width at the preceding 8 vessel centerline pixels. Figure 2 shows
width measurement results in a small sub-image of one of the training images.

2.2 Artery/Vein classification

To enable separate analysis of the arteries and the veins in the image, the previously detected vessel segments
needed to be assigned to one of these two classes. A supervised, i.e. trained with examples, system was used.
The system is an adapted and enhanced version of the classification system described in.19 After a one-time
training procedure the method can be used to classify previously unseen centerline pixels. The pre-processing
procedure as detailed in Section 2.1 is applied to all 25 images in the training set. For each of the training images
an expert indicated, for the major vessels, whether they were an artery or a vein.

2.2.1 Training phase

In the training phase, a classifier was trained using example centerline pixels for which it was known whether
they were from an artery or a vein, to distinguish between both classes of centerline pixels. As not all vessels
in the training set were marked as artery or vein, centerline pixels from unmarked vessels were not included in
the training dataset. For all remaining centerline pixels in the training images, a set of 31 local features was
extracted. Table 1 shows the list of extracted features. All derivative features that do not use specific color
information were calculated using the green color plane of the original image. This particular list of features was
chosen based on the previous use of some similar features in the literature5, 7 and the observation that the local
image structure around the arteries and the veins is different.

To determine the mean and standard deviation of the Hue, Saturation, Intensity, Red and Green intensities
for each centerline pixel, we measured these values along a line through the centerline pixel, perpendicular to
the centerline and inside the vessel borders. To calculate the steered Gaussian derivatives filter response, a set
of Gaussian basis filters are applied to the image. Using the basis filters (e.g. Lxx, Lxy and Lyy for the second
order Gaussian derivative) the filter response at any arbitrary angle can be calculated.20 This allowed us to
make these features invariant for vessel orientation by orienting the filters so they are always perpendicular to
the vessel. After sampling the features for each centerline pixel the appropriate labels were assigned based on
the reference standard and all training samples were stored in a training dataset.

The training dataset was then used to train a statistical classifier. We did an extensive comparison of
several different classifiers; k-Nearest Neighbor Classifier, Support Vector Machine Classifier, Linear Discriminant
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Nr. Feature description
1-3 Mean Hue, Saturation and Intensity across the vessel.
4-5 Mean Red and Green plane intensities across the vessel.
6-8 Standard deviation of Hue, Saturation and Intensity across the vessel.
9-10 Standard deviation of Red and Green plane intensities across the vessel.
11-14 Highest and lowest intensity in the Red and Green plane across the vessel.
15-17 Hue, Saturation and Intensity under the centerline pixel.
18-19 Red and Green plane intensity under the centerline pixel.
20-23 Steered second Gaussian derivative at centerline pixel location with σ = 2, 4, 8, 16.
24-27 Steered third order Gaussian derivative at centerline pixel location with σ = 2, 4, 8, 16.
28-31 Steered fourth order Gaussian derivative at centerline pixel location with σ = 2, 4, 8, 16.

Table 1. The complete set of features extracted for each centerline pixel.

Classifier and a Quadratic Discriminant Classifier by splitting the training set in two sets, one for training and
one for testing. The classifier that maximized the area under the Receiver Operator Characteristic (ROC) curve
was selected. The Linear Discriminant Classifier showed the best results in this preliminary experiment. We also
performed a feature selection experiment on the training data but as feature selection decreased performance we
decided to use the complete set of features.

2.2.2 Applying the artery/vein classification to unseen data

To apply the trained classifier to the test images they were first preprocessed similarly to the training images.
For each centerline pixel we extracted the set of 31 features and used the trained classifier to assign a soft label
l = [0 . . . 1]. Here, a label close to 0 meant the pixel was likely in an artery and a label close to 1 meant a pixel
was likely in a vein. The result of the classification is shown in Figure 3. We assumed that all pixels in a vessel
segment are either in an artery or a vein. Each soft label assigned to a centerline pixel can be regarded as a
vote for the label that should be assigned to the complete segment. Combining these votes can be done in many
different ways but we have found, using preliminary experiments on the training set, that taking the median
label for the entire vessel segment works well.

Due to variation in the local image characteristics, the soft labels assigned to each of the segments can vary
over the image. A global threshold will not always successfully separate the arteries from the veins within a
single subject and will vary between subjects. To perform the final classification we used the prior knowledge
that arteries and veins usually come in pairs. Determining which vessel segments should be paired is a non-
trivial problem, to simplify the problem we did the pairing on a circle. All vessel segments intersecting with a
circle of a certain diameter would be eligible for matching. Finding the nearest neighbor vessel segment on a
circle is straightforward, this can be done by finding the nearest intersection point on the circle. Not all vessel
segments will intersect with a circle of a certain diameter. Matching should be repeated at various diameters.
The diameters we chose were from 1 DD to 1.5 DD in steps of 0.1 DD, so the matching and voting procedure
was repeated 6 times.

At a certain diameter, different vessel segments are paired by finding their nearest neighbor vessel and
comparing the soft labels of both. The vessel segment with the highest softlabel received a vote for ”vein” and
the other received an ”artery” vote. Then the next nearest vessel was selected and the procedure was repeated. It
is obvious that the outcome of this procedure is dependent on the starting vessel segment. By picking a different
vessel segment as the starting segment, the distribution of the artery/vein votes amongst the vessel segments
varied. Finally, after all vessels had been used as a starting vessel, the votes were counted and each of the vessel
segments was assigned a hard label (i.e. either artery or vein based on the received votes). Vessel segments with
a equal number of votes were excluded from the analysis.

2.3 Calculating the AV-ratio

The AV-ratio is defined as AV R = CRAE
CRV E where CRAE is the Central Retinal Artery Equivalent and CRVE is

the Central Retinal Vein Equivalent. The precise calculation of these two values is given by Knudtson et al.8

but essentially, only the widest 6 veins and arteries are needed. Ideally, an analysis of the vasculature within
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Figure 3. Artery/Vein classification result on the image from Figure 2. A centerline pixel with a higher pixel intensity has
a higher likelihood to be a vein according to the algorithm. Note that the image was dilated for display so the centerlines
are no longer 1 pixel wide.

the ROI defined by Knudtson et al. should be performed as they require measurements to be done at specific
locations in the vessel network (e.g. before bifurcations). However, currently our method does not do such
analysis. We therefore perform the AVR determination at multiple locations in the ROI during the final voting
procedure as described in Section 2.2.2. For each circle diameter we measure the local vessel width (see Section
2.1.3) at the vessel segment crossing locations. After the artery vein classification has finished we perform the
AVR calculation for each circle diameter separately. The resulting six AVR values are averaged to arrive at the
final AVR estimate for the complete image.

3. DATA, EXPERIMENTS AND RESULTS

To train the artery/vein classification and determine the parameters for the algorithm we used a trainingset of
25 digital color fundus photographs and to test the complete system we used a separate test set of 15 digital
color fundus photographs. All images were obtained from Glaucoma patients at the University of Iowa Hospitals
and Clinics using a sequential variable-base stereo fundus camera (Carl Zeiss Meditec, Dublin, CA).21 Each of
the images is centered on the optic disc and covers 30 degrees of the retina. The dimensions of the images are
2392 × 2048 pixels with 8-bits per pixel per color plane. All images were obtained from the PACS in JPEG
compressed format.

For training the artery vein classification method a retina expert labeled the major vessels in the images of
the training set as either artery or vein. As only the vessel centerlines needed to be labeled a precise vessel
segmentation was not necessary. Labeling was done by manually drawing a thick line over the major vessels
using a standard painting program. The colors blue and red were used for veins and arteries respectively.

To set the AV ratio reference standard, a semi automatic computer program called IVAN developed by the
University of Wisconsin in Madison, WI, USA was used. This software has been extensively validated and
employed in more than 15 recent, published medical trials to determine the artery vein ratios. It can be regarded
as the standard software package used for this purpose. We asked a retina expert to process the 15 images in
the test set using this software. The software produces several different AV ratio measures but we selected the
one labeled ”Big 6” as this one corresponds to the AV ratio described in.8

We applied our complete system on the 15 test images and determined the correlation of the automatically
determined AV ratios with those determined using IVAN. Figure 4 shows the scatterplot of the AVR values of
the human observer and the algorithm. A correlation of 0.881 was achieved. Table 2 shows the results for the
individual images.
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Image Manual Automatic Error
1 0.56 0.57 0.01
2 0.68 0.71 0.03
3 0.68 0.69 0.01
4 0.66 0.63 0.03
5 0.72 0.74 0.02
6 0.73 0.77 0.04
7 0.66 0.67 0.01
8 0.74 0.73 0.01
9 0.68 0.66 0.02
10 0.68 0.72 0.04
11 0.64 0.67 0.03
12 0.67 0.67 0
13 0.74 0.70 0.04
14 0.57 0.62 0.05
15 0.71 0.75 0.04
Mean 0.67 0.69 0.03
SD 0.05 0.05 0.01
Min 0.56 0.57 0.00
Max 0.74 0.77 0.05
Table 2. The individual results for each image.

4. CONCLUSION AND DISCUSSION

The proposed method shows promising results with a correlation of 0.881 on 15 images. This similar to the
performance demonstrated by other groups for fully automated systems.7 When we remove the case with the
largest error from the analysis the correlation decreases to 0.873 showing that there are no major outliers and all
errors made by the system are small. This is confirmed by the data in Table 2. The average error of 0.03 with
a standard deviation of 0.01 seems small but additional experiments where multiple human observers determine
the AV-ratio in the test set are needed to make a comparison.

There are several improvements that could be introduced to the system to increase performance. One is to do
a more thorough analysis of the vascular system in the ROI. This is a non-trivial problem that warrants further
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Figure 4. Scatter plot of the AVR values, human observer versus the proposed method. A linear correlation coefficient of
0.881 was attained. The shown line represents the best linear fit to the point cloud.
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research. As stated in Section 2.3 the presented method does not completely follow the AV-ratio measurement
protocol as defined in the literature. The additional detection of both cross-over and bifurcation points within
the ROI would help to avoid mistakes in the vessel matching. For example, after a bifurcation, using the current
system, the two branches of the same vessel may be matched as an artery vein pair and could end up with
different labels. By analyzing the properties of the vascular network this situation could be avoided as the vessel
would be ignored after the bifurcation.

In the future we hope to use the software to analyze large databases of retinal images to discover new
information about how the AV-ratio varies under influence of disease processes. Before doing this, an enhanced
version of the current system will be more thoroughly evaluated on a larger set of images.
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10. M. Niemeijer, M. D. Abràmoff, and B. van Ginneken, “Fast detection of the optic disc and fovea in color
fundus photographs.,” Med Image Anal 13(6), pp. 859–870, 2009.

11. M. Niemeijer, J. J. Staal, B. van Ginneken, M. Loog, and M. D. Abràmoff, “Comparative study of retinal
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