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ABSTRACT

A convolutional network architecture is presented to determine bounding boxes around six organs in thorax-
abdomen CT scans. A single network for each orthogonal view determines the presence of lungs, kidneys, spleen
and liver. We show that an architecture that takes additional slices before and after the slice of interest as
an additional input outperforms an architecture that processes single slices. From the slice-based analysis, a
bounding box around the structures of interest can be computed. The system uses 6 convolutional, 4 pooling
and one fully connected layer and uses 333 scans for training and 110 for validation. The test set contains 110
scans. The average Dice score of the proposed method was 0.95 and 0.95 for the lungs, 0.59 and 0.58 for the
kidneys, 0.83 for the liver and 0.63 for the spleen. This paper shows that automatic localization of organs using
multi-label convolution neural networks is possible. This architecture can likely be used to identify other organs
of interest as well.
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1. PURPOSE

Automatic localization of organs is important for many computer-aided detection and diagnosis applications.
It can be used as a pre-processing step to an organ segmentation and analysis, or to guide automatic lesion
detection algorithms to specific regions of interest.

In the last few years, deep learning has been outperforming classical machine learning approaches in many
different areas. By feeding convolutional neural networks (ConvNets) large amounts of data, these networks
directly learn features from the data, obviating the need to carefully hand-craft a good set of features. As a
result, similar network architectures can learn a wide variety of taks. In this paper, we explore whether a multi-
label convolutional neural network can detect six organs of interest from thorax abdomen CT scans; left and
right lungs and kidneys, spleen and liver. In Ref. 1, the heart, kidneys, liver and spleen were detected in 660 CT
scans using cascade adaboosting and Random Forest to obtain 3D bounding boxes.

The following articles worked with deep learning to organ detection. In Ref. 2, a ConvNet with two convo-
lutional layers was trained with 7000 2D axial slices from 675 patients to detect the presence of twelve vertical
regions of the body, starting from the nose to the region containing the femur head. In Ref. 3 five regions of the
body were detected (leg, pelvis, liver, lung and neck) by using a five layers ConvNet in 4300 2d axial slices.

Our work is most closely related to the work of de Vos et al. 4. They used ConvNets to detect the presence
and absence of three structures: the heart, the aortic arch and the descending aorta. The output was a 3D ROI
using a static threshold of 0.5. They used a separate ConvNet for each organ and orthogonal view (axial, coronal
and sagittal), making the method slower when detecting more structures.
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2. METHODS

For this study, we used a data set of 553 thorax abdomen CT scans. The CT scans were acquired with the
following scanners and acquisition protocols: (1) SIEMENS Sensation 16, 2 mm slice thickness, B30f reconstruc-
tion kernel, (2) SIEMENS Sensation 64, 1 mm slice thickness, B30f reconstruction kernel or (3) Toshiba Acquillion
One, 1 mm slice thickness, FC09 reconstruction kernel. The majority of the scans (n=400) were contrast-
enhanced CT scans. The average number of slices was 682 (range 349-1109).

Two human observers located six organs of interest by indicating the first and last slice on which the organ
was visible in the three orthogonal views. Using this information, a 3D bounding box around the organs can be
constructed. The annotations of the first human observer were used as reference standard for this study.

2.1 Multi-label convnets

We propose a multi-label ConvNet to detect six organs from thorax abdomen CT scans. We use three separate
ConvNets for axial, coronal, and sagittal views. The proposed ConvNet, detailed in Figure 1, use slices of
256×256 for axial view or 256×512 for coronal and sagittal view as input. Three slices were used as input
η = [ηk−∆, ηk, ηk+∆], where ηk is the slice under analysis and ηk±∆ represents the slice shifted ∆ slices. The
information from multiple slices provides contextual information to improve the prediction (e.g. to differentiate
organs in the left or the right side of the patient in the sagittal plane). In this paper, ∆ is set to 5 slices. The
image intensity is scaled from [-1000 HU,400 HU] to [0,1]. The multi-label ConvNet uses sigmoid as activation
function and a multi-label cost function.5

In order to avoid overfitting, dropout with p = 0.5 is applied in the fully-connected layer. The weights are
initialized using Glorot weight initialization.6 RMSprop7 was used with a learning rate 0.001 and momentum
0.9. For each epoch, we used 128 mini-batches; each mini-batch contains 64 samples. The training is stopped
when the performance on the validation set is not improving after 5 epochs. Translation between [-10,10] was
used as data augmentation.
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Figure 1. Architecture of the ConvNet, where the input size depends on the orthogonal view, 256×256 for axial or
256×512 for coronal and sagittal. This figure shows the patch and filter sizes for the 256×512 input image. The input is
composed by η = [ηk−∆, ηk, ηk+∆] with ∆ = 5. The output is the prediction ρ of the six organs.

2.2 Postprocessing

Given an input slice, each multi-label ConvNet returns probabilities ρi=[1,2,...,6] between 0 and 1 for the six
organs. The ConvNet is applied to all slices in one orthogonal view and hence we obtain probabilities for each
slice for each organ. The predictions ρi of one organ over all slices are stacked into a 1D vector and this vector
is smoothed using a 1D Gaussian filter with σ = 10. Second, a threshold τ is applied to get a binary prediction.
Third, we apply connected component analysis and only keep the largest 1-D connected component. This process
is repeated for all three orthogonal views and finally, the 1D bounding boxes βaxial, βcoronal, βsagittal are used to
create a 3D bounding box for each organ.

We used the validation data set to determine the optimal thresholds for each organ and orthogonal view.
We varied the threshold τ in the range [0.001, 0.0015, 0.002, . . . , 1]. For each threshold, we apply the threshold,
compute the 1D bounding box, and the 1D dice score ϕτi = (2∗|βτi∩Yi|)/(|βτi|+|Yi|) was computed. Thereafter,
we selected the threshold that returns the highest dice score for each organ and orthogonal view, individually.
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2.3 Evaluation

We compare the proposed algorithm to two other approaches, which will refer to as system A and system B.
System A is a simple baseline approach in which the average bounding box location and size are computed on
a training set and applied to new scans. System B is a system which uses a similar ConvNet configuration but
only uses one slice as input. Next to this, we also compare the results to the second human observer. The data
set was split into 60% for training, 20% for validation and 20% for testing, resulting in 333, 110 and 110 scans,
respectively. Performance is measured using Dice’s coefficient, Jaccard similarity coefficient, and percentage of
volume detected.

3. RESULTS

Results are depicted in Table 1, Table 2 and Table 3. The results show that the proposed method performs
better than both systems A and B. Thus, the proposed system is able to predict the location of the organ
and the use of multiple slices improves the prediction. The performance for localization of the kidneys and
spleen is considerably worse compared to the lungs and liver. The performance of Observer 2 shows that human
performance is superior to the performance of the proposed system. Figure 2 shows in orange the predictions
obtained by the multilabel ConvNet, where (a) shows a low probability around slice 176 for liver in axial view
due to a small portion of the organ in the slice. Figure 3 and 4 show projections of the 3D bounding boxes of
the organs detected, every organ represented by a different color.

Table 1. Dice score for all methods. Table values are mean (SD).

Experiments Left lung Right lung Left kidney Right kidney Liver Spleen

System A 0.79 (0.08) 0.79 (0.08) 0.43 (0.22) 0.46 (0.18) 0.71 (0.11) 0.49 (0.21)

System B 0.90 (0.14) 0.89 (0.11) 0.59 (0.23) 0.49 (0.26) 0.83 (0.08) 0.60 (0.24)

Proposed system 0.95 (0.04) 0.95 (0.04) 0.59 (0.20) 0.58 (0.18) 0.83 (0.10) 0.63 (0.23)

Observer2 0.99 (0.01) 0.99 (0.01) 0.91 (0.24) 0.93 (0.19) 0.98 (0.05) 0.97 (0.09)

Table 2. Jaccard similarity coefficient for all methods. Table values are mean (SD).

Experiments Left lung Right lung Left kidney Right kidney Liver Spleen

System A 0.67 (0.11) 0.67 (0.10) 0.30 (0.18) 0.32 (0.15) 0.56 (0.13) 0.35 (0.17)

System B 0.83 (0.16) 0.81 (0.14) 0.45 (0.20) 0.36 (0.22) 0.71 (0.11) 0.47 (0.21)

Proposed system 0.91 (0.07) 0.91 (0.06) 0.44 (0.17) 0.43 (0.16) 0.72 (0.12) 0.49 (0.20)

Observer2 0.97 (0.01) 0.97 (0.01) 0.89 (0.23) 0.91 (0.19) 0.96 (0.07) 0.95 (0.09)

Table 3. Percentage of volume detected [%] for all methods. Table values are mean (SD).

Experiments Left lung Right lung Left kidney Right kidney Liver Spleen

System A 0.82 (0.11) 0.81 (0.11) 0.42 (0.21) 0.46 (0.19) 0.73 (0.13) 0.54 (0.25)

System B 0.90 (0.16) 0.89 (0.15) 0.72 (0.29) 0.51 (0.32) 0.88 (0.12) 0.69 (0.30)

Proposed system 0.94 (0.06) 0.94 (0.06) 0.70 (0.26) 0.70 (0.23) 0.85 (0.14) 0.76 (0.26)

Observer2 0.97 (0.01) 0.98 (0.01) 0.89 (0.23) 0.91 (0.19) 0.97 (0.06) 0.95 (0.09)
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Figure 2. The orange graph represents the likelihood ρi of being present in the slice, the black line indicates the reference
standard Yi annotated by the human reader. (a) Shows predictions ρi for liver and left lung in axial slices projected in
coronal view, and (b) shows predictions for liver in sagittal and coronal views projected in axial view, where dashed lines
extend the predictions and the yellow square represents the bounding box because of the intersection of the projections.

4. DISCUSSION AND FUTURE WORK

The presented method uses a single Convnets framework to simultaneously infer the presence or absence of
six structures. The detection results show that applying multi-label convnet architecture for organs detection
is feasible and could be more efficient than using multiple ConvNets for different organs. Even the presence
of small organs like kidneys can be detected. The low performance on the kidney and the spleen shows that
detecting small organs in a large patch is still a challenging task for ConvNets. A next step would be to zoom
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Figure 3. Bounding boxes projected in coronal and sagittal view.

Figure 4. Bounding boxes projected in axial view.

in on the detected regions and refine the bounding boxes or directly segment the contained organ. In this way
the proposed method can be seen as an attention model that can be integrated in a more compound network
architecture, in line with current trends in deep learning.

5. NEW OR BREAKTHROUGH WORK TO BE PRESENTED

This is the first work to predict presence or absence of six different structures on complete axial, sagittal and
coronal slices using a single ConvNet for each orthogonal view. The architecture is very fast, requiring 2.01
seconds to process a complete CT scan with around 900 slices, and can be easily extended to include bounding
box detection of many other structures.

CONCLUSIONS

In conclusion, we have shown that multi-label convolutional neural networks are able to detect organ of interest
in thorax abdomen scans. This approach can be used as a preprocessing step for many computer-aided detection
and diagnosis systems. This architecture can likely be used to identify other organs of interest as well.
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