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Chapter 5: Zero isn’t nothing

In the previous chapter I considered the general question of what “probabil-
ism” must mean. I argued that the numbers involved that satisfy the axioms of
probability theory must merely be a representation of some more fundamental
properties and relations that degree of belief itself has. Probabilities are just
one way to represent them, and other representations would work equally well
(particularly the odds representation). Some argue that the fundamental fea-
tures of degree of belief are not as Bayesians say they are, so that real-valued
probabilities can’t actually represent them correctly, and instead some other
mathematical structure must be used.

In this chapter I consider some features of the numerical representation of de-
grees of belief in closer detail, to address some issues that have arisen repeatedly
in the literature.

Regularity

One central feature of probability theory is that if a proposition corresponds
to the empty set (meaning that there are no epistemic possibilities on which it
is true), then the probability of that proposition is 0. This means that if one
is certain that a proposition is false, then one should have the lowest possible
degree of belief in it, which is represented by the number 0. Many authors
have also endorsed the converse — if one’s degree of belief in a proposition is 0
then it should be empty. Perhaps more perspicuously, if there is some epistemic
possibility on which a proposition is true, then one’s degree of belief in it should
be a positive number, not 0. Principles of this sort have been known by the
name of “Regularity” or “strict coherence”. [add citations]

The central motivation for this principle is a sort of faithfulness in the rep-
resentation. If A and B are two propositions, and if we let “A � B” mean “the
agent is more confident in A than in B”, and if we let P (x) be the numerical
representation of the agent’s degree of belief in x, then we might ask that A � B
if, and only if, P (A) > P (B). It is natural to assume that if A is something the
agent thinks might be true, while B is something that she doesn’t, then she is
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more confident in A than in B. But in this case, P (B) = 0, so we should have
P (A) > 0. However, there is a certain kind of case that causes problems for this
principle, if the values of P are assumed to be standard real numbers. Thus, I
will argue that the available options are to either modify the principle slightly
(I will recommend that we accept that if P (A) > P (B) then A � B, but not
the converse) or to find some structure other than the real numbers to form the
mathematical representation of degrees of belief.

The primary sort of case that causes problems for regularity is one in which
there are an infinite number of alternate possibilities that the agent is consider-
ing. Straightforward examples arise in scientific practice all the time. A scientist
is trying to figure out the value of some parameter (maybe the speed of light,
maybe the electrical conductivity of copper, maybe the mass of the earth, or
maybe something else). Her information so far is sufficient to rule out some pos-
sibilities completely (for instance she might be certain that the speed of light
is greater than 2.9 · 108 meters per second but less than 3.0 · 108 meters per
second), but there is still some range over which she is uncertain. She might be
quite confident that the value is likely to be near the middle of that range, but
there is still some range of values that she is unable to fully rule out. She finds
every value in that range epistemically possible as the value of the parameter.

However, it is not consistent with the probability axioms that every value
in that range have a positive probability. For those who are familiar with the
set-theoretic notion of cardinality, an argument is easy to run. There are un-
countably many possible values for the parameter in any interval. For each value
that has a positive probability, there is some positive integer n such that the
probability that that value is actual is greater than 1/n. However, since these
possibilities are incompatible, there can be no more than n of them that are
greater than 1/n, for each positive integer n. That is, for every positive integer
n, the number of values whose probability is greater than 1/n is finite. There
are only countably many positive integers, so the set of all values whose proba-
bility is positive is a countable union of finite sets, and is thus countable. But
there were uncountably many possible values for the parameter in the interval.
Since only countably many of them have positive probability, this means that
most of them do not have positive probability, and thus must have probability
0, despite being possible.

[Can I give a version that doesn’t appeal to countability?]
Given the concern with the meaning of real-valued representation, one might

object to the use of real numbers in the above argument. After all, what the
scientist is uncertain about is speeds, and speeds are not real numbers, though
they can be represented as such. Perhaps there are actually fewer speeds than
there are real numbers, so she can have a degree of belief for each of them that
is represented with a positive real number.

However, it seems perfectly consistent with what we know that there really
are as many speeds as there are real numbers. Many of the physical laws we
think we understand are phrased in terms of differential equations that seem to
assume a structure very much like the real numbers, that would have enough
possible values within it to run a version of this argument. Furthermore, nothing
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about the example requires the world to actually have speeds represented by
each real number — as long as the scientist finds it epistemically possible that
any given real number could represent the speed, then she must have epistemic
possibilities with probability 0. Such an epistemic possibility is one that I will
call “miniscule”.

Another objection that one might raise to this sort of example is to say that
most of the real numbers aren’t in fact epistemic possibilities for the scientist
because she is a human with a finite mind, and can thus only think about a
limited range of these possibilities. However, nothing about the notion of degree
of belief requires each proposition to be explicitly represented in the brain. Much
of belief and confidence is dispositional. For every rational number p/q, there
is a sentence in her language expressing that the speed of light is faster than
p/q meters per second. She could well have dispositions to respond to these
sentences in way that imply degrees of belief for every interval and every specific
real value, since those intervals and real values can be specified by comparisons
with these rational numbers. I don’t have any clear sense of whether or not
this is true of actual humans, but it doesn’t seem implausible that some sort of
physical being much like us could behave in this way.

And I think that thinking about things this way suggests that the problem
of these infinite sets of possibilities arises in all contexts, not just scientific
ones. Our linguistic and mental capacities suffice to generate infinitely many
thoughts. (Thoughts about numbers are just one obvious infinite family, but
there are plenty of others.) As long as we are ignorant about much of the world,
there are going to be uncountably many epistemic possibilities for us, at least
consisting of the various recombinations of these infinitely many thoughts we can
express. Some of these possibilities can be ruled out by what we know. But in
most scenarios, our limitations as finite agents mean that uncountably many of
these possibilities will be around at any point. Even if we’re only distinguishing
them into finitely many classes (the coin landing with the heads side up, the
coin landing with the tails side up, the coin landing precisely on its edge) it may
well be that some of these classes consist of infinitely fewer possibilities than
others, and thus our degree of belief may need to be represented by a number
less than 1/n for any integer n. As long as degrees of belief are represented
with real numbers, this means that it must be 0, even though there is still some
epistemic possibility.

Some authors have tried to respond by finding a mathematical structure
other than the real numbers that might be able to accommodate this idea. Since
the word of Abraham Robinson in the 1960’s, it has become clear that there are
consistent mathematical structures that are quite similar to the real numbers,
but with infinitely small positive elements that could play this role. I have ar-
gued (Easwaran, 2014b) that the particular structures that Robinson developed
must run into the opposite problem — they have far more structure than our
degrees of belief ever could, and thus must be an incorrect representation in
many ways. But I think there is interest in developing mathematical structures
for the values of P that could preserve the idea that A � B iff P (A) > P (B).

However, I think there is just as much interest in developing an understand-
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ing of what sort of faithfulness our mathematical representation can have as
long as it is conducted entirely with the real numbers, despite these failures of
regularity.

Implications

The basic idea of representation of degree of belief by real numbers is this. Each
degree of belief should have some real number that represents it. Thus, if an
agent’s degree of belief in two propositions is represented by different numbers,
then she must actually have different degrees of belief in them. We might ideally
like the converse to hold as well — if an agent has different degrees of belief in
two propositions, then these different degrees should be represented by different
real numbers. But I have argued that this will not in general be possible,
consistent with the ordering claims that we would like, and the structure of
degrees of belief in infinite scenarios.

Thus, what I will require is that if P (A) > P (B) then A � B. However, I will
not require the converse. If A � B, then P (A) may be greater than P (B), but
it may also be equal. We can also consider a relation A � B, meaning that the
agent is at least as confident in A as in B (she may be more confident, or equally
confident, but not less). If degrees of confidence are linearly ordered (which is
one of the assumptions that is necessary for any numerical representation of
degrees of belief to succeed), then for any A and B, either A � B or B � A.
Thus, the assumption that if P (A) > P (B) then A � B is equivalent to the
claim that if A � B, then P (A) ≥ P (B).

The ordering between degrees of belief must be very much like the ordering
between the real numbers representing them. However, it may be that different
degrees of belief are represented by the same number. Once we have recognized
that this holds at the bottom of the scale (both impossible propositions and
miniscule ones, which have degree of belief lower than any positive real number
but are still not impossible), we should recognize that the same could hold true
at any point in the scale. My degree of belief that the coin will land heads is
adequately represented by the number 1/2. But so is my degree of belief that
either the coin will land heads or the speed of light is exactly 2.998018383 · · ··108

meters per second, even though I recognize a possibility where that proposition
would be true without the coin landing heads. My confidence in the latter claim
is ever so slightly higher than my confident that the coin will land heads, but
both must be represented by the number 1/2.

Since degree of belief is connected in various ways to other psychological
states that are also represented numerically, similar considerations must hold
there.

In decision theory we have utility and preference as well as degree of belief.
If preference can be calculated from utility and degree of belief by means of the
expected value formulation, then regardless of what utility is like, the same sort
of issue must arise. I’d choose to bet that either the coin will land heads or
the speed of light is exactly 2.998018383 · · · · 108 meters per second; rather than
betting just that the coin will land heads. The former bet has some possibility
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of winning where the latter bet does not. However, the expected value of either
bet is half of the possible winnings. I prefer one to the other even though the
expected value is the same. I can insist that whenever the expected values are
different, one should prefer the one with the greater expected value, but allow
that when the expected values are the same, one might be indifferent between
the two — though one also might prefer one to the other. (I show how to derive
a notion of preference like this from degree of belief and utility in my (2014a).)

Interestingly, this might require some slight modification of the arguments
for probabilism based on decision theory. Some of those arguments require that
strict preferences always correspond to different expected values. For instance,
Jeffrey (1965) assumes an axiom known as “continuity”, while Ramsey (1926)
assumes an “Archimedean” principle. Either principle implies that if A � B �
C (where in this case, A,B,C are possible actions, and � represents strict
preference between them), then there is some finite n such that A � B � B1 �
B2 � · · · � Bn−1 � C � Bn, where the amount by which one prefers Bi to Bi+1

is always exactly equal to the amount by which one prefers A to B. However, if
A and B are degrees of preference that are represented by the same real number,
while C is represented by a lower one, then no finite number of such steps can
suffice.

Thus, one must either choose a different representation theorem (such as
the one by Savage (1954) [I SHOULD CHECK WHETHER THIS WORKS])
or take the point of view on which degree of belief constrains preference rather
than being defined from it.

Similarly, when considering accuracy, we must be able to say that some
degrees of belief have different degrees of accuracy, even though their degrees
of accuracy are represented by the same real number. This is because of the
assumption that whenever one degree of belief is higher than another, it has
a higher degree of accuracy when the proposition is true and lower when the
proposition is false. Since the function assigning degrees of accuracy to degrees
of belief is continuous, different degrees of belief with the same numerical repre-
sentation must also have different degrees of accuracy with the same numerical
representation.

And in the theory of confirmation we must also have something similar. It
can be possible for some evidence to confirm A without changing the numerical
representation of its probability. This is obvious if A is the negation of a minis-
cule proposition — in such a case, P (A) = 1, but one could certainly confirm
A by learning evidence that entails it. But the considerations mentioned above
suggest that this should be able to happen at any point in the scale of prob-
ability. One can confirm a proposition ever so slightly by eliminating just one
miniscule possibility in which that proposition was false.

[how should this end?]
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