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The first section of EC 301 covers consumer theory. That is, we describe the problem that a consumer

faces and develop methods that explain how a consumer tries to solve that problem. In economics, we assume

that a consumer will choose the ”best” option from a set of options. We can express this mathematically

as an optimization problem. But before we do that, we need to figure out how to define the optimization

problem.

1 Budget

A budget set describes all of the consumption bundles that a consumer can choose between. Consumption

bundles are just an ordered pair of numbers (x1, x2) that represents the quantities of each of two goods a

consumer has to choose between. Each unit of consumption comes with a cost p1 or p2. The budget set is

the set of of all consumption bundles where the total cost of the consumption bundle is less than or equal

to the consumer’s income, m. If the prices are constant, we can write this equation as

p1 + p2 ≤ m.

A budget set can be graphed in space showing combinations of x1 and x2. Points of interest in describing

a budget set are the intercepts, the points where our consumer is buying all x1 or all x2. The slope of the

outermost line shows the trade-off between the two goods. That is, to get more of x1 (move right), the

consumer has to give up some of x2 (move down). The exact amount is determined by the price ratio p1

p2
.

We call this price ratio the marginal rate of transformation because it shows how a consumer can transform

x2 into x1 by trading.

2 Preferences

A budget describes what the consumer can afford to buy. Preferences describe what our consumer would

like to buy. Preferences are just a comparison between two consumption bundles, say (x1, x2) and (y1, y2).
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Given a choice between two bundles, the consumer could prefer one or the other (denoted with �), or be

indifferent between the two (denoted with ∼).

Going back to graphing, we can draw indifference curves over combinations of x1 and x2. Indifference

curves are lines that show consumption bundles between which the consumer is indifferent, or equally happy

with. Moving from one point to another on an indifference curve shows the amount of x2 that a consumer

is willing to give up (move down) in order to get more x1 (move right). The slope of a line that is tangent

(just touching) an indifference curve is called the marginal rate of substitution because it shows how much

a consumer is willing to substitute x2 for x1.

Let me repeat that for emphasis. The marginal rate of substitution represents the rate at which a

consumer wants to trade. The marginal rate of transformation represents the rate at which a consumer can

trade.

3 Utility

Since preferences are only defined between two goods, to make any use of them we’d need to compare all

possible pairs of consumption bundles in our consumer’s budget set. If our budget set has more than a

few consumption bundles, this gets unwieldy pretty quickly. To make comparison of any two consumption

bundles quick and easy, we want to define a utility function. A utility function takes the quantity of each

good in the consumer’s consumption bundle, does some calculations, and assigns a number to that bundle.

A higher number for a bundle means that a consumer prefers it more. That is, u(x1, x2) > u(y1, y2) if and

only if (x1, x2) � (y1, y2).

After defining a utility function, we might naturally think about how utility changes as our consumer

gets more of x1 or x2. The marginal utility of x1 measures the change in utility, u(x′1, x2)−u(x1, x2), relative

to a change in the quantity of x1, x′1−x1, holding the amount of x2 constant (and similarly for the marginal

utility of x2). If we think about very small changes in x1, this equates to taking the partial derivative of

u(x1, x2) with respect to x1, ∂u(x1,x2)
∂x1

.

In the last section, we defined the marginal rate of substitution graphically as the tangent line to an

indifference curve. With a utility function, we can define the MRS numerically as well. Knowing that

moving along an indifference curve produces no change in utility, we can solve that relationship to get

MRS =
dx2
dx1

= −
∂u(x1,x2)

∂x1

∂u(x1,x2)
∂x2

.
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4 Choice

Now we have all the pieces in place to write out mathematically the consumer’s problem. We said that a

consumer chooses the ”best” consumption bundle from his budget set. For a consumption bundle to be in

his budget set, it has to satisfy the budget inequality. By ”best,” we mean the consumption bundle that he

most prefers, or the one that has the highest utility, u(x1, x2).

The consumer takes income and prices as given. That is, he can’t do anything to change p1, p2, or m.

However, he can change the amount of quantities x1 and x2 that he consumes. Mathematically, we can write

the consumer’s problem as

max
x1,x2

u(x1, x2) s.t p1x1 + p2x2 ≤ m.

In this course, we’ll assume that there are no satiation points, so that we can restrict our search to combi-

nations of (x1, x2) that satisfy p1x1 + p2x2 = m.

How do we know when the consumer is at a maximum? Any interior solution (with caveats that I’ll

explain later) will satisfy the first order condition

∂u(x1,x2)
∂x1

∂u(x1,x2)
∂x2

=
p1
p2
.

Intuitively, this first order condition says that the marginal benefit of more x1 relative to the marginal benefit

of more x2 equals the marginal cost of more x1 relative to the marginal cost of more x2.

Suppose the consumer has a bundle where this relationship does not hold, say where the marginal benefit

is greater than the marginal cost. Then the consumer could give up some x2 to get more x1 and increase

utility. If the marginal benefit were less than the marginal cost, then the consumer should give up some x1

to get more x2.

In general, the marginal utilities will depend on the quantities of x1 and x2 that the consumer chooses.

This means that our first order condition and the budget constraint form a system of two equations in two

unknowns. There is only one value of x1 and x2 that will satisfy both equations at the same time. To

solve the system, solve one equation to get x2 in terms of x1 (solving for x1 works just as well). Then

substitute that expression for x2 in the other equation and solve for x1. This will give you an expression for

the consumer’s optimal quantity of x1 that depends on p1, p2, and m. To get a similar expression for x2,

plug this expression back into either equation and solve for x2.

I did mention there were some caveats. In addition to the budget constraint, we also require that the

quantities demanded be greater than or equal to zero. This leads to a boundary optimum, where the

consumer spends all of his money on either x1 or x2. That is, the marginal benefit of x1 is so high, or

the marginal cost of x2 is so low, that the consumer could have 0 x2 and still want to give some up to get

more x1. In that case the first order condition will not hold. You should realize when the optimal choice
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is a boundary condition when one of two things happens: either the optimal choice of one of the goods is

negative, or there is no solution to the first order condition. The latter will occur when the two goods are

perfect substitutes.

Additionally, the marginal utilities have to exist in order for the first order condition to have any meaning.

The derivatives will not exist if there is a kink in the indifference curve. This typically occurs if two goods

are perfect substitutes. In that case, you should know that the optimal choice will occur when the consumer

has x1 and x2 in a certain ratio according to his preferences and satisfies his budget constraint.

5 Demand

Okay, the hard part is over. We can describe how a consumer will choose quantities of goods given a certain

budget and prices. The next interesting question is to ask how changing the parameters of the problem will

change the consumer’s optimal choice. The expressions for x1 and x2 in terms of p1, p2, and m that we found

above are called demand functions. We can classify goods depending on how they respond to changes in

each of the prices and income. To measure how demand responds, we can differentiate the demand function

with respect to each of p1, p2, and m.

If ∂x1

∂m > 0, the consumer buys more x1 as his income increases. We say that x1 is a normal good. If

∂x1

∂m < 0, the consumer buys less x1 as his income increases. We say that x1 is an inferior good.

If ∂x1

∂p1
< 0, the consumer buys less x1 as its price increases. We say that x1 is a ordinary good. If ∂x1

∂p1
> 0,

the consumer buys more x1 as its increases. We say that x1 is a Giffen good.

If ∂x1

∂p2
> 0, the consumer buys more x1 as the price of x2 increases. We say that x1 and x2 are substitutes.

If ∂x1

∂p2
< 0, the consumer buys less x1 as the price of x2 increases. We say that x1 and x2 are complements.

Additionally, we can hold p2 and m constant and invert the demand function to find p1 in terms of x1.

This expression tells us what the price of x1 needs to be in order for our consumer to buy a given quantity

of x1.

6 Consumer’s Surplus

From a theoretical standpoint, utility is an easy way to describe preferences. From a practical standpoint,

it’s hard to work with utility. We don’t directly observe the utility that a consumer attaches to a particular

consumption bundle. However, we do observed prices and incomes, as well as a consumer’s chosen quantities.

So far we’ve used utility functions to derive demands. Consumer’s surplus gives us a way to take demands

and derive utility.

In the chapter on demand, we found that the inverse demand curve determined the consumer’s reservation
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price for a given quantity – the price at which he is just willing to buy the last unit. The reservation price

measures the value that the consumer places on each unit. If his reservation price is higher than the market

price, he buys some of the good. If his reservation price is below the market price, he does not buy any more

of the good. The sum of the reservation prices for each unit that the consumer buys gives us the total value

that he places on the goods that he consumes. This is called the gross consumer’s surplus. Graphically, it

is the area under the demand curve to the right of the vertical axis and to the left of the optimal quantity.

For a linear inverse demand curve p(x) with optimal choice x∗, we can calculate this area as

Gross consumer’s surplus = x∗ × 1

2
[p(0) + p(x∗)].

Of course, our consumer has to pay for the goods that he buys. We should subtract the amount of money

spent from the gross consumer’s surplus to get the net consumer’s surplus, or just consumer’s surplus. The

total amount of money spent buying x∗ is p(x∗)x∗. Therefore, we can calculate net consumer’s surplus as

Net consumer’s surplus = x∗ × 1

2
[p(0) + p(x∗)]− p(x∗)x∗.

In general, the consumer’s reservation price for x1 will depend on the amount of x2 he is consuming.

That is, if a consumer has a lot of x2, he might place a higher value on each unit of x1, and vice versa.

Consumer’s surplus gives an exact measure of the change in utility only when there is no income effect. In

order to get exact measures of the change in utility, we need two concepts called equivalent variation and

compensating variation.

Just as we have consumer’s surplus, there is also a concept of producer’s surplus. Producer’s surplus is

the difference between the market price for a good and what the producer would have been willing to sell it

for. Graphically, producer’s surplus is the area above the supply curve but below the market price and to

the left of the quantity sold. The total sum of consumer’s surplus and producer’s surplus represents the net

gains from trade.

7 Market Demand

Up until now, we’ve found the demand function for a single consumer. But markets typically consist of many

consumers. To find the market demand for a particular good, we simply sum up all of the individual demands.

This gives us the aggregate demand. Graphically, this means adding the demand curves horizontally.

The rest of this chapter talks about another property of demand curves, elasticity. Elasticity measures

how quantity changes when prices changes. A perfectly elastic demand or supply curve is flat; quantity can

change freely without any change in price. A perfectly inelastic demand or supply curve is vertical; any

price change results in no change in quantity. We say that a demand or supply curve is elastic if the change

5



in quantity is proportionally bigger than the change in price, meaning the that curve is generally flat. We

say that a demand or supply curve is inelastic if the change in quantity is proportionally smaller than the

change in price, meaning the curve is generally steep.

Elasticity features prominently in the solution to the monopolist’s problem, so we’ll wait until that section

of the course to talk in more detail about it.

8 Equilibrium

As we trace the supply and demand curves, we see that they intersect. At that point, there is a price that

makes the quantity supplied equal to the quantity demanded. If the price were a bit higher there would be

a surplus and producers could be better off by producing more. If the price were a bit lower there would

be a shortage, and consumers would bid up the price so producers make more. At the equilibrium, neither

producers nor consumers have an incentive to change their actions.

In fact, a competitive market leads to an equilibrium that is Pareto efficient – there is no way to make

anyone better off without making someone else worse off. At an allocation that is Pareto efficient, there

are no more possible win-win trades. The market price determines how much should be produced and who

should get the total amount. At equilibrium in a competitive market, goods are produced by those who can

do it for the lowest cost and are purchased by those who place the highest value on them.

Finding an equilibrium price is another example of solving a system of equations. In equilibrium, we

know that the quantity supplied equals the quantity demanded. Additionally, there is some relationship

between the price that consumers pay and the price that producers receive. The most basic case is that the

price is the same. Therefore, we want to find prices pD and pS such that

D(pD) = S(pS)

pD = pS

Typically there is some tax levied on the market that creates a difference between the price consumers

pay and the price producers receive. Common tax forms include a per unit tax and an ad valorem tax,

pD = pS + t

pD = pS(1 + τ)

To solve for the equilibrium price, substitute either pD or pS into the quantity equation and solve. Either

D(pS + t) = S(pS)

or

D(pD) = S(pD − t)
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will work. Note that since the same equation holds for a tax levied on suppliers, it does not matter for the

equilibrium who collects the tax.

By examining the change in consumers’ and producers’ surplus, we can measure the harm done by the

tax. The foregone consumers’ and producers’ surplus because of the tax is called the deadweight loss of the

tax. It represents the value of transactions that made consumers and producers both better off, but do not

occur because of the tax.

The effects of the tax are not necessarily split equally between producers. To see this, consider a market

with a perfectly inelastic supply. If a tax is imposed on the market, the suppliers will not adjust their

quantity supplied. The consumers must pay the same price as before the tax in order for the market to

clear, so the entirety of the tax must fall on producers. Since a tax is levied on goods produced, producers

and consumers can avoid the tax by reducing the quantity of goods and consumed. Producers with inelastic

supply curves or consumers with inelastic demand curves will not change quantities as much, so they will

pay a higher portion of the tax.

Now that we’ve studied consumers, we can turn to the other half of the market – producers. Just as we

assumed that consumers choose a bundle of goods that maximizes utility subject to a budget constraint, we

will assume that producers will choose factor inputs to maximize profit subject to technological constraints.

However, since producers can enter and exit the market in a way that consumers can’t, there’s an additional

wrinkle to their problem. To examine entry and exit, we’ll separate the producer’s problem into two stages

– first find the least expensive way to produce any given level of output, then choose the level of output that

maximizes profits.

9 Technology

Consumers face scarcity in the form of a budget. A limitation on the amount of resources they have limits

the amount that they can consume. Firms have a similar limitation. Firms take inputs, such as labor and

capital, and combines them in order to create something new, which we call its output. A firm chooses the

amount of output to produce, but it is limited by the amount of inputs needed to produce the output.

The marginal product of a factor is the change in output that comes from getting an additional amount

of a factor input. To calculate marginal product, take the partial derivative of the production function

with respect to that factor. Marginal product can be decreasing, constant, or increasing depending on the

amount of inputs used. We’re interested in the part where where marginal product is decreasing, because

that’s what guarantees a solution to the profit maximizing condition we’ll set up later. More importantly,

it’s what’s typically the case in the real world. Diminishing marginal product means that each unit of input

hired (holding everything else constant), say each additional worker or each additional factory, produces less
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output than the one before it.

We’re also concerned with the returns to scale of a production function. Returns to scale measures how

much output changes when you multiply all the inputs by the same amount. If you double all the inputs in

a constant returns to scale production technology, then output will double. If it’s increasing returns to scale,

then output will more than double; If it’s decreasing returns to scale, then output will less than double.

10 Cost Minimization

In the previous section, we used the firm’s production function to replace y in its profit equation, letting

us write an expression that depended only on its inputs. In the section, we use the production function to

replace the inputs so that we can write the profit equation as an expression that depends only on the firm’s

level of output. But if we simply solve the production function for x2 and put it in the profit equation, we

still have to find a way to get rid of x1.

We get around this by realizing that a profit-maximizing firm produces any level of output in the least

expensive way. That is, a cost-minimizing firm that needs to produce y units of output with two inputs

solves the problem

min
x1,x2

w1x1 + w2x2 subject to y = f(x1, x2)

The optimal choice of x1 and x2 solves the equation

MP1(x∗1, x
∗
2)

MP2(x∗1, x
∗
2)

=
w1

w2

MP1(x∗1, x
∗
2)

w1
=
MP2(x∗1, x

∗
2)

w2

Both equations are the same, but I’ve written them this way to make a point. The second equation says that

a firm’s optimal choice of inputs occurs where the marginal product per dollar of each input is equal. If that

were not the case, it would be cheaper for the firm to use more of the input that has the higher marginal

product per dollar.

The first equation highlights the mathematical similarity between cost minimization and the consumer’s

utility maximization. Remember, the consumer faces a fixed budget, which is drawn with a straight line,

and tries to find the highest indifference curve, which is typically curved. In cost minimization, the firm

has a fixed isoquant, which because of diminishing marginal product, is typically curved like an indifference

curve. Instead of a single budget line, there are many isocost lines, straight lines with slopes equal to −w1

w2
.

Isocost lines that are further away from the origin represent higher expense. The firm will change its inputs

to move along its isoquant until it gets to the isocost line closes to the origin, which occurs when the slope
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the isoquant, which is determined by the ratio of the marginal products, equals the slope of the isocost lines,

determined by the factor wage ratio.

11 Cost Curves

The solution to the cost minimization problem defines a cost function, c(y), that measures the cost necessary

to produce y units of output. It’s helpful to break that cost out into the cost of variable factors and the cost

of fixed factors,

c(y) = cv(y) + F

Since we’re looking at a firm’s choice of output, it helps to have a measure of the cost per unit of output

c(y)

y
=
cv(y)

y
+
F

y

AC(Y ) = AV C(y) +AFC(y)

Additionally, we want to consider the cost of producing one more unit of output, or the marginal cost,

MC(y) = c′(y).

We can plot average cost, average variable cost, and marginal cost for various levels of output:

There are two important things to note about these curves, no matter what the cost function:

1. Average variable cost is always below average cost, but the two get closer together as output increases.

That is because average fixed cost (the vertical difference between the two) is large for lower levels of

output and falling as output increases.

2. Marginal costs may be falling initially, but will increase because of diminishing marginal returns. As

each unit of input becomes less productive, it takes a larger quantity of input to create one more unit

of output. Marginal cost passes through average cost and average variable cost at their respective

minimums.
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12 Firm Supply

We start by deriving the supply curve for a firm in a competitive market. In a purely competitive market,

there are an infinite number of firms, each selling a homogeneous good. Firms may enter and exit without

incurring any cost or restriction. Because there are so many firms, each individual firm’s supply decision has

no effect on the market price - each firm is a price taker. Therefore, it only has to worry about how much

to produce given the market price. The supply curve is the relationship between the market price and the

firm’s output.

With the cost curve, we can write the firm’s maximization problem as

max
y

Π(y) = py − c(y)

We find the maximum by taking the derivative and setting it equal to zero. This gives

p = MC(y)

In a competitive market, each firm produces where its marginal cost is equal to its marginal revenue, the

market price. If its marginal cost were lower than the market price, then it could produce more output, sell

it for above what it cost to make, and increase its profit. If its marginal cost were higher than the market

price, it could produce less, lower its costs by more than the revenue it would give up, and increase its profit.

However, there might be two levels of output that might satisfy the above equation, if that is the case,

the firm will have a higher profit at the level of output that is on the upward-sloping part of the marginal

cost curve, since marginal cost would be less than the market price on all the product in between.

Additionally, we always have to consider the case of the firm’s profit if it produces nothing, incurring

only its fixed cost. If the firm produces output, its profit is py − cv(y) − F . If it produces nothing, it still

has to pay its fixed costs, so profit is −F . Thus, the firm is better off producing nothing if

−F > py∗ − cv(y∗)− F

cv(y∗) > py∗

AV C(y∗) > p

That is the firm should shutdown if the average variable cost at its optimal level of output is higher than

the market price. Note that the firm would have a negative profit if AV C(y∗) < p < AC(y∗), but that

profit would still be greater than the profit from shutting down. In the long run, such a firm would exit the

market.

So the supply curve of an individual firm is the marginal cost curve that is above the average variable

cost curve, and 0 where marginal cost is below average cost. We can measure the welfare of any firm by
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calculating producer’s surplus. Just like consumer’s surplus, it is the area to the left of the supply curve,

but below the market price. We can calculate producer’s surplus as revenues minus variable costs,

PS(y) = py − cv(y).

13 Industry Supply

An industry consists of many firms. If we let n represent the number of firms, then the industry supply

curve is the sum of each of the firm supply curves

S(p) =

n∑
i=1

Si(p)

In the short run, the number of firms in the industry is fixed. The equilibrium price is where the market

supply curve intersects the market demand curve, S(p∗) = D(p∗). In the long run, any firm that is in the

industry that is making negative profits will exit and any firm that is not in the industry that could enter and

make positive profits will enter. This happens because there is no barrier to entry or exit in a competitive

market. The long run equilibrium price will be the largest number of firms consistent with positive profits.

In a large market with a large number of firms, free entry will drive the long-run equilibrium price down to

the average cost, which implies that each firm in a competitive market earns zero profit.

How can a firm stay in business if it makes zero profits? That’s because we calculate profits classifying

dividend payments to shareholders as a cost of capital to the firm. In a competitive market, the rate of

return on a stream of dividend payments from the firm will equal the rate of return that an investor could

get in any other company, or in any other bond (after adjusting for risk). If the return on a bond were

higher than the return from investing in the firm, then no investors would want to hold shares in the firm.

If the return on the firm were higher than that on the bond, then no investors would want to hold the bond.

Investors will adjust their purchases until the two rates of return are the same. Since the opportunity cost

of buying the bond exactly equals the retained earnings from the firm, its economic profit is zero.

But if we consider an industry that is not competitive, one where there is some barrier to entry, then

its possible for incumbent firms to earn a return a profit that is above zero. However, since the barrier to

entry has a value, a secondary market should spring up in which potential new firms could offer to buy the

right to enter the market. The existence of this market creates an opportunity cost for the incumbent firm;

by staying in the industry, it gives up the payment that it could have received from the new entrant. The

same logic about pricing occurs in this secondary market. If the bid from the new entrant is higher than the

profits to the firm from staying in the industry, then it will accept the bid and exit. If the bid from the new

entrant is lower than the profits to the firm from staying in the industry, then it will decline the bid and

remain in the industry. If the entering firm is paying too much, it could lower its bid and the incumbent will
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still accept it. If the entering firm is not paying enough, then it could raise its bid and the incumbent would

still not accept it. Thus the new entrant would adjust its bid until the value it places on the license exactly

equals the profits of the incumbent firm. In that case, the incumbent will earn zero profits, since it has to

consider the opportunity cost of the entrance bid. The threat of entrance is enough to drive profits to zero.

14 Elasticity and Revenue

In this section, we also introduce another measure of how demand responds to price. The slope of the

demand function can take on different values depending on the units used to specify the demand function.

To get around this, economists typically talk about the elasticity of demand. The price elasticity of demand

is just the percentage change in quantity divided by the percentage change in price.

ε =
%∆q

%∆p
=

∆q/q

∆p/p
=

∆q

∆p

p

q
.

The elasticity can change depending on which point you use as the reference. For example, a change in

quantity from 2 to 3 is a 50% increase, but a change from 3 to 2 is a 33% decrease. Fortunately, we can

think about very small changes in quantity and price, which means that this distortion is small. That gives

us a measure of elasticity using the derivative

ε =
dq

dp

p

q
.

To find a function that gives the elasticity of demand at any given point, differentiate the demand function

with respect to price, and multiply that by p/q. Since quantity demanded typically decreases when price

increases, elasticity typically has a negative sign.

If |ε| > 1, we say that demand is elastic. For a percentage change in price, the quantity demanded

changes by a larger percentage. If |ε| < 1, we say that demand is inelastic. For a percentage change in price,

the quantity demanded changes by a smaller percentage.

Elasticity is useful for a firm that knows what market demand is and wants to set its price to maximize

revenue. That’s why I waited to cover this chapter right before monopoly instead of covering it with other

properties of demand. The change in revenue to a firm that changes its price depends on the price elasticity

of demand by

dR

dp
= 1 + ε.

Remember that ε is negative, such that if ε = −1, then changing price will not change revenue for the firm.

If demand is elastic, then increasing price reduces revenue. If demand is inelastic, then increasing price will

increase revenue.
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Marginal revenue measures the change in revenue that the firm gets by producing one more unit of q.

The formula for marginal revenue also depends on the price elasticity:

MR =
dR

dq
= p

(
1 +

1

ε(q)

)
.

15 Monopoly

A firm might be a monopolist if it is producing a unique product. Since it is the only firm in the industry,

it gets to choose the market price and the quantity supplied, unlike in the competitive case. However, it

can’t choose any price and quantity combination it wants. It still has to convince consumers to purchase

its product, so a monopolist is constrained by the market demand curve. To reflect this, we can rewrite

the firm’s profit function, using p(y) to explicitly note that the market inverse demand links the the firm’s

output decision to the market price. A monopolist’s problem is then

max
y

Π(y) = p(y)y − c(y)

We find the optimal level of output in the same way, taking the derivative of profit with respect to output

and setting it equal to zero, but now we need to use the product rule on the first term. We still find that the

optimal level of output equates marginal revenue with marginal cost, but the marginal revenue term looks a

little different

p(y) + p′(y)y = MC(y)

If the firm, sells one more unit of output, its revenue will go up by that unit’s price, p(y). However, the firm

has to lower its price to sell one more unit, because it needs to find a customer who previously had decided

not to buy and convince him to buy. The amount it needs to lower its price to sell more output is measured

by p′(y). The total amount of revenue it loses from lowering its price is the change in price multiplied by the

total amount of units it’s selling, p′(y)y. As the monopolist produces higher levels of output, it gets more

expensive for the firm to lower its price.

Because of this, the market quantity will be lower and the market price higher with a monopolist producer

with a competitive market. Consumers will be worse off with a monopolist. The firm will earn positive profits,

compared to zero profits in the competitive case, so a firm would prefer to be a monopolist.

16 Monopoly Behavior

We just solved the monopolist’s problem for the case where it chooses one price and charges it to every

consumer. When it can only charge one price, the monopolist would prefer to limit production and sell to
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the people who place the highest value on its product. This is inefficient because there are still consumers

who would be willing to buy the good for more than what it would cost the monopolist to manufacture it.

The monopolist could increase profits further if it could charge a high price to people who place a high value

on the good and a lower price to people who place a lower value on the good. Charging different prices to

different customers is called price discrimination.

In first degree price discrimination, the monopolist charges exactly what each person is willing to pay

(for those of you that watch Arrested Development, I call this the Carl Weathers method of pricing). The

monopolist walks down the demand curve selling the first unit to the person with the highest reservation

price, the second unit to the person with the next highest reservation price, and so on. Since each consumer

pays that matches his value of the good, there is no consumer surplus. The monopolist captures all the gains

from trade.

In practice, first degree price requires the monopolist to know a lot about its consumers. A simple way

piece of information that each consumer provides about his willingness to pay is the quantity of his order.

Charging different prices to consumers based on the quantity of their orders is called second-degree price

discrimination. Firms can offer bundles in two sizes – a small bundle target to the low-demand customer and

a large bundle to target the high-demand consumer. If the firm charges prices that capture all the surplus,

the high-demand customer will prefer to purchase the bundle targeted towards the low-demand customer.

The firm must discount the large bundle to entice the high-demand consumer to select it. The firm will

also want to reduce the size of the small bundle so it is less attractive to the high-demand consumer, which

means it can raise the price on the large bundle. The optimal small bundle size is where the revenue lost

from reducing the small bundle equals the revenue gained from increasing the price of the large bundle. This

optimization works with quality as well as quantity.

Sometimes it’s easy to separate consumers into groups based on observable characteristics. Charging

different prices to different groups is called third-degree price discrimination. In this case, monopolists treat

the groups as separate markets and set a price such that marginal revenue in each market equals marginal

cost.

17 Oligopoly

In a monopoly, one firm has complete control over the market price. In a competitive market with infinitely

many firms, each firm has no control over the market price. For markets with more than one, but still a

small number of firms, each company will have some control over the market price, but will have to take

into account other firms’ actions.

Let’s start by examining a market with two firms who compete over price. There is an order to production
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decision such that the first firm chooses how much to produce, then the second firm gets to observe the first’s

choice and choose its own output. This is often called a Stackelberg duopoly.

The second firm’s problem is then to choose y2 to maximize its profits

max
y2

π2 = p(y1 + y2)y2 − c2(y2)

The first order condition for this problem is that marginal revenue equal marginal cost

p(y1 + y2) + p′(y2)y2 = MC2(y2)

We can solve the first order condition to get y2 as a function of y1, y2 = f2(y1). This reaction function tells

us how firm 2 should respond to a choice of output for firm 1.

If firm 1 knows firm 2’s reaction function, then we can write its profit maximizing problem as

max
y1

π2 = p[y1 + f2(y1)]y1 − c1(y1)

The first order condition for this problem is that marginal revenue equal marginal cost

p[y1 + f(y1)]x+ p′[y1 + f(y1)][1 + f ′(y1)]y1 = MC1(y1)

Firms may instead compete on price. Suppose the first firm sets the price and the second takes the market

price as given. Then the follower will supply S(p) units. Since there are only two firms in the market, the

leader can act as a monopolist over the residual demand curve R(p) = D(p) − S(p). You can solve the

leader’s problem like an ordinary monopolist’s problem, again looking for the point where marginal revenue

equals marginal cost.

It’s not always the case that one firm gets to move first. A Cournot duopoly describes situations where

both firms choose output simultaneously. We can treat both firms as followers and solve for their best

response functions to the other’s output,

y1 = f1(y2)

y2 = f2(y1)

Equilibrium in the Cournot model occurs where both firms choose outputs that are the best response to the

other’s output.

We can generalize the Cournot model to the case where there are n firms in the market. Each firm is

still a monopolist over the residual demand, but as the number of firms gets larger, the residual demand for

each firm gets smaller. The demand curve facing the firm gets more elastic. As the number of firms gets

large, the Cournot equilibrium approaches the competitive market equilibrium.

The Bertrand model describes firms that compete on price simultaneously. Each firm wants to set a high

price, but knows that consumers will only shop at the firm with the lowest price. Thus, each firm picks a

price where it knows it can’t be underbid – the price that equal marginal cost.
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18 Game Theory

Game theory is general way we can represent situations with strategic behavior. Strategic behavior is

necessary in markets where one person’s action has effects on other people’s payoffs.

In games, we refer to people as players and their actions as strategies. Someone else playing the game with

a player is an opponent. Some strategies are better than others, depending on the choice of an opponent’s

strategy. If a strategy is the best possible strategy regardless of opponents’ choices, we say that it is a

dominant strategy.

For most games we’re interested in finding an equilibrium. A Nash equilibrium occurs when each player

is playing a best response to the strategies chosen by other players.

A pure strategy occurs when a player selects one strategy from his strategy set. A mixed strategy is a

set of probabilities for each pure strategy.

With the first welfare theorem, we showed that a competitive market results in a Pareto efficient alloca-

tion, provided that each person’s actions only affect himself. The prisoner’s dilemma is the canonical game

because it shows how equilibrium changes when actions have effects on others. Both prisoners acting in their

own self interest do not achieve the best possible outcome. Both prisoners need to coordinate their strategies

to get out without jail time. Typically, games analyze the tension each player faces between cooperating

with the other players and defecting to act in his own self interest.

We saw that both prisoners choose to defect in a single game of the prisoner’s dilemma. But what if they

play the game multiple times? We can solve a repeated game by backwards induction – start at the end

of the game and work backward to the beginning to find the optimal strategy. While you might think that

the prisoners would cooperate for a few rounds, backward induction shows that since it is optimal for an

opponent to defect in the last round, a best response is to defect in the round before. Iterating on this logic

shows it’s best never to cooperate. Cooperation and the threat of punishment only work if there is always a

next round to play the game.

We can use backward induction to analyze the threat of punishment as a strategy. A threat of punishment

is credible if the punisher is better off carrying out the threat than not.

19 Exchange

We just studied how to find equilibrium in one market. In reality, there are many markets, and changes in

one will have repercussions in the others. A model that considers more than one market is called a general

equilibrium model.

The concept of equilibrium is the same when there are many markets. An equilibrium set of prices is one
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that sets the quantity supplied equal to the quantity demanded in all markets. For example, in an exchange

economy with two agents, A and B trading two goods, x1 and x2, equilibrium will require that

xA1 (p1, p2) + xB1 (p1, p2) = ωA
1 + ωB

1

xA2 (p1, p2) + xB2 (p1, p2) = ωA
2 + ωB

2

where ω represents the amount of each good that each agent is endowed with. Each x represents the quantity

demanded that is the solution to the consumer’s utility maximizing problem that we found in the first part

of the class.

Walras’ Law states that the total amount of excess demand in all markets has to equal zero. We can

find that this has to be the case by manipulating the budget constraint for each agent. Since this fact

is algebraically true, it means that if we have k markets and the quantity supplied equals the quantity

demanded in k − 1, it must be the case that supply equals demand in the kth market as well. That means

that when we solve for equilibrium prices p∗1 and p∗2 above, we will only be able to get the relative price. Any

set of prices that has the same relative price will satisfy the equilibrium condition.

After we find an equilibrium allocation of goods we might want to ask if the market has given the two

agents the ”best” possible allocation. We can use each agent’s utility function to rate each allocation. It

turns out that if we find a bundle that both agents would prefer to the market bundle, it requires more goods

than are available, meaning it is infeasible. If we restrict ourselves to the set of feasible allocations, then to

change the allocation to increase the utility of one agent means that the other agent will have a lower utility.

That is, the market is Pareto efficient – in order to make someone better off, we have to make someone else

worse off. The proof that the market leads to a Pareto efficient outcome – given that each agent is a price

taker, is concerned only with his own welfare, and has no effect on other agents – is called the First Theorem

of Welfare Economics.

Note that Pareto efficiency is very different from ”equality” or ”fairness” or ”just.” A market allocation

can be efficient without being ”fair.” Moreover, we can have a market equilibrium that is not efficient if one

of the above assumptions is violated. Each individual agent has no incentive to change his actions alone,

but there is a possible coordinated action that would make everyone better off. That is the subject of the

remaining chapters in this section.

20 Welfare

Pareto efficiency is the bare minimum for what we’d like to see in an equilibrium. We know that all consumers

are better off than they were before; that is, the value of their utility function is higher after trade than it

was with the endowment. However, we have no way of comparing the gains in utility between two separate
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individuals. To make these comparisons we define a welfare function, which is basically a utility functions

for utility.

Since we defined an individual’s utility function from preferences over choices, it seems natural to look

for a way to aggregate individual preferences to define a social welfare function. Our social welfare function

should have a few desirable properties

1. If individual preferences are complete, reflexive, and transitive, then social preferences should be too.

2. If everyone prefers x to y, then social preferences should prefer x to y.

3. Social preferences between x and y should only depend on how individuals prefer x and y, not on other

alternatives that don’t matter.

Unfortunately, Arrow’s Impossibility Theorem shows that if social preferences satisfy the above three prop-

erties, then they are just the preferences of a single person, i.e. a dictatorship.

In defining a social welfare function, we will typically give up on option three and force some kind of

ranking of options. A welfare function is just a function that aggregates the utilities of each individual in

the economy, W (u1(x), . . . , un(x)). The classical utilitarian welfare function gives the ”greatest good for the

greatest number”

W (u1, . . . , un) =

n∑
i=1

ui

The Rawlsian welfare function says that society is only as happy as the least happy individual

W (u1, . . . , un) = min{u1, . . . , un}

Once we define a social welfare function, we can use the same techniques to maximize it subject to resource

constraints that we used for consumers.

We also have some different words for describing allocations above and beyond efficient. A equitable

allocation is one where no agent prefers another’s allocation to his or her own. Otherwise, we would say

that one agent envies another agent. An equitable allocation is not necessarily Pareto efficient, nor is a

Pareto efficient allocation necessarily fair. An allocation that is both efficient and equitable is called a fair

allocation.

21 Externalities

Competitive markets lead to a Pareto efficient allocation because prices reflect information about consumer

and producer preferences. We can see that from the optimality conditions for the producer and the consumer.

For the consumer, the relative prices of two goods reflect their relative marginal utilities. For the producer,
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the market price reflects the marginal cost of producing a good. Market prices are all that is necessary for

consumers and producers to choose, as if they were ”led by an invisible hand,” the efficient quantity of each

good.

However this is not the case when externalities are present. Externalities occur when a transaction has

an effect on a person who is not involved in that trade. The market price will reflect the preferences of the

consumer and producer involved in the trade, but not the preferences of the third person who is affected by

the externality.

When externalities are present, the market allocation is not Pareto efficient. That is, we can find a

transfer payment that the third party can make to either the consumer or producer that would make at least

one of the three better off. The market is not generating this transfer payment, so what other mechanism can

we use to get to the Pareto efficient allocation? We have a few different ways to internalize the externality.

If property rights over a resource are not well-defined, then when agents make decisions, none of them will

think about how to best use that resource. However, if one of them has the rights to control that resource,

then the fact that he could sell part of his rights in a market forces him to consider the preferences of all

agents about how the resource is used. The Coase theorem says that it doesn’t matter who has the property

rights, so long as someone does.

Additionally, if there’s a production externality, such that each unit produced has an additional effect

on society, there will be a difference between the private marginal cost curve and the social marginal cost

curve. In a market, the firm will take only its own costs into account and produce where the market price

equals the private marginal cost. To force the firm to internalize the externality, the government could levy

a tax equal to the difference between the private marginal cost and the social marginal cost. Such a tax is

called a Pigouvian tax. A Pigouvian tax shifts the private marginal cost curve up so that it equals the social

marginal cost curve.

Lastly, the market provides its own incentives to internalize externalities. If there are two firms and one

has a production externality that affects the other, then the two firms could merge. The combined firm

would have a higher profit than the two individual firms by the amount of eliminated negative externality

or the foregone positive externality.

A particularly famous externality is called the Tragedy of the Commons. The original example was a

town with common grazing land for sheep. A villager who chooses to bring another sheep to graze gets

the whole benefit of raising another sheep to himself, but cost of growing the grass is shared among the

whole village. Without cooperation, the village will produce where the average revenue equals marginal

cost, despite the fact that the village’s profit is maximized where marginal revenue equals marginal cost.
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22 Public Goods

A true public good is non-rival and non-exclusive. A non-rival good means that my consumption of it does

not affect your consumption of it. A non-exclusive good means that the owner cannot prevent others from

using it. For example, national defense is a public good. The fact that the army defends me from a foreign

invasion does not mean that you are any less defended. The army additionally cannot defend me from foreign

invasion but not defend you.

When thinking about whether to provide a public good, we need to consider how much each individual

that will benefit from the good is willing to pay to have it. For public goods that are provided in binary

levels, the reservation price is the price that makes someone indifferent between contributing to the public

good and not having it. As long as everyone contributes an amount towards the good that is less than his

or her willingness to pay, it is Pareto efficient to provide the public good.

For the case where the public good takes many levels, we can think about providing each unit marginally.

That is, if we increase the provision of the public good by one more unit, we have to pay the marginal

cost of production. The benefit to society can be measured by the sum of each person’s marginal rate of

substitution. If the total benefit to society is higher than the cost, then it is efficient to make another unit.

The efficient quantity of the public good sets the sum of the marginal rates of substitution equal to the

marginal cost.
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