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Abstract Service-based applications are based on modern
architectures that require careful design of interfaces and pro-
tocols to allow smooth integration of service components.
These design artifacts are not only useful for implementa-
tion, but could also be used for the derivation of integration
tests. In order to be applied in these different activities of
the development process, they have to conform to existing
requirements and other specifications at different architec-
tural levels. In addition, their internal consistency has to be
ensured. In this paper, we present an approach to service
integration based on a domain-specific language for service
choreographies. We first explain the motivation for our work
by defining the industrial context that led to the definition of
a domain-specific choreography language, called message
choreography modeling (MCM). We then provide syntax
and semantics for MCM, together with suitable methods for
ensuring its consistency. Finally, we report on our experience
in applying the described language in practice.
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1 Introduction

Service-oriented architectures (SOA) are moving towards
becoming mainstream. Forrester studies and global surveys
[1,2] mention that the Global 2000 enterprises exhibit a very
strong penetration of SOA, with 84 % of them saying that
they are using SOA. Moreover, more than 75 % of SOA users
plan to expand its use. Leading firms now use SOA on more
than 50 % of their solution delivery projects. SAP, a leading
provider of business software, delivers SOA-enabled soft-
ware, SOA methodology guidelines, and professional ser-
vices [3]. Such widespread SOA adoption imply that the
quality assurance of service-based systems is becoming an
activity of paramount importance.

While service orchestration is well researched and
consistently deployed in practice (see Sect. 2), service
choreographies have not received the same attention, and
so challenges relating to heterogeneity, high distributivity,
dynamicity, and loose coupling of the service-based systems
have to be addressed. A model-driven approach to service
integration helps to address such challenges, as it allows for
a general solution, applying state-of-the-art tools and tech-
niques. However, the enabling prerequisite for the adaptation
of such techniques is a modeling language that on the one
hand captures the essential properties of the service integra-
tion at a suitable level of granularity and on the other hand is
precise enough to allow formal analysis and productive use.

The aim of this article is to provide an industry experi-
ence report for defining and implementing a domain-specific
modeling language (DSML) for enterprise service integra-
tion. We therefore describe the given requirements of the
industrial context and how we derived corresponding con-
cepts and artifacts for our DSML. We further report on the
tool support we created to allow effective usage of the models
developed.
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The first contribution of this work is the documentation of
the important requirements and conceptual decisions for the
creation of a DSML for service choreographies. The second
contribution is the formal definition of a DSML based on
different viewpoints to capture the message-based commu-
nication of service components. The language supports con-
sistent service integration through model simulation, model
verification and model-based testing. The third contribution
is a report on experiences with the proposed DSML and its
prototype tooling in an industrial setting.

We believe that these contributions are especially impor-
tant with the advent of service choreographies. They could
help interested readers to understand how to extend or adapt
existing choreography languages for purposes such as model
verification and test generation, and to associate a formal
specification with their target language. Moreover, the expe-
rience report would detail lessons learned and offer industrial
insights into tool design, implementation, and evaluation.

This journal article is an original extension of the confer-
ence papers [4,5]. These papers focused only on individual
aspects such as the syntax and semantics of MCM, whereas
this journal version provides the industrial context in which
the DSML was developed and evaluated and it describes the
tooling that enables consistency checking across different
layers. In previous works [6–8] we have described how the
DSML can be used for model-based testing (MBT), whereas
in this paper we also present an approach for model valida-
tion using model simulation and for consistency checking
using formal methods.

The paper is structured as follows. Section 2 describes the
various modeling approaches for service integration. Sec-
tion 3 provides the industrial motivation for introducing the
DSML. Section 4 gives the syntax, semantics, and the tool
support for the DSML. Section 5 describes our experiences
with MCM, while Sect. 6 discusses future work.

2 Related work

SOA provides methods and frameworks for composing single
services in order to realize complex software systems. While
SOA is regarded as the next evolutionary step in tackling
the ever-growing complexity of software, it also generates
unique challenges [9] in all four areas of service engineering:
service foundations, service design and development, ser-
vice composition, and service management and monitoring.
In order to enable dynamicity and adaptability, SOA propa-
gates a loose coupling of services. This, however, demands
a sophisticated composability analysis, self-configuration of
services, and Quality of Service (QoS) awareness. In this arti-
cle we focus on challenges in the area of service composition.

In the design of service-based systems (SBS), the desired
functionality of the software is partitioned into units, much as

in component-based systems (CBS). However SOA becomes
different at the integration level. Unlike components in a
CBS, services are loosely coupled by message exchange and
hence special care has to be taken to ensure their faultless
interaction.

XML has emerged as the standard format for information
exchange between web services, utilizing XML schemas to
define message types and using communication protocols
such as the SOAP for message transmission. The Web Ser-
vice Description Language (WSDL)1 is the de facto standard
for describing interfaces of web services, including public
ports, provided service operations and associated message
formats. However it does not specify any behavioral informa-
tion. Building on these standards, there are two concepts for
describing the service composition for SBS: service chore-
ography and services orchestration.

Both forms of composition deal with the collaboration of
multiple services that may each be under the control of a dif-
ferent party. However, service orchestration on the one hand
refers to an executable process composed by these services
that is under the control of a single party. Service orches-
tration specifications hence always represent the perspective
of this controlling party. Service choreography on the other
hand is characterized by a collaboration of multiple parties
without a global controller. Instead, interaction patterns for
each party are defined that result in a successful collaboration.

To illustrate the difference between orchestration and
choreography with a real-life example, the control structures
of a classical orchestra and a ballet ensemble can be used.
While the musicians in an orchestra are controlled by a con-
ductor, the dancers in a ballet are collaborating by taking part
in a previously agreed routine. Since in this paper we are
interested in service choreographies rather than orchestra-
tions, only work related to choreographies is discussed next.

Service choreography According to the W3C Web Ser-
vice Glossary [10], “a choreography defines the sequence
and conditions under which multiple cooperating indepen-
dent agents exchange messages in order to perform a task
to achieve a goal state”. Thus, the main characteristic of
choreography is that no centralized control exists. Choreog-
raphy models describe the communication between a set of
loosely coupled components and in that sense define the per-
mitted ordering of message exchanges between these com-
ponents. The communication is observed from a global per-
spective, while the local behavior of the involved compo-
nents is not considered, provided that it does not affect the
communication.

Several choreography modeling languages have emerged
in the last few years. Some of the more prominent languages
are the Web Service-Choreography Description Language
(WS-CDL) [11], BPEL4Chor [12], and Let’s Dance [13].

1 http://www.w3.org/TR/wsdl.
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Moreover, although it generally focuses on business process
modeling, the current version of BPMN 2.0 [14] includes
concepts for choreography modeling. All these languages
vary in several regards such as abstraction level, formal
grounding and target users, to mention a few.

WS-CDL is a choreography language that targets the
implementation level and directly builds on WSDL. In con-
trast, BPEL4Chor, Let’s Dance and BPMN 2.0 focus on high-
level service interaction modeling in early design phases and
target business analysts as key users.

The current approaches to choreography modeling are
still quite immature compared to orchestration modeling.
There is little tool support for any of the languages men-
tioned. BPEL4Chor and Let’s Dance are research initiatives
that solely provide prototypes for modeling, while WS-CDL
claims at least two implementations (Pi4 Technologies and
WS-CDL+). However, WS-CDL is only a candidate recom-
mendation of the W3C standardization body. Furthermore,
its working group at W3C has recently been closed2, and so
the project may soon be archived.

DSM frameworks Given the fact that choreography mod-
eling languages are not mature enough for industrial use, cre-
ating a proprietary DSML seemed to be the most appropriate
solution. Different frameworks exist for defining DSMLs,
including commercial solutions such as MetaEdit+. How-
ever, since a meta-modeling infrastructure already exists at
SAP, including a proprietary framework based on MOF [15],
we decided to utilize it for MCM. Recently, this internal ini-
tiative has been aligned with Eclipse and now SAP is migrat-
ing its modeling infrastructure to EMF3. Moreover, SAP’s
internal graphical framework has been released as an Eclipse
project called Graphiti.4

3 Specific requirements for choreography modeling

In this section we give an overview of the requirements and
design decisions specific to the industrial environment and
the targeted consistency of enterprise service integration.
Section 3.1 begins with the considerations that have been
taken into account in the given setting. Section 3.2 explains
the modeling concepts that we derived to address the given
industrial requirements. Finally, Section 3.3 presents utiliza-
tions of choreography models for validation and verification.

3.1 Problem statement

The development of SOA applications presents some unique
challenges. In the following, the integration of loosely-

2 http://www.w3.org/2002/ws/chor.
3 Eclipse Modeling Framework—http://www.eclipse.org/emf.
4 Graphical Tool Development Framework—http://www.eclipse.org/
graphiti.

Fig. 1 A sketched protocol of the running example

coupled services is considered more thoroughly, based on
a running example. This discussion is concluded by deriv-
ing requirements for choreography modeling related to the
challenges described.

3.1.1 A simple buyer–seller example

In the following, a running example from the enterprise
world is introduced, describing a simplified communication
between the service components of a buyer and a seller.
An illustrative sketch of the communication is presented in
Fig. 1.

When a buyer is interested in placing a sales order, it
starts a conversation with the respective seller, by sending
a Request message that gives the details of the order. This
message is answered by the seller using an Offer message
with information about the price and terms of delivery for the
desired goods. Afterwards the buyer has the choice between
either accepting or declining the offer. In the first case, it
sends an Order message that successfully concludes the
communication and triggers the execution of the production
and/or delivery process on the seller side. In the other case, it
sends a Cancel message that rolls back the previous com-
munication and releases the reserved resources at the seller’s
end. In this case the protocol allows the buyer to restart the
negotiation with a new request.

For the communication between buyer and seller a syn-
chronous channel for the Request and Offer messages
is assumed and a reliable asynchronous channel that does
not guarantee the preservation of message ordering for the
Cancel and Order messages is assumed. The motiva-
tion for this specific channel assignment is explained in
Sect. 3.1.2.
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Fig. 2 Example scenarios of
asynchronous communication

3.1.2 SOA service integration

In a component-based implementation, the communication
is in most cases handled by synchronous calls between the
components. Here synchronous communication means that
the initiator is blocked from further computation until the
requested component provides the desired answer. The SOA
approach however demands a loose coupling that allows
more flexibility and better distribution of the components.
For this reason asynchronous channels are used in addition
to synchronous ones.

Asynchronous channels offer various degrees of reliability
degrees according to the WS-RM standard [16], for instance
that every message is received exactly once (EO) or even
exactly once in order (EOIO). Both types of channels have
mechanisms to ensure that each sent message is received
once, thus preventing message loss and multiple receipt of
the same message. The differentiating feature is that mes-
sages on an EOIO channel are always received in the order
in which they are sent, while messages on the EO channel
may overtake each other.

In practice, changes in the message order happen when
dynamic routing strategies are applied to the messages
or when data corruption occurs, thus forcing a message
to be sent again. On EOIO channels, message racing
is usually prevented by re-sorting the messages at the
receiver end. In the following, the necessary considera-
tions for assigning channels to a service communication are
described.

Synchronous versus asynchronous channels The synchro-
nous channels are usually used when the sender of a request
message requires an immediate response, because its conse-
quent actions depend on it. The blocking of the sender until
the response message arrives is therefore acceptable. In the
running example of Sect. 3.1.1, if the buyer requests an offer

from the seller, the response message is crucial for the buyer,
because the consequent decision about accepting or cancel-
ing the offer obviously depends on it.

In contrast, asynchronous channels are preferred to syn-
chronous ones if the sender is not dependent on an immedi-
ate response. On the one hand asynchronous communication
does not block the sender until it finally receives the response,
on the other hand it gives the receiver the freedom to delay
the computation of the incoming messages in favor of more
urgent tasks that demand low latency. In the running exam-
ple, a buyer would probably not need an immediate assurance
that its Order message had been processed as long as the
seller guaranteed the availability of a communicated offer.
Also a Cancel could be sent asynchronously by the buyer,
as its future computation does not depend on the response of
the seller.

This discussion shows that the decision whether to use
synchronous or asynchronous communication should be (and
in practice is) taken individually at interaction level rather
than unified for the whole SOA application.

Exactly once versus exactly once in order In the case of
asynchronous communication, EO channels have the advan-
tage over EOIO that their protocol overhead is much smaller
and hence the latency is greatly reduced, especially in envi-
ronments with bad transmission quality. However, EO com-
munication should only be applied if the final result of com-
putation is independent of the order in which the messages are
received. In the running example, the order in which Order
and Cancelmessages arrive and are computed by the seller
can be crucial. In the scenarios given in Fig. 2 the buyer sends
two requests during the interaction. While both depicted sce-
narios are valid for an asynchronous EO channel between
buyer and seller, the scenario on the right cannot be observed
in the case of an EOIO channel because the message racing
of Cancel and Order is prevented.
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In the case described, an EO channel could lead to prob-
lems because the seller might be unable to determine, which
of the two previously sent offers had been canceled. How-
ever, if the Cancel and Order messages contain informa-
tion about the corresponding offer, the seller will be able to
take the right decision even if the messages arrive in a dif-
ferent order. Hence in this case an EO channel with lower
latency could be used.

Message racing challenge When we consider the message
racing described above, it becomes clear that the services
integration for SOA demands special attention compared to
classic component-based scenarios. It is possible to identify
three reasons, why it can be impossible to predict the order
in which messages are received in SOA systems:

– Usage of an EO channel The effect of message racing
on EO channels has already been explained above. In
the running example of the communication between a
buyer and a seller, the buyer may send Cancel and
Order messages on an EO channel which may lead to
the changed receive order depicted on the right of Fig. 2.

– Multiple channels As discussed, synchronous communi-
cation is usually much faster than asynchronous. Mes-
sages sent over different channels therefore experience
different latency and hence may be received in a differ-
ent order. In Fig. 2 the second synchronous Request is
sent later than the asynchronous Cancel but is received
first.

– Concurrent communication In many business scenarios,
situations occur in which both participants are allowed
to send messages concurrently. In the running example
this would be the case if the buyer were allowed to send
a Cancel before receiving the Offer from the seller.
In this case, the buyer and the seller could act simultane-
ously and hence no prediction about the order of received
messages could be made.

These three reasons for non-determinism in the SOA mes-
sage delivery imply that robustness against message racing
has to be considered in the system design and also checked
during integration testing. It can even be argued that a sys-
tem design using synchronous communication to ban mes-
sage racing will only avoid non-determinism to a certain
extent as the effects of concurrent communication cannot be
addressed. Furthermore, this would contradict the paradigms
of SOA and also negatively affect performance, as explained
above. An integration approach for SOA therefore has to
reflect clearly the particular details related to message racing.

3.1.3 Choreography modeling requirements

As described in the previous subsection, quality control for
SOA service integration has to examine the effects of mes-

sage racing and ensure that they have been addressed in the
development. Because of the limited access to code in SOA
environments, integration should be handled in a model-
driven way and therefore has to be accompanied by appro-
priate means of choreography modeling that have to fulfill
the following general objectives:

– Comprehensibility Choreography modeling should sup-
port process integration experts, developers, and testers
in getting an unambiguous common picture of the inter-
action of communicating service components. This is
a crucial goal for software development with globally-
distributed development teams.

– Verifiability Choreography models should be suitable for
applying static verification techniques to discover incon-
sistencies in the design of the communication itself and
in correlation with the behavioral descriptions of the
involved service components. This ensures the discovery
of problematic design decisions before the actual imple-
mentation and hence avoids expensive corrections at later
development stages.

– Suitability for automatic test generation Choreography
models should enable the derivation of integration tests
using MBT techniques. After some initial effort in build-
ing test adapters, MBT promises an optimized test gen-
eration with controlled test coverage and a high degree
of automation.

In this respect, the presented protocol of the running exam-
ple (see Fig. 1) may be precise enough for a high-level
business view of the intended process, but some seman-
tical subtleties remain unclear. For example, it has to be
made explicit whether this description specifies a subset of
the intended behavior, which may allow additional transi-
tions (e.g., observing a new Request message in the state
Reserved), or a superset of the intended behavior, i.e.,
conforming implementations are allowed to leave out some
functionality (e.g., the buyer could be allowed to skip send-
ing a Cancel message if rejecting an offer). Moreover, the
semantics of message sending and receiving has to be clearly
defined, based on the specific channel assumptions. In the
running example, two communication channels are used.
Therefore, it may be observed that a Cancel message is
delivered to the seller only after it has received the Request
message of a new negotiation process, even though these
messages were sent in a different order. Consequently, the
protocol of Fig. 1 only applies if it is assumed that the tran-
sitions symbolize the sending of messages.

Requirements for a choreography language Motivated by
initial thoughts and the general requirements outlined above
as motivation, specific requirements for a choreography lan-
guage that supports the targeted model-driven approach are
discussed below:
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– Detailed message description Determinism is a prerequi-
site for most MBT approaches. In the context of SOA, the
permitted communication sequences may vary depend-
ing on certain data values in the exchanged messages. In
the running example this can be exemplified as follows.
When presuming that theOrder andCancelmessages
have the same message type and can only be distinguished
by the contained data (e.g., by a flag variable), the mod-
eling language has to provide a way to express such con-
straints at the data instance level.

– Infinite state space If for example a buyer asynchronously
sends Request messages with the intention that each
should eventually be confirmed by a seller using either
Order or Cancel messages, the choreography model
has to distinguish between those communication states
in which confirmations are still expected and those in
which each Request has been answered. This cannot
be specified by a finite automaton or a regular language,
according to the formal languages theory [17]. Instead,
unbounded variables (in the given case, a counter that
adds up the Request messages and subtracts the con-
firmations), implying an infinite state space5, have to be
available for choreography modeling.

– Interaction termination For a choreography modeling
approach that enables test generation, an important pre-
requisite is to define those states in which the communi-
cation is allowed to terminate, as they imply states of data
consistency. A termination state should not be defined as
preventing any further communication (e.g., by disallow-
ing outgoing transitions). When considering the negotia-
tion between the buyer and the seller the Start state is
a state in which (e.g., after the receipt of a Cancel) the
communication may either terminate or be continued by
the buyer. Most of the current choreography languages
use notion of termination unsuitable for test generation,
while the given example is in harmony with the classi-
cal notion of accepting/final states from finite automata
theory.

– Channel modeling Choreography modeling has to reflect
the heterogeneous and distributed nature of SOA. In the
running example, a distinct communication channel for
the Request and Cancel message implies that the
implementation of the seller component will have to be
more robust, as it has to consider receiving a second
Request message before a (deprecated) Cancel mes-
sage arrives.

– Explicit message send and receive Describing a send
event together with its corresponding receive event as

5 The state space of a system is defined by all the possible general states
a system can enter. Here a system state takes into account not only the
control state but also all the variables or buffers of the system. Then, an
unbounded variable or buffer may render the state space infinite.

an atomic action restricts a choreography model signifi-
cantly, as it prohibits specifying “send after receive” con-
straints. If we consider an atomic modeling approach, for
example, the following “send after receive” constraint:
‘the seller shall not be allowed to send an Offer after
receiving a Cancel message’ cannot be distinguished
from the following stronger “send after send” constraint:
‘the seller shall not be allowed to send an Offer after
the buyer has sent a Cancel message’. Therefore, for
an unambiguous interpretation of the model, the stronger
“send after send” constraint would have to be applied. As
this constraint can only be enforced if both participants
synchronize their communication, it contradicts the SOA
paradigm of loosely-coupled services, hence an explicit
distinction between message send and receive is neces-
sary. Moreover, this requirement (together with channel
modeling) is closely related to the ability to observe mes-
sage racing.

– Global and local views In order to design, verify and
test a SOA application, in addition to a global model, the
envisioned local behavioral models of the participating
components also have to be given, as they specify the
corresponding implementations. Keeping all these per-
spectives consistent is a major challenge of choreography
modeling.

– Pairwise choreographies Most interaction processes in
SOA-based systems span multiple components. In the
systems that we evaluated we noticed however that in
many cases no information is lost when such multi-party
choreographies are projected onto pairwise choreogra-
phies, as the underlying processes utilize the components
sequentially. Pairwise modeling instead of multi-party
choreographies helps to reduce the modeling complexity.
Our recommendation is therefore to use pairwise chore-
ographies wherever possible.

– State-based modeling Two major directions can be fol-
lowed in choreography modeling: activity-based or state-
based one. In the activity-based approach, the interactions
between the parties and their ordering are the primary
focus. In the state-based approach, the states of the chore-
ography are modeled as first-class entities together with
the interactions, which are then modeled as transitions
between states. Since activity-based models may become
cluttered by variables for bookkeeping of the choreogra-
phy state and the message content, a state-based approach
is advocated.

Applicability of existing languages Having derived spe-
cific requirements for choreography languages that support
a model-driven development approach including automated
quality control, current choreography languages (described
in Sect. 2) can be evaluated.
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As already mentioned, WS-CDL is a choreography lan-
guage that targets the implementation level and builds on
WSDL. It lacks the explicit notion of termination, which
is an important ingredient for test generation. Termination
states in WS-CDL are denoted by the absence of outgoing
transitions. Consequently the Start state from the running
example could not be modeled as terminating in WS-CDL
without leading to non-determinism. In addition, WS-CDL
only describes send events globally and hence does not reflect
message racing directly.

One of the theoretical foundations of WS-CDL is the
notion of session types [18], a type theory for π -calculus
that was designed for protocol specification. Although ini-
tially focused on pairwise protocols, newer developments
also cover the case of multiparty protocols [19] as well
as experimental extensions for languages such as Java and
Erlang. Moreover, a domain-specific textual language called
Scribble, incorporating modern concepts from session types
theory, was recently proposed [20]. The state of the art in
session types covers most of the requirements presented in
this subsection, the notable exception being the “state-based
modeling” (and implicitly “interaction termination”). More
precisely, session types rely on an activity-based modeling
style (i.e. block-structures with sequencing, branching and
recursion operators), which may not be as expressive as a
state-based (graphical) modeling style.

BPEL4Chor and Let’s Dance focus on high-level service
interaction modeling in early design phases, and target busi-
ness analysts. Although the core of these languages is for-
mal, guards and conditions can only be defined in natural
language, which makes them inappropriate for verification
or automatic testing approaches. Like WS-CDL, they do not
have an explicit notion of termination. Due to the assumed
send viewpoint they are not able to reflect message racing.
Additionally, Let’s Dance does not support the modeling of
partner views.

The recent BPMN 2.0 explicitly includes choreography
modeling that should be understandable by business users
and technical developers alike. In its current state, BPMN
2.0 abstracts from channel information, treats message send
and receive events as atomic and has a termination concept
unsuitable for test generation. Moreover BPMN 2.0 has a
large number of (non-trivial) modeling artifacts that make
the modeling process complex and the learning curve steep.
Section 6 discusses in more detail the relationship between
BPMN 2.0 and our work.

3.2 Choreography modeling

As argued above, there is currently no choreography lan-
guage available that is suitable for addressing the challenges
of service integration in our specific domain and hence to sup-
port the targeted model-driven quality control. To overcome

this, we decided to create a new DSML for service chore-
ographies. In the following, fundamental design decisions
that guided the development of this language are discussed.
The resulting message choreography modeling (MCM) lan-
guage will be described in Sect. 4.

3.2.1 Reasons for domain-specific modeling

The key message of Sect. 3.1.3 was that currently available
choreography modeling languages do not fulfill the require-
ments of the described SOA development and especially the
service integration approach based on choreography models.

It can be argued that holistic modeling approaches such as
UML or Petri-nets are able to match the introduced require-
ments. In the case of UML, however, its richness and partial
ambiguity limit its application. In addition, current scientific
approaches (cf. [21]) do not consider asynchronous commu-
nication between service components. Also, Petri-nets do not
support service composition modeling as such. Their seman-
tics therefore have to be refined in order to be applicable.
Again, current approaches to choreography modeling (cf.
[22]) do not consider asynchronous communication, but this
may be enhanced in the future [23].

However, the shortcomings of modeling approaches based
on general concepts such as communicating state machines
or Petri-nets, do not automatically imply the utilization of
a domain-specific modeling approach. Combined with the
fact that current DSMLs for choreography modeling are also
inapplicable, this rather shows that the collected require-
ments have not so far been considered as a whole.

In general, modeling approaches such as communicat-
ing state machines are feasible for choreography modeling.
However, DSMLs fundamentally raise the level of abstrac-
tion, while at the same time significantly narrowing down the
design space to domain-specific concepts. Various case stud-
ies [24–26] claim 5-10-fold increases in productivity. Even
though the figures are not the results of controlled experi-
ments (except [26]), they provide motivating indications for
us to investigate the benefits of DSM.

Further, DSM does not rule out the simultaneous use of
general-purpose modeling languages and tools. In fact, the
definition of a DSML semantics is often achieved by a map-
ping to well-known mathematical formalisms. By providing
model transformations, a wide range of standard tools can be
integrated efficiently (see Appendix).

3.2.2 Choreography viewpoints

In Sect. 3.1.3, it is explained that the unambiguity of chore-
ography models depends on a clear definition of the seman-
tics regarding message sending and receiving. When speci-
fying the communication between service components, it is
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Fig. 3 Message event sequences for the running example

therefore important to specify the viewpoint of the assumed
observer by describing it. Thus, various observation view-
points can be defined. The choice of a suitable viewpoint for
choreography modeling depends on the intended use of the
model. As described in Sect. 3.1.3, the definition of a chore-
ography viewpoint is usually neglected in the literature. Most
approaches implicitly assume a global send viewpoint (i.e.,
the choreography model describes all acceptable observa-
tions of message send events).

In the example in Sect. 3.1.1 a protocol of the communi-
cation between a buyer and a seller is given. By combining
it with the given channel information, Fig. 3 depicts all pos-
sible sequences of send and receive events of the communi-
cation whose length is not greater than 12 steps. Events are
defined by a string containing the name of the owning compo-
nent (i.e., buyer or seller), a symbol indicating the event type
(! for send event, ? for receive event) and the associated mes-
sage name. Consequently, the initial event Buyer !Request
can be described by “the buyer is sending a Request mes-
sage”. Some of the events are surrounded by a double line.
When these events are observed, the communication between
seller and buyer is allowed to terminate, leaving both of them
in a synchronized and consistent state, while the choreogra-
phy model is in an accepting state and no messages are pend-
ing. By pending messages we mean asynchronous messages
that have been sent but not yet received, so they are stored
in the buffers/channels of the underlying message exchange
infrastructure.

For the definition of viewpoints, a non-participating
observer of a service communication with the capability to
observe all message send and receive events on all channels
without delays will be assumed. In principle, viewpoints are
models representing the observed event sequences.

Global send viewpoint A choreography model with a
global send viewpoint contains a description of all sequences
of send events that the observer is able to monitor. Conse-
quently, Fig. 1 could be seen as the global send viewpoint
model of the running example, by interpreting the transition
labels as send events. Most of the existing choreography lan-
guages are based on a global send viewpoint.

Global receive viewpoint The global receive viewpoint
is an alternative to the global send viewpoint. In this case,
the choreography model describes all sequences of receive
events that the observer is able to monitor.

A receive viewpoint for the running example is depicted
in Fig. 4. Compared to the send viewpoint, four additional
transitions occur. Three of them are labeled as receive events
of deprecated Cancel messages. Deprecated in this con-
text means that due to message racing, the seller has already
received another Request message before the Cancel
message of the previous request is received. In these cases
the delayed Cancel messages are assumed to be depre-
cated. Consequently, “normal” and “deprecated” Cancel
messages are technically identical. Furthermore, an addi-
tional transition now connects the Reserved and the
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Fig. 4 The global receive viewpoint for the running example

Requested state, because in cases of delayed Cancel
messages, the buyer will receive another Request instead.

To define the receive viewpoint of the running example,
it is also necessary to add constraints and side effects to the
choreography model, because the potentially infinite number
of delayed Cancelmessages6 prohibit the use of finite state
machine notations. In Fig. 4 guards are defined inside [ ],
side effects inside { } using pseudo code. It is also assumed
that the referenced counter variable is an unbounded integer
with 0 as initial value. The counter is used to keep track of the
number of pending buyer response messages (either Order
or Cancel), and hence is increased each time an Offer is
received. Note that the usage of variables, guards and side
effects is a general requirement for choreography modeling
(see Sect. 3.1.3) and not restricted to receive viewpoints.

Global viewpoint discussions As explained in Subsec-
tion 3.1.2, one aim of service integration testing is to check
the proper handling of message racing. The above example
shows that a global send viewpoint does not reflect mes-
sage racing as deprecated Cancelmessages are not visible.
In contrast, a global receive viewpoint describes all possi-
ble sequences of receive events and hence explicitly distin-
guishes sequences with preserved message order from those
including message racing.

The introduced send and receive viewpoint models can
be interpreted as describing projections of possible message
event sequences in a service communication to sequences of
either send or receive events only. Hence, another possible
global viewpoint could be defined as including the original

6 This might happen, if the buyer constantly cancels the offers of the
seller and afterwards sends new synchronous requests fast enough to
block the seller from processing the asynchronous cancellations.

sequences of message send and receive events. This view-
point also explicitly distinguishes event sequences includ-
ing message racing. However, even for the relatively simple
running example, the model gets cluttered because of the
additional states that have to be included between send and
receive events. Apart from decreasing readability, the higher
complexity also negatively affects the application of MBT
tools in the envisioned service integration testing. For this
reason, a global receive viewpoint will be utilized for MCM,
as described in Sect. 4.3.

Local viewpoints Apart from global viewpoints, service
communications can also be seen from the local perspective
of the involved components. In this case, the choreography
model describes all sequences of send and receive events that
the observer described above is able to monitor for a specific
component only.

The availability of such a local viewpoint is quite impor-
tant in practice. While a global viewpoint is a concise descrip-
tion of the interaction protocol, local viewpoints describe
a component’s communication behavior and hence are an
excellent starting-point for the implementation and verifi-
cation of the service components. Therefore, incorporating
both local and global viewpoints in one choreography mod-
eling approach is considered an advantage and is included in
choreography modeling standards such as WS-CDL [11] or
BPMN [14]. Consequently, MCM will also incorporate local
viewpoint models.

Figure 5 depicts a set of local viewpoint models for the
buyer and seller component of the running example. It can
be seen that the seller model has the same structure as the
global viewpoint model depicted in Fig. 4. In fact, even the
constraints on the transitions are the same. Like the global
receive viewpoint model, the model of the seller component
incorporates four extra receive events (compared to the global
send viewpoint), because it has to consider the potential mes-
sage racing between Cancel and Request messages that
the buyer is sending on different channels.

The buyer component model is a structural copy of the
global receive viewpoint, too. By structural copy we mean
an identical model with the same states, transitions, variables,
guards and actions. The only permitted changes to this copy
are to inhibit some of the transitions. So, the buyer model
has four transitions inhibited (they are erased from the visual
representation), such that the buyer is only allowed to send
Cancel messages in the state Reserved and Request
messages in the state Start.

3.2.3 Consistency

As explained in the last section, a suitable choreography
modeling language has to provide the means for describing
the local components and a global receive viewpoint. Keep-
ing the local and global perspectives consistent is a major
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Fig. 5 Local viewpoint models for the running example

challenge of choreography modeling. Taking into account
the described development approach, also the consistency
between the requirements of the user and the choreography
models, and the consistency between the choreography and
the implementation of the service components has to be pro-
vided. As depicted in Fig. 6, the main goal of ensuring con-
sistency between these abstraction layers is of course the
enforcement of consistency between the requirements and
the implementation itself.

There are various ways to define the consistency relation
of models, describing concurrent interactions, based on con-
currency semantics (e.g., simulation or trace semantics [27]).
According to this classification, defining consistency based
on traces means comparing sequences of observations (in
contrast to the mapping of modeling elements, as demanded
by simulation) and thus seems to be highly suitable for the
given purpose of comparing different definitions of service

Fig. 6 Consistency relations in choreography modeling

communication. Consequently, in this paper the discussion
on consistency will be based on trace semantics.

Each of the four curly brackets depicting the consistency
relations on the sides of Fig. 6 is explained in one correspond-
ing paragraph below.

Consistency between requirements and implementation
Requirements are descriptions of a system’s behavior that
are not usually formalized in practice. The implementation
of a system represents a specific, executable instance that is
intended to fulfill the requirements. Judging whether or not an
implementation fulfills the requirements is commonly done
by testing. Utilizing the requirements in a testing process
implies that all the specified behavior is reflected in the
implementation. From a theoretical perspective, all abstractly
defined traces of the requirements have to be realized by the
system. In terms of trace semantics, the implementation has
to include all traces of the requirements.

The envisioned development approach is to make fur-
ther use of formal verification to enforce certain proper-
ties (e.g., absence of deadlocks) on the implementation. The
common approach is separated into two parts: proving the
desired properties at a high level of abstraction and proving
refinement [27] for the lower abstraction layers, including
the implementation. In terms of trace semantics, the require-
ments have to specify (include) all traces of the implemen-
tation.

Jointly instrumenting formal verification and MBT tech-
niques therefore would imply traces equivalence between
the requirements and the system under test and hence
also pairwise trace equivalence for all abstraction layers in
between [27] (see Fig. 6). In practice, this obviously has to
be restricted to the requirement-specific abstraction domain,
in this case component communication. The following pro-
vides overview of the applied methods for ensuring consis-
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tency. In Sect. 4.4 their realization will be described in more
detail.

Consistency between requirements and choreographies
Requirements are not formalized in practice and hence it is
impossible to apply formal methods and MBT at this level.
Instead, the choreography models are the envisioned arti-
facts to enable these quality assuring activities. Therefore, the
consistency enforcement between choreography models and
requirements is a manual task. However, industrial model-
based approaches map requirements to behavioral model ele-
ments (e.g., tagging states with requirement IDs) in order to
analyze requirement coverage automatically [28]. For MCM,
a simulation tool is provided that enables the user to check
whether the choreography model captures what has been
informally described in requirements.

Consistency between global and local viewpoints For
enforcing consistency between global and local viewpoints
two possible solutions exist [29]: a generative approach,
in which the local views are generated from the global
ones, or a checking approach where global and local mod-
els are created separately and then verified as to whether
they are consistent with each other. While the former ensures
that global and local views are always consistent, it makes
changes to the local models considerably more difficult,
since these would be overridden by re-generation from the
global model. The latter approach allows for such “asym-
metric” changes, but requires manual effort to update the
global view when changes to the local models are made.
For MCM, a mixed approach is utilized. It is described in
Sect. 4.4.

Consistency between choreography model and imple-
mentation For each service component involved in the
choreography, more detailed development artifacts such as
implementation code or other models may exist. In compar-
ison with the local views of choreographies, they also take
into account behavior that is not related to the communica-
tion. Such components are usually described with the help of
models, which specify contained attributes (and their types)
and state transition diagrams, which describe the effect of
actions (such as service calls) on the internal state of com-
ponents. As described, utilizing MBT aims at ensuring trace
inclusion from choreography models to the implementation.
Section 4.4 describes how trace inclusion in the opposite
direction is enforced for MCM.

3.3 Choreography applications

In the following, two applications of MCM are discussed: (a)
choreography simulation and error visualization to support
MCM users in detecting problematic design decisions at an
early development stage and (b) MBT techniques that can
be applied in automatically deriving test suites from MCM
models.

3.3.1 Choreography simulation and error visualization

Interactive choreography simulation supports MCM users in
gaining confidence in how a modeled choreography behaves
in detail and helps them to check the consistency between
requirements and choreography model. In particular, sim-
ulation increases the comprehensibility of complex service
choreographies with first-order guard predicates that are hard
to understand statically. This supports different user types,
such as process integration experts, developers, and testers
in gaining an unambiguous common picture of the service
choreography.

Error visualization improves the traceability of choreog-
raphy errors detected by verification tools that operate on the
formal model generated from MCM. This helps to discover
inconsistencies in the choreography model and improves the
usability of the approach especially for users without expert
knowledge in formal verification.

3.3.2 Model-based integration testing

Once a formal model of a service choreography is available,
MBT techniques can be deployed to derive test suites for inte-
gration testing. By integration testing, we mean the testing
of an assembly of components that have already been tested
individually.

For service integration testing, this implies that the testing
of the functional units (unit testing), the testing of the inter-
faces that a service component exposes (service component
testing) and the testing of the messaging infrastructure have
been carried out before. Assuming the functional correctness
of the participating service components and the infrastruc-
ture, the main error sources in the communication of service
components can be defined in relation to the protocol fault
classification [28].

For the envisioned testing approach, transition coverage
has been identified as most suitable, because it already uncov-
ers a significant number of integration faults with relatively
little effort [28]. It is also able to detect the incorrect han-
dling of message racing during software development, as by
covering all transitions of a global receive viewpoint of the
choreography model, it can be ensured that a message will be
handled by its receiving component in any allowed situation.

It is important from an industrial perspective that the test
generation approach further aims to optimize minimization
of effort in subsequent test phases, namely test concretization
(e.g., provisioning of test data), test execution, and test analy-
sis. Based on practical experience of the testing process at
SAP, we derived test optimization criteria and implemented
an algorithm to apply them to generated test suites [7]. Last
but not least, we also applied test generation algorithms avail-
able for UML by a model transformation from MCM to
UML [8]. This model transformation also provides a bridge
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Fig. 7 GCM (top) of the choreography and LPMs of the buyer (left) and the seller (right)

between our DSML to a general purpose language such as
UML.

4 Message choreography modeling (MCM)

In this section, the choreography language MCM is described,
using the running example by way of illustration. The MCM
syntax and semantics are then presented in detail. Finally, the
MCM tooling for modeling and consistency enforcement is
introduced.

4.1 MCM overview

The message choreography model (MCM) language,
introduced in this subsection, consists of different mod-
eling artifacts, each defining distinct aspects of service
choreographies:

– Global choreography model The global choreography
model (GCM) is an extended finite state machine (EFSM),

which specifies a high-level view of the conversation
between service components. Its purpose is to define
every allowed sequence of observed message receive
events.

– Local partner model The local partner models (LPMs)
specify the communication-relevant behavior for exactly
one participating service component. Due to the design
process of MCM, each LPM is a structural copy of the
GCM. As explained in Sect. 3.2.2, these structural copies
can be restricted manually, by deactivating some of the
local transitions.

– Channel model The channel model (CM) describes the
characteristics of the communication channels along
which messages are exchanged between the service com-
ponents. For web services, such characteristics are usu-
ally formalized by WS-RM [16], a standard that describes
the channels’ reliability guarantees.

Figure 7 shows how the example from Sect. 3.1.1
can be modeled, using the Eclipse-based MCM editor
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(described in Sect. 4.4). The GCM at the top of Fig. 7
represents the global receive viewpoint that discussed in
Sect. 3.2.2. The arrows labeled with an envelope depict
the interactions Request, Offer, Cancel, Order,
and Cancel(deprecated) which are sorted with the
help of the states Start, Requested, Reserved,
and Ordered. The states Ordered and Start are
so-called accepting states (graphically, they are connected
with the filled circle). In these states, the communication
between the partners is allowed to terminate.

Similar to the description in Sect. 3.2.2, interactions
labeled with Cancel(deprecated) describe the receipt
of Cancel messages by the seller that happens after receiv-
ing a new Requestmessage due to message racing. Conse-
quently, Cancel and Cancel(deprecated) messages
are physically identical. Only by considering the context in
which they are received can they be distinguished.

To allow the distinction and hence to keep the model deter-
ministic, a set variable called ID_SET is declared and ini-
tialized with ∅. It stores the transaction IDs from the header
of Offer messages that have not yet been addressed by
Cancel, Cancel(deprecated) or Order messages
(the headers of these messages also store the IDs). When-
ever an Offer interaction takes place, an assignment

ID_SET := ID_SET ∪ {msg.Header.ID}
is executed, referring to the ID stored in the header of the
Requestmessage. To distinguish between a deprecated and
an actual Cancel in state Reserved, for the interaction
Cancel an additional guard

ID_SET\{msg.Header.ID} = ∅ ∧ msg.Header.ID ∈ ID_SET

can be modeled in MCM, while forCancel(deprecated)
the guard

ID_SET\{msg.Header.ID} �= ∅ ∧ msg.Header.ID ∈ ID_SET

(the set operation A\B is the set of elements in A but not in B).
Note that this assignment of guards and side effects is more
sophisticated than the assignment described in Sect. 3.2.2.
Section 4.2 describes the formal syntax and the complete set
of guards and assignments for the example.

The LPM of the buyer of the running example is depicted
to the bottom left of Fig. 7. It is a structural copy of the
GCM, but the interaction symbols now represent either send
or receive events of the buyer. Moreover, some send events
are “inhibited” by special local constraints. As described in
Sect. 3.2.2, it is inhibited that a Cancel(deprecated)
is ever sent and that a Request is sent in the Reserved
state. Therefore, in the figure these send-events have been
erased. However, due to possible message overtaking on an
EO channel that is assumed in the running example, receiving

a deprecatedCancel is possible on the seller side. The LPM
of the seller is depicted to the bottom right of Fig. 7.

4.2 MCM syntax

In this section, the abstract syntax of MCM is presented.
As explained in Sect. 3.1.3, limiting choreography modeling
to pairwise communications reduces the overall complex-
ity, without sacrificing valuable information in most cases.
Therefore, in the remaining discussion, MCM is assumed to
describe the choreography of exactly two participating com-
ponents.

Consequently, a message choreography model M is a tuple
(G, L1, L2, C) consisting of a GCM G, two LPMs L1 and
L2 and a CM C . G, L1, and L2 are extended finite state
machines, i.e., they incorporate unbounded variables as well
as guards and actions at their transitions, which may reference
these variables. In the following, L1, L2, and C are referred
to as composed system. For expressing guards and actions, a
constraint language is needed. It is described below, followed
by the definition of the global and local models.

Constraint language In the SOA domain, XML docu-
ments are utilized for messaging. Consequently, messages
are characterized by some hierarchical record data type (or
schema) representing the message type. Every exchanged
message m in a choreography will have an associated mes-
sage type MT (m). An important feature of the set of terms
Term of the constraint language is to reference elements
of messages that are structured this way. For example,
msg.Header.ID ∈ Term points to the ID of the Header
element of the message referenced by the msg variable. The
terms further contain the global variables (defined for the
extended state machine, see below) and constants (including
e.g., 0, 1, 2, . . . ,∅). Term is closed under application of arith-
metic or set-theoretic operators. Hence, in a natural way, a
simple type system can be built into Term so that syntactically
illegal function applications can be excluded. For example, if
ID_SET is a variable, ID_SET\msg.Header.ID ∈ Term.

The set Form of formulas of the constraint language is then
the set of first order formulas over Term and the predicates
=,<,>,⊆,∈. This is necessary, because often all sub-nodes
within a message need to satisfy a certain condition. In the
given example

(∀x : x ∈ Order.items → x.status = Released)

∈ Form

the constraint defines that all items in an Order message
should be released.

Global choreography model The GCM G is an extended
finite state machine, represented by the tuple (S, E, s0, T, I )
where:
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1. S is a finite set of states;
2. s0 ∈ S is the initial state;
3. T ⊆ S is a set of accepting states;
4. I ⊆ P(S)× S is a finite set of interactions indicating the

transitions of the state machine;
5. V is a finite set of variables, while for each interaction

i ∈ I there is a special variable msgi ∈ V referring to
the message instance exchanged during an interaction;

6. v0 : v → T erm is the initial variable assignment.

An interaction i = ({sn, . . . , sm}, sx ) is therefore associ-
ated with a set of enabling states {sn, . . . , sm} and a successor
state sx . This means that interaction i can take place when
the system is in one of the enabling states and will change
the system state to the successor state. Note that the system
is only in one state at a time. In Fig. 7, interaction Request
has the enabling states Start and Reserved as well as
the successor state Requested.

With each interaction i ∈ I is associated a function
sender(i) ∈ {P1, P2} that indicates which partner is respon-
sible for sending the message of this interaction. Each inter-
action i is associated with a guard pre(i) ∈ Form, which
describes a condition under which the interaction can be
observed and a side-effect act (i) ∈ (V → T erm), which
describes assignments of variables from V to terms during
the transition. There is also an initial assignment v0 of vari-
ables to terms.

Example 1 As explained before, the GCM for the running
example includes the set V = I D_SET and the following
guards and actions:

pre(Request) = msg.Header.ID �∈ ID_SET

pre(Order) = msg.Header.ID ∈ ID_SET

pre(Cancel) = ID_SET\msg.Header.ID = ∅
∧msg.Header.ID ∈ ID_SET

pre(Cancel(depr.)) = ID_SET\msg.Header.ID �= ∅
∧msg.Header.ID ∈ ID_SET

act (Request)(ID_SET) = ID_SET ∪ {msg.Header.ID}
act (Order)(ID_SET) = ID_SET\{msg.Header.ID}
act (Cancel)(ID_SET) = ∅
act (Cancel(depr.))(ID_SET)

= ID_SET\{msg.Header.ID}
Local partner model Like a GCM, a local partner model

LPM L j is an extended finite state machine with a finite set S j

of states, an initial state s j
0 ∈ S j , and a set of accepting states

Tj ⊆ S j . In addition, it entails two finite disjoint sets I !
j and

I ?
j with (I !

j ∪ I ?
j ) ⊆ P(S j ) × S j of send and receive events,

respectively, forming the transitions of the state machine. As
in the GCM, there is a finite set Vj of variables. Furthermore,
for each send/receive event e ∈ E , where E = I !

j ∪ I ?
j , there

is a special variable msge
j ∈ Vj , referring to the message

sent or received in e, as well as the message type MT (e)
of the message sent or received. Guards and side-effects are
assigned to send and receive events as for interactions of the
GCM.

A basic strategy to ensure consistency is to demand that
for every send/receive event ! i or ?i of an LPM there is
a corresponding interaction i with the same message type
in the GCM. If there exists a send event ! i in L j , then
sender(MT (i)) = j and if there exists a receive event ?i ,
then sender(MT (i)) �= j . More complex ways to ensure
consistency among GCM and LPMs will be discussed later
in Sect. 4.4.

Example 2 The lower section of Fig. 7 shows the two LPMs
L1 (left) and L2 (right) of the running example. For the
interaction Request in GCM, there is !Request in L1

and ?Request in L2. Moreover, L1 contains a set V1 =
{ID_SET1} and pre and act of the LPMs are copied accord-
ingly from the GCM, i.e.:

pre(!Request) = msg1.Header.ID �∈ ID_SET1

act (!Request)(ID_SET1)

= ID_SET1 ∪ {msg1.Header.ID}
In our example, the buyer should only be allowed to send a
Request in the stateReserved. Therefore, !Request =
{Start 
→ Requested}while ?Request = {Start 
→
Requested,Reserved 
→ Requested}.

Channel model The channel model C consists of one or
more channels satisfying either EO or EOIO properties. Each
channel can be mathematically described as follows. Given
a set of message types MT used in the GC M , a channel is a
total function from a sequence of messages (with their types
in MT ) to a sequence of messages (with their types in MT ′).
For MT ′ ⊆ MT and a message sequence s, πMT ′(s) denotes
the projection of s to a sequence of messages of type MT ′.
Let πMT ′(s) be the canonical extension to the channel. The
channel is then based on assignments of disjoint subsets MT ′
of MT to channel reliability guarantees, which ensure that
πMT ′ satisfies certain properties. Reliability guarantees of
the WS-RM standard can be modeled as follows: for (EOIO),
πMT ′ is the identity function on interaction sequences, and
for (EO), πMT ′ is a permutation on an interaction sequence
(non-deterministic).

Returning to the requirements defined in the previous sec-
tion, we note that MCM satisfies all of them: detailed message
description due to the imported message types MT and the
guards and side events on transitions; infinite state space due
to the existence of unbounded variables and channels; inter-
action termination via the accepting states; channel modeling
via the defined channels; explicit message send and receive
in the local views; global and local views; pairwise chore-
ographies by choice and state-based modeling by definition.

123

Author's personal copy



Message choreography modeling

4.3 MCM semantics

There are various ways to define an operational semantics
for a GCM, LPM and a channel model. As explained in
Sect. 3.2.3, a trace-based semantics will be used in this paper.
The description of this trace semantics begins by giving the
relevant trace definitions for MCM. Afterwards, the relation
between different traces is described.

4.3.1 Trace definitions

MCM can be described as consisting of a GCM G and a
composed system C S incorporating the two LPMs L1 and
L2, and the channel model C . To simplify the presentation,
in this subsection we assume that the channel model contains
only one channel.

Traces of the GCM For any GCM G, the traces of G,
denoted by T races(G), is the set of sequences (i1, . . . , in)

of interactions, for which there exists a sequence (s0, . . . , sn)

of states and a sequence of concrete variable assignments
(v0, . . . , vn) such that s0 and v0 are initial, and for all k =
1, . . . , n, sk−1 is an enabling state of ik, sk is the successor
state of ik , the guards of ik are satisfied in vk−1, the value of
vk equals the value of vk−1 except the updates actk(vk), and
sn is an accepting state.

Traces of the CS For the definition of traces of C S, first
the semantics of LPM have to be fixed. By treating send
and receive events in a similar way to interactions of GCM,
LPM’s semantics is similar to the semantics of GCM.

C S consists of LPMs L1 and L2 and the channel model
C . Its state space is defined by the notion of composed state
sC S

k = (sL1
k , sL2

k , sC
k ), consisting of a local state of each

LPM and a state of the channel, described by a sequence
of messages that are already sent but not yet received (which
means that they are on the channel). Therefore, while G has
a finite number of states, C S may have an infinite num-
ber of states, if there are no (unnatural) restrictions on the
channel size. The traces of C S, denoted by T races(C S),
are defined by the sequences (e1, . . . , en) of send or receive
events ek (k = 1, . . . , n) of the LPMs involved in the com-
posed system, which satisfy the following property. There is a
sequence (s0, . . . , sn) of composed states such that for every
ek(k = 1, . . . , n) and its message type MT the following
holds:

– In s0 the channel is empty and L1 and L2 are in their
initial states (i.e., composed initial state).

– The state of Lx in sk−1 is an enabling state of ek , the
state of Lx in sk is the successor state of ek , the guards of
ek are satisfied in vk−1 of Lx , the value of vk equals the
value of vk−1 except the updates actk(vk), and the state
and variable assignment of L y (x �= y) in sk−1 equals the
state and variable assignment of L y in sk .

– If ek is a send event, then in sk the channel sequence
equals the channel sequence of ek−1 attached with a new
message msgk of type MT (ek), where msgk satisfies the
guards of ek in sender(MT (ek)).

– Let ch be the sequence of messages on the channel in
sk−1, with C(ch) = (m1, . . . , mq). If ek is a receive
event, then ch is not empty, mq is of type MT (ek), mq

(interpreted as msgk) satisfies the guards of ek , and the
channel sequence of sk equals (m1, . . . , mq−1).

– In sn the associated states of L1 and L2 are accepting
states and the channel is empty (i.e., composed accepting
state).

4.3.2 Consistency relation of GCM and CS

Using the GCM for the test derivation requires G to be an
equivalence or under-approximation of C S, otherwise glob-
ally generated test suites would contain traces without local
equivalents (i.e., infeasible paths). On the other hand, allow-
ing under-approximation prevents the application of formal
mechanisms to prove conformance of C S to G (see [30]) as it
possibly omits permitted behavior. As concluded in Sect. 3,
the targeted approach therefore implies that trace equivalence
of G and C S must be required.

Since G and C S have different alphabets, the alphabet of
interactions used by G has to be mapped to the corresponding
send and receive events in C S, in order to define a consis-
tency relation between them. There are various applicable
consistency relations between G and C S, depending on the
viewpoint of the assumed global observer for G. A global
observer in this respect is an idealized entity that observes
the message flow between the components associated with
L1 and L2 and relates it to the interactions of G. In the fol-
lowing, the two global viewpoints mentioned in Sect. 3.2.2
are described.

Send-viewpoint A GCM G describes a send-viewpoint
of a composed system C S, if for each trace (e1, . . . , en)

of C S there exists exactly one trace (i1, . . . , ik) of G (and
vice versa), such that if (! e1, . . . , ! ek) is the projection of
(e1, . . . , en) to the send events, then

(MT (i1), . . . , MT (ik)) = (MT (! e1), . . . , MT (! ek)).

In other words, G describes all sequences of send events that
can be observed in a communication between L1 and L2.

Example 3 If the traces of the composed system in Fig. 7 are
projected to send-events the following set, written as regular
expression (as defined in [17]), is obtained:

{(!Request !Offer !Cancel)∗

(!Request !Offer !Order)?}.
In this case, a send-viewpoint is constructed by simply taking
the LPM of the buyer and transforming send/receive events
into interactions.
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Fig. 8 Overview of MCM modeling tools

Receive-viewpoint G is a receive-viewpoint of C S if for
each trace (e1, . . . , en) of C S there exists exactly one trace
(i1, . . . , ik) of G (and vice versa), such that if (?e1, . . . , ?ek)

is the projection of (e1, . . . , en) to the receive events, then
(MT (i1), . . . , MT (ik)) = (MT (?e1), . . . , MT (?ek)). In
other words, G describes all sequences of receive events that
can be observed in a communication between L1 and L2.
The receive-viewpoint thus reflects the possible loss of mes-
sage order on the channel and is therefore most suitable for
integration testing.

Example 4 The GCM in Fig. 7 is a receive-viewpoint of the
composed system with an EO channel in that figure, because
it covers the projection of the traces from the LPMs to receive
events.

As explained in Sect. 3.2.2, the receive viewpoint is most
suitable for the derivation of integration tests, as it reflects
message racing as experienced by the involved components.

4.4 MCM tool support

Previous sections give the syntax and semantics of MCM.
This section introduces the tooling of MCM that has been
implemented to guide the creation of MCM models and
enforce their consistency.

As depicted in Fig. 8, an Eclipse-based editor has been
implemented using the meta-object facility (MOF) stan-
dard [15] for the definition of the underlying MCM meta-
model. Figure 7 is a collage of screenshots of the editor,
showing both global and local MCM models.

The automatic transformation of MCM to Event-B
described in the Appendix is utilized to connect the MCM
editor with the Rodin platform [31]. It is also Eclipse-based
and includes a set of formal verification tools. Currently, the

model checker ProB [32] and the theorem provers of Atelier-
B7 are used to ensure MCM’s consistency obligations. In the
following, for each consistency relation (as introduced in
Sect. 3.2.3) the tool-based realization is described.

4.4.1 Ensuring consistency between requirements and
MCM

In order to be sure that the MCM model corresponds to what
the modeler intended to express and what has been informally
described in requirements documents, a simulation tool has
been added to the editor. By using the formal representation
of MCM in Event-B, ProB is used as a model checker back-
end to simulate interactively the sending and receiving of
messages. During the translation from MCM to Event-B a
bidirectional mapping between the MCM model entities and
their formal representation in Event-B is established. When
starting the simulation, the initial state of the choreography
is captured from ProB and mapped to MCM. In each state of
the simulation, the active states of the partners and the mes-
sage channels are represented in the MCM editor. Currently
enabled message send and receive events are presented to the
modeler, who may select one of them manually, leading the
simulation into the next state.

Figure 9 illustrates the choreography simulation. The
highlighted status value (here: both partners are in status
Requested) depicts the current state of the partners and
the highlighted interaction can be clicked by the user to per-
form send/receive actions (here: sendingOffer is possible).
On the left hand side, the state of all variables, the state of
the message channels and the history of send/receive events
is depicted. Furthermore, if an invariant is violated in the
current state, a message is displayed and the cause can be
analyzed with ProB.

In addition to interactive simulation, the tool supports also
automatic animation of traces, i.e., sequences of send/receive
events, provided e.g. by ProB.

4.4.2 Ensuring consistency between MCM viewpoints

From the definition of MCM, inconsistency of the models
can exist for the following reasons:

– Syntactical inconsistency GCM and LPMs may not fit
with each other syntactically. For instance there could be
send events in LPM for which there are no interactions
in GCM. Especially in an agile environment such simple
consistency properties are in danger of being violated,
e.g., when both levels are modified simultaneously and
global and local views therefore get out of sync.

7 http://www.atelierb.eu/index-en.php.
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Fig. 9 Interactive simulation of MCM

– Semantical inconsistency The composed system may not
realize the behavior of GCM, i.e., CS and GCM may
not be receive-viewpoint trace equivalent. A special case
is when no trace equivalent CS exists for a GCM. The
choreography is then said to be not locally enforceable.

In general, to ensure consistency between local and
global views two competing approaches exist: a generative
approach, in which the LPMs are generated from the GCM,
and a checking approach, in which global and local mod-
els are created separately, but have a consequent consistency
check installed. While the first approach ensures that global
and local views are always consistent, it makes changes to
the local models considerably more difficult, since these
would be overridden by re-generation from the global model.
The latter approach allows for such “asymmetric” changes,
but requires manual effort to update the global view when
changes to the local models are made.

A pragmatic mix of these approaches however, seemed to
us the most appropriate. In this case, the first of the issues
mentioned above is addressed by maintaining the two LPMs
as structural copies of the GCM, while allowing for addi-
tional guards on the LPM. This is implemented in the MCM
editor by realizing the LPMs and the GCM as views on a
common model instance. However, trace equivalence can-
not be ensured by syntactic means. Therefore model check-
ing and theorem proving techniques have to be applied. In
the MCM editor they are provided by connecting it to the
Rodin platform. In the following, the implemented counter-
measures to the given causes of inconsistency are described in
detail.

Enforcing syntactical consistency The problem of keeping
local and global views synchronized is solved in MCM by
having a single meta-model for both GCM and LPM. For each
partner, an LPM view is obtained from a GCM as follows.
An interaction in the GCM is interpreted as a send or as a
receive event in the LPM of the considered partner. A state in
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the GCM is represented by a corresponding state in the LPM,
and constraints and effects are transferred accordingly.

Following this approach, the addition of a send-event to
an LPM automatically leads to the addition of an interac-
tion in GCM and to the addition of a receive-event to the
other partner’s LPM. However, the GCM states and the cor-
responding LPM states are semantically different. The for-
mer denotes a globally observable state (based on the chosen
message exchange viewpoint), while the latter denotes the
latest information that the components have about the global
state. These states are in general not equal because of the
latency of message transmission.

By this technique, the most general LPMs, which might
realize a choreography given by a GCM, are obtained. In
order to allow for asymmetric resolution strategies, the LPMs
can be augmented with additional guards. As discussed in
Sect. 3.1.2, the added guards may only restrict messages from
being sent and are also only visible in the particular LPM,
but not in GCM or in the LPM of the other partner. The given
implementation thus ensures syntactical consistency of GCM
and LPMs during the whole modeling life-cycle.

Enforcing semantical consistency Trace equivalence of
the GCM and the CS can not be ensured by the syntactic
means described above. Therefore, the MCM editor also pro-
vides checks that prove consistency, based on translating the
choreography model to Event-B (see Appendix) and check-
ing the obtained formal model with Rodin platform tools [31].
To show trace equivalence in Event-B essentially boils down
to showing the refinement of the Event-B machine generated
for the combined system towards that of the GCM and vice
versa.

Another important property is the absence of inconsum-
able messages. Whenever a message is being exchanged the
receiver of the message must be ready to receive it. This
property is encoded as an invariant of the generated Event-B
machine for the LPMs. Since proving these properties still
requires a considerable amount of user interaction, also the
model-checking tools provided by ProB [32] are utilized.
They are not able to completely prove the refinement rela-
tion in general (because of the unlimited size of the channel),
but give good feedback in cases where the model still con-
tains errors. A detailed description of the realized semantical
consistency checks can be found in [30].

To support MCM users in detecting semantical errors, a
framework for automatic error detection and visualization
has been developed. The framework uses the ProB model
checker to detect errors such as deadlocks, violations of
invariants or temporal logic formulas and provides a plug-
in mechanism for error handling and visualization. A plug-
in for handling inconsumable message errors (IM handler)
visualizes the state in which an inconsumable message has
occurred and uses the simulation tool to animate the error
trace provided by ProB.

Besides the trivial case of a missing receive interaction
in the LPM of the receiving partner, inconsumable messages
can be caused by unfulfilled guards, i.e., first-order pred-
icates annotated to interactions. The IM handler therefore
implements a divide-and-conquer algorithm that uses ProB
to determine the specific subpredicate that has disabled the
receive interaction. The blocked receive interaction is anno-
tated with an error message referring to the unfulfilled guard
and the relevant part of the counterexample detected by ProB.
More details are provided in the Master’s thesis of the third
author [33].

4.4.3 Ensuring consistency between MCM and
implementation

For each service component involved in the choreography
(represented by LPMs), there exist more detailed develop-
ment artifacts, such as implementation code or other models.
In comparison to LPMs they take into account the messaging
behavior with respect to more than one partner component
and internal actions that are unrelated to communication.

In the context of SAP, such components are usually
described with the help of models [34]. These specify con-
tained attributes (and their types) and state transition dia-
grams, describing the effect of actions (such as service calls)
on the component’s state. By providing a translation from
these models to Event-B, a formal representation can be
obtained, which makes it possible to show that they consti-
tute a refinement of the LPM and thus preserve the properties
specified in the LPM.

However, LPMs and component models operate in a sep-
arate state space. Therefore the modelers are required to add
glue expressions to each of the states s ∈ S j of each LPM L j .
To guide this, the MCM editor is equipped with an expression
language over the state of the business components, which is
used to assign an expression glue(s) to s.

Example 5 In the running example, the Reserved state in
the LPM of the Buyer may correspond to the status attribute
OfferReceived in the buyer’s purchase order (PO) busi-
ness component. Thus the following will be specified:

glue(Reserved)

= (Status : PO.OfferReceived = true)

A detailed description of the formalization and transfor-
mation of development models, as well as the realization of
the refinement, is given in [35].

As described in Sect. 3.2.3, the targeted trace equivalence
of LPMs and the corresponding components can only be
achieved by combining the described formal checks of trace
inclusion (i.e., refinement) of the implementation in MCM
with trace inclusion of MCM in the implementation, which
is ensured by testing.
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5 Experiences with MCM

MCM was designed with the scope of a smooth integra-
tion into a model-driven development process. Its introduc-
tion allows the automation of vertical consistency checking
for service integration, from business requirements at top
level down to the concrete enterprise implementation at the
bottom. In the following we provide some insights into
the MCM creation, implementation, and evaluation process.

Overall process of MCM creation The first time a need for
models for the communication between service components
emerged was while we were investigating the service inte-
gration testing. In the SOA modeling stack, there existed pro-
prietary models that described the behavior of service com-
ponents and higher level models for business scenarios, but
nothing in between for the pairwise protocols between com-
ponents. What was available was static information describ-
ing the service interfaces, the message types, tables con-
taining conditions under which the message sending is trig-
gered and the channel properties linking the components.
Moreover, the integration developers maintained different
sequence diagrams documenting communication scenarios
of message sequences.

We decided to create with message choreography mod-
els that would provide all this information in a unified and
consistent way. After several encounters with integration and
testing architects, and having given some simple examples as
proof of concept, we convinced the management of the poten-
tial benefits of MCM. We consequently secured an internal
research project that offered the working framework for the
development of an MCM prototype over a timespan of a
year and a half. We started with a careful review of current
choreography modeling options, and matched them against
the initial requirements gathered from the developers. We
also tried existing choreography tools to see how a sim-
ple example was represented in different formalisms such
as WS-CDL or BPMN. Since none of them would provide
the ideal solution we also did a similar exercise with a lan-
guage inspired by the proprietary behavioral models used for
component communication, where we replaced the internal
business operation calls used in a component, by message
interaction between the components. The resulting concept
and its graphical familiarity to the users gained the support
of the developers. At the end of the language design phase
we decided on the core elements of MCM and started the
implementation.

Implementation The meta-modeling was performed using
SAP’s MOF-based MOdeling INfrastructure (MOIN). The
prototype implementation was based on SAP’s internal
platform NetWeaver Development Studio, which includes a
graphical modeling framework (cf. last paragraph of Sect. 2).
Throughout the entire development process, we continually
collected feedback from the integration and testing architects

in the field, thus involving the potential users during each
DSML development iteration. For instance we extended the
basic notion of state to allow for concurrency, which was an
advanced feature needed in certain types of scenarios. Due
to space constraints, this aspect is not discussed.

The architecture of the MCM prototype together with the
integration into the SAP development framework and the
Event-B tooling (together with the ProB model-checker) is
depicted in Fig. 10. The integration was made easier by the
fact that both frameworks were Eclipse-based. The diagram
focuses on the verification engines (based on model check-
ing and theorem proving) from Rodin, but does not show
the integration of MCM with test generation engines and the
tight integration with the Enterprise SOA infrastructure (e.g.,
importing of message types, channel information, service
component interfaces). This is beyond the scope of this paper.

We estimate that the MCM meta-model definition together
with the prototype tooling implementation took approxi-
mately four person-years to complete.

Piloting At the end of the process, for evaluation purposes,
we set up 4 pilots using real-life integration scenarios from
the SAP platform, as described in [6]. Although they were
mainly used for evaluating the benefits of MBT rather than
the DSML itself, we can distill a couple of findings of interest
for MCM modeling.

The creation of each pilot model was conducted in
2 guided sessions that lasted approximately 1 h each. In
addition to that, the authors spent another 2 h refining and
consolidating the results. After the second session, semi-
structured interviews were conducted with the pilot users.
The general response was very positive. The participants
perceived the possibility of formally describing the design
as very beneficial, as it significantly improved the communi-
cation between distributed development teams of interactive
services. In addition, the full integration of existing modeling
content (e.g., interface and component specifications) into
MCM was highlighted. The graphical modeling approach
using a state-based representation was generally perceived
as intuitive.

On the other hand, the proprietary constraint language for
the guards of the transitions usually needed some clarifica-
tions. Furthermore, the participants had problems in under-
standing whether and how their modeling decisions would
affect the test generation, when MCM was used for test mod-
eling. This was mainly due to the fact that the participating
integration experts were not deeply involved in the actual
testing process and hence were unfamiliar with the MBT
concepts.

The above case study consisting of the 4 pilots showed that
it was possible to model randomly chosen service commu-
nications that were part of a real SOA-based product using
MCM. The results implied that MCM is expressive enough to
capture the relevant service communication. In addition, the
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Fig. 10 Tool architecture for
MCM and the verification
analysis based on Event-B

choreography models were suitable to automatically derive
test suites that could be concretized and executed. According
to the pilot users, the test suites covered all tests that had been
created manually in the previous testing phases.

We also note that in realistic scenarios MCM choreogra-
phies are not overly complex. Even the complicated real
examples do not exceed 10–15 protocol states and about 20
message events. We believe that this is a consequence of a
good system architecture design that splits a complex system
into manageable parts to be treated separately (the pairwise
approach plays a role also here). However, even with this
choreography size, the subtle communication situations such
as message racing and implicitly large state space due to the
datatypes of the exchanged messages occurring in a loosely
coupled environment fully justify the automatic verification
and validation techniques based on MCM. For instance, in
order to verify the property of inconsumable messages, 300–
600 invariants typically need to be proved in Rodin. Around
90–95 % can be proved automatically, still leaving a con-
siderable number of nontrivial invariants that require manual
work by experts.

Regarding the pairwise nature of MCM, one can think that
a quadratic number (N 2) of MCMs may be needed to fully
specify a system with N components. However in practice
this was not problematic because not all pairs of compo-
nents were liable to communicate and of those communicat-

ing, some needed only simple protocols (e.g. request/reply
patterns). More concretely, there were around 130 service
components in the real system we studied (SAP Business
ByDesign) which would theoretically give 1302 = 16,900
combinations. In reality 220 communication pairs were iden-
tified by the integration experts.

About DSM at SAP MCM took advantage of the fact that
developing a proprietary language is encouraged within SAP.
SAP has a long history of using proprietary domain-specific
languages inside the business domain. The most prominent
example is the ABAP8 language used for implementing
large-scale business applications, which made a major con-
tribution to SAP’s success and productivity. Over the last
10 years, SAP has also moved into the model-driven area and
developed a whole panoply of different types of models [34]
for the business domain, supporting a mature model-driven
development platform. Thus, for MCM we could leverage
SAP’s experience in defining new languages and models.
Yet, for MCM to be accepted, a deep integration with exist-
ing model types was required. However, this challenge easily
turns into an advantage once properly completed, because the
user acceptance increases, which in turn implies a quicker and
broader internal adoption. Moreover, other typical benefits of
DSMLs were experienced, such as being able to experiment

8 http://www.sdn.sap.com/irj/sdn/abap.
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freely with new domain-specific features as well as to fully
control the semantics of the DSML. Both would have been
more difficult in the case of a general purpose language such
as UML or BPMN.

We perceived as challenges the effort of implementing the
DSM tooling from scratch in-house without using a commer-
cial DSM environment, the fact that support for language evo-
lution and more advanced features (e.g., model versioning)
must be ensured over time, as well as the need for training
sessions and material. In mitigation to improve and speed up
development, we used the internal SAP modeling infrastruc-
ture, and to ease user acceptance and training, we deliberately
chose a graphical representation that closely resembled other
model types in use at SAP.

Moreover, even if the MCM internal evaluation by integra-
tion and testing architects was very positive, there are several
iterations at company management level before the current
MCM prototype will be included into the productive devel-
opment. There are different orthogonal factors influencing
the adoption decision. These include a more complete busi-
ness case that evaluates not only local benefits for single use
cases, but takes into account the cost of changing the devel-
opment to accommodate MCM, training costs, fully-fledged
implementation, tool maintenance, licensing for any external
tooling involved, the effort of creating a model repository, and
budgets being available in different development and release
cycles.

6 Conclusions

In this paper we have described a DSML for enterprise ser-
vice choreographies. We have covered both the industrial
context that motivated the definition of MCM, and also its for-
mal semantics that enabled the development of tools for val-
idation and verification. Especially the application of MCM
in the area of MBT, i.e., using MCM as test models, would
improve the integration testing process. Our work advances
the state of the art in the area of service choreographies, by
addressing various aspects such as message racing, global
and local views, and message exchange viewpoints from an
industrial perspective. This should be relevant to researchers
investigating the modeling and formalization of choreogra-
phies, but also to the more general field of “interactional
computing” [20] encompassing protocols from financial net-
works (ISO20022), cloud computing, or large distributed sys-
tems.

Future work There are several ways of extending and
improving our developed DSML. First, MCM describes the
choreography between exactly two parties. This fits per-
fectly into SAP’s SOA architecture which currently provides
a model type called process components interaction model
[34] that provides the interface description and message types

for exactly two communicating parties. Thus, MCM comple-
ments this existing model by adding the behavioral informa-
tion to the static model information. However, MCM syntax
and semantics can be extended to allow multi-party choreog-
raphy. In fact, this makes the link to a higher level of abstrac-
tion in the SOA stack, where the interaction of several parties
is captured by business processes. We are currently investi-
gating the integration of the MCM approach with this mod-
eling level, specified for instance in BPMN. Informally, the
MCM models refine the binary connections between compo-
nents in multi-party business scenarios. E.g., in a Sale-From-
Stock scenario, the communication between buyer and seller
is represented at a very high level, whereas MCM describes
all the possible message exchanges between the two parties.
BPMN 2.0 [14] includes a choreography meta-model using
concepts and modeling elements of BPMN. Since SAP is a
contributor to BPMN 2.0, there is a strong interest in chore-
ography modeling being properly addressed overall9. More-
over, the future versions of MCM will also take into account
European initiatives in the field of choreography modeling
such as the recent European FP7 project CHOReOS.10

Other further developments of MCM may include
advanced features for system testing, but also for runtime
monitoring, post-mortem analysis of system crashes, or
choreographies modeling in the cloud. The last item relates
especially to the idea of making MCM available to SAP
partners and customers as a collaboration and modeling tool
for cross-organizational SOA integration11. Once MCM has
become mature enough within the company, the acquired
experience and best practice can be shared with the SAP
user community for further improvements and extensions.
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7 Appendix: MCM semantics via transformation to the
Event-B language

In the main paper the trace semantics of MCM has been given.
This trace semantics can be refined by describing a transfor-
mation of MCM artifacts to a modeling notation with a for-

9 SAP also recently released an Eclipse project implementing BPMN2
meta-model on EMF, online at: http://git.eclipse.org/c/bpmn2.
10 CHOReOS - “Large Scale Choreographies for the Future Internet”
FP7-ICT-2009-5, Objective 1.2, Oct. 2010—Sept. 2013—http://www.
choreos.eu.
11 In order to have an unified semantic treatment of different choreog-
raphy types, an ISO standard like PSL (http://www.mel.nist.gov/psl/)
may be used.
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mally defined semantics. This is a common approach to defin-
ing language semantics (cf. [36]). In this section, the trans-
formation of MCM into the formal language Event-B [37],
as published in [7], is presented.

Event-B fits quite naturally with MCM as interactions
can be expressed seamlessly as events and the relationship
between GCM and LPMs can be formulated as Event-B
refinement. Apart from defining the MCM semantics, Event-
B opens a variety of possibilities for analyzing the model, as
described in Sect. 4.4. In this appendix, we start with a brief
overview of Event-B. Afterwards, the translation of MCM
artifacts into Event-B is introduced.

7.1 Introduction to Event-B

Event-B [37] is an evolution of the B-Method [38] that places
emphasis on a lean design. In particular, the core language of
Event-B is (with a few exceptions) a subset of the language
used in its predecessor. It distinguishes between static and
dynamic properties of a system. While static properties are
specified in a context, the dynamic properties are specified in
what is termed a “machine”. A context contains definitions
of carrier sets, constants as well as a number of axioms. A
machine basically consists of a finite set of variables and
events. The variables form the state of the machine and can
be restricted by invariants. The events describe transitions
from one state into another state.

An event has the form

EV E N T =̂ ANY t W H E RE G(t, x) T H E N S(x, t) E N D

It consists of a set of local variables t , a predicate G, called
the guard and a substitution S(x, t). The guard restricts pos-
sible values for t and x . If the guard of an event is false, the
event cannot occur and is called disabled. The substitution S
modifies the variables x . It can use the old values of x and the
local variables t . For example, an event that takes two natural
numbers a, b and adds the product ab to the state variable x
could be written as

EV E N T =̂ ANY a, b W H E RE a ∈ N ∧ b ∈ N

T H E N x := x + a ∗ b E N D

For events that do not require local variables, the abbreviated
form

EV E N T =̂ W H E N G(x) T H E N S(x) E N D

can be used. The primary way to structure a development
in Event-B is through incremental refinement preserving the
system’s safety and termination properties.

7.2 Design considerations of the transformation

The transformation from MCM to Event-B contains a
formal representation of both, the GCM and the CS,
incorporating the two LPMs and the CM. Therefore, the
subsequently described translation generates two Event-B
machines, which use a common context. The Global Model
describes the GCM and the Local Model describes the com-
position (defined as in [37]) of the two LPMs and the CM.
Both machines describe the exchange of messages, the for-
mer in terms of observing a message, and the latter in terms
of sending and receiving messages.

As messages with the same type and content may occur
more than once, a unique natural number is assigned to each
message, and this number is incremented when a new mes-
sage is sent. Further, to each message data type is assigned
while it is possible to specify the content of the message as
functions on the message data type. Because we aim towards
the use of a model checking technique, the translation result is
designed to be as deterministic as possible. We experimented
with an assignment of types to messages which was non-
deterministically initialized upfront; however this resulted in
too big a state space for the model checker.

7.3 Transformation description

By defining a translation from the global and from the local
MCM models into the two Event-B machines a precise
semantics of MCM is obtained, which is presented in the
following. The transformation is implemented and can thus
be applied completely automatically.

Global model For each GCM transition exactly one event
is generated. The states are represented by a global variable
status with elements from a set type s1, . . . , sk , with con-
stants s1, . . . , sk . It is initialized with ini t ∈ S. The basic
translation of an interaction i ∈ I with (s1, . . . , sk, I, sm) ∈
⇒ is as follows:

i =̂ W H E N guard1 : status = s1 ∧ · · · ∧ status = sk

T H E N act1 : status := sm E N D

This basic translation must be augmented with preconditions
and actions, associated with that interaction. Therefore, data
types, constants, variables, terms and formulae used in MCM
must be represented in Event-B. This is done as follows. For
each data type t ∈ T , a set is defined in the Event-B context,
without explicit characterization of elements. These sets are
named in Event-B according to their type name name(t).
For each complex data type t = ( f, t ′), we define a par-
tial function f : name(t) � name(t ′). f is initialized with
f := ∅.

The constants and global variables are defined in a
standard way. For each constant c ∈ Ct an element
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is added to the set name(t). For the interactions I =
{i1, . . . , in}, we additionally define a set M E SS AG E S =
{name(i t ype(i1)), . . . , name(i t ype(in))}.
Example 6 Consider the interaction Request with

pre(Request) = msg.Header.ID �∈ ID_SET

act (Request)(ID_SET)

= ID_SET ∪ {msg.Header.ID}
of the running example. For this interaction, the partial
functions Header : N � MessageHeader and I D :
MessageHeader � I nstanceI D (here, MessageHeader
and I nstanceI D are the corresponding names from name
(T )) are defined, as well as the local variables t1 and t2
in order to choose appropriate values to be assigned in the
functions. Because I D_SET ∈ TSet (I nstanceI d), an Event-B
variable I D_SET of type P(I nstanceI D) is defined.

Request=̂ANY t1 t2 W H E RE

grd1 : status = Reserved ∨ status = Start

grd2 : t1 ∈ MessageHeader

grd3 : t2 ∈ I nstanceI D

grd4 : t3 /∈ I D_SET

grd5 : t1 ∈ dom(I D) ⇒ I D(t1) = t2

T H E N

act1 : status := Requested

act2 : Header(msg) := t1

act3 : I D(t1) := t2

act4 : t ype(msg) := Request

act5 : I D_SET := I D_SET ∪ {t3}
act6 : msg := msg + 1

E N D

The guard grd5 describes a consistency property: if the func-
tion is already defined on an element, then the value must be
the corresponding term.

For the accepting state ei ⊆ S, a special event terminate
with a guard (status = c1 ∨ · · · ∨ status = ck) such
that ei = {c1, . . . , ck} and an action acceptingstate :=
true is defined, where acceptingstate is a global variable.
In each event from the translation of GCM, an additional
action acceptingstate := f alse is added. As a result,
acceptingstate equals true if and only if the system state
is an accepting state.

Local model In the local model, events representing the
sending and receiving of messages are generated. Depending
on the viewpoint either the send or the receive event can be
defined as a refinement of the corresponding interaction in
GCM.

By definition of LPMs, the variables from V and the status
variable are duplicated (one for each partner). The variable

msg is translated as for the GCM in order to keep the unique
message enumeration. It is only used by send events, where it
is set in the same way as in the GCM. In receive events, local
variables (parameters) are used in order to obtain a message
from a channel.

A channel is defined as a global variable of type P(N),
denoting the set of messages being exchanged. It is initial-
ized with ∅. Typically, there are two partners P1 and P2 and
two sequencing contexts (EO and EOIO). In that case, four
possible channels can be obtained in the model (two for each
direction).

Example 7 Below, a translation of the interaction Request
from the LPMs for the partners buyer (B) and seller (S)
in the example is shown. The duplicated variables can be
distinguished by the corresponding prefixes. The channel
from buyer to seller having the sequencing EO is denoted
by channel_BS_E O .

send_Request =̂ ANY t1 t2 t3W H E RE

grd1 : B_status = Reserved ∨ B_status = Start

grd2 : t1 ∈ MessageHeader

grd3 : t2 ∈ I nstanceI D

grd4 : t3 /∈ B_I D_SET

grd5 : t1 ∈ dom(I D) ⇒ I D(t1) = t2

T H E N

act1 : B_status := Requested

act2 : Header(msg) := t1

act3 : I D(t1) := t2

act4 : t ype(msg) := Request

act5 : B_I D_SET := B_I D_SET ∪ {t3}
act6 : channel_BS_E O := channel_BS_E O ∪ {msg}
act7 : msg := msg + 1

E N D

receive_Request =̂ mW H E RE

grd1 : S_status = Reserved ∨ S_status = Start

grd2 : m ∈ channel_BS_E O

grd3 : t ype(m) = Request

grd4 : m ∈ dom(Header)

grd5 : Header(m) ∈ dom(I D)

grd6 : I D(Header(m)) /∈ S_I D_SET

T H E N

act1 : S_status := Requested

act2 : S_I D_SET := S_I D_SET ∪ {I D(Header(m))}
act3 : channel_BS_E O := channel_BS_E O \ {m}
E N D
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The translation of a send event is very similar to the trans-
lation of the corresponding event in GCM. In receive events,
all function values are already set, so that the purpose is to
find a matching message m in the channel and “receive” it
(i.e., delete it from the channel). If a sequencing context is
EOIO, then an additional guard is needed to ensure that the
message m has the smallest number in the channel.

For inhibitor conditions inhib(i) = C (with i ∈ I ), a
guard status /∈ C is added to the event send_i . In our exam-
ple, the guard grd6 : B_status /∈ {Reserved} is added to
send_Request .

Accepting states are treated in a similar way to the trans-
lation of GCM, except that it is demanded additionally that
channel = ∅ for all of them, because only if all channels
are empty can the system enter into an accepting state. For
all other events of the translation from the LPM, an action
acceptingstate := f alse is added.
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