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José Ramos, Thessa T. J. P. Kockelkorn, Isabel Ramos, Rui Ramos, Jan Grutters,

Max A. Viergever, Bram van Ginneken and Aurélio Campilho

Abstract—Content Based Image Retrieval (CBIR) is a search
technology that could aid medical diagnosis by retrieving and
presenting earlier reported cases that are related to the one being
diagnosed. To retrieve relevant cases, CBIR systems depend on
supervised learning to map low level image contents to high level
diagnostic concepts. However, the annotation by medical doctors
for training and evaluation purposes is a difficult and time-
consuming task, which restricts the supervised learning phase
to specific CBIR problems of well defined clinical applications.
This paper proposes a new technique that automatically learns
the similarity between the several exams from textual distances
extracted from radiology reports, thereby successfully reducing
the number of annotations needed. Our method firstly infers
the relation between patients by using information retrieval
techniques to determine the textual distances between patient
radiology reports. These distances are subsequently used to
supervise a metric learning algorithm, that transforms the
image space accordingly to textual distances. CBIR systems
with different image descriptions and different levels of medical
annotations were evaluated, with and without supervision from
textual distances, using a database of computer tomography
scans of patients with interstitial lung diseases. The proposed
method consistently improves CBIR mean average precision, with
improvements that can reach 38%, and more marked gains for
small annotation sets. Given the overall availability of radiology
reports in Picture Archiving and Communication Systems, the
proposed approach can be broadly applied to CBIR systems in
different medical problems, and may facilitate the introduction
of CBIR in clinical practice.
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José Ramos, Rui Ramos and Aurélio Campilho are with the INESC TEC
- INESC Technology and Science, Campus da FEUP, Rua Dr. Roberto
Frias, 378, 4200 - 465 Porto, Portugal (email of corresponding author:
jose.ricardo.ramos@gmail.com).
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I. INTRODUCTION

Content Based Image Retrieval (CBIR) is a search paradigm
that selects examples from an image collection that have
a similar content to a query image [1]. The large number
of exams in Picture Archiving and Communication Systems
(PACS) motivated the study of CBIR systems for Computer
Aided Diagnosis (CAD), where given an undiagnosed exam
(illustrated on the left of Fig. 1a), CBIR can be used to aid
the diagnostic process by automatically retrieving previously
reported relevant exams (on the right of Fig. 1a) [2], [3].
This enables radiologists to compare cases and check fellow
radiologists’ conclusions, which may improve the diagnosis,
particularly for inexperienced radiologists and complex di-
agnostic problems [4]. It should be noted that such a CAD
system requires the use of the query by visual example
paradigm, where the query is a medical image without textual
information.

To be effective in CAD, CBIR systems must retrieve rele-
vant cases, e.g. cases with the same diagnosis or similar clini-
cal presentation. Such medical aspects are often not correlated
with image analysis characteristics, but rather with presence
or absence of structures, or with - not always well defined
or readily quantifiable - deviations of normal appearance of
structures. In spite of that, early CBIR systems defined simi-
larity of exams purely on the basis of visual features with no
explicit relation to medical concepts (e.g. image intensity, first
and second order filters, classes obtained from unsupervised
methods [5]), rendering them inappropriate for most diagnosis
problems [2]. This difference between high level radiologic
concepts, and low level CBIR visual representations, is the
so-called semantic gap [1], which is the main reason why
CBIR technologies are not used in clinical practice [2], [3].

To reduce the semantic gap, CBIR researchers applied su-
pervised learning in order to infer a relation between low level
features and abstract medical representations, from annotations
provided by medical doctors [1]–[3]. Metric learning is a
popular supervised learning method for CBIR, where the
objective is to learn a metric which organizes medical exams as
closely as possible to subjective ratings on similarity of exams
that were previously collected from medical doctors. As in
other forms of supervision, the performance of metric learning
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(a) (b)

Fig. 1. (a) Example of a computer aided diagnosis interface for interstitial lung diseases within a content based image retrieval framework. On the left the
undiagnosed query exam, while on the right the retrieved related cases. (b) Slices of computer tomography exams from patients with interstitial lung diseases.
In the upper and middle slices are two patients with interstitial pulmonary fibrosis, respectively in an early and late stage, and on the bottom a patient with a
non-specific interstitial pneumonia in an early stage.

depends on a representative dataset. The complexity of diag-
nostic problems, the expected intra- and inter-user variance,
and the varied appearance of medical images, recommend the
use of a large set of annotations. However, because medical
annotations are expensive, most research groups only have
access to restricted sets of similar/dissimilar exam pairs pro-
vided by similarity ratings [6], class labels [7] and relevance
feedback [8]. The difficulty in collecting sufficient annotations
is the main reason why supervised learning in CBIR has only
been applied to a limited number of radiology problems (e.g.
interstitial lung diseases [4], [9], or breast lesions [7]). We
hypothesize that the progress of medical CBIR into a clinical
setting will benefit from the development of methods that have
less stringent requirements on the amount of annotations, by
capturing medical knowledge from indirect sources, such as
radiology reports or medical literature.

We here investigate the use of radiology reports to supervise
medical CBIR systems. Our approach employs information
retrieval techniques, by establishing textual distances between
cases, based on the frequency of terms in the patient reports.
These distances are then used to supervise a metric learning
CBIR system, which is subsequently applied in undiagnosed
exams where reports are not yet available.

Since radiology reports are directly produced by medical
doctors, and contain a technical description of exam spec-
ifications, findings and conclusions [10], report retrieval is
not affected by the semantic gap, as is corroborated by its
broad use in clinical practice. Moreover, radiology reports
are normally present for all exams in most hospital PACS,
guarantying the availability of large and up-to-date datasets in
all radiology diagnosis problems. Consequently, learning from
radiology reports can be integrated in most CBIR systems and
thus facilitate the introduction of CBIR methods in clinical

practice.
However, information retrieval systems face several chal-

lenges when comparing medical reports, including e.g. pol-
ysemy, synonyms, abbreviations, negation and misspelling
[10], [11], and since they only consider term frequency, are
a limited representation of exam semantics. Consequently,
radiology reports cannot be considered as reliable as medical
annotations.

In this paper we evaluate if, and to which degree, the
use of textual distances to supervise CBIR systems improves
CBIR performance. For a variety of CBIR configurations, our
evaluation compares use versus non-use of supervision from
textual distances, on a database of Computer Tomography
(CT) scans from an Interstitial Lung Diseases (ILD) CAD
problem.

ILD are a set of different lung disorders that, despite having
diverse causes, are normally considered together because they
all affect the lung interstitium [12]. The several ILD sub-types
have different treatments and prognoses, and hence an accurate
sub-type identification is important for disease management.
CT plays a major role in ILD sub-type identification.

Radiologists analysis of CT exams from ILD patients firstly
requires the identification of a set of well described visual
patterns that develop in the lung parenchyma [13]. It is from
their appearance and location that radiologists derive their
conclusions, by associating a pattern distribution with an ILD
sub-type. However, this process is made difficult by the large
number of patterns and the variation of their visual appearance,
by the disparity of possible pattern distributions within the
same sub-type, and by the large overlap between different
sub-types [12], [13]. These complications reach the extent
that frequently other clinical elements, such as clinical history
or histological exams, are necessary to produce a reliable
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diagnosis [12]. Fig. 1b shows three slices of three patients
with ILDs. In the upper and middle slices are two patients
with interstitial pulmonary fibrosis, respectively in an early
and late stage, and on the bottom a patient with a non-
specific interstitial pneumonia in an early stage. It illustrates
the variation in visual appearance within the same sub-type (up
and middle), and the visual similarity that can occur between
different ILD sub-types (up and bottom slices).

Consequently, ILD sub-type identification is considered
a complex radiological problem, requiring specialized chest
radiologists with years of experience. Furthermore, since some
ILD types are rare, residents or general radiologists in local
hospitals may have not seen enough exams to be able to pro-
duce a reliable diagnosis [14]. This motivated the development
of ILD CBIR CAD systems [4], [9] inasmuch as they allow
radiologists to enhance their experience with the analysis of
cases previously reported by specialized radiologists.

With the objective of identifying and characterizing ILD
patterns, CAD systems have been developed for the automatic
analysis of abnormal Volumes Of Interest (VOI) within the
lung parenchyma [4], [9], [15]–[20]. These VOI are either
manually segmented by a radiologist [4], [20], or depending on
an automatic segmentation of the lung followed by a division
in volumes [9], [15], [17], [21]. The segmentation of the lung
is important as to separate the lung from other anatomical
structures that are of little relevance to ILD diagnosis [18].
Considering the patterns are heterogeneous in their appear-
ance, the characterization of each VOI is normally based on
a set features, of varied nature, and across different scales.
The feature set normally includes intensity, important for e.g.
for low (lung cysts, emphysema) and high attenuation patterns
(consolidation, ground glass), and texture descriptors, impor-
tant for patterns that correspond to a continuous repetition of
some abnormal structure, such as honeycombing, emphysema
or crazy paving [4], [9], [15]–[20]. Different classes of texture
descriptors have been evaluated for the problem, without a
definitive conclusion regarding its relative merits [22].

Because the feature set normally contains diverse types of
features across several scales, the resulting feature space is
normally complex. Consequently, it is frequent to determine
the importance of each region of the feature space to each
pattern, either using unsupervised learning by dividing the
feature space into a codebook [19], [20], or supervised learn-
ing from manual annotations produced by radiologists [15],
[16], [18]. Since manual annotations are difficult to collect,
the set of training examples used by supervised systems is
normally confined to a handful of patterns, annotated in a few
dozen cases [4], [9], [15], [16], [18], limiting their effectivity.
Descriptions of the entire scan can be achieved by summing
the number [5], [19], [20] or area [9] of each type of VOI.

II. RELATED WORK

Medical CBIR systems using both text and image exam de-
scriptions have already been explored in the past in multimodal
systems [1], [3]. ImageCLEF has a medical image retrieval
track since 2004 which has both text and image descriptions
[3], [23], [24]. Clinical patient information was also previously

used as a feature for CBIR [3], [9], [25]. Such approaches use
text as a feature and do not consider the relations between
the image and text representations, and can therefore not be
applied when text is not present in the query, which represents
the typical use case for a CBIR system.

Our work is closer to the area of cross-media retrieval where
the objective is to find a representation for an image in text
space (and vice versa) to allow queries across the two modal-
ities [1], [26]. Because of the different objective, cross-media
retrieval neither considers the differences in semantic value of
the image and the text representations, nor was the integration
between text and expert annotations ever considered.

A particular example which is close to our approach is the
work described in Slaney et al. [27], where text from opinion
blogs is used to deduce the similarity between musical bands,
later used to train a music retrieval system.

In a previous conference paper [28] we showed that radi-
ology reports can be used to guide a metric learning scheme,
increasing the performance over a unsupervised CBIR ap-
proach. In the present paper we extend the referred work
by studying the integration of our approach with medical
annotations. We have also previously presented a system
that uses radiology reports to infer models for CT patterns
without the use of medical annotations [29]. While based
on a similar principle, that study concerned another medical
problem, which posed considerably different challenges, and
hence led to a methodology that was quite distinct from what
is proposed in the current paper.

III. MATERIALS AND METHODS

A. Materials

1) Dataset: The dataset contains CT scans from 265 pa-
tients, diagnosed with one of 17 ILD sub-types at varied
disease stages. From these patients all CT scans and respective
reports were collected over a period of six years (2005-
2010). The exams were performed according to clinical needs,
and consequently they did not follow a predefined protocol,
nor had a specified time interval between them. Scans with
no reports or on which the segmentation process failed (the
segmentation method is described in Section III-B3) were dis-
carded, resulting in a total of 1093 scans. To ensure the dataset
is representative of a typical ILD collection, no manual exam
selection was made regarding either acquisition parameters,
image quality, ILD class or ILD stage. Patients were diagnosed
by a consensus from experienced specialists in pathology,
radiology and pulmonology according to a consensus protocol,
following international guidelines [14]. The number of patients
and exams per ILD sub-type is presented in Table I, and is
ordered according to sub-type incidence. As a result of the
diverse ILD sub-type incidence the number of patients per
sub-type is very different, varying from 116 (sarcoidosis) to
1 (microlithiasis) patients, with 12 sub-types with fewer than
10 patients. Scans were acquired on a Siemens SOMATOM
Sensation Cardiac 64 or a Siemens EMOTION DUO (Siemens
Healthcare, Erlangen, Germany). Scans have a slice thickness
between 0.6 and 10 mm and a resolution between 0.3 mm and
2.3 mm.
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2) Terminology: The methods for text description, de-
scribed in Section III-B2, require the definition of a termi-
nology, that is, the labeling of each term in the collection
according to a medical class. Our terminology was constructed
by a radiologist from all terms in the reports of the dataset
described in the previous section.

The reports are in Portuguese and have an average size of
153 terms with a total of 3026 distinct terms in the entire
collection. The terms in the dataset were classified into six
classes: findings (e.g. ”ground glass”, ”nodule”, ”honeycomb-
ing”), anatomy (”lung”, ”bronchi”, ”parenchyma”), diagnosis
(”sarcoidosis”, ”lymphangioleiomyomatosis”, ”hypersensitiv-
ity pneumonia”), intensifiers (”acute”, ”high”, ”delimited”),
others (”irregular”, ”immunosuppressed”, ”septum”) and irrel-
evant (”artefact”, ”study”, ”ct”). 1

In the same annotation session, the radiologist grouped
synonyms, terms inflections and abbreviations to a single term.
A list with all groupings is used in the synonym filter described
in Section III-B2.

3) Medical Annotation of Volumes of Interest: A second
database, to be used by the image processing chain (sec-
tion III-B3), is composed of 24 CT scans from the same
number of patients. They were acquired on a Philips Mx8000
IDT and a Philips Brilliance iCT scanner (Philips Medical
Systems, Best, The Netherlands). Using the tool described
in [21], an intern radiologist annotated all VOI for all scans
according to tissue patterns: decreased density, consolidation,
honeycombing, ground glass (GG), crazy paving (CP), non-
specific interstitial pneumonia (NSIP) pattern, nodular pattern,
and finally inhomogeneous when more than one class of pat-
tern was present. All remaining VOI were considered normal
lung tissue.

B. Methods

1) Overview: This paper introduces the use of distances
among radiology reports to supervise a metric learning al-
gorithm in image space. The objective is to compensate for
the absence of expert annotations in medical CBIR systems,
by automatically collecting the relations between exams from
radiology reports. In this section we detail the methods used
in our approach.

As illustrated in Fig. 2, our methodology involves a training
stage and a testing stage. The Training stage has as input all
PACS exams, and outputs a mapping function, later used in the
testing stage. It can be decomposed into three steps: 1) text
distance calculation among patients using a text processing
chain; 2) extraction of scan representations in image space X
for all exams using an image processing chain; 3) Learning the
metric on which the distances among the image representations
are similar to text distances. It should be noticed that the
objective of the described system is to learn directly from a
database in clinical setting, which does not normally contain
manual annotations, and is heterogeneous in its acquisition pa-
rameters and ILD sub-type distribution, the common scenario
in a PACS.

1Although the presented examples are, for illustration purposes, in the
English Language, the actual terms used by the system are in the Portuguese.

TABLE I
DISTRIBUTION OF PATIENTS AND SCANS OVER THE INTERSTITIAL LUNG

DISEASE CLASSES PRESENTED IN THE STUDY DATASET.

ILD sub-type Patients Scans

Sarcoidosis 116 484
Hypersensitivity Pneumonia (HP) 34 103
Connective Tissue Disease-Associative ILD
(CTD-ILD)

21 106

Interstitial Pulmonary Fibrosis (IPF) 20 65
Silicosis 14 46
Langerhans Histiocytosis 7 33
Vasculitis 7 28
Non Specific Interstitial Pneumonia (NSIP) 7 28
Unknow Fibrosis 7 44
Eosinophilia 7 24
Desquamative Interstitial Pneumonia (DIP) 6 27
Cryptogenic Organizing Pneumonia (COP) 5 22
Lymphangioleiomyomatosis (LAM) 5 30
Pulmonary Alveolar Proteinosis (PAP) 3 19
Bronchiolitis 3 16
Hemorrhage 2 18
Microlithiasis 1 4

We assume that the metric can be decomposed into a
mapping, that transforms a point from image space to what
we denominate as semantic space, followed by a Euclidean
metric. During step 3), an optimization method progressively
adapts the mapping parameters, in order to minimize a cost
function that measures the proximity between the distances in
the semantic space and the text distances, previously calculated
in step 1). Testing uses the mapping constructed in the training
stage for each undiagnosed scan to find in the semantic space
Y the most similar set of exams.

The next sections detail each stage shown in Fig. 2. We start
by describing the extraction of text distances (Section III-B2)
and image representations (Section III-B3). In both of these
sections, several methods are presented, to be compared in
the evaluation phase described in Section IV. Our metric
learning method is described in Section III-B4 followed by
the description of the testing stage in Section III-B5. Finally
Section III-C describes how our system can incorporate expert
annotations by altering the textual distances matrix.

2) Text Distances: In this section we describe the several
alternative representations used in the text processing chain.
Our text processing chain uses standard techniques from
information retrieval, all based on a statistical analysis of
terms frequency, using the cosine distance between the term
frequency-inverse document frequency (tf-idf ) score. tf-idf is
a vector representation that scores the importance of a term
according to its frequency in the text, weighted by the number
of documents where the term is present (see [11] for details).
tf-idf attributes higher importance to terms that are frequent in
the text, and therefore important to describe it, but infrequent
in the collection, lowering the score of common words. It
is commonly used in information retrieval to group texts
according to its topics [11].

In our case, the calculation of tf-idf score requires five steps:
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Fig. 2. Schematic of a supervised metric learning process from radiology reports for a content based image retrieval system. In the top layers the training
stage, which is subdivided into three steps. In the bottom layer the testing stage.

(i) Concatenation where all reports from the same patient
are concatenated into a single text, thus allowing to consider
a distance between patients instead of a distance between
exams. This minimizes the bias from follow-up exams and
biopsies, which are common in ILD databases, and have short
reports without a clear characterization of the patient and its
condition. (ii) Tokenization where the text is broken into words
or multi-word expressions, commonly known as tokens. In
our case the token delimiters are spaces and punctuation.(e.g.
”strong presence” to ”strong” and ”presence”) (iii) Lower case
where all tokens are lowercased (e.g. ”Exam” to ”exam”);
(iv) Synonym filter where synonyms and term variations are
grouped to a common term according to the synonym list
described in Section III-A2 (e.g. ”nodules” and ”nodular” to
”nodule”); (v) Term score where each term is scored by its
tf-idf score.

The distance between patients is obtained through a
weighted cosine distance between the tf-idf vectors:

Dij = 1− bT
i .bj

| bi || bj |
(1)

where Dij is the textual distance between patient i and j, |.|
the vector norm and

bi = Wai (2)

where ai is the tf-idf vector of patient i and W is a diagonal
matrix, which weighs each term according to the importance of
the term class in the terminology described in Section III-A2.
The matrix W is the same for all patient vectors. We tested
five alternatives for W:

• text1 - all terms are equally weighted
• text2 - terms marked as irrelevant are removed from the

score (zero weighted) and all others are equally weighted;
• text3 - terms are weighted according to: diagnosis (2),

findings (1.5), anatomy (1), intensifiers (0.5), others (0.5)
and irrelevant (0);

• text4 - terms are weighted according to: diagnosis (2) and
findings (1) and all others (0);

• text5 - terms are weighted according to: diagnosis (1) and
all others (0).

These alternatives progressively attribute larger relevance to
term classes related to medical concepts, and were chosen as
to allow an evaluation of the importance of each term class to
ILD retrieval.

The output of the text representations is an N ×N distance
matrix D, where N is the number of patients.
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3) Image Representation: The image processing chain,
which is the basis of the CBIR representation, transforms the
raw Hounsfield Units (HU) values into relevant medical rep-
resentations. It consists of five stages: resizing, segmentation,
division in Volumes Of Interest (VOI), describing regions and
summarizing information. The methods and parameters of the
first four blocks are based in previous work by some of the
co-authors in the characterization of ILD lung patterns [17],
[21].

In Resizing all scans are resized to 128 × 128 × 128
voxels using a nearest neighbor interpolation. Dimensions of
64, 128 and 256 were also tested, with small differences in
performance above 128.

The Segmentation of the lung is fully automatic and uses
the algorithm described in Sluimer et al. [30]. It starts by
extracting the main airways by region growing from a seed
point identified automatically from the HU, shape and position
properties. The region growing process stops when the size of
the airways grows abruptly, indicating a leak to the intersti-
tium. Another region growing process, starting from the lowest
HU in the bronchi, segments the parenchyma, having as a
stopping criterion a threshold determined by the Otsu method.
The final step smooths the lung region with hole filling and
morphological closing. Our choice for a fully automatic lung
segmentation method is justified by the requisite of our system
to work with no manual intervention from the user.

In the Division in Volumes of Interest phase the regions
segmented as lungs are divided in VOIs using the algorithm
detailed in Kockelkorn et al. [21]. It uses seed points based on
local maxima or minima with a minimum distance of 5 voxels.
A volume growing algorithm is then applied until volumes
collide based on an acceptance rule that equally takes into
account a component based on the distance to the seed point
and a component based on the difference in HU values to the
VOI mean. This method compares favorably to a fixed block
division in terms of the homogeneity of the VOI, although
no significant difference in the performance of the image
processing chain was found between the two systems.

We base our Region Descriptors of each individual VOI
on a 3D version of the set of features used in Sluimer et
al. [17] which was already proven suitable for lung textures
characterization. The features are local mean, standard devi-
ation, skew, and kurtosis of each VOI for 32 filtered images.
The filtered images include Gaussian, Laplacian and first and
second order Gaussian derivatives in the three anatomical
planes. The standard deviations of the Gaussian filters are
0.5, 1, 4, and 8. The standard deviations were selected by
experimentation to cover the different lung structure scales,
and are equal for all anatomical planes. This approach aims at
representing each VOI by multiscale texture filters, a common
approach in medical image representation.

As referred the first four stages are based in previous work
in the analysis of ILD lung patterns. This paper introduces a
final stage which Summarizes information by condensing
all VOI representations into a single vector. Four different
methods were evaluated:

• MEAN - The mean of each feature for all VOIs, which
condenses the scan representation into a total of 128

features.
• HIST - A 10 bins histogram of each feature for all

VOIs. The concatenated vector of all histograms has 1280
features.

• UNSUP - In this representation the K-means clustering
algorithm is first applied to all VOIs to produce a 100
elements codebook. Each VOI is subsequently assigned to
the closest codebook, and finally the scan representation
is a histogram of the frequency of each codebook element
for all scan VOIs. The scan representation has 100
dimensions.

• CLASS - The CLASS approach is based on the system
detailed in [17] using the medical annotations described
in section III-A3. It uses seven K Nearest Neighbors (K-
NN) classifiers (one per pathological class) in order to
attribute to each VOI the percentage of nearest neighbors
that belong to one of the seven classes (decreased density,
consolidation, honeycombing, ground glass (GG), crazy
paving (CP), non-specific interstitial pneumonia (NSIP)
pattern and nodular pattern). The VOI output is therefore
a 7 wide vector with values between 1 and 0 indicating
the proximity to the respective pathological class. Given
the unbalanced nature of the dataset, a downsample of
the negative class was applied to each classifier, as to not
favour classification towards the normal representation.
A Sequential Forward Search feature selection was used
as a wrapper around each K-NN classifier to reduce the
volume descriptors to a set of features which minimizes
the error associated with each abnormality. The sum of
the output of all VOIs outputs gives an estimation of
each class volume in a 7 features wide representation
per scan. The value of K is 50, which was obtained from
experimentation.

The output of this stage is a set of vectors V =
{v1, . . . ,vM} ∈ X where vi is the image representation of
scan i, M the number of scans and X the image space.

4) Metric Learning: In the final training stage, after the
textual distance matrix D and the set of image representations
V have been computed, the metric learning method objective
is to find the mapping L that transforms the set of vectors V
into a corresponding set of vectors U = {u1, . . . ,uM} ∈ Y ,
in such a way that the distances between the U vectors are as
close as possible to D. Our metric learning, which is adapted
from the non-linear Sammon projection [31], is illustrated in
Fig. 2. It can be decomposed into four different stages:

1) Mapping. This phase maps every image vector vi onto
its corresponding semantic representation ui = L(vi). A
popular choice for mapping L is a linear transformation
(e.g. Mahalanobis transform), with the metric learning
method optimizing the transformation matrix. However,
our experiments revealed that non-linear mapping had
superior performance. During the training stage the map-
ping is a simple table, that each vector vi maps onto a
vector ui. The vectors ui are randomly initialized and are
updated during the metric learning process.

2) Metric. The metric stage is responsible for calculating
the distance between all pairs of scan semantic represen-
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tations in U . We use the Euclidean distance E(U)ij =‖
ui − uj ‖

3) Cost Function. The cost function evaluates the proximity
of the distances in the semantic space E(U) to the textual
distances D. Since D and E(U) are square matrices
of different order (N and M respectively), D has to
be transformed into an M × M matrix by setting the
distances of all intra-patient exams to zero, and those of
inter-patient exams to their respective patient distance.
The cost function C(E(U),D) is:

C(E(U),D) =
1

c

∑
i<j

| E(U)ij −Dij |
Dij

(3)

and

c =
∑
i<j

Dij (4)

This cost function is the same as the one used in the
Sammon projection [31]. In our implementation, prior to
the calculation of the cost function, a residual value is
added to D, to avoid problems with zero division.

4) Optimization. The optimization step updates the param-
eters of the mapping L according to the cost function
evolution. The update uses a steepest descent, following
the original Sammon algorithm. The expression for the
gradient can be found in Sammon [31].

The metric learning process iterates the described four steps.
The optimization algorithm stops when the difference between
ui vectors or the cost function gradient stabilize.

5) Testing: In the testing stage an undiagnosed scan, that
is a scan without an associated radiology report, is analyzed
to find the most similar exams in the semantic space U .

The procedure starts by transforming the raw scan into an
image representation x ∈ X using the image processing chain.
This block is similar to the one described in Section III-B3.

Subsequently, the image representation x is transformed into
a semantic representation y ∈ Y . The mapping y = L(x)
is obtained from a weighted interpolation of the vectors ui,
previously calculated in the training stage. The weight of each
ui is determined from the nearest neighbors of x from the
training representations V , that is if:

P =
[
v1 v2 · · · vk

]
, vi ∈ V (5)

is the set of k nearest neighbors of x, then the weight t of
each vector is such that,

x = Pt (6)

The point y in the semantic space is then obtained from,

y = Psemt (7)

where t is the same as in (6), and

Psem =
[
u1 u2 · · · uk

]
(8)

TABLE II
MEAN AVERAGE PRECISION OF RETRIEVAL BASED ON TEXT (TOP), ON

UNSUPERVISED CBIR (MIDDLE), AND ON SUPERVISED CBIR USING
METRIC LEARNING FROM RADIOLOGY REPORTS (BOTTOM). IN

PARENTHESES THE IMPROVEMENT OVER THE UNSUPERVISED CBIR
SYSTEM USING THE SAME IMAGE REPRESENTATION IS GIVEN (IN

PERCENTAGE OF THE ORIGINAL PERFORMANCE).

Text Retrieval

text1 text2 text3 text4 text5 Expert

0.34 0.37 0.43 0.45 0.41 1

Unsupervised CBIR

MEAN HIST UNSUP CLASS
0.26 0.24 0.26 0.25

Supervised CBIR using Metric Learning from Radiology Reports

MEAN HIST UNSUP CLASS

text1 0.29
(11.0%)

0.29
(20.8%)

0.29
(11.0%)

0.24
(-4.0%)

text2 0.30
(15.3%)

0.29
(20.8%)

0.30
(15.3%)

0.25
(0.0%)

text3 0.31
(19.2%)

0.32
(33.3%)

0.32
(23.1%)

0.26
(4.0%)

text4 0.34
(30.8%)

0.34
(37.5%)

0.35
(34.6%)

0.26
(4.0%)

text5 0.34
(30.8%)

0.34
(37.5%)

0.34
(30.8%)

0.27
(8.0%)

expert 0.48
(84.6%)

0.49
(104.1%)

0.48
(84.6%)

0.37
(48.0%)

where ui = L(vi), i = 1, ..., k are the semantic counterparts
of the image vectors in P, previously calculated during the
training stage.

Finally y is compared to all vectors in U , using the
Euclidean distance metric, and the set of most similar exams
is retrieved.

C. Incorporating Expert Annotations

In the previous sections we described a system that learns
a new metric from a distance matrix and a set of visual
representations. Although we focused on a distance matrix
extracted from radiology reports, the described metric learning
method can be used with any distance matrix, including
distances directly collected from experts.

Such distance matrices can contain ratings from medical
doctors on the exam pair distance [6], or can be derived
from sets of similar/dissimilar cases by attributing a mini-
mum/maximum distance to exams from the same set. This
process relies on relevance feedback or on a joint annotation
effort. In all cases, expert matrices are an indication of the
distances between exams as perceived by one or more experts.

In our approach an expert matrix Dexp would replace
the text distance matrix D in the metric learning procedure
described before. Furthermore, since it is likely that the order
of Dexp is much smaller than the order of D (due to the
difficulty of collecting annotations) it is also possible to
produce a matrix Dmix that uses both distances from D
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and from Dexp. The construction of Dmix allows the use
of both expert annotations and textual distances in the same
learning process, allowing the integration of different sources
of annotations.

In this paper we will test the performance of a matrix Dmix

constructed by

Dmix =

{
Dexp for exam pairs that are contained in Dexp

D for all other exam pairs
(9)

that is Dexp is considered more relevant than D, because
it is collected directly from the expert. We will test the
performance of Dmix for a matrix Dexp of progressively
larger order.

For the purpose of this paper, medical annotations are
considered to be according to ILD class, that is, Dexp is 0 for
patients of same ILD class and 1 for patients of different ILD
classes (minimum and maximum, respectively, of the cosine
distance). This choice of Dexp guarantees both matrices to be
on the same range.

IV. EXPERIMENTS AND RESULTS

This section compares our approach with traditional CBIR
approaches, by describing and presenting the results for two
experiments. Experiment 1 compares our approach against
unsupervised CBIR systems for several image and text rep-
resentations. Experiment 2 explores the performance of the
metric learning scheme when medical annotations are present.
Both experiments are based on the same framework described
in the following section.

A. Experimental Framework

Medical CBIR evaluation involves the definition of the
following requirements: 1) user needs (or topics) expressed
as undiagnosed exams; 2) a collection of documents, in this
case PACS exams, from which the CBIR system retrieves the
relevant examples; 3) a relevance assessment which maps the
relevance of each of the collection samples to each of the
query exams [11]. Performance is evaluated by analyzing the
retrieved documents to each topic according to the relevance
assessment. Systems can then be ranked by a performance
measure that reflects how appropriate the retrieval system was
for all topics.

In this paper, each exam is a topic, all exams from the
remaining patients are the collection and ”same ILD class as
topic exam” is the relevance criterion from which relevance
assessments are extrapolated. All exams of the patient whose
topic exam is analyzed, are removed from the collection. As
explained in section III-A1, there was no manual selection of
exams in order to create a dataset that is representative of
an ILD collection in a clinical environment. Regarding the
topics, since each exam had to be diagnosed before being part
of the collection, we consider that the dataset exams constitute
a realistic set of topics.

Performance measures used are the Mean Average Precision
(MAP) and Precision-Recall curves (see [11] for details). MAP
is the mean of the average precision for each query, that is:

MAP (Q) = 1/N
∑

1<j<N

AP (qj) (10)

where N is the number of queries, Q = {q1, q2, ..., qN} is the
set of all queries and AP (qj) is the average precision, which
can be described as the precision at each recall level, that is:

AP (qj) = 1/mj

∑
1<k<mj

Precision(Rjk) (11)

where Rjk is the set of ranked retrieval results and mj

the number of relevant documents for query qj . The MAP
is approximately the average area under the precision-recall
curve for a set of queries [11].

These measures were chosen upon considering the infor-
mation provided, the stability of the measures and the ease of
processing [32].

For the experiments involving metric learning systems the
dataset was divided into a training set and a test set, with
the former used as collection and the latter as the topics. The
training/test dataset division was done either by a Leave-One-
Patient-Out (LOPO) (experiment 1) or 60/40 patient Cross
Validation (CV) (experiment 2) with the test set randomly
picked 20 times. LOPO was preferred over CV except if
the computational requirements of the experiment made it
infeasible, as is the case of experiment 2.

B. Experiment 1: Supervised Metric Learning Using Radiol-
ogy Reports vs Unsupervised CBIR

In this section we compare our approach (described in Sec-
tion III-B) against unsupervised CBIR systems. The evaluation
used the framework described in Section IV-A with a LOPO
validation approach. The dimension of the semantic space was
chosen to be 10, and the number of neighbors used in the
mapping described in Section III-B5 was also 10. Experiments
revealed low sensitivity of the CBIR performance to these
parameters.

Table II contains the MAP for a text retrieval system (top), a
unsupervised CBIR system (middle), and a supervised metric
learning system from radiology reports (bottom), for all image
and text representations previously described in Section III-B.
In parenthesis the relative improvement over the corresponding
unsupervised CBIR approach is given. An expert description,
representing a matrix with expert annotations, was also in-
cluded to compare our performance with a traditional metric
learning system. Since our relevance criterion is limited to
class labels, the expert matrix was derived from the ILD class
(distance is 0 for scans from the same class and 1 for different
classes). It should be noted that text systems, while represented
in the table, are not valid for our CAD configuration, since they
require a written report, which is unavailable at the moment
of diagnosis.

From the results in Table II it follows that text retrieval
consistently presents a higher MAP than unsupervised CBIR
systems, which perform poorly for all four image repre-
sentations. The supervised system from radiology reports
presents a performance improvement over the unsupervised
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(a) (b)

Fig. 3. Results of experiment 1 for the unsupervised CBIR system using UNSUP, the supervised method with text4 for text representation and UNSUP for
image (text4 UNSUP), and the text retrieval system text4: (a) Precision recall graph; (b) the mean average precision per ILD class.

CBIR approaches for almost all text and image alternatives.
The supervised performance improvement is more pronounced
for text descriptions that give a higher weight to diagnosis
and findings terms, and less effective for the CLASS image
description. As expected, systems supervised using expert
annotations have a better performance than those using textual
distances.

Fig. 3a contains the precision-recall curves for the unsu-
pervised CBIR system using the described UNSUP image
description, our approach using text4 UNSUP (method text4
for text representation and UNSUP for image), and finally
the text image retrieval system using text4 text description.
The supervised approach outperforms the unsupervised CBIR
for almost all levels of recall, although its performance is
always below that of the text retrieval. The same set of retrieval
systems are present in Fig. 3b which contains the MAP per
ILD class. Fig. 3b shows an improvement of the supervised
approach across most of the frequent ILD diagnoses, whereas
the behavior is more erratic in the less represented (and
therefore more noisy) classes.

Fig. 4 presents representative slices of three examples, with
a comparison between our approach and an unsupervised
retrieval method.

C. Experiment 2: Metric Learning and Medical Annotations

Although in the previous experiment our approach was com-
pared with a system with expert annotations, the comparison
assumed that the number of text annotations and radiology
reports was similar, and did not explore the fusing of expert
annotations with text distances, as described in Section III-C.
This section explores the performance of the metric learning
system when expert annotations are considered as such, or
mixed with text or image distances, for a different number of
annotations.

All experiments use the framework described in Sec-
tion IV-A with a CV dataset division. Two medical annota-
tion scenarios commonly used in the literature [6], [8] were
simulated:

1) In the first scenario, we simulate an annotation session
where medical doctors rate the similarity of different
cases. The output is a distance matrix, the expert matrix
(Dexp), that contains the similarity of cases as perceived
by medical doctors. In our case, since relevance is limited
to class labels, Dexp is 1 for exams of the same class and
0 for exams of different classes. Fig. 5a contains the MAP
for the integration of the expert matrix with text distances
text+expert (that is Dmix as described in Section III-C by
fusing D and Dexp), the integration of the expert matrix
with image distances image+expert (Dmix from E(U)
and Dexp) and the expert matrix expert (Dexp), for a
different number of annotated patients. The text+expert
distance matrix leads to consistently higher MAP than
using expert and image+expert matrices, with a more
pronounced difference for a small number of annotated
patients.

2) In the second annotation scenario, medical doctors pro-
vide feedback on the relevance of five randomly retrieved
cases to a given query exam. In our case this boils down
to replacing, in the image and text distance matrices,
the corresponding exam distances, by 0 or 1 respectively
if they belong to the same or to a different class.
Fig. 5b contains the MAP for an integration of image dis-
tances and relevance feedback annotations image+expert,
and text distances and relevance feedback annotations
text+expert as a function of the number of feedbacks.
The figure shows that the text+expert curve outperforms
the image+expert curve, although the difference becomes
small when the number of feedbacks exceeds 100,000.

V. DISCUSSION

A. General Considerations

Even for experienced radiologists, ILD diagnosis is a com-
plicated task given the variety of possible presentations for
each ILD sub-type. This difficulty is enhanced in the dataset
described in Section III-A1, by the highly unbalanced dataset
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Fig. 4. Three examples of query (left column), the retrieved exam by the unsupervised method with UNSUP image description (middle column), and the
retrieved exam by the supervised method with method text4 for text representation and UNSUP for image (text4 UNSUP). The exams are illustrated by one
representative slice. Below each slice the respective ILD class.

(a) (b)

Fig. 5. (a) Mean average precision as a function of the number of annotated patients using medical annotations (expert), an integration of text and medical
annotations (text+expert), and an integration of image and medical annotations (image+expert); (b) mean average precision for an integration of image and
relevance feedback annotations (image+expert), and an integration of text and relevance feedback annotations (text+expert) as a function of the number of
feedbacks.

and the large variety in acquisition parameters. This explains
the low MAP values obtained for all approaches.

However, as explained in section IV-A, the dataset was
designed as to be representative of an ILD collection in clinical
environment, where image acquisition parameters are altered
according to the objective of the clinical exam, and the great
variety in incidences of the several ILD sub-types create an
unbalanced PACS. It can therefore be argued that our results
reflect CBIR performance in a real PACS environment.

The use of the ILD sub-type as the sole relevance criterion,
although commonly used in the literature [7], [9], [33], [34],
can be considered a coarse approximation to reality. It was
assumed that all systems are equally affected by this approx-
imation, to enable an unbiased comparison between systems.

Such assumptions are common in information retrieval eval-
uations [35]. The same assumption was made regarding the
parameters of the text, image and metric learning algorithms.
Although parameters are not guaranteed to be optimal, they
are considered to influence all approaches similarly.

B. Supervised Metric Learning using Radiology Reports vs
Unsupervised CBIR

In experiment 1 we assessed whether using text distances
extracted from radiology reports to supervise a CBIR system
improves the system performance over unsupervised CBIR
approaches. To compare the two systems we evaluated their
performance on the same dataset for a variety of image and
text descriptions.
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The results presented in Table II show a consistent im-
provement over unsupervised CBIR for almost all image and
text descriptions, in terms of the system MAP. Since MAP
represents an average performance across all levels of recall,
such results indicate that our approach is globally beneficial for
ILD CBIR, that is, the use of text distances to supervise CBIR
systems improves performance as compared with unsupervised
CBIR.

This experiment is more thoroughly analyzed in the
precision-recall graph of Fig. 3a and the MAP per class
in Fig. 3b. The precision-recall graph, which presents the
performance of the CBIR system across all levels of retrieval,
shows a consistent improvement of our approach for almost all
levels of recall. The MAP per class shows that the increase
in performance is consistent across most ILD classes. Both
Fig. 3a and Fig. 3b corroborate that our approach enhances
the system performance.

Fig. 4 provides some insight on the causes of this improve-
ment. It is visible that in all examples the exam retrieved
by the unsupervised method has an appearance similar to
the query exam, as both seem to have a similar distribution
of representative VOI. This means that the success of the
unsupervised method is limited to cases where the relevant
exams and the query belong to the same region in image
space, as seems the case in the first example. In contrast the
supervised system, as is perceivable in the second example, is
capable of linking exams of different regions in image space,
provided these regions are mapped to the same region in the
semantic space. This occurs when both image regions contain
examples with small textual distances. This brings supervision
from radiology reports closer to the behavior of supervised
systems guided by medical annotations. However, as in all
supervised systems, our supervised method does not dispense
the need for appropriate image features which clearly separate
different exams. This need is apparent in the third example
where the confusion of PAP and sarcoidosis samples in the
image space caused an erroneous mapping to a sarcoidosis
region in the semantic space.

Performance of unsupervised CBIR is generally poor, with
insignificant differences across the different image represen-
tations, which confirms the shortcomings of current image
representations in adequately representing medical exams.
The improvement in the CLASS image description is much
smaller as compared to the other image descriptions, both
for supervised systems depending on text, or depending on
expert annotations. This indicates that the magnitude of the
improvement is dependent on the image description, and
consequently care must be taken on its design. Further studies
with other image representations are called for in order to
characterize the influence of the image processing chain in
the learning process.

The supervised improvement also seems to be dependent
on the quality of the text descriptions, with the worst text
descriptions (text1) leading to smaller gains, and the methods
relying on medical concepts (text4, text5) leading to greater
improvements. This indicates that the impact of our approach
will depend on the evolution of the design of appropriate text
distances.

C. Metric Learning and Expert Annotations

While experiment 1 showed that our approach improves
over unsupervised CBIR, it also demonstrated that text dis-
tances yield inferior performance as compared with expert
annotations. While it makes intuitively sense that experts are
a better source than text distances, experiment 1 failed to
compare the situation when the number of text distances is
much larger than expert annotations, which is typical for most
CBIR applications. Experiment 2 improved this analysis by
comparing the MAP of the two sources for a progressively
larger number of expert annotations. Beyond their one-to-one
comparison, we evaluated the performance of their fusion into
a single description.

An important observation on experiment 2 is the volume
of medical annotations required to reach the MAP of the best
supervised system in experiment 1 (0.34), which is around
120 annotated patients in Fig. 5a, or 5000 relevance feedbacks
in Fig. 5b. In a realistic scenario, where medical doctors
contradict each other, more annotations could be required. The
large number of annotations required substantiates our initial
assumption that, although expert annotations are a valuable
source of information to a CBIR system, the annotation effort
reduces its applicability, and hence justifies the motivation for
the exploration of alternative sources of knowledge.

More interesting than the superiority of text over expert
annotations for a small number of patients, is that both Fig. 5a
and Fig. 5b present a higher MAP for the fusion of expert
and text descriptions, in comparison with both the exclusive
use of expert annotations, and the exclusive use of text. This
boosting in performance suggests that text must be regarded
as a supplement, rather than an alternative, to expert distances,
and that their simultaneous use should be considered. Conse-
quently, experiment 2 shows that our approach is beneficial
for CBIR systems even if expert annotations are available.

VI. CONCLUSION

In a effort to improve CBIR medical representations, this
paper studied the use of radiology reports to supervise CBIR
systems. The presented method uses text distances between
exam reports to supervise a metric learning algorithm in the
exam image space. We compared our approach with traditional
CBIR systems, based on visual representations and on expert
annotations using a database of ILD CT. In both cases our
approach consistently increased CBIR performance for the
tested image descriptions. Since radiology reports are normally
available in all hospital PACS, and since results suggest it is
beneficial for a broad range of CBIR configurations and image
descriptions, our approach can be applied to a variety of image
retrieval applications, and hence contribute to the introduction
of CBIR technology into a clinical context.

While these conclusions only have been evaluated for spe-
cific image and text descriptions associated with the retrieval
of ILD CT diagnosis, it is reasonable to expect that learning
by radiology reports could be helpful in other CAD CBIR
systems, and using other text and image descriptions. More-
over this approach has an inherent scalability as the increase
in complexity by the introduction of new CAD problems is
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accompanied by a richer text distance. Future work should
include the study of this approach to other CAD problems.
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