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ABSTRACT	

Procedural	 music	 is	 sound	 qua	 process,	 as	 opposed	 to	 sound	 qua	 product.	 Procedural	 music	
makes	 it	 possible	 to	 create	music	 for	 a	 game	 that	 isn’t	 repetitive,	 has	 a	 low	 impact	 on	 storage	
space	and	is	more	responsive	and	connected	to	the	game	it’s	implemented	in.	These	advantages	
are	mainly	theoretical	conclusions	on	the	possibilities	of	procedural	content.	In	the	practice	there	
arguably	doesn’t	seem	to	be	an	example	that	has	all	these	advantages.	The	disadvantages	might	
be	 weighing	 more.	 Procedural	 music	 can	 have	 a	 high	 impact	 on	 system	 recourses,	 like	 CPU	
power,	can	have	an	overwhelming	effect	on	programmer	and	composer,	because	of	complexity.	It	
often	has	a	negative	effect	on	audio	quality	and	it	often	sounds	less	good	than	music	composed	by	
a	composer.		
To	test	if	I	could	let	the	advantages	outweigh	the	disadvantages,	a	procedural	music	system	was	
made	 for	 the	 game	 “Remnant”.	 The	 system	 is	 based	 on	Markov	 state	machines	 and	 stochastic	
processes.	 The	 system	was	made	 in	 PD	 and	 implemented	 in	 the	 Unity	 game	 using	 LibPD.	 The	
result	was	quite	 successful;	 the	 system	 is	 arguably	not	 repetitive,	but	 it	doesn’t	 showcase	how	
responsive	 procedural	 music	 really	 can	 be.	 The	 sound	 quality	 is	 good	 though,	 and	 it	 is	 more	
responsive	than	a	lot	of	rendered	music	currently	in	games.	It	doesn’t	require	too	many	system	
recourses	and	uses	very	little	storage	space.	
The	 procedural	 music	 system	 proves	 that	 it	 is	 possible	 to	make	music	 that	 benefits	 from	 the	
advantages	 of	 procedural	 music,	 but	 it	 is	 in	 no	 way	 perfect.	 There’s	 a	 lot	 of	 room	 for	
improvement,	which	is	both	a	blessing	and	a	curse.	It	is	a	blessing	in	the	sense	that	there’s	a	lot	
more	 possible	 but	 a	 curse	 because	 of	 the	 time	 consumption	 it	 already	 has	 taken.	 In	 some	
situations,	 procedural	 music	 is	 a	 better	 option	 than	 rendered	 music,	 but	 it	 cannot	 replace	
rendered	music	anytime	soon.		
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1	FOREWORD	

1.1	 WHAT	 IS	 MY	 MOTIVATION	 TO	 DO	 RESEARCH	 IN	 PROCEDURAL	 MUSIC	
SYSTEMS?	

I	 have	 a	 fascination	 for	procedural	music	 systems.	 Procedural	music	 can	be	unpredictable	 and	
always	different.	A	system	designed	by	me,	can	generate	music	that	I	never	could’ve	thought	of.	
That	fascinates	me.	
Although	 this	 fascination	 for	procedural	music	 is	 a	 strong	motivation	 for	me	 to	do	 research	 in	
this	subject,	I	think	procedural	music	can	solve	some	problems.	For	example:	repetition	in	music.	
Using	a	generative	music	system	can	make	every	play	session	a	unique	experience.			
Procedural	 content	 is	 not	 strange	 in	 games,	 at	 least	 not	 for	 world,	 character,	 level	 creation	
processes	or	graphics.	So,	it	seems	only	a	logical	step	to	look	into	the	possibilities	of	procedural	
audio	in	games.	
I’ve	made	a	 lot	of	 adaptive	music	 for	 games,	 but	 it	was	always	pre-rendered,	not	procedural.	 I	
have	however	made	quite	some	small	procedural	music	systems	in	Pure	Data	and	Max	MSP.	By	
doing	research	on	how	to	implement	procedural	music	systems	into	games,	I	hope	to	give	myself	
a	new	option	to	choose	from.		
This	 project	 has	 been	 a	 very	 interesting	 and	 instructive	 experience.	 I’ve	 done	 research	 in	
numerous	different	kinds	of	procedural	music	systems	and	several	ways	of	 implementing	them	
in	games.	During	the	process	of	writing	and	making	this	supportive	narrative,	I’ve	gathered	a	lot	
of	 experience	 in	PD	and	C#	coding,	 as	well	 as	 the	usage	of	 libpd,	 libpd4unity	and	Unity.	There	
have	been	times	though,	when	I	just	didn’t	know	where	to	start.	I’m	not	a	programmer,	so	I	had	
to	learn	a	lot	of	things.	
I	want	to	thank	Matthew	Morrison	for	giving	me	the	possibility	to	use	his	game	Remnant	and	give	
me	 acces	 to	 the	 source	 code,	 Sander	 Huiberts	 for	 all	 the	 feedback	 and	 help	 he	 has	 provided	
during	 the	writing	of	 this	 supportive	narrative.	Marijn	den	Haan	 for	helping	me	with	 some	C#	
coding,	Miller	 Puckette	 for	making	 the	 awesome	 visual	 programming	 language	 Pure	 Data	 and	
Peter	Brinkmann	for	making	libpd,	Patrick	Sebastien	for	libpd4unity.	I	also	want	to	thank	AKWF	
Waveforms	 for	 using	 the	 waveforms	 they	 sampled	 from	 synthesizers.	 Without	 all	 these	 open	
source	 samples,	 programming	 languages	 and	 binaries,	 I	 would’ve	 never	 been	 able	 to	 make	 a	
procedural	music	system	and	implement	it	in	a	game.	
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2	INTRODUCTION	

Procedural	techniques	are	being	used	in	a	lot	of	games.	For	character	creation,	world	generation,	
level	 generation	 and	 so	 on.	 Procedural	 sound	 design	 is	 also	 becoming	 more	 popular,	 but	
procedural	music	seems	quite	rare	still.	There	are	some	possible	advantages	to	procedural	music	
that	are	worthy	of	an	investigation.	Could	procedural	music	be	ever	changing	and	therefor	non-
repetitive;	can	procedural	music	be	the	end	of	annoyingly	repetitive	game	loops?		Can	procedural	
music	be	much	more	responsive	than	normal	music?	
This	supportive	narrative	is	about	the	possibilities	of	procedural	audio	in	a	gaming	context.	After	
we’ve	given	a	general	definition,	we	look	at	the	possible	advantages	and	disadvantages	of	using	
procedural	 audio	 in	 games.	 Then,	 we	 look	 at	 the	 different	 systems	 that	 can	 be	 used	 for	
procedural	music.	Before	we	go	over	to	try	ourselves,	we	first	look	at	what	has	been	done	before.		
In	 order	 to	 test	 if	 it	 is	 possible	 for	 a	 composer	with	 limited	programming	 experience	 to	make	
procedural	audio,	I	chose	a	game	to	make	procedural	audio	for.	This	game	is	called	Remnant.	The	
procedural	music	system	was	made	in	pure	data	and	implemented	in	the	game.	How	successful	
was	it	and	how	does	it	sound?	
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3	WHAT	IS	PROCEDURAL	MUSIC?	

There	 are	 a	 lot	 of	 different	 kinds	 of	 procedural	 music.	 But	 a	 general	 definition	 of	 procedural	
music,	according	to	Andy	Farnell	(2007),	is:	

“Procedural	audio	is	sound	qua	process,	as	opposed	to	sound	qua	product.”	

This	means	that	the	audio	is	not	recorded	and	rendered	into	a	single	file,	but	instead	saved	as	a	
list	 of	 instructions	 (for	 example	 MIDI)	 or	 as	 a	 set	 of	 rules.	 These	 instructions	 are	 sent	 to	
synthesizers	or	sampler	instruments	to	produce	sound	in	real	time.		

GENERATIVE	MUSIC	
So	why	isn’t	the	widely	used	term	generative	music	used	in	this	supportive	narrative?	Generative	
literally	 means	 that	 it	 is	 generated	 by	 some	 process	 and	 not	 by	 a	 human.	 It	 is	 often	 used	 to	
describe	procedural,	algorithmic	or	AI	music.	However,	Farnell	(2007)	states	that	the	definition	
often	 is	 given	 that	 a	 generative	 piece	 requires	 no	 input,	 or	 the	 input	 is	 given	 only	 as	 initial	
conditions	 prior	 to	 execution.	 For	 this	 reason,	 the	 term	 procedural	 music	 is	 used	 in	 this	
document,	 instead	 of	 generative	 music.	 Interactivity	 is	 vitally	 important	 in	 games,	 because	 a	
game	is	an	interactive	medium.	

3.1	WHAT	IS	THE	ALTERNATIVE	TO	PROCEDURAL	MUSIC?	
The	alternative	to	procedural	music	is	rendered	music.		

“Rendering	is	the	art	of	converting	a	musical	performance	into	a	single	file,	such	as	WAV,	AIFF,	OGG,	
MP3	or	any	other	audio	encoding	format.”	(Philips,	W	2014,	p.	185)	

When	a	music	piece	 is	 rendered,	 the	 rendered	 file	 is	 final;	 it	 cannot	be	changed	 fundamentally	
anymore.	Off	course	DSP	effects	can	be	applied,	to	compress	the	audio	signal	for	example.	But	the	
musical	material	is	fixed.	
Rendered	music	 is	often	 linear,	especially	 in	 the	early	days	of	game	music.	A	problem	 in	 linear	
music	is	repetition	of	music	loops.	Winifred	Phillips	describes	linear	music	like	this:	

“Linear	music	 in	 games	 consists	 of	 compositions	 that	 exist	 in	 a	 fixed	 form	within	 the	medium	 of	
time-that	is,	the	works	are	composed	as	a	set	musical	structure	that	does	not	change	as	the	music	
plays	and	as	time	passes.”	(Philips,	W	2014,	p.	158)	

While	 at	 first	 the	music	 can	 sound	 interesting,	 after	 a	while	 it	 gets	 really	 annoying	 because	 of	
repetition.		

3.2	LINEAR	VS	NONLINEAR	
Games	are	a	non-linear	medium,	meaning	that	every	play	session	will	be	different.	The	composer	
can	therefor	never	create	a	linear	music	track	that	follows	the	emotions	and	actions	of	the	game.	
A	linear	music	track	can	only	follow	the	emotions	and	actions	if	it	is	used	in	a	linear	medium,	for	
example	a	movie.	If	a	composer	wants	the	music	to	follow	the	emotions	and	actions	of	the	game,	
the	composer	can	choose	to	make	nonlinear	music.	Winifred	Phillips	defines	nonlinear	music	like	
this:	

“Nonlinear	music	has	the	capability	to	change	based	on	the	state	of	the	game	and	the	choices	of	the	
player,	creating	variations	that	are	determined	by	the	player’s	actions.”	(Phillips,	W	(2014)	p.	158)	

Two	kinds	of	nonlinear	music	can	be	distinguished:	procedural	and	rendered.	People	generally	
talk	about	rendered	nonlinear	music	when	using	the	term,	because	most	game	music	is	rendered.	
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Rendered	music	 does	 have	 some	 limitations	 for	 adaptive	music	 that	 procedural	music	 doesn’t	
have,	so	next,	we	look	at	the	possible	advantages	of	procedural	music.		

3.3	POSSIBLE	ADVANTAGES	OF	PROCEDURAL	MUSIC	

MUSIC	THAT	IS	“NOT	REPETITIVE”	
Procedural	 music	 has	 the	 potential	 to	 be	 almost	 ever	 changing,	 both	 in	 sound	 and	 in	 tonal	
material.	This	 is	possible	because	the	music	 is	procedurally	generated	and	not	fixed.	The	tricky	
part	however,	 is	 the	 fact	 that	when	music	 is	always	different,	 it	will	not	mean	that	 it	won’t	get	
boring	or	repetitive.	The	algorithm	producing	the	music	has	to	be	advanced	enough	to	produce	
constantly	changing	music.			

LOW	IMPACT	ON	STORAGE	SPACE		
Procedural	music	doesn’t	need	much	storage	space;	code	is	just	plain	text.	Some	audio	files	may	
be	needed,	but	they’re	often	very	short,	especially	waveforms.	Rendered	music	however	is	very	
data	 intensive,	especially	when	there’s	a	 lot	of	 it.	This	 isn’t	often	a	big	problem,	but	using	 little	
storage	space	does	help,	especially	for	mobile	games.	

MEANINGFUL	CONNECTION	BETWEEN	THE	GAME	AND	THE	MUSIC	SYSTEM	
Making	an	interesting	non-repetitive	music	system	is	one	thing.	But	giving	it	a	meaningful	place	
to	 connect	 to	 (in	 this	 case:	 a	 game)	 is	 another.	 The	 latter	 can	 be	 accomplished	 by	 creating	 a	
meaningful	connection	between	game	parameters	and	music	parameters.	The	reason	this	can	be	
done	 so	 effectively	 with	 procedural	 music,	 is	 the	 fact	 that	 there’s	 a	 lot	 of	 parameters	 to	 the	
composer’s	 disposal.	 A	 lot	 more	 than	 with	 rendered	 adaptive	 music.	 With	 rendered	 adaptive	
music,	 the	composer	 is	still	 limited	 to	 the	audio	 files	he	has	made.	 In	procedural	music,	almost	
everything	can	be	changed,	like	tempo,	tonal	material,	the	sound	of	instruments	etc.	This	creates	
many	more	possibilities	for	the	composer	to	play	with,	resulting	in	a	better	connection	with	the	
game.	Because	procedural	music	 is	generated	 in	real	 time,	 the	responsiveness	of	 it	 is	also	very	
good.	This	also	creates	a	better	connection	between	the	game	and	the	music.	

3.4	THINGS	TO	CONSIDER	WHEN	MAKING	PROCEDURAL	MUSIC	
There	aren’t	only	positives	about	procedural	music.	The	process	of	designing	 it	 is	much	harder	
and	the	sound	quality	can	be	underwhelming,	compared	to	rendered	music.				

HIGH	IMPACT	ON	SYSTEM	RECOURSES	
Procedural	music	 costs	a	 lot	more	system	recourses,	mainly	CPU	power.	With	 rendered	music,	
only	a	couple	of	processes	are	needed	 to	play	a	whole	music	 track,	but	with	procedural	music,	
hundreds	of	processes	run	together	to	make	one	musical	track.	This	doesn’t	have	to	be	a	problem	
but	it	certainly	can	be,	especially	when	a	game	is	very	intensive	for	the	computer	already.		

ONE	CAN	BE	OVERWHELMED	
There’s	 a	 lot	 of	 different	 ways	 to	 generate	 procedural	 music.	 Not	 only	 the	 note	 and	 rhythm	
generation	 need	 to	 be	 designed,	 but	 also	 how	 the	 sound	will	 be	 produced/synthesized.	 In	 the	
process	of	making	a	music	system,	there	will	be	a	lot	of	choices	that	need	to	be	made;	choices	in	
systems,	 programming	 languages,	 etc.	 A	 good	way	 of	 dealing	 with	 all	 these	 possibilities	 is	 by	
limiting	the	options	to	choose	from.	
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CONCESSIONS	IN	AUDIO	QUALITY	ARE	UNAVOIDABLE	
Simple	sampling	 is	possible,	but	more	advanced	techniques,	some	of	 the	 techniques	you	would	
use	in	a	DAW	(digital	audio	workstation)	are	simply	too	system	intensive.	For	example,	a	piano	
taking	around	500	mb	RAM	is	just	too	much	in	a	gaming	environment;	the	game	itself	uses	a	lot	
of	system	recourses	already.	Concessions	in	quality	need	to	be	made	when	trying	to	use	sampled	
instruments	in	a	procedural	context.	Therefor	not	all	music	genres	are	fit	for	use.	Mainly	ambient	
and	electronic	music	are	possible	to	generate	in	a	procedural	context.	
Not	only	sampling	but	also	synthesis	can	have	 its	 limitations.	Every	synthesizer	has	 to	be	built	
inside	 the	 programming	 language,	 meaning	 that	 an	 envelope	 generator	 for	 volume,	 filter,	
wavetable,	saturation	and	what	not	has	to	be	either	programmed	by	the	programmer	or	has	to	be	
found	on	the	internet	as	an	external.	Quality	of	open	source	audio	plugins	is	often	worse	than	the	
quality	of	expensive	vst	and	au	plugins,	used	in	DAW’s.			
When	 making	 music	 in	 a	 DAW,	 you	 can	 use	 all	 kinds	 of	 plugins	 that	 were	 designed	 by	 a	
professional	 team,	 specialized	 in	 what	 they	 do.	 They	 create	 niche-sounding	 plugins,	 like	 tape	
saturation	effects	and	certain	compressors	with	for	example	tube	simulation.	The	same	is	to	say	
for	certain	limiters	and	compressors	with	that	“unique”	sound.	One	doesn’t	have	access	to	audio	
units	 and	 vst’s	 in	 procedural	music.	 Only	 basic	 versions	 of	 these	 effects	 are	 normally	 at	 your	
disposal.	It	is	also	not	viable	to	counterfeit	the	products	you’d	want	to	use	in	a	DAW,	because	of	
the	time	it	would	cost.	Procedural	music	is	almost	always	making	concessions,	 in	sound	quality	
and	polish.	It	thrives	on	interactivity	and	responsiveness	and	as	computers	get	better	and	better,	
more	and	more	becomes	possible	for	procedural	music.	

PROCEDURAL	MUSIC	CAN	SOUND	TOO	RANDOM	
In	order	 to	make	procedural	music	 that	 really	works,	one	 should	 find	a	good	balance	between	
repetition	and	new	material.	If	there’s	so	much	randomness	that	there’s	really	no	structure	to	be	
recognized	 by	 the	 listener,	 then	 the	 music	 can	 become	 really	 boring.	 A	 big	 part	 about	
appreciating	 music	 is	 recognition,	 which	 can	 only	 be	 achieved	 by	 repetition.	 Therefor	 no	
repetition,	or	in	other	words	only	randomness,	is	in	no	way	good.		

WHAT	DEFINES	GOOD	MUSIC?	
Can	a	computer	really	generate	music	that	can	compete	with	music	composed	by	a	composer?	A	
composer	 has	 good	 ways	 to	 judge	 his	 work:	 either	 by	 listening,	 imagining	 or	 simulating.	 A	
computer	has	no	hard	and	fast	metrics	by	which	to	judge	its	output.	By	using	different	kinds	of	
systems,	 a	 computer	 can	 codify	 the	 musical	 knowledge	 of	 a	 real	 composer,	 but	 they	 cannot	
exhibit	what	makes	a	real	composer,	creativity.	(Farnell,	A	(2007))	

3.5	DIFFERENT	KINDS	OF	PROCEDURAL	MUSIC	
Now	that	the	possible	advantages	and	disadvantages	of	procedural	music	have	been	described,	it	
is	 time	to	 look	at	different	kinds	of	systems	and	how	they	can	be	useful	 for	making	procedural	
music.		

SEQUENCED	MUSIC	
Sequenced	music	is	music	where	the	instructions	of	a	piece	of	music	are	sent	to	one	or	multiple	
synthesizers	 or	 samplers.	 This	 is	 off	 course	 different	 than	 rendered	 music,	 and	 leaves	 some	
interesting	 options	 open	when	 used	 in	 a	 gaming	 environment.	 Because	 the	 instructions	 of	 the	
piece	are	there,	they	can	be	changed	according	to	gameplay.	For	example,	take	the	classic	arcade	
game	 Space	 Invaders.	 The	player	 has	 to	 shoot	 to	 destroy	 the	 invading	 Space	 Invaders,	 but	 the	
more	he	destroys,	the	faster	they	will	go.	The	music	also	goes	faster	and	faster,	depending	on	the	
amount	of	aliens	destroyed.	



10	

STOCHASTIC	SYSTEMS	
Stochastic	means	unpredictable	due	to	the	influence	of	a	random	variable.	(Wikipedia,	2016)	In	a	
stochastic	music	system,	often	a	stream	of	random	data	will	be	filtered	using	mathematical	rules	
of	 statistics	 and	 distribution.	 In	 a	 musical	 context,	 the	 filtered	 data	 is	 used	 to	 control	 certain	
musical	elements,	for	example	note	pitches.	
A	 random	 number	 generator	 on	 a	 computer	 isn’t	 truly	 a	 stochast,	 because	 a	 computer	 is	
deterministic.	In	other	words:	a	computer	cannot	create	true	random	numbers	because	there	is	
always	an	algorithm	calculating	the	values.	This	isn’t	really	noticeable	for	humans	because	of	the	
complexity	 of	 random	 number	 generators	 these	 days,	 so	 not	 something	 to	 worry	 about,	 but	
useful	to	keep	in	mind.	

ALGORITHMIC	SYSTEMS	
“Algorithmic	composition	often	refers	to	a	process	that	evolves	according	to	a	simple	set	of	easy	to	
understand	rules.	An	algorithm	is	defined	as	a	set	of	rules	for	solving	a	problem	in	a	finite	number	of	
steps.”	Farnell,	A	(2007)	

So	 if	 a	 simple	 set	 of	 easy	 to	understand	 rules	 results	 into	music	or	 elements	of	music,	we	 talk	
about	algorithmic	composition.	Two	kinds	of	algorithmic	composition	are	algorithmic	sequences	
and	Markov	chains.		

ALGORITHMIC	SEQUENCE	
An	algorithmic	sequence	 is	a	simple	production	rule	 that	provides	a	 long	sequence	of	different	
numbers,	following	a	certain	pattern.	By	scaling	and	filtering	the	sequence	in	a	musically	logical	
manner,	it	is	possible	to	create	interesting	melodies	and	patterns	this	way.	

MARKOV	CHAINS	
A	Markov	chain	 is	a	random	process	that	undergoes	transitions	 from	one	state	to	another	on	a	
state	space.	(Wikipedia,	2016)	It	chooses	a	new	state	based	on	a	defined	probability	distribution.	
Take	for	example,	a	two	state	machine	that	has	state	A	and	state	B.	If	the	machine	is	in	state	A,	it	
has	a	20%	chance	 to	stay	 in	A	and	a	80%	to	go	 to	B.	 If	 the	machine	 is	 in	state	B,	 it	has	a	40%	
chance	to	stay	in	B	and	a	60%	chance	to	go	to	A.	This	is	a	much	more	advanced	behavior	than	just	
a	stochast	choosing	either	state	A	or	B.	
The	machine	stated	above	is	a	first-order	state	machine.	It	only	looks	at	the	current	state	it	it’s	in	
and	not	at	 the	previous	ones.	A	second-order	Markov	state	machine	 looks	at	both	 the	state	 it’s	
currently	 in	and	 the	state	 it	previously	was	 in.	 If	we	 take	 the	example	of	a	single-state	Markov	
machine	mentioned	above,	we	could	add	a	second	order	matrix.	If	the	two	previous	states	were	A	
and	A,	there	is	a	10%	chance	the	state	machine	will	go	to	A	again	and	a	90%	chance	to	go	to	B.		

																						Next	 State	
	
Previous	States	

A	 B	

AA	 10%	 90%	
AB	 40%	 60%	
BA	 30%	 70%	
BB	 80%	 20%	
Figure	1:	Example	of	a	second-order	Markov	State	Machine	
In	a	musical	context,	a	Markov	chain	can	give	probability	to	what	note	and/or	note	length	should	
be	played	next,	based	on	previous	note	or	notes.	It	can	also	be	used	to	decide	what	chord	to	be	
played	next,	based	on	previous	chord	or	chords.	The	second	or	even	a	third	order	state	machine	
is	very	useful	for	chord	progressions.	
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AI	SYSTEMS	
If	an	algorithm	is	more	complex	than	simple	rule-based	mathematical	sequences,	it	is	no	longer	
called	algorithmic	composition,	but	instead	AI,	artificial	intelligent	music.	It	uses	techniques	that	
are	used	in	artificial	intelligence.	Different	kinds	of	AI	are	used	for	music	composition,	the	most	
important	ones	being	expert	systems,	neural	networks,	cellular	automata	and	genetic	algorithms.	
These	systems	can	often	be	very	interesting,	but	hard	to	use	in	a	real-time	context	such	as	a	game	
because	of	the	analytical	nature	they	often	have	and	the	processing	power	they	often	require.		

EXPERT	SYSTEMS	
An	expert	system	has	a	big	collection	of	facts	and	rules,	called	the	knowledge	base.	It	also	has	an	
inference	engine.	The	inference	engine	applies	the	rules	to	the	known	facts	from	the	knowledge	
base	to	deduce	new	facts.	Figure	2	is	a	small	flow	chart	of	how	an	expert	system	works.	The	input	
consists	of		a	problem	or	question.	The	output	is	a	solution,	based	on	the	known	facts	and	rules.	

Figure	2:	A	Simple	flowchart	of	an	expert	system	
	
For	 a	 musical	 application,	 an	 expert	 system	 can	 be	 taught	 a	 lot	 of	 musical	 rules	 like	 scales,	
harmony,	counterpoint	etc.	When	given	a	specific	musical	problem,	 it	can	provide	a	well	 fitting	
musical	solution.	

NEURAL	NETWORKS	
“In	machine	learning	and	cognitive	science,	artificial	neural	networks	(ANNs)	are	a	family	of	models	
inspired	 by	 biological	 neural	 networks	 (the	 central	 nervous	 systems	 of	 animals,	 in	 particular	 the	
brain)	which	are	used	to	estimate	or	approximate	functions	that	can	depend	on	a	large	number	of	
inputs	and	are	generally	unknown.”	(Wikipedia	(2016))	

A	 neural	 network	 gets	 fed	 a	 lot	 of	 examples.	 An	 example	 consists	 of	 a	 list	 of	 values	 and	 an	
expected	output.	After	a	 lot	of	examples,	 the	system	is	able	 to	provide	solutions	 to	new	inputs,	
based	 on	 what	 it	 has	 learned	 from	 the	 examples.	 This	 can	 be	 useful	 for	 certain	 musical	
techniques	like	counterpoint	or	chord	cadences.	

CELLULAR	AUTOMATA	
A	cellular	automaton	 is	a	grid	of	cells	 that	all	have	 the	same	behavior.	Take	 for	example	a	grid	
with	cells	that	can	be	either	populated	or	unpopulated,	with	the	following	rules:	
	
For	a	space	that	is	'populated':	

Each	cell	with	one	or	no	neighbors	dies,	as	if	by	solitude.	
Each	cell	with	four	or	more	neighbors	dies,	as	if	by	overpopulation.	
Each	cell	with	two	or	three	neighbors	survives.	

For	a	space	that	is	'empty'	or	'unpopulated':	

Inference Engine Knowledge 
Base

input

output
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Each	cell	with	three	neighbors	becomes	populated.	
	

These	simple	rules	sometimes	come	up	with	interesting	patterns.	You	can	try	it	out	for	yourself	
here:	 http://www.bitstorm.org/gameoflife/.	 These	 patterns	 can	 be	mapped	 to	 notes	 to	 create	
musical	material.	 The	 interesting	 part	 about	 these	 patterns	 is	 the	 fact	 that	 they’re	 a	 lot	more	
natural	than	a	random	number	generator.	
An	example	of	music	that	is	generated	using	cellular	automata:	http://tones.wolfram.com/	

GENETIC	ALGORITHMS	
Genetic	 algorithms	 are	 used	 to	 find	 solutions	 to	 optimization	 and	 search	 problems.	 Initially,	
different	 solutions	are	generated.	These	solutions	are,	depending	on	 the	problem,	one	or	more	
numbers	 that	 are	 chosen	 randomly.	 Through	 running	 the	 process	multiple	 times,	 the	 random	
solutions	that	fit	best	get	chosen	and	the	ones	that	fit	less,	get	thrown	away.		
A	genetic	 algorithm	won’t	 function	when	 the	 fitness	 function	 (the	 function	 that	 calculates	how	
well	a	solution	fits)	doesn’t	tell	correctly	how	good	or	fitting	the	solution	is.	In	a	musical	context	
this	 is	 especially	 complicated,	 though	 it	 has	 been	 done	 successfully.	 Alternatively	 the	 fitness	
function	 can	 be	 a	 human	 rating	 the	 different	 solutions,	 but	 this	 takes	 a	 long	 time	 and	 it	 also	
definitely	doesn’t	fit	a	real-time	context.	

COMBINING	SYSTEMS	
Combining	 different	 kinds	 of	 procedural	 systems	 is	 possible.	 This	 is	 mostly	 done	 to	 combine	
strengths	of	different	systems,	while	trying	to	diminish	weaknesses	the	individual	systems	have.	
For	example,	a	Markov	State	machine	may	be	used	together	with	cellular	automata.	The	cellular	
automata	 for	 the	 patterns	 of	 the	 notes	 and	 the	 Markov	 state	 machine	 to	 chose	 chord	
progressions.	
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4	MUSIC	IN	GAMES	

Now	that	is	determined	what	different	kinds	of	procedural	music	there	are,	we	can	look	at	what	
has	 been	 done	 so	 far	 in	 games.	 Unfortunately	 almost	 all	 games	 currently	 on	 the	market	 have	
rendered	music	in	them.	Luckily,	not	all.	Here’s	a	couple	of	examples	with	a	brief	explanation.	

MINI	METRO	
In	Mini	Metro,	the	player	has	to	create	metro	lines	to	hook	different	stations	up	with	each	other.	
He	has	 to	 find	 the	most	optimal	way.	The	sound	design	and	music	aren’t	distinguished	but	are	
one	 thing.	 The	music	 plays	 a	 predetermined	 chord	 progression	 that	 changes	 every	 (in	 game)	
week,	but	 also	depends	on	 the	 size	of	 the	metro	network.	The	pitches	of	 the	 sound	effects	 are	
randomly	 chosen.	 The	 interesting	 part	 about	 this	 game	 is	 the	 fact	 that	 the	 game	 triggers	 its	
events	only	on	musically	 logical	 intervals,	making	 it	possible	 that	 the	sound	design	sounds	 like	
music.	Interestingly	is	the	fact	that	the	music	really	connects	to	the	game,	because	every	musical	
element	is	visually	there.	The	music	system	classifies	as	algorithmic	and	stochastic.		

PROTEUS	
In	 Proteus,	 the	 player	 explores	 an	 unknown	 world	 and	 everything	 in	 that	 world	 makes	
randomized	 synthesized	 sound.	 The	 systems	 used	 are	 algorithmic	 and	 based	 on	 stochastic	
systems.	The	sounds	of	the	individual	elements	do	not	change	over	time	though	

FRACT	
Another	exploration	game,	but	more	focused	around	making	music	together	with	the	game	and	
solving	puzzles.	The	systems	used	in	the	game	are	algorithmic	and	stochastic	as	well.	
	
Interestingly,	 all	 these	 games	make	use	 of	 algorithmic	 and	 stochastic	 systems.	We	 can	 assume	
that	only	algorithmic	and	stochastic	systems	were	used	because	they	are	fairly	easy	to	implement	
and	predict.	This	is	useful	in	a	gaming	context.	A	game	not	using	these	kinds	of	systems	has	not	
been	found.	There	seems	to	be	a	big	gap	between	the	complexity	of	procedural	music	systems	in	
a	purely	musical/academic	context	and	a	gaming	context.		
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5	REMNANT	

																			 	
Figure	3,4:	Two	screenshots	taken	from	the	game	Remnant	
	
In	order	 to	 investigate	 if	procedural	music	can	solve	some	of	 the	problems	of	 linear	music,	 the	
choice	was	made	to	make	a	procedural	music	system	for	a	game	called	Remnant.		
Remnant	is	an	arcade	game	in	a	space	setting.	The	player	controls	a	spacecraft	and	has	to	survive	
against	meteors	and	other	enemies.	If	he	hits	an	enemy,	the	spacecraft	is	destroyed.	The	player	
can	shoot	 to	destroy	 the	enemies	but	 in	doing	so,	he	will	bounce	back.	 If	 the	player	comes	 too	
close	to	the	supernova	behind	him,	he	will	die.	It	is	a	simple	mobile	game.	Typically	in	a	normal	
circumstance,	one	would	hear	one	or	a	few	music	loops,	playing	in	the	background.	It	 is	safe	to	
say	that	they	will	get	annoying	after	a	while.		
This	game	was	chosen	to	tackle	the	repetition	problem	in	the	audio	of	mobile	games.	The	game	
also	suits	the	genre	of	electronic	music.	Like	discussed	before;	not	all	kinds	of	music	are	possible	
with	 procedural	 audio	 and	 some	 types	 of	 music	 suffer	 from	 heavy	 quality	 loss	 when	 made	
procedural.	The	visuals	are	very	polished,	so	the	procedural	audio	will	come	in	a	game	that	looks	
nice.	A	third	reason	why	the	choice	was	made	to	make	a	procedural	music	system	for	Remnant,	is	
because	it	can	make	the	game	stand	out	a	bit	more	on	the	market.	It	makes	the	game	a	bit	more	
unique.		
So	a	game	was	chosen	to	make	procedural	music	for,	but	where	to	start	practically?	In	the	paper	
“Generatieve	muziek	in	Unity”	(Wiermans,	M	(2015)),	there	was	searched	for	multiple	different	
ways	of	 implementing	generative	music	 in	Unity.	There	was	also	 looked	at	which	way	worked	
best	for	certain	scenarios.	Because	the	music	of	Remnant	should	be	procedural	in	both	audio	and	
musical	domain,	the	choice	was	made	for	Pure	Data.	

5.1	WHY	PURE	DATA	WAS	CHOSEN	

Pure	data	is	a	language	easy	to	understand,	but	it	can	be	very	powerful.	It	is	ideal	for	a	composer	
with	limited	programming	experience	because	it	is	so	high	level	–	It	has	a	fairly	high	abstraction	
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level,	meaning	a	lot	can	be	accomplished	with	little	effort	compared	to	a	low	level	programming	
language.	It	can	be	implemented	in	practically	everything	using	libpd,	and	it	runs	on	practically	
every	device,	so	it	really	is	the	best	option	at	this	moment	in	time.		
Getting	 to	know	how	to	 implement	 this	programming	 language	onto	practically	every	device	 is	
very	 useful	 for	 a	 music	 technologist.	 Because	 of	 PD	 a	 lot	 of	 music	 technologists	 can	 make	
prototypes	and	even	finished	products	in	a	relatively	short	amount	of	time.		

5.2	IMPLEMENTING	PD	IN	UNITY	USING	LIBPD	
So,	 the	 choice	 to	 use	 PD	 has	 been	 made,	 but	 the	 implementation	 didn’t	 go	 as	 smooth	 as	 it	
should’ve	been.	The	C#	library	had	to	be	rebuilt,	something	that	was	hardly	explained	anywhere	
on	 the	 Internet.	 (Probably	 because	 it	 is	 basic	 knowledge	 for	 a	 programmer)	 After	 that,	 the	
example	Unity	projects	of	libpd4unity	worked	and	some	testing	could	be	done.		
Firstly	 it	 was	 tested	 if	 a	 simple	 procedural	 music	 system	 worked	 in	 the	 example	 patch.	 This	
worked	without	a	problem	and	it	became	clear	that	libpd	was	a	powerful	piece	of	software.	The	
only	 things	 that	had	 to	be	done	were	changing	 the	name	of	 the	patch	 that	would	be	 loaded	by	
Unity	and	putting	that	patch	in	the	correct	folder	of	the	Unity	project.	
Next	 there	had	 to	be	 tested	 if	 it	was	possible	 to	 load	samples	outside	of	 the	PD	 file.	 It	was	not	
possible	to	save	files	into	a	PD	file	so	they	had	to	be	put	in	the	same	directory.	Luckily	it	was	also	
possible	to	add	them	to	subfolders	where	the	PD	patch	was	in,	so	they	could	be	organized	better.	
After	 that,	 externals	 were	 tested.	 Theoretically	 it	 should’ve	 been	 possible	 to	 use	 externals	 by	
adding	them	to	 the	makefile	process	of	building	the	C#	 library.	Unfortunately	 that	didn’t	work.	
Luckily,	it	was	possible	to	place	some	externals	in	the	same	folder	as	the	PD	patch.		
After	 this	 testing,	 it	was	 time	 to	 see	 if	 it	 is	possible	 to	build	an	app	 for	mac	with	 the	PD	patch	
implemented	in	it.	That	worked,	in	both	32	and	64	bit.	Unfortunately	it	was	not	possible	to	build	
for	windows,	Android	and	iOS.	Further	research	needed	to	be	done	in	order	to	work	out	how	to	
do	that.	For	prototyping	purposes	this	wasn’t	that	important.	
Next	 was	 the	 communication	 between	 Unity	 and	 PD.	 The	 importance	 of	 this	 is	 quite	 easily	
explained.	 The	 music	 and	 game	 shouldn’t	 feel	 disconnected	 to	 each	 other	 but	 instead	 be	
complementing	each	other.	The	only	way	to	do	this	is	by	sending	valuable	information	between	
the	two	pieces	of	software.	This	can	easily	be	done	by	adding	simple	lines	of	code	in	Unity.		
Because	of	these	tests,	a	lot	of	possible	pitfalls	were	found	and	tackled.	It	was	now	safe	to	say	that	
it	is	possible	to	make	a	procedural	music	system	for	Remnant	and	implement	it	into	the	game.		

5.3	WHAT	KIND	OF	PROCEDURAL	MUSIC	SYSTEM	WOULD	FIT	FOR	REMNANT?	
In	the	research	part	of	this	supportive	narrative,	all	kinds	of	different	procedural	music	systems	
are	described.	How	could	the	right	kind	of	system	be	chosen?	
For	 the	 timespan	 and	 limited	 programming	 experience	 available	 for	 this	 supportive	 narrative,	
the	choice	was	made	to	make	no	use	of	AI	systems.	They	are	a	bit	too	far	out	of	reach.	The	system	
wasn’t	the	only	thing	that	needed	to	be	made;	the	audio	synthesis	and	the	implementation	in	the	
game	 had	 to	 be	 done	 as	well.	 Most	 of	 the	 AI	 systems	 are	 too	 CPU	 intensive	 to	 use	 in	 a	 game	
anyway.	AI	systems	often	have	a	more	analytical	than	practical	application.	
So	 it	 is	 going	 to	be	 an	 algorithmic	 system,	mostly	 using	Markov	 state	machines	 and	 stochastic	
processes.	 Markov	 state	 machines	 are	 fairly	 easy	 to	 understand,	 but	 they	 are	 much	 more	
controlled	than	random	number	generators	because	of	the	probability	distribution.		

5.4	DIFFERENT	SUB-SYSTEMS	

To	 get	 an	 idea	 how	 the	 whole	 Remnant	 music	 system	 works,	 the	 different	 subsystems	 are	
described.	They	are	described	 in	 a	 chronological	 order.	 Some	 screenshots	of	 the	different	 sub-
patches	have	been	added.	There’s	a	screenshot	of	the	main	Pure	Data	window	in	the	appendix.	A	
general	scheme	of	the	PD	patch	for	Remnant:	
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Figure	5:	General	flowchart	of	the	procedural	music	system	for	Remnant	

PULSE	SYSTEM	
There	is	one	global	metronome,	ticking	every	16th	note.	All	components	in	the	patch	are	linked	to	
this	clock.	The	themes	that	will	be	played	are	linked	to	the	global	clock,	so	they’re	always	in	sync.	
The	global	 clock	can	be	morphed	and	all	new	playing	notes	will	be	 in	sync.	The	system	counts	
from	1	to	16.	Different	kind	of	chords	and	different	kind	of	patterns	will	be	 triggered	every	16	
bars,	or	a	subdivision	of	that.	

THEMES	AND	SCALES	
Here	are	lists	of	themes	and	scales.	In	here	are	fixed	themes	and	scales	that	fit	to	the	themes	that	
were	 composed.	 Reasoning	 behind	 using	 fixed	 themes	 is	 to	 give	 the	 player	 some	 recognition,	
whilst	also	having	more	control	over	the	general	feel	of	the	music.	

Audio 
Output

Pulse 
System

Chord 
Generation

Note 
Generation

Synthesizers

Sound 
Design

Mixing

Themes

Schales

Unity

Search for 
best schale

Theme gets 
played

Sound Design 
gets triggered

Tempo gets 
changed



17	

COMPARING	THEMES	AND	SCALES	
When	a	theme	is	triggered,	the	system	chooses	which	scale	fits	best.	This	compares	every	scale	to	
the	theme	that	was	put	 into	it.	The	result,	 is	the	scale	that	correlates	most	with	the	theme.	The	
theme	is	sent	to	the	sequencer	which	will	play	the	notes	at	the	correct	intervals.	These	notes	are	
sent	 to	 the	 synthesis	 part,	 discussed	 later.

	
Figure	6:	PD	patch	that	compares	themes	with	scales.	Outputs	correlation	

CHORD	GENERATION	
At	first,	the	chords	were	randomly	triggered	power	chords,	with	3	random	“flavor	notes”	added	
to	them	in	a	higher	octave.	The	power	chords	were	randomly	triggered,	but	some	had	a	higher	
chance	when	triggered	in	certain	bars.	For	example,	when	a	chord	was	triggered	at	the	first	bar,	
it	would	be	the	first	chord	of	the	scale.	
This	 chord	generation	 technique	 is	quite	 simple	and	based	on	random	number	generators,	but	
the	sound	is	often	quite	nice.	Another	way	to	generate	chords	is	to	use	a	Markov	State	Machine.	
In	 the	 context	 of	 generative	music,	 a	Markov	 State	Machine	 can	 be	 used	 to	 give	 probability	 to	
choosing	random	chords.	For	example,	an	Am	chord	can	have	a	40%	chance	 to	go	 to	Dm,	20%	
chance	to	Em,	20	%	to	C	and	20%	to	Bm.	A	 feature	 I	added,	 Is	 that	 the	chances	of	every	chord	
change,	are	different	each	bar.	For	example:	Am	might	have	a	40%	chance	to	go	to	Dm	in	the	first	
bar,	 but	 only	 10%	 in	 the	 third.	 This	 stimulates	 more	 logical	 and	 more	 common	 chord	
progression.	 After	 comparison	 of	 the	 two	 different	 techniques,	 the	 Markov	 state	 machine	
provides	more	logical	chord	progressions.		
There	are	some	extra	rules	for	the	chords.	If	the	played	chord	has	notes	that	are	dissonant	with	
the	currently	playing	theme	note,	the	chord	will	slide	to	a	random	different	chord,	further	away	
from	the	dissonant	 tone.	A	similar	process	also	applies	 to	 the	generation	process	of	 the	“flavor	
notes”.	If	a	flavor	note	is	too	close	to	the	playing	theme	note,	a	new	tone	is	chosen.	This	was	done	
to	keep	the	theme	clear	and	consonant.	
There’s	also	an	extra	mode	called	the	pedal	point	mode.	The	bass	stays	on	the	central	note	while	
the	flavor	notes	keep	doing	what	they’re	doing.	This	mode	gets	randomly	switched	on	and	off	and	
creates	some	tension,	as	well	as	some	variation	in	the	music.	
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These	chord	progressions	are	sent	to	the	different	instruments.	The	chord	information	is	sent	to	
the	chord	synths	and	used	in	the	note-generation	part	of	the	different	arpeggiator	synths.		

NOTE-GENERATION	
At	 first,	 random	number	 generators	 and	 pattern	 created	 random	notes.	 This	 system	was	 later	
changed	to	a	rhythm	generator	that	will	make	triggers	of	2,	3,	4,	6	or	8	length,	meaning	rhythms	
like	0,	2,	4,	8,	11	or	something	slower,	like	0,	8,	14.	These	triggers	are	then	put	into	a	pattern	and	
are	 repeated	 every	 1,	 2	 or	 4	 bars.	 At	 last	 it	 was	 chosen	 to	 use	 a	 Markov	 state	 machine	 to	
distribute	the	chances	a	bit	more	logically.	The	patterns	are	switched	every	16	bars.	The	patterns	
stop	playing	when	a	theme	is	playing.	

SYNTHESIS	
All	 the	 note-instructions	 will	 be	 sent	 to	 different	 synthesizers.	 The	 synths	 are	 waveforms	
oscillators	with	a	volume	envelope.	Effects	added	to	make	the	sound	better	are:	modulated	delay	
and	vibrato.	Some	of	the	variables	in	the	synths	are	constantly	morphed	at	a	very	slow	pace.	This	
creates	more	differences	in	the	sound	aspect	of	the	instruments.	The	waveforms	used	are	mostly	
from	AKWF,	a	package	full	of	open	source	waveforms.	They	provide	a	variety	of	different	sounds	
to	let	the	patch	choose	from.	The	synths	are	sent	to	different	inlets	of	the	mixing	system.	

	
Figure	7:	Example	of	a	polyphonic	wavetable	synth	
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Figure	8:	Basic	synth	with	volume	envelope,	delay	and	a	varying	waveform	

SOUND	DESIGN	
In	 this	module,	 the	 sound	effects	of	 the	game	are	 triggered.	Unity	 sends	 triggers	 to	PD	and	PD	
triggers	 certain	 procedures.	 For	 example	 the	 shoot	 object	 triggers	 a	 synth,	 which	 is	 chord	
dependent.	It	also	follows	a	certain	note	pattern.	The	audio	is	sent	to	the	mixing	system,	so	that	
reverb	and	panning	is	added.	

	
Figure	9:	Unity	messages	come	in	and	get	sent	to	the	right	sound	effect	

MIXING	
The	volumes	of	the	different	synths	can	get	adjusted	here.	The	reverb	send	amount	and	panning	
can	be	adjusted	here,	too.	The	adjusted	sounds	are	sent	to	the	digital-analog	converter.		

5.5	IMPLEMENTING	THE	PATCH	IN	REMNANT	
We	know	that	implementing	a	self	made	PD	patch	with	all	the	necessary	elements	works	into	the	
example	libpd4unity	project,	but	we	have	yet	to	find	out	if	we	can	load	a	PD	patch	into	Remnant.	
By	adding	all	the	libpd	assets	from	the	example	project	to	the	Remnant	Unity	project,	we	have	the	
script	 libpdfilterread	 to	 our	 disposal.	 We	 add	 the	 libpdfilterread	 to	 the	 main	 camera	 in	 the	
Remnant	Unity	project.	We	tell	the	script	to	load	the	Remnant	patch	and	it	runs	the	patch.	

THE	CONNECTION	BETWEEN	THE	MUSIC	SYSTEM	AND	THE	GAME	
The	basics	of	a	procedural	music	system	were	put	together	and	the	general	feel	of	the	music	fit	
the	visuals.	The	hardest	part	had	yet	 to	be	done;	making	a	meaningful	connection	between	the	
music	and	the	game.	This	process	involved	a	lot	of	iterations.	
The	communication	works	like	this:	simple	lines	of	code	were	added	to	the	code	already	made	by	
the	 developer.	 The	 lines	 added	 to	 the	 code	 look	 like	 this:	 libpd.send(…)	 (“objectname”,	 value).	
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The	 triple	 dots	 can	 be	 replaced	 by	 bang,	 float	 or	 symbol.	 The	 objectname	 is	 the	 name	 of	 the	
receive	object	in	the	PD	patch,	it’s	where	the	information	is	sent	to.	The	value	is	the	bang,	float	or	
symbol	information	that	needs	to	be	sent	to	the	PD	patch.	This	is	basically	everything	one	needs	
to	 be	 able	 to	 create	 advanced	 interactions	 between	 libpd	 and	 Unity.	 From	 triggering	 sound	
effects	to	changing	the	key	the	piece	is	playing	in	for	example.		
Some	music	parameters	were	directly	linked	to	a	certain	element	of	the	game.	For	example,	the	
tempo	of	the	game	was	linked	to	the	amount	of	time	the	player	is	alive.	When	the	player	dies,	a	
new	theme	will	start	to	play	and	the	tempo	will	be	halved.	When	restarted	again,	the	tempo	will	
go	back	to	normal.	
All	the	sound	design	gets	also	triggered	using	the	libpd.send	command.	A	direct	message	with	all	
the	information	necessary	is	sent	to	PD.	An	example	of	extra	information	than	just	a	trigger	is	the	
size	 of	 the	 object	 the	 SFX	 belongs	 to.	 The	 size	 can	 be	 transformed	 to	 logical	 parameters	 of	 a	
volume	envelope	and	the	pitch	of	the	SFX.	
Unfortunately	the	game	developer	didn’t	have	time	to	finish	this	project.	This	makes	the	game	a	
bit	short.	There	are	only	4	different	“enemies”	and	one	single	level.	The	4	enemies	have	a	lot	of	
similarities	 too.	 This	makes	 the	 gameplay	 repetitive.	 The	 enemies	 spawn	 randomly	 though,	 so	
every	play	session	is	a	bit	different.	The	thing	now	is	that	the	music	doesn’t	get	repetitive	but	the	
gameplay	does.	
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6	CRITICAL	REVIEW	

The	 music	 system	 works	 and	 provides	 a	 lot	 of	 different	 variations	 on	 a	 space	 theme	 kind	 of	
music.	The	SFX	are	fun	and	respond	to	the	musical	score.	The	music	is	artistically	quite	nice	and	
most	of	the	time	it	sounds	right.	The	musical	system	actually	isn’t	repetitive,	it	has	many	different	
variations	and	possible	musical	outcomes.	The	sound	of	the	patch	also	morphs	quite	a	bit.	 	The	
structure	of	the	song	doesn’t	change	that	much,	though,	so	it	just	keeps	on	going	and	going	with	
different	variations.	This	does	get	repetitive	after	a	while.	It	doesn’t	classify	as	annoying	though,	
more	like	boring.		
The	connection	between	the	game	and	the	music	system	isn’t	super	great.	The	music	does	react	
when	the	player	dies	and	the	sound	effects	take	the	chord	progression	into	account.	But	there’s	a	
lot	of	technical	possibilities	to	make	a	better	connection	between	the	music	system	and	the	game.	
Unfortunately	 the	game	 just	doesn’t	have	enough	 flow	and	change	 to	 react	 to.	 Simply	 said:	 the	
music	system	could	react	a	lot	more,	but	there’s	simply	not	a	lot	to	react	to.		
Earlier	in	this	supportive	narrative	was	written	about	the	overwhelming	effect	procedural	music	
can	have	on	somebody	that	is	just	starting	in	the	subject.	This	was	definitely	the	case	for	me	as	
well.	Where	to	start	and	where	to	look,	what	to	use	and	so	on.	All	these	questions	had	multiple	
answers.	By	just	starting	to	do	something;	prototyping	a	PD	patch,	reading	some	papers,	trying	to	
implement	 it	 in	 a	Unity	 project	 it	 became	more	 clear	what	 exactly	was	 possible	 in	 the	 limited	
time	and	the	limited	skills	available.	
Another	possible	downside	 to	procedural	music	described	 in	 “things	 to	 consider	when	making	
procedural	music”	is	that	quality	concession	in	the	audio	had	to	be	made.	This	was	definitely	the	
case	 in	 this	 project	 too.	 System	 recourses	 shouldn’t	 be	 too	 busy	 with	 the	 audio,	 especially	
because	 this	game	 is	made	 for	 iOS	and	Android.	Therefor,	mainly	 synthesis	was	used,	 together	
with	 a	 simple	 reverb,	 delay	 and	 panning.	With	 these	 limited	 recourses	 it	 was	 still	 possible	 to	
create	music	with	good	quality,	so	the	concessions	were	made,	but	they	didn’t	have	a	huge	impact	
on	the	quality	of	the	sound.	
Procedural	 music	 can	 definitely	 sound	 too	 random,	 but	 that	 is	 not	 the	 case	 with	 this	 system.	
There	is	enough	repetition	and	there	are	enough	reoccurring	themes	that	the	listener	can	grasp	
onto.	On	a	song	structural	level,	it	isn’t	random	enough.	This	is	not	that	bad	for	the	game,	because	
the	game	is	very	small	at	the	moment,	but	something	that	can	be	improved	when	the	game	will	
be	increased	in	size.	
An	interesting	question	that	comes	up	is,	does	the	music	system	generate	“good	music”?	Would	
the	game	have	better	music	if	the	choice	was	made	to	use	rendered	music?	I	didn’t	take	the	time	
to	compose	music	for	the	game	to	compare	that	to	the	audio	of	the	game	currently.	But	it’s	safe	to	
say	that	there’s	music	that	is	better	thought	out	and	better	sounding.	In	my	opinion	the	music	is	
good	enough	to	support	the	game.	
A	thing	that	stood	out	was	that	there	isn’t	a	good	connection	between	the	random	values	being	
calculated	 in	 all	 kinds	 of	 different	 parts	 of	 the	 PD	 patch,	 meaning	 that	 some	 random	
combinations	just	don’t	fit	as	well	as	others…	For	example,	the	rhythm	generator	and	the	chord	
generator	don’t	 influence	each	other	directly.	This	 sometimes	makes	a	pattern	with	unfinished	
musical	phrases.	Procedural	music	typically	 just	won’t	sound	as	good	as	a	thing	composed	by	a	
real	composer,	it	isn’t	as	well	thought	out	and	hand	crafted.	
Another	 downside	 to	 a	 lot	 of	 different	 individual	 random	 values	 is	 that	 they	 do	 not	 take	 each	
other’s	 intensity	 into	account.	This	means	 that	a	 lot	of	 the	random	values	could	be	high	 in	one	
point	of	time,	resulting	in	very	dense	sounding	music	and	be	very	sparsely	filled	in	another	point	
of	 time.	 A	 possible	 solution	 to	 this	 is	 a	 centralized	 random	 number	 generator	 that	 generates	
numbers	 but	 looks	 at	 the	 total	 value	 of	 all	 the	 random	 numbers	 combined.	 If	 the	 total	 value	
exceeds	the	maximum	allowed	value,	 it	would	trigger	new	random	values.	The	maximum	value	
could	even	be	changed	according	to	a	global	value	of	how	dense	the	music	should	be.	This	could	
be	linked	to	a	parameter	in	the	game.		
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A	third	downside	to	the	musical	system	is	the	fact	that	it	makes	the	game	more	difficult	to	run	for	
a	 computer	 or	 phone.	 There	 are	 a	 lot	 of	 extra	 calculations	 being	made	 for	 just	 the	music	 and	
sound	design,	if	compared	to	rendered	sound.	The	reason	PD	was	chosen	is	because	it	is	so	easy	
to	use	for	prototyping	and	decently	complex	systems,	but	as	the	system	gets	bigger	and	bigger,	a	
more	low	level	programming	language	may	be	more	efficient.	It	might	be	a	good	idea	to	only	do	
the	 synthesis	 in	 PD	 and	 all	 the	 logical	 calculations	 in	 Unity.	 This	 requires	 some	 skill	 in	 C#	
programming	though.	
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7	CONCLUSION	

Procedural	music	is	an	immense	subject	with	a	lot	of	technical	and	creative	complications,	but	it	
does	provide	new	and	 interesting	possibilities	 in	 the	 context	of	 games.	The	gaming	 industry	 is	
very	 competitive,	 so	 game	 designers	 have	 to	 find	 ways	 in	 which	 their	 game	 can	 stand	 out.	
Procedural	audio	can	be	one	of	the	ways	to	do	this.	The	composer/audio	programmer	should	try	
to	minimize	the	disadvantages	procedural	audio	has,	by	finding	smart	solutions	to	the	problems	
described	before:	concessions	in	audio	quality,	music	that	is	not	composed	by	a	human.	But	if	he	
is	able	 to	do	so,	 the	advantages	are	big;	 the	soundtrack	can	be	always	different,	non-repetitive	
and	ultra	responsive	to	the	game,	making	the	whole	experience	more	immersive	and	unique.	
The	 music	 system	 for	 Remnant	 is	 arguably	 not	 repetitive,	 but	 it	 doesn’t	 showcase	 how	
responsive	procedural	music	really	can	be.	This	is	off	course	partly	due	to	the	fact	that	the	game	
isn’t	very	big	and	there’s	not	a	lot	to	respond	to.	But	also	partly	because	the	time	consumption	it	
takes	on	a	non-experienced	procedural	music	designer.	There	are	still	so	many	ideas	that	might	
improve	the	music	system.	This	is	both	a	blessing	and	a	curse.	It	is	nice	to	see	so	many	ways	to	
improve	the	system,	but	it	already	has	consumed	a	lot	of	time,	meaning	that	designing	procedural	
audio	is	a	really	time	consuming	process.		
One	 could	 say	 that	 a	 composer	 could	 also	 just	 create	many	more	 hours	 of	music	 to	 solve	 the	
repetition	problem	of	 game	music.	This	would	off	 course	help,	but	 isn’t	 really	 an	option	 in	 the	
long	term.	It	would	also	require	a	lot	more	disk	space,	which	might	become	a	problem.	
There’s	also	something	 intriguing	about	procedural	music.	The	unpredictable	nature	 it	has	and	
the	 fact	 that	 it	 is	 generated	 in	 real	 time,	 make	 it	 a	 much	 more	 adventurous	 option	 than	
brainlessly	creating	hours	of	variations	on	your	musical	concepts.	If	a	computer	can	do	that,	why	
should	you!		
All	 in	all,	procedural	music	 is	a	viable	alternative	 to	rendered	music,	but	certainly	not	 in	every	
situation.	If	the	advantages	outweigh	the	disadvantages,	then	it	is	worth	to	go	for.	If	interactivity	
and	responsiveness	is	of	vital	importance	for	the	game	design,	then	it	is	definitely	the	way	to	go.	
By	 having	 this	 experience	with	 PD,	 libpd,	 Unity	 and	 procedural	music,	 it	 has	 become	 so	much	
easier	to	choose	for	the	option	to	make	procedural	music	and/or	sound	design	for	a	new	project.	
The	basics	of	this	patch	are	already	being	used	in	another	project	with	a	different	audio	output.	
The	world	of	procedural	audio	is	big	and	sometimes	difficult	to	understand.	But	with	a	passion	
for	games,	music	and	technology,	a	lot	is	possible.	
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