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ABSTRACT
The automated detection of lung nodules in CT scans is an important problem in computer-aided diagnosis.
In this paper an approach to nodule candidate detection is presented which utilises the local image features of
shape index and curvedness. False-positive candidates are removed by means of a two-step approach using kNN
classification. The kNN classifiers are trained using features of the image intensity gradients and grey-values
in addition to further measures of shape index and curvedness profiles in the candidate regions. The training
set consisted of data from 698 scans while the independent test set comprised a further 142 images. At 84%
sensitivity an average of 8.2 false-positive detections per scan were observed.
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1. INTRODUCTION
Lung cancer is the leading cause of cancer deaths in the United States, killing more people than the next three
most deadly cancers combined (colon cancer, breast cancer and pancreatic cancer).1 In 2006 the American Cancer
Society estimates that 29% of all cancer deaths in the United States will be due to lung cancer. One of the key
issues in addressing this statistic is the fact that lung cancer is rarely diagnosed in the early more treatable stage
of the disease which is relatively asymptomatic.1 For this reason routine screening programmes are currently
being considered as a possible means to detect the first signs of the disease in apparently healthy subjects.

Early stage lung cancer manifests itself in the form of pulmonary nodules which are visible on chest scans.
These nodules are generally approximately spherical in shape, with those which are attached to the pulmonary
wall (pleural nodules) being roughly hemispherical. Pulmonary nodules are most easily detected on CT images2

where they appear as small bright spots, with grey-values very similar to those of blood vessels in the lungs.
Although not all pulmonary nodules are malignant or even require treatment, detection of such nodules is the
first crucial step in identifying patients who may need follow up treatment or examinations. The examination
of a chest CT scan is however a time-consuming and error-prone task for a radiologist. Studies have shown that
radiologists frequently fail to detect all visible nodules in a scan.3, 4 These issues have motivated the development
of computer-aided detection (CAD) solutions for lung nodule detection on CT scans. The CAD solution is
generally not intended as a replacement for a radiologist, but rather as a very efficient second reader5 which can
quickly identify suspicious structures for his attention.

The area of computer-aided nodule detection in CT is an active field of research with a wide range of
approaches having been published in the literature of the last number of years.6–14 It has proved difficult in
the approaches documented to date to reliably detect all nodule types without simultaneously introducing an
unacceptable level of false-positives. Since pleural nodules generally have slightly different characteristics than
their non-pleural counterparts, a number of authors have found it necessary to employ separate techniques
for detecting them.11, 15, 16 Nodules of an atypical appearance have proved particularly difficult to detect by
conventional methods. Such nodules may be non-solid or part-solid, of ground-glass or mixed-ground-glass
opacity, spiculated, or of an otherwise irregular appearance. Nodules located in diseased lung tissue which
disguises the nodule structure also present problems for automated detection systems.13
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Although the American Food and Drug Administration (FDA) has approved a commercial nodule detection
system for CT scans, the results from the system developed by R2 Technology Inc. are imperfect and modifi-
cations to it are ongoing.17 A study by Lee et al.6 in 2005 verified that the system requires improvement and
that it identified just 60% of 78 pulmonary nodules presented in their tests, with an average of 1.56 false-positive
detections per scan. The nodules in question ranged from 4mm-15.4mm in diameter and the study specifically
excluded scans exhibiting lung disease, masses larger than 2cm, multiple nodules (more than six), large pleural
effusions, non-solid or partly-solid nodules.

In this work a method is presented for detecting nodule candidates in CT scans based on shape index (SI) and
curvedness (CV) values. The detected structures are further classified as nodules or otherwise by a series of two
kNN-classifiers18 trained using features of intensity gradient magnitude and orientation, grey value intensity and
SI and CV values around the candidate location. The use of local image features in nodule detection results in a
system which can identify nodules based on partial regions of their surface without requiring the entire structure
to conform to a specific shape or appearance. The features used in kNN-classification are extremely efficient in
distinguishing true nodules from false-positives as demonstrated by the sensitivity and specificity rates of the
classifiers. In the first classification we achieve 94% sensitivity with 88% specificity, while both sensitivity and
specificity reach 90% for the second classifier.

2. MATERIALS
The Nelson Study is an experimental lung cancer screening programme currently taking place in the Netherlands
and Belgium. As a participant in this programme the University of Utrecht has access to a large database of low-
dose chest CT scans. Each of these scans has been examined by a radiologist and the locations of the observed
pulmonary nodules have been annotated. All visible nodules are annotated for the Nelson study without any
restrictions on the size of the structure or the necessity for follow up procedures. The data therefore includes
extremely small or trivial detections as well as larger and more significant structures. For this work a total of
698 scans were used in the generation of training data while testing was performed on a further 142 scans. The
slice size was 512×512 pixels, with the number of slices ranging from 383 to 545. Slice thickness was fixed at
1mm with slice-spacing of 0.7mm. Pixel spacing in the X and Y directions varied from 0.6mm to 0.9mm.

In all cases CT scanning was performed on a 16 detector-row scanner (Mx8000 IDT or Brilliance 16P,
Philips Medical Systems, Cleveland, OH, USA). The scans were realized within 12 seconds, in spiral mode with
16×0.75mm collimation, and without contrast-injection. Exposure settings were 30mAs at 120kVp for subjects
weighing below 80kg or 30mAs at 140kVp for those weighing over 80kg. Scans were performed in inspiration
after appropriate instruction.

3. METHODS
3.1. Overview
Our scheme for nodule detection utilises the shape index (SI) and curvedness (CV) features to detect initial
nodule candidates. These are 3D local image features which are calculated per voxel and give insight into the
surface topology at every point in the image volume. Figure 1 shows a flowchart of the procedure described
below. The individual steps of the scheme will be explained in more detail in the remainder of section 3.

The algorithm begins with some image pre-processing which involves (i) down-sampling of the image to
reduce computation time for the nodule detection process and (ii) lung volume segmentation so that the search
space for nodule candidates is reduced. The SI and CV values are then calculated for voxels in the lung volume.
Thresholding on the SI and CV values is carried out to define seed points whose shape index and curvedness
both fall within pre-defined narrow ranges. Next each of the seed points is grown by hysteresis thresholding19

to form clusters of connected voxels. A cluster at this stage represents a surface, or partial surface in the image
volume which has SI and CV values similar to those found on nodule surfaces. The location of such a cluster is
defined by the centre of mass of its component voxels. Clusters whose volume is below a defined threshold tvol
are discarded.

Clusters in close proximity to each other are now merged since it is highly likely that close neighbouring
clusters represent portions of the surface of a single structure. The merging procedure involves the amalgamation
of all voxels concerned to form a single cluster and re-calculation of the centre of mass. The resultant merged
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structures represent the initial nodule candidates and subsequent steps are aimed at reducing the number of
false-positive detections.

For the first false-positive reduction step 8 relatively simple features relating to the cluster geometry and
grey-values in the region of the candidates are calculated. A kNN-classifier trained on an independent dataset
is used to make an initial classification and remove the most obvious false-positive candidates. The remaining
candidate structures are analysed in more detail with 22 features relating to gradient orientation and magnitude,
grey value intensities, SI and CV values and geometric cluster properties being calculated for each one. A second
kNN-classifier, independently trained, is employed to distinguish likely true nodules from false-positives based
on this feature set.

The method of detection is exactly the same for both pleural and non-pleural nodules with two minor
exceptions relating to threshold values in each case. These are described in sections 3.4.1 and 3.4.2.
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Figure 1. Overview of Nodule Detection Scheme

3.2. Pre-processing
Before beginning with nodule detection some initial processing is carried out on the raw image data. The first
step is to down-sample the data to improve the algorithm efficiency. The matrix size of 512×512 in the original
Nelson study images is reduced to 256×256, with the number of slices being reduced accordingly.

The second pre-processing step involves the segmentation of the lung volume from the surrounding tissues.
The mask obtained from this segmentation is used to ensure that nodule detection is performed within the lung
volume only. This process has the two-fold advantage of reducing computation time and preventing the possible
detection of false positive structures in regions of the image outside the lungs. Lung segmentation was carried
out using an algorithm based on that of Hu et al.20

3.3. Shape Index and Curvedness
The SI and CV values at a point are derived from the principal curvatures k1 and k2, which are the minimum
and maximum curvatures at that point. In fact the feature space spanned by SI and CV is a polar representation
of the space spanned by k1 and k2.21 In the context of nodule detection however the SI/CV feature space has
the benefit that the topological shape and magnitude of curvature are decoupled allowing them to be treated
independently.

Shape Index Shape index (SI) is a measure of topology which relates well to the intuitive understanding of
shape. Every distinct shape (with the exception of the plane) corresponds to a unique SI value.21 These
values vary between -1 and 1, where 1 is the value found for a voxel on a perfectly spherical surface and 0.5
the value for a voxel from a cylindrical surface. Figure 2 shows the array of shapes described by varying SI
values. In fact, this figure depicts the mapping of various shapes onto the unit circle in the plane defined
by k1 and k2, with shapes on the unit circle having identical curvedness values. At the centre of the circle
where k1 = k2 = 0 the defined shape is a plane and, as noted above, has no distinct SI value.

A majority of pulmonary nodules can generally be described as having a roughly spherical shape, although
naturally real nodules deviate from this model to a lesser or greater degree. The algorithm used in this
work enables the detection of structures which are spherical, close to spherical, or even structures which
have only some portions of their surface approximating a spherical shape. Since the SI value at a point on
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a cylindrical surface such as a vessel is quite different to that on a spherical surface, nodules and vessels
are easily distinguished in most cases.
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Figure 2. Shapes described by gradually varying Shape Index values

Curvedness The curvedness values in an image vary between 0 and ∞. Due to the limited size range of nodules
the CV values on their surface can generally be expected to fall within a particular range. By selecting
only voxels whose CV values fall within this range, regions whose shape index values may be of interest
but which represent much larger structures are excluded - for example parts of the pleural wall or of the
mediastinum.

3.3.1. Calculating Shape Index and Curvedness
The shape index and curvedness values at a voxel are calculated using the principal curvatures k1 and k2 at that
point as follows.21 ∗

SI =
2
π

arctan
(

k1 + k2

k1 − k2

)
(1)

CV =
√

k1
2 + k2

2 (2)

The principal curvatures k1 and k2 are calculated using first and second order derivatives of the image blurred
with a Gaussian filter with scale σ = 1 pixel.

3.4. Initial Candidate Detection
The initial candidate detection steps described in this section are illustrated in figure 3. In the descriptions
below a number of empirically decided threshold values are mentioned. These threshold values were determined
during an initial development period on a dataset completely independent of the training and test sets used in
this work. Actual values used for thresholds are listed in figure 4. An example of nodule candidates found in a
test scan can be seen in figure 5.

3.4.1. Seed Point Detection
Once the SI and CV values for the image are known, a set of seed points is established by the thresholding of
these values according to empirically decided limits SIupper, SIlower, CVupper and CVlower. Voxels which have
both SI and CV within the thresholds are selected as seeds. For locations within 5 voxels of the pleural wall a
slightly lower value of SIlower is used in order to increase the size of clusters found in the pleural region. Such
clusters are typically smaller than non-pleural examples since pleural nodules do not present as much surface
area for examination, and in addition the SI and CV values in their region may be affected by the topology of
nearby pulmonary walls.

∗The definition of CV used here excludes the scaling constant of
√

2 used by Koenderink21 which serves only to enforce
unit curvedness on the unit sphere.
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Figure 3. Visualisation of Detection of Initial Candidates using SI and CV values

3.4.2. Cluster Formation
The seedpoints are now expanded to form clusters of voxels of interest. The expansion is based on hystere-
sis thresholding19 using additional thresholds SIabove upper, SIbelow lower, CVabove upper and CVbelow lower.
These are empirically chosen with

SIabove upper ≥ SIupper, SIbelow lower ≤ SIlower

CVabove upper ≥ CVupper, CVbelow lower ≤ CVlower

The final cluster contains only voxels whose SI and CV values fall within the broader threshold range and which
can be connected to a seedpoint by a chain of other such voxels.

It should be noted that for a perfectly spherical structure, the voxels in the final cluster lie in the region of
the blurred surface of the sphere. The centre of mass of the cluster is taken to be the point of interest in nodule
detection. References to cluster ‘location’ throughout this work imply the centre of mass of the related set of
voxels.

A cluster whose original seedpoint lies within 5 voxels of the pulmonary wall is considered to be a pleural
candidate. A lower minimum volume tvol is defined for pleural clusters as explained in section 3.4.1. At this
stage clusters whose volume is below a pre-determined threshold tvol are discarded as their inclusion in the
remaining processing steps was found to be extremely costly and more likely to introduce false-positives.
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Figure 4. Thresholds used during nodule detection process

Figure 5. An example of clusters found in initial candidate detection as seen in a singe slice. The true nodule is circled
in the leftmost image. Cluster voxels are shown in bright white in the image on the right.
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3.4.3. Cluster Merging
At this stage a large number of clusters have been detected. Each one represents a region of surface in the
image and it is reasonable to suppose that a true structure such as a nodule may have more than one cluster
representing it. Except in the case where the nodule is extremely large and unusually shaped these clusters will
lie in close proximity to each other. Clusters with locations within 3 voxels of each other are therefore recursively
merged until no more merges can be performed, and the procedure is then repeated for clusters within 7 voxels
of each other.

3.5. False Positive Reduction by kNN-Classification
In order to reduce the numbers of false-positives kNN-classification18 is now used to assign each candidate
structure to a final class of ‘nodule’ or ‘non-nodule’. Two individual classification steps take place, as described
in sections 3.5.4 and 3.5.5.

The initial classification step uses a small number of relatively simple features to quickly reduce the most
obviously incorrect candidates. The second classifier employs more features of higher complexity in order to
classify the more ambiguous remaining candidates as accurately as possible.

3.5.1. Training Data
The scans used in building the training sets form part of the Nelson study data and include patients scanned in
Utrecht University hospital in June, July and August of 2005. In total 698 scans with 1462 annotated nodules
are used in the creation of two training sets for the kNN classifiers to be used in false-positive reduction. The
training datasets are built using the system of initial nodule candidate detection described in section 3.4 and
classifying a detected candidate as ‘nodule’ if its location is within 7 voxels of an annotation marked by the
radiologist and ‘non-nodule’ otherwise. Training data for the first-step classifier was constructed initially and
used to train a temporary kNN-classifier. This trained first-step classifier was then used to produce training data
for a kNN-classifier for use in the second-step. In this way the candidates used for training emulate as closely as
possible the characteristics of the candidates that will be encountered during the classification phase. Figure 6
illustrates the procedure used to generate training sets in full.

It is clear that datasets generated in this manner will not be balanced in terms of the number of items
in each class. Since the performance of the kNN-classifier is optimal where the training sets have reasonably
well-balanced class sizes18 it was decided to reduce the size of the ‘non-nodule’ class so that it is closer in size to
the ‘nodule’ class. In order to ensure that the distribution of the samples in the dataset is not unduly altered a
data condensation method22 is employed to reduce the number of false-positive samples.

3.5.2. Test Data
The samples to be classified by the trained kNN-Classifier are feature vectors of nodule candidates detected in
Nelson study subjects scanned in Utrecht University in October 2005. Patients who had earlier scans included
in the training phase were excluded from the test set to ensure complete independence of the training and test
data. A random selection of 142 scans containing a total of 268 nodules was chosen for testing the algorithm.

3.5.3. Feature Extraction
This section describes all 83 features which were initially considered as being potentially useful in distinguishing
nodules from false-positive candidates. As described in sections 3.5.4 and 3.5.5 a ‘Sequential Forward Floating
Selection’ (SFFS)23 feature selection procedure was employed in both classification steps to choose the most
useful features. The feature-set was chosen to maximise the area under the ROC curve achieved by leave-one-out
training and testing on the training data. The descriptions below make reference to the ‘radius’ of the cluster,
clusterRadius. This value is determined by summing the maximum diameter of the cluster in each of the
directions X, Y and Z, dividing by 3 to get an average diameter, and by 2 to get an average radius.

Features of the voxel cluster A number of basic features are calculated relating to the size and shape of the
cluster of voxels which constitutes the nodule candidate.

• The volume (number of voxels), vol of the cluster.
• The maximum dimension max dim from the X, Y or Z directions.
• The minumum dimension min dim from the X, Y or Z directions.
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Figure 6. The procedure of generating and using training data for kNN-classification

• Compactness1, defined by vol
(dimx)(dimy)(dimz) , where dimi is the size of the component in dimension i.

• Compactness2, defined by vol
max dim3

• The ratio max dim/min dim

• The ratio max dim/med dim, where med dim is the second largest dimension from the X, Y or Z
directions.

• Sphericity of the cluster which is defined as follows: numV oxelsFromCluster
totalNumV oxels where totalNumV oxels is

the number of voxels in a spherical kernel with radius clusterRadius and numV oxelsFromCluster is
the number of voxels from the cluster which fall within such a spherical kernel centred at the candidate
location. See figure 8(a).

Features of grey-values in the neighbourhood of the candidate Spherical kernels of various sizes are de-
fined, centred at the candidate location. Radii of 1, 3, and clusterRadius were used. Grey-values within
each defined kernel are examined and the following features are calculated over the voxels encountered:

• Average grey-value.
• Minimum grey-value.
• Maximum grey-value.
• Median grey-value.
• Standard Deviation of grey-values.

The use of these features is designed to eliminate false-positives which are located in a region that is
insufficiently bright to represent a true nodule.

Features of SI and CV in the neighbourhood of the candidate Spherical kernels of various sizes are de-
fined, centred at the candidate location. Radii of 3 and clusterRadius were used for the kernel sizes. The
kernel SI and CV values within each defined kernel are examined and the following features are calculated
over the voxels encountered:

• Average value of both SI and CV.
• Minimum value of both SI and CV.
• Maximum value of both SI and CV.
• Median value of both SI and CV.
• Standard Deviation of values for both SI and CV.

Features of Intensity Gradient Orientation and Magnitude in the neighbourhood of the candidate
The distribution of grey-levels across cross-sections of a true nodule is usually approximately similar to a
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central-symmetric Gaussian distribution. This implies the relevance of gradient features in distinguishing
true nodules from false-positives. Consider, for example, a spherical surface, where the sphere is centred at
a nodule location and its surface lies within the nodule structure(See figure 7(a)). The gradient magnitude
at all points on the sphere surface should be approximately the same, and the standard deviation of these
magnitudes is therefore close to zero. Furthermore, the orientation of the gradient at these points should
be approximately the same as the radial direction.

The calculation of gradient features proceeds as follows. Two spherical surfaces centred at the nodule
candidate location are defined, with radii of 3 and clusterRadius respectively. A number of points is
randomly chosen on the surface of each sphere (30 points on the first sphere and fifty points on the second,
since it is likely to be larger) and gradient magnitude and orientation are calculated at each point. Gradient
orientation is defined by the normalised component of the gradient vector which lies in the radial direction,
i.e. VGRadial

= VR·VG

|VR||VG| where VR is the radial vector and VG is the gradient vector (see figure 7(b)).

For each of the two defined spheres the following statistics are now calculated based on the set of random
points selected on the sphere surface:

• The average (µ), minimum (min), maximum (max), median (med) and standard deviation (σ) of the
set of values for both gradient orientation and gradient magnitude.

• The ratio max/min for both gradient orientation and gradient magnitude.
• The coefficient of variation, (σ

µ), for both gradient orientation and gradient magnitude.

• The ratio σ/med for both gradient orientation and gradient magnitude.
• The ratio med/µ for both gradient orientation and gradient magnitude.
• The ratio med/max for both gradient orientation and gradient magnitude.
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(b) Radial Gradient

Figure 7. Nodule Gradient Properties

3.5.4. First Classification
After initial nodule candidate detection an average of 703 structures per scan are established for classification.
The computation of all features listed in the previous section for each of these objects is not an efficient way to
proceed since many of them are easily identifiable as false-positives based on a much smaller number of simpler
features. For this preliminary classification step we therefore examine only features of the voxel cluster and
features of grey-values as described in section 3.5.3.

A kNN-classifier18 is employed and supplied with the training set of 7820 samples. The chosen value of k
is the (odd) square-root of the number of samples, in this case 89. A ‘Sequential Forward Floating Selection’
(SFFS) feature-selection procedure23 is applied to the training set to determine the most discriminatory features
among them before training the kNN-classifier. The feature-selection is carried out using leave-one-out training
and testing on the training dataset. In this way 8 features were chosen for the first step classifier from the voxel
cluster and grey-value features which were calculated. Figure 8(b) shows the selected features. The training
dataset is now reduced to contain only the relevant features and the first-step classifier is trained.
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(b) Features selected for use by first step classifier

Figure 8. The definition of sphericity and the features used in the first step classifier

Next the candidates awaiting classification are examined and the same 8 features are calculated for each of
them to form the test-data. The trained kNN-classifier is now used to classify each candidate as ‘nodule’ or
‘non-nodule’ based on its feature data.

After first step classification as described in this section an average of only 84 of the initial 703 candidates
per scan remain for further classification. The kNN-Classifier achieves 94% sensitivity and 88% specificity in
classifying the candidates presented to it. The FROC curve for the first classification procedure is shown in
figure 10(a).

3.5.5. Final Classification
The final classification step uses a second kNN-classifier to further reduce the number of false-positives among the
remaining candidates. At this stage there are an average of 84 candidates per scan awaiting final classification.
The training set used for the kNN-classifier consists of 3987 samples for which all features described in section
3.5.3 have been calculated. Each sample is therefore 83-dimensional and an SFFS feature selector is used as
described in section 3.5.4 to reduce the sample dimensionality and retain the set of features which give optimal
results on leave-one-out testing within the training set only. The value of k for the second kNN classifier is set
once again as the square-root of the number of samples, which is 63 in this case. The 22 features retained by
the feature selection system are shown in figure 9:
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Figure 9. Features selected for use by the final Classifier

The training set data samples are now reduced to contain only the selected features and the kNN classifier is
trained. Next the candidates awaiting classification are analysed and their features calculated, creating a sample
point in 22-Dimensional dataspace for each one. The trained classifier is then used to classify each candidate
as ‘nodule’ or ‘non-nodule’. The final classification step reduces the total number of detections from 84 to an
average of just 10 per scan. A sensitivity of 90% is achieved by the classifier with a specificity level also of 90%.
The FROC curve for the final classification is shown in figure 10(b).

4. RESULTS
The algorithm was tested on 142 randomly chosen scans which contained a total of 268 nodules, 66 of which were
pleural (see figure 11(b)). The average diameter of the nodules ranged between 2mm and 14mm. The range of
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Figure 10. FROC Analysis for the two classification steps using the full dataset of 142 scans.

nodule sizes is shown in figure 11(a). Without placing any further restrictions on the scans to be included in
the testing phase the algorithm achieved a sensitivity of 84% (224 of the 268 nodules) with an average of 8.2
false-positive detections per scan. Table 1 summarises the results of the scheme at each stage of the detection
procedure.

Initial Candidate Detection After first classification After second classification
% Sensitivity False-Positives % Sensitivity False-Positives % Sensitivity False-Positives

99% 703 93% 82 84% 8.2
Table 1. Average results per scan for each stage of the Nodule Detection Procedure.

Of the nodules which were missed by the algorithm, 28 were observed to be pleural indicating a significantly
better overall performance on non-pleural nodule detection (see figure 11(b)). Considering pleural and non-
pleural nodules separately a sensitivity of 92% is found in the case of non-pleural structures while for pleural
nodule detection the sensitivity is 58%.

The false-positive detections were commonly located at vessel junctions or where vessels curved sharply, in
the complex topology of the mediastinum or at minor undulations on the pleural wall.

Figure 11(a) illustrates that 84% of the nodules which the system failed to detect were below 5mm in diameter.
Nodules below this size are extremely unlikely to be diagnosed as malignant.24 In addition all but 2 of 17 nodules
whose shape was characterised as lobulated or spiculated were successfully detected. These nodule types are more
likely to be diagnosed as malignant than their smooth-edged counterparts,25 making their detection extremely
important although often problematic for CAD systems. (The remainder of the nodules had shapes characterised
as ‘compact’)

It is believed that the system results are affected by ommissions and inaccuracies in the annotations used as
ground-truth, since these are the work of one radiologist in a single reading. A second expert examination of these
annotations is likely to result in an altered ground-truth and hence an improvement to the system results.11 In
addition, a number of the scans included in the test data used in this work display signs of interstitial disease. It
was decided in the absence of expert diagnosis to retain them in the test set although many authors deliberately
remove such scans from their studies. Scans displaying interstitial disease are likely to provide a large number of
false-positives due to the high intensity patterns associated with the disease which are seen in the lung region. In
addition these textural abnormalities could occlude true nodules making them more difficult to detect. It may
be concluded that the exclusion of scans exhibiting interstitial disease would be likely to improve the average
sensitivity and specificity achieved by our algorithm.

Although a direct comparison with other systems is not possible due to the disparity in the test data used,
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it is worthwhile to consider the results achieved in the context of previous system performances. In particular a
commercial system approved for use by the FDA6 is used for comparison in order to gauge the potential usefulness
of the system developed in this work. This commercial system achieved a sensitivity of 60% at 1.56 FP per scan6

on a data set which was chosen to exclude scans exhibiting lung disease, masses larger than 2cm, multiple nodules
(more than 6), large pleural effusions, non-solid or partly-solid nodules. The test data consisted of 78 scans with
nodule diameters between 4mm and 15.4mm. In order to make a comparison with the algorithm developed in
this work, the sensitivity rate for our system at 1.56 FP per scan was extracted from the FROC data plotted
in figure 10(b). The final kNN classifier is found to be capable of correctly identifying 69% of the true nodules
presented to it with an average of 1.56 false detections per scan. Taken in conjunction with the sensitivity of
the initial detection scheme (99%) and of the first kNN classification (94%), an overall system performance of
64.2% sensitivity at 1.56 FP per scan is obtained. The system developed here therefore outperforms that which
was tested in [6] without placing any restrictions on the randomly chosen test data.

(a) Nodule Average Diameters (b) Pleural vs. Non-Pleural

Figure 11. Statistics on the average diameters and the location (pleural or non-pleural) of the nodules from the scans
used in testing.

5. CONCLUSION
A system has been developed for automated lung nodule detection in CT based on local image features. The
system has been trained and tested on a large and diverse database of scans and performs well on a broad
range of nodule types and sizes, particularly those which may be more likely to be malignant. The overall
sensitivity and specificity achieved compare favourably in general with those reported from other schemes.6–14

This is particularly true when it is considered that the database on which our system was tested is larger than in
any of the other cases and not manually restricted in any way. Specifically, the randomly chosen scans included
patients with interstitial lung disease, with up to 14 annotated nodules in a single scan and without limitation
on the nodule sizes present in the data. Comparison with an FDA-approved commercial system gives favourable
results with the developed algorithm showing improved sensitivity at the same false-positive rate as that achieved
by the authorised system. The data set used in testing our algorithm was almost twice as large as that used
in the tests for the commercial system and included a broader range of nodule sizes and types without the
exclusion of non-solid or partly solid nodules or of scans exhibiting lung disease. The system developed therefore
demonstrates a unique robustness in peformance over a broad spectrum of cases representative of those which
would be encountered in a screening programme.
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