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Diachronic (historical) linguistics
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tendencies or regularities in linguistic evolution reveal the 
cognitive underpinnings of language 

beowulf (ca. 10th century) text messages (ca. 2015)



Systematic historical tendencies 

3

Qualitative: Words undergo grammaticalization over time

willan (“to want/wish”) will (aux. verb, future marker)

Quantitative: Verb regularization follows an inverse square law

(Traugott and Dasher, 2001)

half-life of irregular verb frequency of its usage
(Lieberman et al, 2007)

siþþan (temporal “since”, “late”) since (causal )



Semantic change presents unique difficulties
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nice : “ignorant or foolish”
(ca. 1500s)

nice : “pleasant or agreeable”
(today)

We know there are systematic regularities (Bréal, 1897)

But semantic changes are not apparent in the surface form. 



Context: Diachronic Distributional Semantics

• Historical case-studies (Sagi et al., 2011; Wijaya and 
Yeniterzi, 2011; Gulordava and Baroni, 2011; Jatowt and 
Duh, 2014) 

• Linguistic change-point detection (Kulkarni et al., 2014)

• Testing specific hypotheses, such as whether English 
synonyms tend to change meaning in similar ways (Xu 
and Kemp, 2015). 



This work
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2. Quantify key factors that
influence semantic change: frequency 

and polysemy

Use word vectors to build diachronic semantic embeddings  

1. Systematically evaluate different diachronic embeddings

(as in Gulordava and Baroni, 2011; Jatowt and Duh, 2014; Kulkarni et al, 2014) 



Diachronic word embeddings
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1900 1950 2000

vs.

Word vectors for 1920 Word vectors 1990

“dog” 1920 word vector

“dog” 1990 word vector



Experimental Set-up

• Examine semantic change in 4 languages across ~150 
years. 

• English, French, German, and Chinese (Google books)

• English (Corpus of Historical American English)

• Measure change (cosine-distance) across decades. 
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Michel, Jean-Baptiste, et al. "Quantitative analysis of culture using millions of digitized books." Science 331.6014 (2011): 176-182.

Davies, Mark. "The Corpus of Historical American English: 400 million words, 1810-2009." (2010)



But we don’t know which embeddings are best

• Many embeddings approaches out there.. 

• word2vec, LSA, SVD, PPMI, GloVe, ….

• No evaluation on diachronic tasks in previous work..
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Different embedding approaches
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three popular embedding approaches:

“Explicit” PPMI

SVD

SGNS (word2vec)

dimension = vocab. size (“high dimensional”)

dimension = 300 (“low dimensional”)
Levy, O., Goldberg, Y., & Dagan, I. Improving distributional similarity with lessons learned from word 
embeddings. TACL. 2015.



Sanity check: Do the embeddings capture 
semantic change?
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2D visualizations of semantic change using SGNS embeddings and t-SNE. 



Which embeddings work best? (1)

• Detection: Do they capture known changes?

• 28 expert-attested pairwise shifts, e.g.

• gay, homosexual

• fatal, lethal

• broadcast, seed
• nice, refined
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moving closer together

drifting further apart



Which embeddings work best? (2)
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• Detection: Results

Google Books: SGNS
SVD
PPMI

COHA: SVD
PPMI
SGNS

better

worse

better

worse

(94%)
(91%)
(84%)

(96%)
(88%)
(72%)



Which embeddings work best? (2)
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• Discovery: Are the shifts they detect sensible?

• Top-10 shifts from 1900s to 1990s.

• Performance: SGNS (8/10) > SVD (4/10) >> PPMI (1/10)

• SGNS top-3: wanting, gay, check

• SVD top-3: harry, headed, calls

• PPMI top-3: know, got, would

better

worse



Which embeddings work best? (3)
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SVD = SGNS >> PPMI

More sensitive.
Better for smaller datasets.

More robust.
Better for larger datasets.



Why do some words change faster than others?

• Measure rate of semantic change across decades.

• 5000 words per language.

• Mixed-effect analysis.

• Fixed-effects for frequency, polysemy score, decade.

• Random intercept per word. 
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Statistical laws of semantic change
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Quantifying polysemy
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kinda
sorta

Low polysemy 
= low contextual diversity
= high clustering in co-occurrence graph

form
type

benevolent
loving

gentle
mild kind

aunt

father
brother

mother
cousin uncle

niece

High polysemy 
= high contextual diversity
= low clustering in co-occurrence graph



Results across languages and datasets 
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Effect of frequency
(consistently negative)

Effect of polysemy
(consistently positive)



Example changes
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French:

Chinese:

asile

病毒 (virus) 

visa

电脑 (computer)



Summary: Implications for diachronic linguistics
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Frequency + polysemy explain >40% of the variance
in rates of semantic change. 

Consistent with simple Bayesian models of learning. 

higher frequency -> better learning -> less “drift”
May also explain polysemy: more polysemous
words have more rare senses (Kilgarriff 2004)

(Reali and Griffiths, 2010)



Extensions and future work (1)
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Comparing cultural vs linguistic change (EMNLP, 2016). 



Extensions and future work (2)
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Studying the evolution of sentiment (EMNLP, 2016)
extending recent work such as Cook and Stevenson (2010), etc.



Extensions and future work (3)
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Recent work on evolution of sentiment.

~5% of sentiment-bearing words switched polarity 
over the last 150 years. 

Negative words undergo semantic change at a 
significantly faster rate.

Released lexicons for sentiment over 150 years. 



Examples of amelioration/pejoration
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(a) Lean becomes more positive. Lean underwent amelioration,
becoming more similar to muscular and less similar to weak.

(b) Pathetic becomes more negative. Pathetic underwent pejora-
tion, becoming similar to weak and less similar to passionate.

Figure 5: Examples of amelioration and pejoration.

a full modern sentiment lexicon as their seed set,
which problematically assumes that all these words
have not changed in sentiment. In contrast, we use a
small seed set of words that were manually selected
based upon having strong and stable sentiment over
the last 150 years (Table 1; confirmed via historical
entries in the Oxford English Dictionary).

6.1 Examining the lexicons

We constructed lexicons from COHA, since it was
carefully constructed to be genre balanced (e.g.,
compared to the Google N-Grams; Pechenick et
al., 2015). We built lexicons for all adjectives
with counts above 100 in a given decade and
also for the top-5000 non-stop words within each
year. In both these cases we found that >10%

of sentiment-bearing (positive/negative) words com-
pletely switched polarity during this 150-year time-
period and >30% of all words changed their sen-
timent label (including switches to/from neutral).10

The prevalence of full polarity switches highlights
the importance of historical sentiment lexicons for
work on diachronic linguistics and cultural change.

Figure 5a shows an example amelioration de-
tected by this method: the word lean lost its neg-
ative connotations associated with “weakness” and
instead became positively associated with concepts
like “muscularity” and “fitness”. Figure 5b shows
an example pejoration, where pathetic, which used
to be more synonymous with passionate, gained
stronger negative associations with the concepts
of “weakness” and “inadequacy” (Simpson et al.,
1989). In both these cases, semantic similarities

10We defined the thresholds for polar vs. neutral using the
class-mass normalization method and compared scores aver-
aged over 1850-1880 to those averaged over 1960-1990.

computed using our learned historical word vectors
were used to contextualize the shifts.

Some other well-known examples of sentiment
changes captured by our framework include the se-
mantic bleaching of sorry, which shifted from nega-
tive and serious (“he was in a sorry state”) to uses
as a neutral discourse marker (“sorry about that”)
and worldly, which used to have negative conno-
tations related to materialism and religious impu-
rity (“sinful worldly pursuits”) but now is frequently
used to indicate sophistication (“a cultured, worldly
woman”) (Simpson et al., 1989). Our hope is that
the full lexicons released with this work will spur
further examinations of such historical shifts in sen-
timent, while also facilitating CSS applications that
require sentiment ratings for historical text.

7 Conclusion

SENTPROP allows researchers to easily induce ro-
bust and accurate sentiment lexicons that are rel-
evant to their particular domain of study. Such
lexicons are crucial to CSS research, as evidenced
by our two studies showing that sentiment depends
strongly on both social and historical context.

The sentiment lexicons induced by SENTPROP
are not perfect, which is reflected in the uncer-
tainty associated with our bootstrapped sentiment
estimates. However, we believe that these user-
constructed, domain-specific lexicons, which quan-
tify uncertainty, provide a more principled founda-
tion for CSS research compared to domain-general
sentiment lexicons that contain unknown biases.
In the future our method could also be integrated
with supervised domain-adaption (e.g.,Yang and
Eisenstein, 2015) to further improve these domain-
specific results.

lean
gets more positive

pathetic
gets more negative



Code + data
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http://nlp.stanford.edu/projects/histwords/
(code + historical word embeddings)

http://nlp.stanford.edu/projects/socialsent/
(sentiment code + historical sentiment lexicons)

Thanks!!
Questions?


