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Abstract. Suppose that geographic data under investigation are rates asso-
ciated with polygons. For example, disease incidence, mortality, and census
undercount data may be displayed as rates. Spatial analysis of data of this sort
can be handled very naturally through Bayesian hierarchical statistical mod-
eling, where there is a measurement process at the ®rst level, an explanatory
process at the second level, and a prior probability distribution on unknowns
at the third level. In our paper, we shall feature epidemiological data, speci®-
cally disease-incidence rates, and the ``polygons'' referred to in the title are
typically states or counties.
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1 Introduction

Geographic data under investigation may be rates associated with polygons.
For example, disease incidence, mortality, unemployment, poverty, and cen-
sus undercount data are rates. And the polygons are typically counties, health
districts, or states, which are politically chosen entities that often have nothing
to do with the etiology of the phenomenon. Polygons of this type are generi-
cally known as small areas. In the application considered here, disease-
incidence rates, namely number of disease cases divided by population at risk,
are computed for small areas, using a GIS, for example, and displayed on maps.
The maps are often used to identify regions with unusually high rates. Such
areas may then undergo detailed study to determine whether any speci®c risk
factors can be ascertained. Because the denominators of the rates vary with
small area, one is faced with a comparison of data whose variabilities are
highly di¨erent. An unusually high or low rate may be due to a very small
denominator. Bayes or empirical Bayes point estimates based on a form of
squared error loss are commonly used to create smooth maps that account for
this geographical heteroskedasticity; see, for example, Tsutakawa et al. (1985),
Clayton and Kaldor (1987), Manton et al. (1989), Besag et al. (1991), Mollie



and Richardson (1991), Cressie (1992), and Breslow and Clayton (1993). Un-
fortunately, it turns out that for ``true'' underlying rates that are in the tails of
the population distribution, which are the rates that are often of most interest
to epidemiologists, these point estimates are typically conservative. Thus, al-
though the resulting GIS map may be visually appealing and show smoother
disease rates, it can give a very misleading picture of regional ``hotspots''
(extreme rates). The problem can be addressed very e¨ectively using spatial
statistical analysis. In this paper, which is at once strategical and technical, we
review the models underlying the Bayesian point estimates and construct
optimal estimates for extreme rates.

Section 2 describes a hierarchical statistical model that can be used in the
analysis of disease-incidence data. Section 3 describes the Bayesian approach
to inference for the parameters of the model, emphasizing the use of loss
functions to obtain point estimates that estimate extreme rates e½ciently. In
Section 4 we discuss extensions to the model to accommodate repeated ob-
servations over time. We end with our conclusions in Sect. 5.

2 Spatial hierarchical modeling

This section describes a basic model for disease-incidence data. This basic
model is important because it provides a starting point from which more
general spatial statistical analyses are derived. Let Y represent the vector of
counts of observed disease cases, known as morbidity counts, from n small
areas or polygons. We posit the following hierarchical probability model. At
the ®rst level of the hierarchy, which models the measurement process, we
assume

Yijyi @Poisson�eyi Ei�;

independently for i � 1; . . . ; n, where Ei is the expected number of cases in
area i after standardization for the distribution of age, sex, and other factors
in the area, and yi is a parameter for area i (de®ned more formally below).
Then

SMRi 1Yi=Ei

is the standardized morbidity ratio (SMR) for the i-th small area and

li 1 eyi

is a parameter representing the departure of its expected SMR from 1. We can
think of li as a ``smooth'' version of the SMR, Yi=Ei; or a relative risk pa-
rameter, with yi its logarithm. Notice that a value of yi f 0 indicates unusu-
ally low incidence rates while a value of yi g 0 indicates unusually high inci-
dence rates. From the point of view of mapping and statistical inference,
l1 �l1; . . . ; ln�0 is the vector of target parameters.

At the second level of the hierarchy we model l. In fact we model the log
transform of the smoothed SMRs, including explanatory variables in the
mean function of the model. De®ne y1 �y1; . . . ; yn�0, where yi � log li, and
assume
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yjb; t2; f@Gau�Xb; t2�I ÿ fC�ÿ1M 1 t2Ff�;

where X is a matrix of predictor variables, b is the unknown regression coef-
®cient vector, C � �cij� is a matrix measuring spatial association, f is a pa-
rameter measuring spatial dependence, M � diag�m11; . . . ;mnn� is a diagonal
matrix with positive entries, and t2 is a scale parameter. The Gaussian model
for y is an example of the conditional autoregressive model (see, e.g., Besag,
1974; Cressie, 1993, Section 6.6). Let Ni 1 f j : cij 0 0g represent the ``neigh-
bors'' of i and yÿi 1 �y1; . . . ; yiÿ1; yi�1 . . . ; yn�0. Then,

yijyÿi @Gau��Xb�i � f
X
j ANi

cij�yj ÿ �Xb�j�; t2mii�; i � 1; . . . ; n;

where �Xb�i is the i-th element of the vector Xb. The conditional autore-
gressive model assumes there is spatial association between the rate in the i-th
small area and the rates in neighboring small areas. The parameter f and the
matrix C determine the degree of association.

To maintain positive-de®niteness of Ff, f is contained in the interval
�fmin; fmax�, determined from the eigenvalues of Mÿ1=2CM 1=2. Speci®cally, if
h1 V h2 V � � � V hn are the ordered eigenvalues and hn < 0 < h1, then fmin �
hÿ1

n < 0 and fmax � hÿ1
1 > 0. In practice, we often restrict f to belong to the

subinterval �0; fmax� since one expects the spatial association to be positive.
To guarantee symmetry of Ff, we must have

cijmjj � cjimii; i; j � 1; . . . ; n:

There is in fact a larger class of models that one could use at the second
level of the hierarchy, namely

yjb; s2; t2; f@Gau�Xb; s2D� t2�I ÿ fC�ÿ1M�;

where the extra term s2D in the variance is a diagonal matrix that accounts
for nonspeci®c inhomogeneities such as extra-Poisson variation. This larger
class includes the intrinsic autoregressive model of Besag et al. (1991) that has
occupied a central place in the subsequent literature, and the model of Cressie
(1992) that leads to the model we consider here.

In what is to follow, we assume the Poisson model with Gaussian distri-
bution for y and

(i) s2 � 0; t2 > 0; f A �fmin; fmax�
(ii) cij � �Ej=Ei�1=2; j A Ni

0; elsewhere; i � 1; . . . ; n

�
(iii) mii � Eÿ1

i ; i � 1; . . . ; n.

Note that I ÿ fC is always invertible for f A �fmin; fmax�. A more complete
discussion of the variance matrix that results from (i)±(iii), including a com-
parison with the Besag et al. (1991) model, can be found in Stern and Cressie
(1995, 1999).

At the third level of the hierarchy, which models the lack of knowledge of
the parameter values, we shall assume a ¯at prior distribution for b and f, and

Mapping rates 63



a nearly ¯at prior distribution for t2. Speci®cally, we assume prior density

p�b; t2; f�z eÿe=t2
; b A Rp; t2 > 0; f A �0; fmax�;

with e � :01. Though not a proper probability distribution, this choice does
lead to a proper posterior distribution. It is a convenient prior distribution in
that it allows the data (through the likelihood function) to play the major role
in the statistical inference.

3 Posterior inference

The model de®ned in Sect. 2 contains key parameters whose estimation allows
conclusions to be drawn and new hypotheses to be formulated. This section
proposes Bayesian inferences, and shows how these may be obtained from the
posterior distribution of the parameters given the observed data. The form of
the posterior density is

p�y; b; t2; fjy�z eÿe=t2 jt2Ffjÿ1=2
Yn

i�1

exp�ÿEie
yi��Eie

yi�yi

 !

� expf�ÿ1=2��y ÿ Xb�0�t2Ff�ÿ1�y ÿ Xb�g;

but unfortunately the normalizing constant is intractable. We use Gibbs sam-
pling to generate realizations from this posterior distribution: The full condi-
tional distribution for b is Gaussian, the full conditional distribution for t2 is
an inverse chi-squared distribution, but the full conditional distributions for
the �n� 1� parameters y and f are not available in closed form. Thus we use
univariate Metropolis-Hastings algorithms within each of these �n� 1� Gibbs
steps. Convergence of the Gibbs sampler was checked using multiple-chain
diagnostics (Gelman and Rubin 1992). Male lip cancer rates in the 56 districts
of Scotland, standardized by age (Clayton and Kaldor 1987), were analyzed in
this way to obtain 5000 simulations from the posterior distributions of
l1; . . . ; l56; b0; b1; t

2, and f. Note that we actually obtain the empirical poste-
rior distribution of y, which we then transformed to the l scale using li � eyi .

One feature of the Bayesian approach is its great ¯exibility to address a
variety of scienti®c questions. Some questions, for example, judging the sig-
ni®cance of the covariates as predictors of higher than expected disease-
incidence rates, or estimating the variance parameter t2 or the spatial depen-
dence parameter f, can be addressed directly from the posterior distribution.
Thus, the posterior distribution of f for the Scotland lip-cancer data has
quantiles: 0.040 (2.5%), 0.119 (25%), 0.146 (50%), 0.162 (75%), and 0.174
(97.5%), which is a skewed distribution on the interval �0; fmax�, where
fmax � 0:1752.

Conceptually, inferences for l are obtained in the same way; we can ex-
amine the posterior distribution of l and thereby identify those regions with
consistently high or low incidence rates. However, the creation of a single,
optimal map of disease-incidence rates must rely on the speci®cation of a
suitable loss function. For squared-error loss, the posterior mean l� is the
optimal quantity to use for mapping, but the variability within l� is less than
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the expected posterior variability within l (Louis 1984; Ghosh 1992). There-
fore, the maximum estimated rate l��n� is likely to underestimate l�n�, the
maximum order statistic from l. We consider below the construction of loss
functions that can be used to obtain accurate point estimates of the extrema;
we focus initially on l�n�, the maximum order statistic from l, and i�n�, its

antirank (the index of the area attaining the maximum).
We proceed sequentially in building a loss function L�fl�n�; i�n�g;

fl̂�n�; î�n�g� that is more appropriate than squared error loss, in a manner

similar to Stern and Cressie (1995, 1999). De®ne

La � k�nÿ j�=n if î�n� � i� j�;

where k is a constant to be determined. Thus, the loss associated with in-
correctly selecting as our estimate the small area that turns out to correspond
to the j-th order statistic, l� j�, depends on the ordinal distance between j and n.
For the maximum value itself, de®ne a loss function based on the ratio of the
estimated and true maxima

Lm �
max�l̂�n�; l�n��
min�l̂�n�; l�n��

ÿ 1

 !2

:

We can use expert opinion concerning the relative importance of the two types
of errors to determine a value of k that calibrates the two loss functions. For
example, because li's are smoothed SMRs, a ratio of 2 or more, correspond-
ing to l̂�n� > 2l�n� or l̂�n� < 0:5l�n�, might be considered cause for further
investigation. An antirank estimate at the upper 90th percentile might cause a
similar level of concern. Therefore, we can set :1k � �2ÿ 1�2, or k � 10, to
equate Lm and La at these values and thereby create a similar scale for the two
loss functions. Finally, we argue that simply adding together the two loss
functions is inappropriate because it treats overestimates of the extreme and
underestimates of the extreme symmetrically. Given our interest in obtaining
accurate estimates of the extreme values, it seems that an underestimate
should be more heavily penalized, and the larger the antirank loss La, the
higher the penalty. Thus, the extreme-value loss function we propose is,

L�fl�n�; i�n�g; fl̂�n�; î�n�g� � La � Lm � hLaLmI�l̂�n� < l�n��;

where h > 0 is a constant chosen to control the underestimation penalty. In
Stern and Cressie's (1999) analysis, a range of values for h were considered.

It is not possible to derive in closed form the estimates �l̂�n�; î�n�� that
minimize the expected loss. We propose instead to minimize the expected loss
numerically. In practice, for each possible value of î�n�, we search for the
value of l̂�n� that minimizes the loss function. Then we compare the resulting

pairs fl̂�n�; î�n�g to determine the single best estimate. For the Scotland lip

cancer data (with h � 1), we obtain î�n� � 1, and l̂�n� � 7:79. This should be
compared to estimates obtained simply by reading from the vector of esti-
mates l� derived under squared error loss. In obvious notation, i��n� � 1, and
l��n� � 6:28; notice the severe underestimation of l�n�.
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The extreme-value loss function leads to a point estimate of the extreme
area's relative risk but not the other small areas. Reber (1999) presents a loss
function that allows for joint estimation of all of the relative risk parameters
with an emphasis on extrema. The weighted ranks squared error loss
(WRSEL) is de®ned as

Lw�l; l̂� �
Xn

k�1

Xn

j�1

wjIlk�l� j� �lk ÿ l̂k�2;

where l�1�U l�2�U � � � U l�n� represent the order statistics of l, Ilk�l� j � is an
indicator function equal to one if area k corresponds to the jth order statistic
and zero otherwise, and w � �w1; . . . ;wn� de®nes a vector of ranks that re¯ects
our interest in particular order statistics. The optimal estimator can be ob-
tained separately for each region by minimizing the posterior expected value
of the inner sum; the result is

l̂k �
Sn

j�1wjE�lkjlk � l� j�; y�Pr�lk � l� j�jy�
Sn

j�1wjPr�lk � l� j�jy�
;

for k � 1; . . . ; n. The weight vector w determines the properties of the loss
function. For example, with w � 1, WRSEL is equivalent to squared error

loss. As an example favoring extremes, we take wi � e:52522��iÿ28:5� �
e�ÿ:5��iÿ28:5��, for i � 1; . . . ; n (with n � 56); the weights are bowl shaped with
cn � 2c1. Using ~l to denote WRSEL point estimates for l, in obvious notation
we ®nd ~i�n� � 1 and ~l�n� � 6:84, intermediate between the posterior mean es-
timate and the estimate obtained using the extreme-value loss function. Figure
1 presents the posterior means l� and WRSEL estimates ~l, in maps of Scot-
land. Notice that the posterior-mean map is much smoother, as expected.

4 Spatio-temporal hierarchical modeling

Spatial analyses are more interesting and more consequential if a temporal
component can be incorporated. Causation is much easier to postulate when
the data can be modeled dynamically in time. In this section, we explore
spatio-temporal modeling of disease-incidence rates collected over small areas
at successive time points; now all random variables and explanatory variables
receive a superscript ``�t�''. Because of the hierarchical model, manifestly
complex space-time interactions can be handled straightforwardly at the sec-
ond level of the hierarchy.

Recall the purely spatial model given in Sect. 2. Conditional on b, t2, s2,
f, this can be written as:

y � Xb � c;

where

c@Gau�0; s2D� t2�I ÿ fC�ÿ1M�:
Then Waller et al. (1997) propose the following generalization in a study of
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lung cancer in Ohio (with D � I ):

y�t� � at� X �t�b � c�t�;

where c�1�;c�2�; . . . are independent across time but with spatial dependence
given by

c�t�@Gau�0; �s�t��2I � �t�t��2�I ÿ f�t�C�ÿ1
M�;

and f�t� is put equal to the maximum value consistent with �I ÿ f�t�C� having
all nonnegative eigenvalues. Knorr-Held and Besag (1998) reanalyze the Ohio
lung cancer data accounting for age, sex, and race with parameters b�t� that
are time dependent. Further, within a given age-sex-race stratum, their model
at the second level of the hierarchy takes the form,

y�t� � X �t�b�t� � c;

so that there is but a single vector of spatial parameters, c.
Notice that although Knorr-Held and Besag's model captures demo-

graphic e¨ects, their spatial and temporal components do not interact. Waller
et al. do not account for age group e¨ects but their model does include spatio-
temporal interactions through independent vectors c�t�. We prefer to allow
the vectors c�t� to exhibit temporal dependence and propose a fully spatial,

a b

Fig. 1a, b. Maps of Scotland shaded according to: a posterior means and b WRSEL estimates, of
the relative risk parameter l
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dynamic model of spatio-temporal dependence. Consider,

y�t� � X �t�b�t� � c�t�;

where X �t� could contain temporal trend terms as well as temporally varying
spatial predictor variables. This model is quite general. It is even possible to

have b�t� and c�t� dependent, as in Bernardinelli et al. (1995).
One obvious way that spatial dependence and time dependence might

interact in the proposed model is through,

c�t� � H�t�c�tÿ1� � e�t�;

such that the autoregressive matrices H�t� may vary according to the stage of
the disease (e.g., in the case of an epidemic) or may be independently sampled
from some prior distribution (e.g., in the case of a non-infectious disease); and
e�1�; e�2�; . . . are independent and identically distributed zero mean errors such
that, for each t; e�t� is a spatial random ®eld. We believe that when age, sex,
and race e¨ects are also accounted for, a model of this type o¨ers considerable
¯exibility in analyzing spatio-temporal disease-incidence data.

5 Conclusions

We have presented a number of important aspects of mapping rates associated
with polygons. First, we advocate the use of a Bayesian hierarchical model.
Then, all subsequent inference will depend on the posterior distributions, con-
ditional on the observed rates and denominators. Within this framework, we
presented two important problems to be solved, namely inference on ex-
treme rates and the development of spatio-temporal analyses.
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