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ABSTRACT

The recent introduction of next generation spectral OCT scanners has enabled routine acquisition of high res-
olution, 3D cross-sectional volumetric images of the retina. 3D OCT is used in the detection and management
of serious eye diseases such as glaucoma and age-related macular degeneration. For follow-up studies, image
registration is a vital tool to enable more precise, quantitative comparison of disease states. This work presents a
registration method based on a recently introduced extension of the 2D Scale-Invariant Feature Transform (SIFT)
framework1 to 3D.2 The SIFT feature extractor locates minima and maxima in the difference of Gaussian scale
space to find salient feature points. It then uses histograms of the local gradient directions around each found
extremum in 3D to characterize them in a 4096 element feature vector. Matching points are found by comparing
the distance between feature vectors. We apply this method to the rigid registration of optic nerve head- (ONH)
and macula-centered 3D OCT scans of the same patient that have only limited overlap. Three OCT data set
pairs with known deformation were used for quantitative assessment of the method’s robustness and accuracy
when deformations of rotation and scaling were considered. Three-dimensional registration accuracy of 2.0±3.3
voxels was observed. The accuracy was assessed as average voxel distance error in N=1572 matched locations.
The registration method was applied to 12 3D OCT scans (200× 200× 1024 voxels) of 6 normal eyes imaged in
vivo to demonstrate the clinical utility and robustness of the method in a real-world environment.
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1. INTRODUCTION

Optical coherence tomography has become an important modality in ophthalmic imaging since its introduction in
1991.3 With the recent introduction of Spectral Domain Optical Coherence Tomography (SD-OCT) the routine
acquisition of full 3D cross-sectional volumes of the retina has become clinical routine. OCT can be used in
the detection and tracking of a number of eye diseases such as glaucoma, diabetic retinopathy and age-related
macular degeneration. To successfully track disease progression and treatment, it is important to be able to
directly compare scans obtained at different time points. Registration of scans will enable this.

For registration of images to be successful, distinct structures should be visible in the image. The retina as
acquired by SD-OCT is a layered structure in which a number of layers can be distinguished. Figure 1 shows
a single slice from an unprocessed SD-OCT scan in which a number of the boundaries separating the layers are
indicated. In addition to the layers, vessel silhouettes are visible throughout the retina. The blood column in
the vessel absorbs the light used by the SD-OCT device the vessel causing the silhouettes. Under the bottom
layer of the retina, there is the choroid with the choroidal vessels. Although not visible in all scans they can
provide structural landmarks for registration in some cases.

Due to the fact that SD-OCT is such a novel modality there have been no previous works on the registration
of SD-OCT scans that we are aware of. We propose to use a recently reported extension to the 2D Scale-
Invariant Feature Transform (SIFT)1 feature detection framework. This extension enables the use of 3D SIFT
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Figure 1. A slice from an SD-OCT volume with the 7 segmentation surfaces that are automatically segmented by our
approach.4 The bottom surface (7) is used in the pre-processing step of the method to flatten the scan. Note that this
image has been cropped in the z-direction to show only that part of the scan that contained the retina.

feature vectors for image matching and registration.2 After pre-processing the SD-OCT scan the 3D SIFT
feature extraction framework is applied to both the source and target scan. By discarding all feature points
for which no matching feature point can be found in the other scan, a limited number of points remain. An
additional step removes outliers and the final set of corresponding points is used to determine the parameters
for the registration. We evaluate the proposed method on scans for which the deformation is precisely known to
determine quantitative error measurements and on a number of pairs of scans obtained from the same eye with
limited overlap.

The major contributions of this paper are:

• The presentation of a novel technique to register two SD-OCT scans using a 3D extension of the well-known
2D SIFT feature point extractor.

• The robustness of the method is shown on OCT images with known deformations and in-vivo OCT data
from ONH- and macula-centered scans.

This paper is structured as follows. In Section 2 the used data are discussed. The different steps of the
registration process are presented in Section 3. Section 4 discusses the performed experiments and shows the
obtained results. The paper’s contribution is summarized in Section 5.

2. MATERIALS

12 SD-OCT scans of 6 normal volunteers were acquired using a Carl Zeiss Meditec Cirrus OCT scanner. The
dimensions of the scans were 200×200×1024 voxels and the resolution was 30×30×2μm per voxel. Half of the
scans were approximately centered on the optic nerve head and half were approximately centered on the fovea.
In each pair of scans obtained from a single eye there was limited overlap between the scans.

3. METHOD

3.1 Flattening

There are several potential sources for variation between SD-OCT scans of the same eye. The two most important
are:

1. The position of the patient which influences the point of entry of the beam of light emitted by the OCT
device into the pupil.
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Figure 2. Uncropped slices from an SD-OCT volume showing the variation before and the result after flattening. a,b) Two
unprocessed, slices from an SD-OCT volume. The slices have been matched so that they slice through the same part of
the retina of the same eye. The slice in a) is from a macular scan while the slice in b) is from an ONH centered scan. The
edge of the overlapping part of the scan is indicated with the white line. Note the variation between the local orientation
of the retina and the different locations of the retina within the volume. c,d) The same slices from the flattened volumes.
The black areas at the top of the flattened image slices are artifacts from the flattening process.

2. Motion during scanning.

As shown in Figure 2a,b the resulting variation is substantial. In preliminary experiments we found the number
of matching correspondence points increased dramatically after “flattening”4 of the SD-OCT volume. The
flattening step essentially normalizes the scans with respect to a segmented reference surface. We chose surface
7 (see Figure 1) as the reference surface due to its high contrast and stable appearance in all SD-OCT scans. To
segment the layers a previously presented method for the segmentation of retinal layers in 3D OCT4, 5 was used.
This method finds multiple layer-separating surfaces by transforming the 3-D segmentation problem into finding
a minimum-cost closed set in a corresponding vertex-weighted geometric graph constructed from regional image
information and a-priori surface smoothness and interaction constraints. An advantage of this type of method
is that it is guaranteed to find the three-dimensionally optimal solution with respect to the cost function.

To flatten the actual scans a thin-plate spline was fitted to the segmented surface. This is necessary to
compensate for noise in the segmentation and for missing information in the case of optic nerve head centered
scans. The missing information is caused by the fact that the segmented surface disappears at the location of the
optic nerve head where the surface is intersected by the neural canal (see cross-sectional slices in Figure 3). The
thin plate spline interpolates the surface in this area. By translating the A-scans up or down in the Z-direction
(where Z is depth) until the surface defined by the thin-plate spline is flat, the complete scan is flattened. See
Figure 2c,d for a typical result.
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Using the segmented layers, we can produce an additional projection image used in the visual evaluation of
the proposed registration method.6 By projecting the voxels between layers 5 and 7 onto a 2D plane we obtain a
projection image that shows high-contrast retinal vessel silhouettes. After superimposing the projection images
of two registered SD-OCT scans, the success of a registration method in the x and y direction can be visually
assessed.

3.2 3D SIFT feature extraction
SIFT allows the detection and description of stable feature points in images. To extract the 3D SIFT feature
points we used the method as proposed in the paper by Cheung and Hamarneh.2 This is a 3D extension of
the SIFT feature point detector first proposed by Lowe et al.1 The implementation of this algorithm we used
was based on a reimplementation of the source code made available by the authors.7 For completeness, we will
present a short overview of how the feature points are detected, detailing the settings and parameters we used.

Scale invariance for the feature point detector is achieved by using a multilevel Gaussian image pyramid.
Linearly interpolated, downscaled versions (i.e. factor 0.5) of the Gaussian smoothed image at the lowest scale
σ of the previous level are the first images at each of the levels. The first level has the original, unsmoothed
image as a starting image. In total three levels are used. The first images for each level are convolved with a set
of Gaussian filters at different scales. Six different values of σ were used and these were determined as follows:

σ = 2
j
3∗1.5, j ∈ [1 . . . 6] (1)

So, for each of the three levels, six smoothed images are produced. The salient feature points themselves were
detected by finding the extrema in the difference of Gaussian (doG) scale space. To generate an approximation
of this space, each image on each level of the pyramid was subtracted from its neighboring image in the same
level. Since we used 6 different scales for the Gaussian the number of scales in the approximated doG space was
5. To find the extrema each voxel in the doG space was compared with all voxels in its immediate vicinity both
at the same scale as well as the directly adjacent lower and higher scales. When the voxel is either the highest
or lowest of all compared voxels it is said to be in an extremum.

For each of the detected extrema a unique feature vector of length 4096 was generated based on histograms of
weighted image gradient values around the extremum. To weigh the values, a Gaussian centered on the extremum
was used. The scale of this Gaussian was σ = 8. The feature vector produced by this method is similar to the
one produced by 2D SIFT but without reorientation of the vector or trilinear interpolation of the samples.

3.3 Feature point matching
The feature point detection is applied to a pair of SD-OCT scans, the source and the target image, that need to
be registered. After feature points have been extracted feature points that are in corresponding positions in both
images need to be found. The similarity between feature points can be expressed as the distance between points
in the feature space. To make the point selection we follow the matching approach as described by Cheung and
Hamarneh.2 feature points from the source image are matched to feature points found in the target image. The
two nearest neighbors in the target feature space, u and u′ respectively, for each feature point v in the source
image are found. The following fitness measure Fsource is used to determine the initial match fitness as

Fsource =
d(v, u)
d(v, u′)

. (2)

Here d(v, u) is the Euclidian distance in the target feature space between v and u. The lower this ratio, the
more “unique” the match is. If the ratio is smaller than a threshold T , we check whether v is also the nearest
neighbor of u in the source feature space. We empirically determined that T = 0.9 gave a good tradeoff between
the number of found matches and the ratio between appropriate and spurious matches. If the ratio is indeed
smaller than T , the match fitness is measured again as

Ftarget =
d(u, v)
d(u, v′)

. (3)

Here d(u, v′) is the Euclidian distance in feature space of u to its second nearest neighbor v′ in the source feature
space. If this ratio is also below T , the points are considered matched. In a typical pair of scans, about 70
matching pairs are found.
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Operation Avg. org. distance ≤ 1 vox. ≤ 2 vox. ≤ 4 vox. ≤ 8 vox. Avg. error N
Scaling 31.80±21.93 0.38 0.74 0.94 0.99 2.19±7.91 192

Rotation 20.11±12.19 0.17 0.58 0.96 1.00 1.97±1.07 1334
Scaling + Rotation 32.24±19.50 0.13 0.61 0.98 1.00 1.90±0.95 49

Table 1. The results of the quantitative evaluation. From left to right, before applying the inverse transformation: the
average distance of the matched points. After applying the inverse transformation: The relative number of match points
below a certain error threshold, the average error, and total number of matched feature points extracted. Three different
types of deformations were applied to three OCT volumes. In the first case the volume was isotropically scaled with a
factor of 0.8. In the second case the volume was rotated over its three axes, x : 5◦ y : 8◦ z : 6◦ and in the third case both
scaling and rotation were applied.

3.4 Rigid registration

The major remaining deformation after flattening, measured in overall voxel distance, in different OCT scans of
the same subject is translation. In many scans, some limited rotation due to motion of the eye and deformation
of the tissues due to expansion and contraction of the vasculature may also be present. Considering the way 3D
OCT scans are acquired (one B-scan at a time), it is not immediately clear how to handle 3D non-rigid registration
of the scans. This led us to use simple rigid registration where the found correspondence points were used to
estimate the translation over the x, y and z-axis needed to align the two scans. Using the matching point pairs,
we determine the average translation values over each of the axes. We assume a relatively small Gaussian error
and use an iterative procedure to eliminate outlier matches. All points that lie more than 2 standard deviations
from the mean translation in either x, y or z direction are removed. The mean and standard deviation are
recalculated and the procedure is repeated until the average and standard deviation of the translation in all
directions is stable (i.e. does not change anymore). The stable average translation over each axis is used to align
the scans. After applying this procedure, there would be 20 matching points remaining on average.

4. EXPERIMENTS AND RESULTS

To perform quantitative validation, three 3D OCT scans were deformed by applying scaling, rotation or a
combination of those two operations. Voxel distance errors were measured between the matched feature points
in the original and deformed images after applying the inverse transformation to those feature points found in
the deformed volume. Validation results are shown in Table 1.

To qualitatively evaluate the registration result of the ONH- and macula-centered scans, we created 2D
projection images6 that visualize the vessel pattern in the OCT scan. The registered images are shown in Figure
3, in the area where they overlap patches of both images are shown in a fixed pattern. To give a 3D impression
of the registration performance, representative “depth-axis” slices from the registered volumes are displayed in
the right column of Figure 3. To show the types of structures in the OCT images that were matched we have
placed a number of representative matches in Figure 4.

The average time to extract the feature points from a full resolution 3D OCT volume (200× 200× 1024) was
10 minutes, and the feature point matching took 2.5 minutes on average. The algorithms were implemented in
C++, were unoptimized and ran on a single core of an Intel Core 2 Duo 2.66GHz.

5. DISCUSSION AND CONCLUSION

A novel method for the rigid registration of SD-OCT volumes has been presented. The results on synthetic data
show that the used 3D SIFT feature point detector is robust in the presence of rotation and scaling for SD-OCT
images. The average voxel distance error was 2.0±3.3 voxels.

In the in-vivo dataset the results were good. An important aspect of the presented results is that the
registration succeeded, even when there was very limited overlap. A 2D approach in which the projection images
are first registered to determine the deformation in the x and y direction after which registration in the z direction
is performed may fail because of the limited number of feature points in the overlapping area. The results did
show that rigid registration is not sufficient to obtain complete alignment in all cases. The errors do appear to
be relatively minor. For complete alignment, an additional non-rigid registration step will have to be added.
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Figure 3. In the left column the vessel projection images of the registered volumes are shown and in the right column a
representative “depth-axis” slice out of the volume is shown to demonstrate the 3D registration results. The location of
the slice is indicated by the black line on the registered projection images. The overlapping areas of the scans are outlined
by the dashed rectangles. Within these rectangles square patches of both images are shown intermittently to illustrate
the registration result. In all projection images the optic nerve head indicated by the large dark region and the fovea as
indicated by the small dark dot in the a-vascular zone are visible.
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Figure 4. Images showing typical structures in the OCT images where matching feature points (crosses) are found. Note
that all scans have been manually aligned along the z axis and cropped around the retina for display. a) On the top of
the retinal surface. b) Near the vessel silhouettes. c) In the choroid.

However, the initial rigid registration step as described in this work would have a beneficial effect on the non-rigid
registration providing a good initialization.

If one examines the different types of points that matched in SD-OCT images as shown in Figure 4 it shows
many different types of landmarks at different scales are included in the set. One particularly interesting example
is matching of points below the retina. When examining a single slice of the SD-OCT image there appear to be
only noisy structures below surface 7. In the 3D context it turns out the algorithm is matching on the choroidal
vasculature. These vessels run through the choroid and tend to be thicker (i.e. reside at a higher scale) than
the vasculature in the retina. Other types of matched structures are near the top of the retina, which is a high
contrast surface and in between surfaces.

The evaluation of the presented techniques in the presence of abnormalities remains as future work. To arrive
at a method that would be clinically applicable, robustness against layer distortions by abnormalities would have
to be shown. Before this can be achieved several issues need to be dealt with. Most of these issues are with the
pre-processing. By using a reference structure for the flattening of the scans, correct flattening depends both on
the presence of the surface as well as its successful segmentation. The surface used in this work can be distorted
by fluid-filled regions caused by age-related macular degeneration which can potentially be problematic. Another
worthwhile experiment would be to see if the segmented layers could be used to steer the registration process, at
least in the z direction. Matching points that do not result in an approximate alignment of the segmented layers
could be removed while match points with a larger value of T that do result in a correct match of the segmented
layers could be included.

To summarize, we have presented a rigid registration method based on 3D SIFT features that can register
SD-OCT images with good results. To the best of our knowledge this is the first publicly presented method for
automated registration of SD-OCT volumes.
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