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ABSTRACT
One of the important use-cases for WebRTC is multi-party audio/video
conferencing, and there are multiple services which offer that func-
tionality. Two aspects that the maintainers of such services often
try to optimize are the maximum size of their conferences, and the
cost of their infrastructure. Simulcast is one approach to address-
ing these problems in conference systems that build upon video
routers. It consists in the simultaneous transmission of multiple
versions of a participant’s video stream, which use different res-
olutions, frame rates and, most importantly, different bitrates. In
this paper we present the analysis and experimental evaluation of
a conference system based on WebRTC using simulcast with the
VP8 codec. We examine the computational and bandwidth require-
ments on both the server and the clients, as well as the end-to-end
video quality. Our results show significant gains for the receivers
and the infrastructure, with minor penalties to the image quality
and resource usage for the senders.

1. INTRODUCTION
We consider the use of WebRTC for multi-party audio and video

conferencing. In general there are three architectures for multi-
party systems, and all three have been used with WebRTC.

The first one is interconnecting all conference participants in
a full-mesh topology. This is relatively easy to implement, but it
scales very poorly with conference size, as the numerous outgoing
streams from a sender compete against each other for the often very
limited upstream bandwidth.

The second is to use a Multipoint Control Unit (MCU) [1], which
encodes a single composite video stream for each participant in the
conference. MCUs effectively terminate all media processing be-
tween the clients, and this allows the reuse of existing congestion
control algorithms designed for point-to-point topologies. How-
ever, video re-encoding is very expensive in terms of CPU, and
it adds to the end-to-end delay (mostly because of the jitter buffer
required for decoding). Video re-encoding can be reduced if the
MCU produces a single encoded video stream, common for every-
one in the conference, but this is a shortcoming from a usability
perspective (ideally, the video conferencing system would provide
each user with a fast and independent view and resolution selection
functionality on their personal displays), and prevents the above-
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mentioned use of congestion control per-participant.
Another, more flexible, approach to multimedia conferencing is

the use of Selective Forwarding Units (SFUs) [1], which route pack-
ets without performing any multimedia processing. Compared to
MCUs, SFUs are more CPU efficient and eliminate the need for a
jitter buffer, thus reducing end-to-end delay.

In such architectures, since combining media on a server compo-
nent is not possible, a participant has to receive a separate stream
for each remote participant that he or she wants to see. This presents
a problem when the number of participants in a conference grows,
because it significantly increases the required SFU-to-client band-
width and processing power on the receiver.

Adapting the SFU-to-client bitrate is challenging, because an
SFU can not directly control the encoding bitrates of the streams
that it forwards. An SFU can only select between the available set
of bitstreams (and thus bitrates) that can be constructed based on
the streams sent by the sender. This necessitates the use of an en-
coding scheme at the sender which allows an SFU to construct dif-
ferent versions of that stream (with different bitrates).

There are currently two popular schemes used by SFUs: simul-
cast and Scalable Video Coding (SVC). With simulcast, each sender
encodes and sends multiple independent streams from the same
video source. The SFU selects which one (if any) to forward to
each receiver. Compared to other similar schemes, this is relatively
simple, because the streams are independent. With SVC (for ex-
ample H.264/SVC [2]) the sender produces a single stream with
multiple interdependent layers, which can be combined to addi-
tively increase different quality aspects. The various layers depend
on each other, forming a hierarchy. A particular layer, together with
the layers it depends upon, provides the information necessary to
decode the video signal at a particular fidelity. Fidelity here con-
cerns one or more of spatial resolution, temporal resolution (frame
rate), or signal-to-noise ratio (SNR). The lowest layer, i.e., the layer
that does not depend on any other layer, is called the base layer and
offers the lowest quality level. Each additional layer improves the
quality of the signal in any one of the three dimensions (spatial,
temporal, or SNR). With SVC, an SFU selects which layers to in-
clude in the output stream for each receiver.

These mechanisms allow an SFU to dynamically change the out-
put bitrate (by switching to a different stream or set of layers) in re-
sponse to changes in the network conditions, and can thus be used
for congestion control.

In this paper we perform an analysis and an experimental evalua-
tion of the use of simulcast in an open-source conferencing system
based on WebRTC. We evaluate the resource usage on sending and
receiving devices, and on server components, as well as the end-to-
end image quality. We also explore the problem of switching be-
tween simulcast streams and propose a way to reduce the incurred



delay.
The remainder of this paper is structured as follows: Section 2

discusses other work in the area of congestion control and manag-
ing resource utilization for multimedia conferences, and the state of
WebRTC simulcast standardisation; Section 3 introduces the soft-
ware system used in the current evaluation; Section 4 describes the
metrics that are used in the rest of the paper, and the changes that we
introduced to the system for the evaluation. Section 5 introduces the
environments in which we performed the experiments and presents
the results; finally, Section 6 concludes the paper.

2. RELATED WORK
The RMCAT working group1 of the IETF is chartered with deter-

mining the requirements for congestion control algorithms for in-
teractive real-time media, and with developing specific algorithms.
It is explicitly out of scope for the working group to consider topolo-
gies other than point-to-point, and all the algorithms the group is
currently considering depend on the sender being able to precisely
control the sending rate [3, 4, 5]. Currently the most widely used
algorithm is Google Congestion Control (GCC) [3], which is im-
plemented in webrtc.org and is thus used in the native implemen-
tation of both Chrome and Firefox, as well as the Temasys plu-
gin for Internet Explorer and Safari. It assumes fine control over
the encoding target bitrate, also taking into account the retransmis-
sion rate and the rate used for error protection [6]. Such algorithms
can be relatively easily applied to systems with an MCU, because
MCUs effectively completely terminate the media path. However,
architectures based on SFUs cannot directly adapt the target bitrate
of the encoder for a specific receiver, since they do not encode the
media. As a result, they need a different solution for adapting to the
receiver’s available bandwidth and avoiding congestion.

One approach, which we have previously examined is the selec-
tive dropping of certain streams. The decision of which streams to
forward and which to drop can be based on the history of speech
activity in the conference [7]. Used by itself, this solution has two
disadvantages. First, it completely drops certain streams, while the
available bandwidth may be sufficient for a lower quality version
(and the user would benefit from receiving such a stream). Sec-
ond, it is inefficient in many use cases, because it forwards only
full-resolution streams, which the client may render down-scaled
because of user interface constraints.

2.1 Simulcast standardization
Simulcast is one of the less mature parts of the WebRTC stan-

dards, but there has been recent work addressing some of its as-
pects. At the signaling level, as of March 2017, the Javascript Ses-
sion Establishment Protocol (JSEP) internet draft [8] includes sup-
port for RTP Payload Format Constraints (RID) [9, 10], a frame-
work for identifying RTP streams within an RTP session, and re-
stricting their payload format parameters. RID adds to the JSEP
specification the expressive power that is required for signaling
simulcast and temporal and/or spatial scalability. When using JSEP
to signal multiple encodings, the "m=" section for the RTP sender
includes an "a=simulcast" attribute with a "send" simulcast stream
description that lists each desired encoding, and an "a=rid" attribute
for each encoding. The use of RID identifiers allows the individual
encodings to be disambiguated even though they are all part of the
same "m=" section.

At the transport level, the Frame Marking RTP Header Extension
draft [11] describes a payload-type agnostic mechanism for convey-
ing information about video frames, which may be needed for the

1https://datatracker.ietf.org/wg/rmcat/

operation of SFUs (e.g. the ID of the frame’s temporal layer). The
draft has not yet been adopted by the RTCWeb working group (and
isn’t yet used by major implementations), which means that cur-
rently SFUs need to be payload-type aware and extract the needed
information from the payload.

As of March 2017 the W3C WebRTC 1.0 editor’s draft [12] has
been extended with support for sending multiple RTP encodings
from a single RTCRtpSender, which naturally enables sending
simulcast in the objectified parts of the WebRTC API.

On the implementation side, Chrome was the first major browser
to support sending simulcast, and it worked through a simple but
limited and non-standard API. The technique involved munging the
local and remote SDP. In the local description an "ssrc-group" [13]
with semantics "SIM" is added, which contains two or three SS-
RCs (depending on the desired number of resolutions to send).
In the remote description the special media line level attribute "x-
conference-flag" is added. Firefox is the first major browser to sup-
port sending simulcast through the JSEP draft.

At the time of this writing, one gray area in all of the standard-
ization efforts is receipt of simulcast. A simulcast sender transmits
the different versions of its video source as separate RTP streams,
each with its own Synchronization Source (SSRC) identifier. There
is more than way to handle this at the receiver side. One option is to
make the receiver simulcast-aware and expose it to multiple inde-
pendent incoming streams (any of which can be paused at any given
time). It then needs to decide which stream to render at any time.
However, neither the JSEP draft nor the objectified parts of the We-
bRTC API currently provide an API to configure receipt of simul-
cast. This means that if simulcast is offered by the remote endpoint,
the answer generated by a JSEP endpoint will not indicate support
for receipt of simulcast, and so the remote endpoint will only send
a single encoding per "m=" section. So, with the currently avail-
able standards and browser implementations, this has to be imple-
mented in the JavaScript layer, and involves having multiple HTML
"video" elements and switching the one being displayed. Since the
JavaScript code has very limited control over what is being ren-
dered (e.g. it does not have access to the frames that a "video" el-
ement renders and their timestamps), it is not clear whether this
solution can be implemented in a reliable way without noticeable
glitches when a video element is changed.

Another option is to move this logic to the SFU, and produce
a single RTP stream for each sender-receiver pair. This effectively
makes simulcast transparent to the receiver. In order to correctly
construct an RTP stream out of the multiple streams that it re-
ceives, the SFU modifies the SSRC, RTP sequence number, and
RTP timestamp fields in RTP packets.

3. THE CONFERENCING SYSTEM
The present evaluation is based on Jitsi Meet 2, which is an open-

source videoconferencing system built with WebRTC. The system
consists of clients (web browsers running a WebRTC application),
server components used for signaling, and a media server acting as
an SFU (Jitsi Videobridge). The clients and SFU are connected in
a star topology.

Each participant can act as a sender and transmit a video stream
(either from a camera, or from another source such as a screen cap-
ture). The user interface shows the video streams of all remote par-
ticipants which are transmitting video. One participant is always
"on stage" and their video is shown in full size, while all others
are shown scaled down to around 180p (see Figure 1). Usually the
participant "on stage" changes automatically based on dominant

2https://jitsi.org/meet



Figure 1: A screen shot from a 10-participant conference in the
Jitsi Meet application. The QR code in the top left corner is not
part of the application.

speaker identification [7], although the user can override this by
clicking on another user’s avatar.

We distinguish between two modes of operation, regular and
simulcast. In the regular mode each client sends a single video
stream to the SFU. In this mode the SFU can either forward the
stream to a particular receiver, or not forward it, but it has no finer
control. For this evaluation, the SFU is configured to always for-
ward all streams.

In the simulcast mode, each client sends three streams to the
SFU, encoded independently with different resolutions and differ-
ent bitrates. The SFU chooses which stream to forward (if any) to
a particular receiver. In our tests the decision is based on the par-
ticipant currently on stage – for him or her the SFU forwards the
highest quality stream, while for everyone else it forwards the low-
est quality stream.

The video codec in use is VP8, because it is currently the most
widely supported video codec by WebRTC-enabled browsers (it is
supported in Google Chrome, Mozilla Firefox, Opera, and also by
Internet Explorer and Safari via third party plugins), and because
webrtc.org includes an efficient VP8 simulcast implementation.

Without simulcast, clients typically send a VP8-encoded 720p
stream. The exact target bitrate depends on the network conditions,
but is limited to at most 2.5Mbps.

With simulcast, the clients send up to three streams (depending
on available bandwidth). The highest resolution stream is 720p and
encoded at up to 2.5Mbps, the second, middle resolution stream,
is 360p and encoded at up to 0.5Mbps, and the third is 180p and
encoded at up to 0.15Mbps

4. METRICS AND PROPOSED IMPROVE-
MENTS

4.1 Metrics
Ultimately, we want to understand how the use of simulcast af-

fects user experience. In this study we examine certain related vari-
ables under controlled conditions, and we compare the simulcast
case with the non-simulcast case. We look at the following metrics:
objective image quality, stream-switching delay, rendered frame
rate, CPU utilization and network usage (on a client and on a server).
The rest of this section discusses them in more detail.

Image quality. Peak Signal-to-Noise Ratio (PSNR) is a direct mea-
sure of the difference between two images, and applied end-to-end
(comparing the image before encoding at the sender and th e ren-
dered image at the receiver) gives an objective metric of the image
quality.

Client resource usage. The CPU usage on the client side is im-
portant, because if the system resources are overused it impacts the
user: the application may be slow to respond, other applications
may be slow to respond, encoding may be degraded (for example,
the browser may choose to limit the encoding resolution if it detects
high CPU load), and video streams may fail to render all frames re-
sulting in freezing or "choppy" video. It is hard to tell at what point
these effects will start to manifest, as it depends on many factors in-
cluding the hardware, applications running in the background, etc.

End-users of a service often have very limited network band-
width. The uplink restrictions are usually stricter, but as participants
in a conference receive multiple video streams they may reach their
downlink limits first. It is therefore important for a conferencing
system to try and optimize network bandwidth usage in both direc-
tions.

Rendered frame rate. The rendering frame rate for remote videos
is one metric which reflects degraded user experience. If a receiver’s
rendering rate is less than the rate of the received streams, this in-
dicates overuse of the receiver’s resources.

Server resource usage. On the server side, reducing the CPU us-
age for a conference makes it possible to host more conferences
per SFU, reducing the infrastructure costs of running an SFU-based
conferencing system. Reducing the network usage directly decreases
these costs.

Stream switching latency. In our implementation the decision of
which participant to show on stage is made by the clients, which
then notify the SFU of their choice. This means that there is a non-
nill time interval between the moment a client selects to promote
a new on-stage participant and the moment the high-quality stream
for this participant becomes available and ready to render (see sec-
tion 4.4 for the details on this). During this time clients are show-
ing a large, scaled-up version of a low-quality, thumbnail stream.
Longer stream switching latency therefore results in poor user ex-
perience. This effect happens any time that the dominant speaker of
the conference changes (although it does not affect all participants,
e.g. it never affects participants in a two-way conference because
they have always selected one another as "on-stage"), and data from
a production system shows changes to the dominant speaker once
every 22 seconds on average.

4.2 Server code optimization
Previous performance evaluations of the SFU [7] have shown

that the CPU usage is directly proportional to the total bitrate. When
we initially examined simulcast we found that this is no longer the
case, and the reason is that some of the streams are being processed
(thus contributing to the CPU usage), but not being forwarded (thus
not contributing to the bitrate).

While it is not possible to completely eliminate the processing of
unused streams, we found that we can get a significant performance
improvement by applying two optimizations. Their implementation
is specific to the SFU, but the ideas are general and can be applied
more widely. Note that these optimizations are internal to the SFU
and do not affect the on-the-wire format.

First, if a stream is being discarded and the processing of its RTP



packets depends only on information contained in the RTP header
(or in headers of lower level protocols, e.g. UDP), decryption of the
payload is unnecessary and should be avoided.

Second, since in general the SFU forwards an incoming RTP
packet to multiple receivers, at some point it creates a modified
(with e.g. the RTP sequence number rewritten) copy of the packet
for each receiver. The processing associated with this grows with
the number of receivers and it should be avoided. In other words,
the only packets that go through the various layers of processing
should be the ones that the SFU actually ends up sending to at least
one receiver.

4.3 Temporal scalability
Our initial tests showed that when simulcast is enabled the PSNR

varies on a frame by frame basis much more than when simulcast is
disabled. We found that this happens because the webrtc.org engine
automatically enables VP8 temporal scalability when simulcast is
used, and it allocates different budgets for the different temporal
layers.

Figure 2 shows the PSNR for a short period of time (around
10 seconds) with and without temporal scalability, as well as with
simulcast disabled. The mean values for the two simulcast cases are
practically the same. Since we don’t make use of temporal scala-
bility in the SFU, we disabled this feature in the rest of the tests.

 36.5

 37

 37.5

 38

 38.5

 39

 39.5

 0  100  200  300

P
S
N

R

Frame number

Simulcast with TS.
Simulcast without TS.

No simulcast.

Figure 2: PSNR on stage for the duration of one input sequence
(10s, 302 frames). The large-scale variation is due to the specific
input.

4.4 Preemptive key frame requests
When the SFU switches from forwarding one version of a stream

to another (for example, from the 180p stream to the 720p stream),
it needs to make sure that the first frame from the new stream is
independently decodable (in the case of the VP8 codec this means
that it is a key frame [14]). When a key frame is necessary, the
SFU requests one from the sender with an RTCP Full Intra Request
(FIR) [15] message, and it has to wait for at least one RTT before
the frame arrives. This means that there is always a certain delay
before a switch can occur, and if the switch was initiated by the
receiver (e.g. the user elected a new on-stage participant), the delay
is visible to the user.

The decision of which stream to forward in high quality is driven
by the receiver. When it elects a new "on stage" participant it signals
this to the SFU (via a message over WebRTC data channels), which
initiates a switch to the high quality stream. The switch requires a
key frame, so the SFU requests one from the sender. This means
that there is a delay of at least 2 round trip times (one receive-to-
SFU and one sender-to-SFU) between when the receiver requests
the high quality stream and the stream being available. During this
time the receiver renders the low quality stream, up-scaled to fit the
full-size window. This effect is noticeable to users, although if it is

brief enough it can be masked with, for example, a fade in effect on
the video.

One way of minimizing this delay is to keep the logic for se-
lecting which participants to show in high quality on the server.
Another, which we propose here is to have the SFU send keyframe
requests preemptively when the dominant speaker of the confer-
ence changes. The SFU detects the change via dominant speaker
identification (DSI) [7]. We implement this in the following way.
Suppose that the dominant speaker in a conference changes, and
lets refer to the new dominant speaker as "sender". Let ds be the
round trip time for the sender, and di be the round trip time for the
i-th receiver. Then the SFU schedules the sending of an FIR after a
delay d = maxi(di)− ds + e (or no delay, if d <= 0).

The aim of this scheme is to have the keyframe arrive soon after
the last receiver indicates a switch to the new stream (hence the
maxi(di) part). If the keyframe arrives too early for a particular
receiver, it will be discarded by the SFU and a new request will
have to be sent. Since the webrtc.org engine generates a keyframe
at most once every 300ms, this will significantly increase the delay
for switching to the new stream.

The term e is an additional delay added to reduce the probability
that the keyframe arrives too early (causing the 300ms penalty) due
to e.g. network jitter. We use a value of 10ms.

We evaluate the effectiveness of the approach by directly mea-
suring the delay on the clients in section 5.4.

5. RESULTS

5.1 Experimental testbed
We set up a testbed consisting of 7 physical machines connected

to the same LAN via 1Gbps Ethernet. We use one of the ma-
chines as a server (for both signaling and media forwarding). It runs
Ubuntu 15.10 on an Intel R© CoreTM i7-5557U dual-core processor
running at 3.1GHz.

One of the other machines is used for the client-side measure-
ments. It runs Ubuntu 16.04 on an Intel R© CoreTM i7-4712HQ
quad-code processor running at 2.3GHz. Both of these machines
have CPU frequency scaling effectively disabled by using the per-
formance governor for cpufreq.

The rest of the machines are only used for load-generation, and
no measurements are taken there (apart from some sanity checks
on the load and output bitrate). Each of them runs up to four con-
ference participants, each within a separate Chrome tab.

CPU usage measurements are taken using the iostat utility. Net-
work usage measurements are taken using ifstat with a window of
1 second.

In order to measure end-to-end PSNR, we encode a frame num-
ber identifier as a QR code and overlay it in the input sequence.
On the receiver side, we render frames in an HTML canvas ele-
ment and capture its contents in png format. We then scan the QR
code in the rendered frame, find the corresponding input frame, and
compute the PSNR using the compare utility from the imagemag-
ick package. Obviously this kind of processing has effects on the
receiver performance, so these measurements are performed in a
separate experiment.

We use the well-known Four People sequence3, with the original
1280x720 resolution and downscaled to 30 frames per second. The
structure and motion of this particular video sequence are similar
to a video-conferencing scene, which make it a good fit for our sce-
nario. Each frame has an embedded QR code used to match output
frames to input frames. The QR code is in the top-left corner and

3https://media.xiph.org/video/derf/



is 350x350 pixels in size. The reason for the relatively big size (see
figure 1 for an illustration) is that it needs to be recognizable after
scaling down to 320x180 and encoding. The resulting sequence has
302 frames and is just over 10 seconds long.

Given a fixed target bitrate, a VP8 encoder (and likely any other
video encoder) produces encoded frames whose PSNR from the
input depends significantly on the input, so we take care to always
compare PSNR from corresponding frames of the input sequence
(or from the exact same sequence of frames, where we show mean
values).

We use version 51 of the Google Chrome web browser as the
client, and the VP8 codec.

For the non-simulcast tests, the senders are sending a 1280x720
stream, encoded with a target bitrate (t.b.) of 2.5Mbps. For simul-
cast, they are sending one 1280x720 stream with a t.b. 2.5Mbps,
one 640x360 stream with a t.b. of 0.5Mbps, and one 320x180
stream with a t.b. of 0.15Mbps.

We use Chrome’s webrtc-internals tool to measure the received
and rendered frame rates.

We use two simple scenarios in this evaluation. The first, used
for measuring the effects on the senders, has one receive-only end-
point, and one isolated sender endpoint. The second scenario, used
for all other measurements, has a single conference with a variable
number of participants. Each participant is both a sender and a re-
ceiver, and one of the receivers is running on a dedicated machine,
where the effects on the receiver are measured. We were able to
test conferences with up to 16 participants with simulcast, but only
up to 10 without simulcast, because the client machines could not
handle the load with 11 participants.

5.2 Peak Signal-to-Noise Ratio (PSNR)
We measure the average PSNR across all frames of two full

loops of the input sequence4. For the full resolution (1280x720)
video we observe an average PSNR of 37.83dB with simulcast,
and 38.21dB without simulcast. This difference of 0.38dB is due
to motion vector reuse in the simulcast encoder in libvpx. This fea-
ture allows the motion vectors calculated by one of the encoders to
be reused by the other encoders, thus providing gains in terms of
CPU usage, since the calculation isn’t repeated, but has a negative
impact on PSNR.

This difference of 0.38dB corresponds to a difference in bitrate
of about 300Kbps or about 12% of the total bitrate. That is, in
experiments with the same setup, we observe a PSNR of 37.79
(very close to the result of simulcast above) with a non-simulcast
encoder with a target bitrate of 2.2Mbps.

For the thumbnail streams, we compare the low quality simul-
cast stream (320x180, encoded at 0.15Mbps) against the full non-
simulcast stream (1280x720, encoded at 2.5Mbps) but down-scaled
and rendered in a 320x180 canvas. This way, we compare exactly
what the user sees in the interface of our application. We observe
an average PSNR of 23.12dB with simulcast and 23.62dB without
simulcast.

5.3 Frame rate
We do not observe any difference between the received and ren-

dered frame rate for both simulcast and non-simulcast. Even in the
biggest conferences the receiver machine is able to render at the full
transmitted rate. However, with simulcast senders use a frame rate
of 15 frames per second for the low quality stream. This allows
them to achieve the relatively high PSNR using only 0.15Mbps.
4We also experimented with the Structural Similarity (SSIM) in-
dex, but found that the results, when normalized to fit in the same
range, are nearly identical to PSNR.

All full resolution streams use 30fps.

5.4 Switching
In order to evaluate the preemptive keyframe request mechanism

(see section 4.4) we measure the delay for switching to the high
quality stream both on the receiving client. Specifically, we mea-
sure the time between the request for the high quality stream is
sent, and the HTML "video" element changes it’s resolution. This
is in effect the duration that the user sees a scaled-up low-resolution
video on the main screen.

The length of this delay depends on many variables such as the
round trip time between the SFU and receivers and senders, the
time needed for the sender to generate a keyframe and the length
of the receiver’s jitter buffer. We measure the delay directly from
clients running in a production environment5. We take measure-
ments over a period of about one week, once right before we intro-
duce preemptive keyframe requests, and once right after.

Figure 3 shows the cumulative distribution of the delay. We ob-
serve that the median delay is lower when preemptive keyframe
requests are used (435ms vs 502ms).

The reason that the graphs plane out so low, below 80%, is that
the data contains events which were significantly delayed by e.g.
the sender not transmitting a high quality stream at the time that
the receiver requests it. In this case the SFU continues to send the
available low or mid-quality stream until the high quality stream
becomes available.
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Figure 3: Cumulative distribution function of the delay for stream
switching measured on the client.

5.5 Sender load
As expected because of the configuration of the streams, with

simulcast enabled, the sender is transmitting 26% more data than
without simulcast (at 3.15Mbps vs. 2.5Mbps).

Next we examine the CPU usage at the sender, while it partic-
ipates in a conference with one more endpoint, which is receive-
only. For this experiment, we identify two parameters: simulcast
on/off and rendering/non-rendering of the local video (the video
stream captured at the sender). We sampled the CPU usage once a
second for a period of 30 seconds.

The results are summarized in Figure 4. When the local video
is not rendered, the CPU usage for the simulcast case is very close
to the regular case. In particular, the means are 11.7% for non-
simulcast, and 12.2% for simulcast. Rendering the local video sig-
nificantly increases the CPU usage in both cases. The means are
15.7% for non-simulcast, and 17.9% for simulcast.

5https://meet.jit.si



These results, while highly variable, show that the overhead be-
cause of simulcast is not significant. In particular, it it likely less
than the cost of rendering the local video in a browser. One of the
reasons for this low overhead is the motion vector reuse feature of
the VP8 simulcast encoder in libvpx.

no simulcast/no rendering

simulcast/no rendering

no simulcast/rendering

simulcast/rendering

CPU usage (%)
0 2,111 4,222 6,333 8,444 10,556 12,667 14,778 16,889 19

Figure 4: Sender CPU usage. We have two parameters in this ex-
periment: simulcast and rendering the local video. The error bars
represent one standard deviation.

5.6 Receiver load
We examine the incoming bitrate on a receiver in a conference,

when we vary the number of senders. As we expect based on the
configuration of the streams, we observe that the bitrate grows lin-
early with the number of participants for both simulcast and non-
simulcast, but at a significantly lower rate when simulcast is en-
abled. The benefits of simulcast are already substantial in a 3-way
conference. In particular, without simulcast the receiver needs to
be able to handle 5Mbps, while with simulcast 2.8Mbps, which
is 45% less. For a conference of 15 participants, without simul-
cast the receiver needs to be able to handle 37.5Mbps, while with
simulcast only 4.8Mbps.

Next, we examine the CPU usage on the receiver. Our results
are summarized in figure 5. We observe that, when simulcast is
disabled, CPU usage at the receiver grows by approximately 5.5%
per participant. When simulcast is enabled, it grows by only 1% per
participant. This results in 50% less CPU usage for a conference of
9.

This becomes important when the receiver is also a media sender,
because the webrtc.org engine’s CPU budgeting can limit the en-
coding resolution when it detects that the system is being over-
loaded.
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Figure 5: CPU usage at the receiver as it grows with the number of
participants. The dashed lines show the best linear fit, and the error
bars represent one standard deviation.

5.7 Server load
We examine both the incoming and outgoing bitrate on the SFU.

We see that as expected simulcast adds to the incoming bitrate, be-
cause of the extra streams that each sender transmits. This overhead

is equal to roughly 0.65Mbps per sender, or 26%.
For the outgoing bitrate, simulcast offers a significant advantage.

In both cases the bitrate grows quadratically with the number of
participants, but with simulcast the quadratic coefficient is the bi-
trate of the lower quality streams (0.15Mbps) instead of the high-
quality streams (2.5Mbps). As a result, for a conference of 10 par-
ticipants (the most we could achieve without simulcast), the value
drops from 228Mbps to 39Mbps with the use of simulcast, which
is a decrease of 83%.

For a conference with two participants, the combined network
usage is higher for the simulcast mode (11.5Mbps vs 10Mbps),
because of the overhead of the unused streams. In this case simul-
cast doesn’t have any advantages and shouldn’t be used. For three
participants already the combined network usage is lower with simul-
cast (18.2Mbps vs. 23.4Mbps).

Figure 6 shows the CPU usage results for the non-simulcast mode
and the simulcast mode (with the optimizations discussed in sec-
tion 4.2). The values are the average of 60 samples taken over a
one minute period during a conference with the given size. For a
conference with 10 participants the simulcast mode uses 50% less
CPU than non-simulcast.

Taking into account both the CPU usage and bitrate, we observe
that simulcast (after code optimizations) has a lower efficiency (8.5
vs 14.9Mbps per 1%CPU ). This means that while the total num-
ber of conferences that a single server instance can handle is in-
creased with simulcast (since the CPU usage per conference is
lower), the total bitrate that it can handle is decreased.
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Figure 6: CPU usage on the server as the number of participants
in the conference increases. The error bars represent one standard
deviation.

6. CONCLUSION
In this paper we have performed various experiments in order

to evaluate different aspects of a sample simulcast implementation
and its impact on senders, servers and receivers in a WebRTC-based
video conferencing environment. Our results have shown that, for
senders, simulcast causes an average of 26% increase in outgoing
bitrate, which we expected since sending more data is the very
nature of simulcast. We have also seen, however, that due to the
various optimizations implemented in the libvpx encoder, the CPU
overhead for senders is insignificant.

We have also shown that when endpoints receive and render a
stream from a simulcast sender, its quality is consistently worse
than that of an equivalent resolution non-simulcast stream (i.e.,
on average simulcast PSNR scores are 0.38dB lower than those
for non-simulcast). The difference is due to the very optimizations
mentioned in the previous paragraph and we have estimated that,
on average, one can compensate for it by increasing the target bi-
trate at the sender by roughly 12% (or, alternatively, one can disable



the optimizations and achieve the same PSNR values at the cost of
increased CPU usage). From a bandwidth utilization perspective,
using simulcast greatly reduces the amount of incoming traffic on
the receiver, almost halving it in a three-way conference and de-
creasing it by more than 80% in a ten-participant conference. In
addition to encoding specifics, we found that overall receiver-side
PSNR can be impacted by the very process of switching between
different streams as it requires a refresh of the decoding context (a
key frame). We demonstrated how PSNR degradation can be mit-
igated by tracking dominant speaker changes and using them to
anticipate stream switches.

Similarly, for senders and receivers, we found significant gains
from using simulcast on the SFU servers themselves. The tests we
conducted in our environment showed that, when using simulcast,
the SFU was consuming less bandwidth for equivalent quality in
conferences with three or more participants and the gain was in-
creasing with the participant count. It would, for example, reach an
83% reduction for a conference with 10 participants. On the flip
side we found that simulcast increases incoming bandwidth utilisa-
tion by, roughly, a flat 26%.

Incidentally, we outlined a pitfall that we consider likely to im-
pact simulcast implementations. Specifically, we showed that simul-
cast’s positive performance impact on SFUs is significantly smaller
if the decision to not forward certain streams is made only after
they have gone through decryption, data copying, encryption and
the rest of the usual SFU processing.

6.1 Future work
The evaluation we present in this paper uses an SFU implemen-

tation that only switches simulcast layers based on client feedback.
In other words: the SFU will always forward the highest quality
available stream for the on-stage participant. However, forwarding
a high quality stream (of around 2.5Mbps) is not always possible.
We are therefore planning on continuing this work by modifying
the SFU implementation to estimate and adapt to available band-
width for every receiver and possibly select lower quality streams
for the ones that cannot "fit" the high resolution one. This would
involve the implementation and experimentation of not only the
estimation algorithms but also ways to probe for connection lim-
itations.

We would then extend this adaptivity to also take into account
and make use of temporal SVC layers. We believe that the impact
of these optimizations will vary significantly across users and geo-
graphical regions and we are therefore intending to evaluate them
in both testbed and production environments.

We are also planning on exploring other related matters such as
further optimizations to our preemptive FIRs proposal, extending
Last N stream selection to audio and evaluating algorithms for ini-
tial simulcast stream selection.
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