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Abstract

This paper explores the power of catalytic computation when the catalytic space (c(n), the
full memory whose content needs to be restored to the original by the end of computation)
is much more than exponential in the pure space (s(n), the empty memory which does not
have any access/restoration constraints). We study the following three regimes of the relation
between s(n) and c(n) and explore the class CSPACE(s(n), c(n)) in each of them.

• High-end regime - s(n) = O(c(n)ε): We show an implementation of incremental dy-
namic program using catalytic machines, thus showing that Knapsack problem (with
n items, sum of their costs as C and the capacity of the bag as K) can be solved in
O(n log n logC+log(nKC)) pure space andO(n2KC3 log2K log n) catalytic space. Hence,
catalytic algorithms can lead to a non-trivial saving in the pure space required for com-
putation when K is Ω(n2).

• Low-end regime - s(n) = O(1): We define the classes CR and CNR (nondeterministic
variant of CR) where s(n) = O(1) and c(n) = poly(n). Exploring the connection between
computational power of one counter machines (OC) and constant pure space catalytic
Turing machines, we observe that OC ⊆ CR and show that CR ⊆ OC =⇒ CR 6= CNR. We
prove that L 6⊆ CSPACE(O(1), o(

√
n)). We also study the effect of adding additional read-

only tapes to the model and show that : For any k ∈ N , (k + 1)-CSPACE(O(1), O(nc)) ⊆
CSPACE(k log n, nc) ⊆ (4k + 1)-CSPACE(O(1), O(nc)).

• Low-end non-constant regime - s(n) = o(log log n): Let M be an oblivious catalytic Tur-
ing machine using s(n) pure space and c(n) catalytic space such that s(n) + log c(n) =

o(log log n) thenL(M) is regular. This strengthens the classical theorem on s(n) = o(log logn)

to the case of catalytic Turing machines.

Our techniques include interesting generalizations of crossing sequence arguments and im-
plementations of incremental dynamic programs using catalytic algorithms. These may be of
independent interest.
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1 Introduction

Space complexity - one of the central subareas of computational complexity strives to understand
the power and limitations of space efficient Turing machines - deterministic, non-deterministic
and randomized variants. The logarithmic space (in short logspace), is an important regime in
this line of study and leads to the famous L vs NL problem, which asks if there is a deterministic
logspace algorithm for any problem solvable via a non-deterministic logspace algorithm.

A recent innovation in the direction of space complexity is the notion of catalytic space intro-
duced by Buhrman et al. [BCK+14] (see [Kou16] for a survey). In this notion, the Turing machine
is given larger space (which is full of otherwise useful data) which it is allowed to use for the
computation under the promise that the original data that the space contained before the compu-
tation is restored at the end of the computation1, in addition to the computation being performed
correctly. The motivating question then, is whether we can solve more problems using this larger
(full) space which we otherwise do not know how to solve in small space.

The class of languages that can be solved in s(n) pure space (the memory which does not have
any restoration conditions) and c(n) catalytic space, where n is the length of the input, is denoted
by CSPACE(s(n), c(n)). Indeed, for the complexity class CSPACE(s(n), c(n)) to be meaningful, it
is necessary that c(n) ≥ s(n) for otherwise, it will be contained in SPACE(s(n)). Buhrman et

1See Section 2 for a formal definition.
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al. [BCK+14] limits their study to the class that c(n) cannot be more than 2O(s(n)) and restricts
the study to the class CL =

⋃
c>0 CSPACE(c log n, nc). They prove that this class is surprisingly

powerful and contains the complexity class TC1 which2 in turn contains NL too. That is, there
is a deterministic algorithm for reachability problem which uses polynomial catalytic space and
logarithmic pure-space which can be viewed as an interesting step in both theoretical quest for
understanding the power of logspace bounded algorithms, and the practical aspects of designing
space bounded algorithms for solving the fundamental problem of reachability testing.

A natural question is whether the restriction that c(n) cannot be more than 2O(s(n)) is required.
Indeed, if this is not the case, the catalytic Turing machine cannot even store the index to the
catalytic tape in the pure space. However, it can be easily seen that the model can accept even
non-regular languages and hence deserves a careful study 3.

Our Results : We initiate the study of catalytic computation when the amount of pure space and
catalytic space are not linked together as mentioned above. A basic question to ask in this situation
is, whether use of catalytic space can be of any help in these regimes?. We explore this in three different
regimes: the first regime in which the catalytic space is slightly (asymptotically) larger than the
pure space (which we call as the high-end regime), the second regime where the gap between them
is unbounded (which we call as the low-end regime), and third where the gap between them is
bounded (which we call as the low-end non-constant regime). We describe them below:

High-end Regime: When s(n) = O(c(n)ε) for ε < 1: Buhrman et al. [BCK+14] showed that even
though c(n) ≤ 2O(s(n)), there are nontrivial computational tasks which, uses catalytic space in a
non-trivial way, and can be done in much less catalytic space than 2O(s(n)). They show (Theorem
18 in [BCK+14]) that performing iterated multiplication of n matrices (with integer entries) of
order 2

√
logn (sub-linear in n) can be done in O(log n) pure space and O(2

√
logn) catalytic space.

Our results in this regime presents an argument that the catalytic space indeed helps in reduc-
ing the amount of pure space required to solve a problem. We prove this for the Knapsack problem
where, we are given n items with ith item of weight wi ≥ 0 of reward ci ≥ 0 and a non-negative
integer K (Knapsack capacity). The goal is to find maxI⊆[n]

∑
i∈I ci subject to the constraint that∑

i∈I wi ≤ K. Let C be the sum of cost of all items.

Theorem 1.1. The Knapsack problem can be solved in O(n log n logC + log(nKC)) pure space and
O(n2KC3 log2K log n) catalytic space.

On the other hand, this problem can be solved by a dynamic programming based algorithm
that usesO(K logC) pure space, whereC is the sum of the costs of the different items.4 Hence, cat-

2The class of languages that can be computed by uniform Boolean circuits of depth O(logn) and size O(nk) for a
constant k, over {MAJ,¬} gates.

3Koucký [Kou16], while justifying the choice that c(n) = (2O(s(n))) in [BCK+14], remarks that this restricted vari-
ant of catalytic Turing machines (with c(n) = 2ω(s(n))) are possibly equivalent to counter machines in terms of the
languages that they accept.

4Note that the trivial brute-force search algorithm only takes O(K + logC) space.
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alytic algorithm can do a significant saving in the pure space required for computation (O(K logC)

versus O(n logK logC)) when K is Ω(n2).

Low-end Regime: When s(n) is constant : As a first step towards understanding the computa-
tional power of catalytic Turing machines when c(n) is not upper bounded by 2O(s(n)), we study
the extreme case when s(n) is constant and c(n) is poly(n). We call such a class as catalytic regular
(CR). That is, CR =

⋃
c≥0 CSPACE(O(1), nc). Let OC denote the set of all languages that can be

accepted by a two-way counter machine with counter value restricted to at most a polynomial in
the input length. It is easy to observe that OC ⊆ CR. On the other hand, we explore the nondeter-
ministic version of CR which we define as CNR =

⋃
c≥0 CNSPACE(O(1), nc) by using the standard

definition of non-deterministic catalytic Turing machines (where the restoration condition is im-
posed for all non-deterministic paths). Indeed, the power of non-determinism in this setting is a
natural question which amounts to, is CR 6= CNR? Although we do not answer this question, we
derive the following connection by carefully combining known results about the class OC.

Theorem 1.2. If CR ⊆ OC, then CR 6= CNR.

While it is an interesting question whether CR 6= CNR, and whether they are amenable to any of
the standard automata-theoretic separation techniques, the above theorem provides an approach
to it through an upper bound. However, it is possible that CR is not even contained in OC even if
CR 6= CNR. In this direction, we observe that the argument for the inclusion OC ⊆ CR is using the
head position for storing information, a natural question to ask is whether a meaningful non-regular
computation can be done by carefully modifying the content of the tape?. We show evidence to this by
showing a language (called FOLDED-CONJSUM - see Section 4.2) in CR (and more precisely in
CSPACE(O(1), O(n))) where the algorithm uses the catalytic tape in a non-trivial way. However,
we also remark that this language FOLDED-CONJSUM is actually in OC but still the proposed
algorithm for the problem uses the catalytic tape contents in a non-trivial way and is obtained
from a transparent program for the problem which is then simulated by a catalytic Turing machine
without using any pure space. This may be of independent interest.

Given the definition of catalytic regular class, a natural attempt to compare with the standard
complexity classes leads to the question - can we simulate logarithmic pure space with polynomial
catalytic space, that is - is L ⊆ CR ? Indeed, both inclusions are far from clear. To this end,
using tools from communication complexity and a variant of the crossing sequence argument
for catalytic Turing machines, we show the following separation using the FOLDED-CONJSUM

language.

Theorem 1.3. L 6⊆ CSPACE(O(1), o(
√
n)).

We also strengthen the above theorem to show that L 6⊆ CNSPACE(O(1), o(
√
n)) thus making

progress on even the question is: L ⊆ CNR.
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Access to read-only tapes (and in fact just extra read-only heads) increases the power of Turing
machines - as it is known (Theorem 14.4-1 in [Min67]) that any computation that can be done by a
Turing machine can be simulated by a Turing machine with two semi-infinite (that is, with a left
end-marker) tapes which can neither read nor write on its tapes, but can only sense when the tape
has come to its left end marker. Since read-only heads themselves can be used to store information,
it is natural to explore the power of read only heads in the context of catalytic computation as well.
The class CL with s(n) = O(log n) and c(n) = poly(n), as defined in [BCK+14], is robust - adding
extra heads to input tape, work tape or catalytic tape does not add power to the model since the
head position information can be stored in the pure space itself using O(log n) bits. In the case of
CR, we argue that this can make a difference as we show in the following theorem. Let (k + 1)-
CR be the set of all languages accepted by a catalytic machine with (k + 1) heads and that uses
constant pure space and poly(n) catalytic space (See Section 4.4, for formal definition). We prove
the following theorem.

Theorem 1.4. For any k ∈ N ,

(k + 1)-CR ⊆ CSPACE(k log n, nc) ⊆ (4k + 1)-CR.

The above theorem, in particular, implies that allowing extra heads in input or catalytic tape
can make the model as powerful as CL.

Low-end Non-constant Regime: When s(n) is o(log log n) : As the last part, we attempt to under-
stand the power of catalytic Turing machines when c(n) is not upper bounded by 2O(s(n)) in the
regime when s(n) is slowly growing but still the gap between pure space and catalytic space is
unbounded. In the standard Turing machine model, it is known that languages accepted by Tur-
ing machines using at most o(log log n) space are regular. We ask whether this statement would
hold if we augment such Turing machines with a catalytic space of at most o(log n). We answer
this question in affirmative for oblivious Turing machines as follows:

Theorem 1.5. Let M be an oblivious catalytic TM that uses s(n) pure space and c(n) catalytic space such
that s(n) + log c(n) = o(log log n). Then L(M) is regular.

The main technical part involved in the above theorem is an adaptation of the crossing se-
quence argument for catalytic Turing machines. Note that we require the obliviousness restriction
for the Turing machine in the above theorem, since it is not known in general how to convert a
general catalytic Turing machine to an oblivious one accepting the same language without an ad-
ditive Ω(log n) increase in space.

The rest of the paper is organized as follows. The main technical arguments are presented
in Section 3.2 (the high-end quadratic pure space regime), Section 4 (low-end O(1) pure space
regime) and Section 5 (the o(log log n) pure space regime). The argument for the simulation using
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multiple heads (Theorem 1.4) is presented in Section 4.4. We conclude with discussion and an
open problem in Section 6.

2 Preliminaries

In this section, we define the complexity theoretic preliminaries required for the rest of the paper.
SPACE(s(n)) (resp. NSPACE(s(n))) is the class of all languages that can be decided by a determin-
istic (resp. non-deterministic) Turing machine using O(s(n)) space of the work-tape. The class
SPACE(log n) (resp. NSPACE(log n)) is denoted by L (resp. NL).

Catalytic Computation: A catalytic Turing machine (introduced in [BCK+14]) is a deterministic
Turing machine with an input tape, a work-tape and a catalytic tape (all equipped with a left end
marker symbol (`)). The machine M is said to use pure space s(n) and catalytic space c(n) if for
all inputs x ∈ {0, 1}n and catalytic tape contents w ∈ {0, 1}c(n), M(x,w) on input x halts with w

on its catalytic tape and the work tape head does not move beyond s(n) from the left end marker
and similarly, the catalytic space head does not move beyond c(n) cells from the left end marker.

CSPACE(s(n), c(n)) is the class of all languages decided by a catalytic Turing machine using
pure space s(n) and auxiliary space c(n). Thus, a language is in CSPACE(s(n), c(n)) if there is
a catalytic Turing machine with s(n) pure space and c(n) catalytic space such that ∀x ∈ {0, 1}n,
∀w ∈ {0, 1}c(n) : (1) M(x,w) accepts on input x if and only x ∈ L and (2) M(x,w) halts with
w as the content of the catalytic tape. We refer to condition (2) as the restoration condition. Let
TimeM (x,w) denote the time taken by catalytic machine M on catalytic content w on the input x.

A non-deterministic catalytic Turing machine is defined (in [BKLS18]) similar to the above, ex-
cept that the restoration condition is applied to all non-deterministic paths of the Turing machine.
That is, a language L is said to be accepted by a non-deterministic catalytic Turing machine M if
for all input x ∈ {0, 1}n, ∀w ∈ {0, 1}c(n) (1) M(x,w) has at least 5 one non-deterministic path that
accepts if and only if x ∈ L and (2) in all non-deterministic paths of M(x,w), M(x,w) halts with w
as the content of the catalytic tape. Thus, CNSPACE(s(n), c(n)) is the class of all languages decided
by a non-deterministic catalytic Turing machine using pure space s(n) and auxiliary space c(n).

CL =
⋃
c>0

CSPACE(c log n, nc) CNL =
⋃
c>0

CNSPACE(c log n, nc)

Transparent Programs. This model, introduced in [BCK+14], is a register machine over a ring
(R,+,×) working with read-only input registers x1, x2, . . . xn and working registers r1, r2, . . . rm
where each register holds an element of R. An instruction is of the form ri ← ri ± u× v, where u

5Two related models have been studied recently. Gupta et al. [GJST19] considers the unambiguous variant of the non-
deterministic model where it is promised that there is exactly one choice of non-determinism for which the machine
accepts. Datta et al. [DGJ+20] considered two variant one where the machine is allowed to make random choices and
other where the transition function of the machine is reversible.
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and v are fixed elements fromR or registers other than ri. When the + and− are interchanged, we
can undo the outcome of the instruction and the instruction obtained after the interchange is called
the inverse of the original instruction. We call such instructions as reversible instructions. A pro-
gram is a list of instructions and a reversible program is one where each instruction is reversible.
A function f(x) is said to be transparently computed by a reversible program of length ` using m reg-
isters to a register ri if there is a program of ` reversible instructions which when executed on the
registers with initial values α1, α2, . . . , αi, . . . αm ends with values α1, α2, . . . , αi + f(x), . . . αm in
the respective registers, for all α1, . . . , αm ∈ R. When the function is computed by the program in
this way, by a slight misuse of terminology, we also call the reversible program to be a transparent
program.

Transparent program are used in [BCK+14] as a key tool to design catalytic algorithms. Propo-
sition 2.1 and Proposition 2.2 are two key results related to Transparent program which we cru-
cially use.

Proposition 2.1 (Arithmetic Circuits to Transparent Programs). Suppose f (on n variables) is com-
puted by a layered arithmetic circuit of size s and depth d, with the ring operations being + and× (bounded
fan-in), then f can be computed by a transparent program (over the same ring) of length O(s2d+1), O(s)

registers and n inputs. If the fan-in of + gate is allowed to be unbounded, then the same holds except that
length of the resulting program is O(s22d+1).

The above proposition follows from Corollary 6 [BCK+14]. Additionally, the following propo-
sition implies that we can simulate transparent programs catalytically.

Proposition 2.2 (Transparent Programs to Catalytic Algorithms). Given a transparent program (over
ring R) of length `, with m registers and n inputs (each from R), there exists a deterministic catalytic
Turing machine that can simulate the transparent program in catalytic space O(m · log |R|) and pure space
O(log `+ log n+ log |R|).

The above proposition follows from Lemma 15 of [BCK+14] and improvement on the catalytic
space is based on the remark appearing after the proof of Lemma 15 in [BCK+14].

Counter Machines: A two-way deterministic counter (denoted as 2DC) machine M is a 5-tuple
(Q,Σ, q0, δ, F ) where Q is a finite set of states, q0 a special start state, F ⊆ Q the set of accepting
states and Σ is a finite input alphabet. The input is given in the input tape of the machine enclosed
in start and end markers. The transition function δ is a mapping from Q × Σ × {0, 1} to Q ×
{L,R} × {−1, 0,+1}. The transition function takes three input parameters: the current state, the
current symbol being read, and the status of the counter (say, 0 if the counter reads zero and 1 if
non-zero) and then it changes the state, moves the head to left or right, and changes the counter
value by−1, 0 or +1. The counter can contain only non-negative integers, decrementing a counter
containing 0 is not allowed. Define OC to be the set of languages that can be accepted by two-way
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deterministic one counter machines. If we allow the counter machine to be non-deterministic, we
get the class NOC.

In the context of understanding the power of deterministic and non-deterministic variants of
the model, consider a language defined by Duris and Galil [DG82].

Ldg =

{
w0#w1# . . .#wk

∣∣∣∣∣ ∃n ≥ 1, k ≥ 1, ∀i ∈ {0, . . . , k}, wi ∈ Σn

and ∃j 6= 0, wj = w0

}

In [DG82], it is shown that Ldg cannot be recognized by two-way deterministic one-counter
machines. That is, Ldg /∈ OC. It is not clear if Ldg can be accepted by a two-way non-deterministic
counter machine. To answer this, Chrobak [Chr84] gave a variant of this language Lc that can
be accepted by two-way non-deterministic one counter machine but no two-way deterministic
one-counter machine accepts, thereby showing that OC ( NOC. The language Lc ⊆ {0, 1, 2,#}∗ is

defined as follows. Let φ : {0, 1}∗ → {0, 1, 2}∗ defined as φ(b1, . . . bk) = b1

k+1︷ ︸︸ ︷
2 . . . 2 b2 . . . bk−1

2k−1︷ ︸︸ ︷
2 . . . 2 bk.

Define,
Lc = {w0#φ(w1)# . . .#φ(wn) | w0#w1# . . .#wn ∈ Ldg}

Having seen languages not in OC, we now give two languages in the class OC. Let EQUAL =

{w#w | w ∈ Σ∗} and PAL = {wwR | w ∈ Σ∗}. It is known that (c.f. [DG82]) both EQUAL and PAL

belongs to OC with counter value being bounded by O(n).

Communication Complexity: We introduce some preliminaries on communication complexity
that we use. Given a Boolean function f : {0, 1}n × {0, 1}n → {0, 1}, and n bit strings x, y,
consider the model of computation where there are two parties - Alice (having x) and Bob (hav-
ing y) and they exchange bits to compute f(x, y). We call a strategy adopted by both the par-
ties as protocol π and the outcome of the protocol is denoted by π(x, y). A protocol π is said to
compute f if for every x, y ∈ {0, 1}n × {0, 1}n, π(x, y) = f(x, y). The cost of a protocol π is
maxx,y(# bits exchanged in computing π(x, y)) and the cost of computing f is the cost of the min-
imum cost protocol π computing f . We call T ⊆ {0, 1}n × {0, 1}n as a rectangle if there exists
A,B ⊆ {0, 1}n such that T = A × B. We call a rectangle T monochromatic, if for all (x, y) ∈ T ,
f(x, y) is fixed.

In this section, we consider two settings of the model where the parties can be non-deterministic
or randomized. If the parties are non-deterministic, then we denote N1(f) (resp. N0(f)) to
denote cost of checking if f(x, y) is 1 (respectively 0) by an optimal non-deterministic protocol.
Equivalently, N1(f) (resp. N0(f)) can be defined as base 2 logarithm of the minimum number of
monochromatic rectangles needed to cover f−1(1) (resp.f−1(0)). DefineN(f) = max{N0(f), N1(f)}.

In the randomized setting, Alice and Bob have access to a shared source of randomness. We
denote Rpub0 (f) as the optimal expected cost of computing f using (public) randomness without
making any error. Following proposition gives a relation between Rpub0 (f) and N(f) (which we
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use in Section 4.3).

Proposition 2.3. For any Boolean function f : {0, 1}n → {0, 1}, Rpub0 (f) = Ω(N(f)− log n).

Proof. Similar to Rpub0 , let R0(f) be the expected cost of a protocol computing f exactly in the
setting where the randomness is not shared between the parties. It is known that for any Boolean
function f , R0(f) = O(Rpub0 (f) + log n) and R0(f) ≥ N(f) (for instance, see Chapter 3 [KN97]).
Combining the two inequalities completes the proof.

For more details on these two settings of the model, see [KN97].

3 High-end Regime : Dynamic Programs using Catalytic Space

In this section, we present our result for a case when s(n) = O(c(n)ε) for ε < 1. We show, even
in such settings, catalytic memory can be provably useful. We achieve this by showing an imple-
mentation of a dynamic programming algorithm using less pure space by incorporating the use
of catalytic space.

As an algorithmic paradigm, dynamic programming has also been studied via the model of
incremental dynamic programs by Jukna [Juk14]. We define the model from [Juk14] formally.
Every dynamic program naturally induces a sub-problem graph which is a directed acyclic graph
(DAG) with sub problems as nodes with each of them having a value (denoted by f ) and edges
connecting them describing how the value f(v) of sub problem v gets computed.

A dynamic program P using max and + computing a function f is said to be incremental if
(1) for every input x = (x1, . . . , xn), each edge in the sub-problem graph is determined by at
most one data item xi. (2) for each sub problem v depending on sub problems u1, . . . , uk, f(v) =

max{f(u1) +w1(x), . . . , f(uk) +wk(x)}where wi(x) is either 0 or some non-zero weight based on
x.

In this section, we describe how to solve the Knapsack problem using a catalytic algorithm
using a small amount of pure space (Section 3.2). As a first step, the above framework can be
used to view the Knapsack problem as an incremental dynamic program (as observed in [Juk14]).
Since such a program is a DAG with max and + as operations, it can naturally be viewed as
a (max,+) arithmetic circuit. Hence, to obtain a catalytic algorithm, it suffices to convert the
associated arithmetic circuit to a catalytic algorithm which we achieve in Proposition 3.1. The part
that needs to be handled carefully is obtaining a catalytic algorithm for the max operation (which
we explain in Section 3.1).

Catalytic Algorithms for computing Arithmetic circuits : We describe how to convert an arith-
metic circuit (over a finite ring R) to a catalytic algorithm evaluating the polynomial computed

9



by the arithmetic circuit. We achieve this by first converting the arithmetic circuit to a transpar-
ent program (Proposition 2.1) and then running the transparent program using a catalytic Turing
machine (Proposition 2.2). These are implicit in [BCK+14] and are stated explicitly in Section 2.

In the following proposition, starting from an arithmetic circuit, we describe how to obtain a
catalytic algorithm computing them.

Proposition 3.1. Given a layered arithmetic circuit over ringR of size s and depth d, there exists a catalytic
algorithm usingO(s log |R|) catalytic space andO(d+log s+log |R|) pure space evaluating the polynomial
corresponding to the arithmetic circuit.

Proof. Let the arithmetic circuit be computing a polynomial of n variables. Then, by Proposi-
tion 2.1, we get a transparent program computing the same polynomial over ringR withO(s2d+1)

length andO(s) registers. Applying Proposition 2.2 to this transparent program, we get a catalytic
algorithm computing the transparent program (which in-turn computes the arithmetic circuit) of
catalytic space O(s log |R|) and pure space O(log(s · 2d+1) + log n+ log |R|) = O(d+ log s+ log |R|).
In arriving at the last equality, we used s ≥ n.

We remark that Cook and Mertz (Appendix A [CM20]) essentially used the same idea to explic-
itly describe a catalytic algorithm to compute product of n terms (by viewing it as an arithmetic
circuit of n product gates of bounded fan-in and depth log n).

3.1 Transparent Program to compute max

In this section, we describe how to obtain a catalytic algorithm computing the max over any fi-
nite field. For the Knapsack problem, we choose a large enough field (based on K) and use this
algorithm along with Proposition 3.1 to prove Theorem 1.1 from Introduction.

For a prime q, let (Fq, <) be a lattice where < is the natural ordering among the elements
treated as integers. Given two transparent programs P1 and P2 computing r1 ← r1 + f1 and
r2 ← r2 + f2 over the finite field Fq, we show how to obtain a transparent program computing
max{f1, f2}where maximum is computed according to < relation.

Proposition 3.2. Let P1 and P2 be transparent programs compute r1 ← τ1 +f1 and r2 ← τ2 +f2 over the
finite field Fq. Then, there exists transparent programs I, P ′′ such that P given by I, P1, P2, P

′′ compute
r ← r + max{f1, f2}. The program P ′′ is of length O(q4) and uses O(q3) registers. The program I can be
of length O(q4). A similar statement also holds for computing min.

Proof. The idea is to obtain an arithmetic circuit computing the function max{z, y}when viewed as
a polynomial over Fq[z, y]. We then use Proposition 2.1 to obtain a transparent program computing
max.

10



Following polynomial computes max over Fq according to the order <. For a, b ∈ Fq let
max(a, b) denote the maximum of a, b in Fq according to < relation. Then,

max{z, y} =
∑
a∈Fq

∑
b∈Fq

ca,b ·
∏
k 6=a

(z − k)
∏
k 6=b

(y − k)

where ca,b = max(a,b)∏
k 6=a(a−k)

∏
k 6=b(b−k)

. Observe that if z = a and y = b, then ca,b
∏
k 6=a(z − k)

∏
k 6=b(y −

k) = max(a, b) and is zero otherwise. Hence this polynomial correctly computes max. This poly-
nomial can be computed by an arithmetic formula with bounded fan-in × and unbounded fan-in
+ of size q2(2q+1)+2q = O(q3) and depth 2+log q = O(log q). We unify all occurrences of z (resp.
y) as a leaf into a single z (resp. y) to get an arithmetic circuit of the same size and depth as the for-
mula. Applying Proposition 2.1 gives us a transparent program P ′ computing r ← r + max{z, y}
of length O(q4) andO(q3) registers. Let the registers in P ′ be denoted by si and ai denote its initial
content for 1 ≤ i ≤ O(q3).

We modify P ′ to compute r ← r+ max{f1, f2} as follows. In the construction of P ′, there must
be lines which read z of the form si ← si ± z. Let Tz (resp. Ty) be the set of indices of the registers
that reads z (resp. y) in the form as mentioned. The modification is as follows: For each i ∈ Tz , we
replace the read of z by si ← si ± r1 (with appropriate sign) and for each j ∈ Ty, we replace the
read of y by si ← si ± r2 (with the appropriate sign). Let P ′′ be the resulting program.

Let I denote the following instructions: (1) for each i ∈ Tz ; si ← si − r1 and (2) for each j ∈ Ty;
sj ← sj − r2. The final program P computing max{f1, f2} is I, P1, P2, P

′′. The instructions in 1

1. For each i ∈ Tz , si ← si − r1 [si = ai − τ1]
2. For each j ∈ Ty, sj ← sj − r2 [sj = aj − τ2]
3. P1 [r1 = τ1 + f1(x)]
4. P2 [r2 = τ2 + f2(x)]
5. P ′′ [r ← r + max{f1, f2}]

and 2 forms the program I .
We now argue correctness. If we compute si ← si ± f1(x) for every i ∈ Tz (by running P1

or P−11 appropriately) and similarly for Ty, the resulting program along with P ′ will compute
maximum. The program P ′′ is also doing the same without computing f1 or f2 (or their inverse)
repeatedly. We compute f1 and f2 once (via P1 and P2 in P ) and copy the values to all the registers
that reads z and y (via lines 1, 2 and the modifications that is done to P ′).

Proposition 3.3 ((max,+) Arithmetic circuits to Catalytic algorithms). Given a layered arithmetic
circuit over Fq of size s and depth d with max gates of fan-in t, there exists a catalytic algorithm using
O(stq3(log q)) catalytic space and O(d log q log t + log s + log q + log t) pure space computing the poly-
nomial corresponding to the arithmetic circuit.

Proof. Replacing the max gates by an arithmetic circuit computing max, will increase the size by

11



a factor of q3 and depth by a factor of log q. The result now follows by the fact that there exist a
transparent program for computing max{·, ·} of O(q4) length and O(q3) registers (Proposition 3.2)
and by applying Proposition 3.1.

We remark that the same argument would go through even if we replace max by any function
φ : Fq × Fq → Fq.

3.2 Implementing Incremental Dynamic programming

We now apply the Proposition 3.3 in the context of the Knapsack problem. Observe that a Knap-
sack problem on n items with Knapsack capacity K can be expressed as a (max,+) circuit with
size nK, depth n and max fan-in of n. Recall that C is the sum of the cost of all items. We
choose a prime q such that C ≤ q < 2C (such a prime always exists) with the natural associated
ordering Fq. By Proposition 3.3, we get a catalytic algorithm solving the Knapsack problem in
O(n log n logC+log(nKC)) pure space andO(n2KC3 log2K log n) catalytic space. This completes
the proof of Theorem 1.1.

On the other hand, this problem can be solved by a DP algorithm that uses O(K logC) pure
space. To see this, let T be an array of size K. Then, for each i ∈ {1, 2, . . . , n} and each j from
{0, 1, 2, . . .K − wi}, do TK−j ← max{TK−j , TK−j−wi + cj} (where cj and wj is the reward and the
weight of jth item). The optimal value will be available in TK at the end of the iteration. Hence, our
catalytic algorithm can do a significant saving in pure space (O(K logC) versus O(n logK logC))
when K is Ω(n).

4 Low-end Regime : Catalytic Regular

As discussed in the introduction, in this section, we study the power of catalytic computation with
a low-end relationship between the catalytic and pure space. That is, we consider the pure space
to be a constant, which is as good as s(n) = 0 since the state space is enough to represent the
content of the work tape since there are only a constant number of symbols to store. We define,
CR =

⋃
c>0 CSPACE(O(1), nc). It is natural in this case to ask if the machine is more powerful

than a finite automaton. Indeed, it can accept the non-regular language {anbn | n ≥ 0} over the
alphabet {a, b} by using the head position of the catalytic tape without modifying the catalytic
tape at all (hence restoration condition is trivially satisfied by the algorithm).

4.1 Catalytic Regular Algorithms for One Counter Machines

This idea that a catalytic machine with constant pure space can accept non-regular languages can
be generalized and is captured by the following easy proposition.

Proposition 4.1. OC ⊆ CR
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Proof. LetM be a one counter machine accepting L. The idea is to directly simulateM while using
the head of the catalytic tape to simulate M ’s counter. Since M uses a counter whose value is at
most poly(n), L ∈ CR.

Indeed, the above proposition follows from the fact that the head position of the catalytic tape
can be used as a counter which can increment and decrement the counter (corresponds to moving
the head to right and left respectively) and test for zero (corresponds to testing whether the current
symbol read is the left end marker or not).

The question CR ⊆ OC is harder. To address this question, we consider the non-deterministic
variant of CR, defined as CNR =

⋃
c>0 CNSPACE(O(1), nc). A natural question is whether non-

determinism is more powerful in this resource regime - the CR vs CNR question - if there exists a
language which is CNSPACE(O(1), nc) but not in CSPACE(O(1), nc

′
) for any constant c′.

We now prove Theorem 1.2 from the introduction. That is, if CR is contained in OC, then it has
to be that CR is different from CNR. We argue this using a language defined by Chrobak [Chr84]
over {0, 1, 2,#}∗ using Ldg (which we denote by Lc) as follows. For convenience, we repeat the

definition from Section 2. Let φ : {0, 1}∗ → {0, 1, 2}∗ defined as φ(b1, . . . bk) = b1

k+1︷ ︸︸ ︷
2 . . . 2 b2 . . . bk−1

2k−1︷ ︸︸ ︷
2 . . . 2 bk.

Define,
Lc = {w0#φ(w1)# . . .#φ(wn) | w0#w1# . . .#wn ∈ Ldg}

Borrowing the techniques of Duris and Galil [DG82], Chrobak [Chr84] showed that Lc 6∈ OC. Un-
like, Ldg which is not known to be accepted by non-deterministic one counter machines, Chrobak
showed the existence of such a machine accepting Lc. Observe that the proof of Proposition 4.1
also generalizes to the non-deterministic setting, that is, any non-deterministic catalytic machine
can simulate a non-deterministic one counter machine. This implies the following.

Proposition 4.2. The language Lc is in CNSPACE(O(1), O(n)).

If CR ⊆ OC, then by Proposition 4.1 CR = OC. As argued before, Lc 6∈ OC = CR. Along
with Proposition 4.2, it implies that CR 6= CNR. This completes the proof of Theorem 1.2.

CNR algorithm for Ldg with one non-restoring symbol: Although it is not clear if there is a CNR

algorithm for Ldg, we show that if we change the model by allowing the machine to write exactly
one symbol in the catalytic tape that does not need to be restored, then it is indeed possible for
such a CNR machine6 to accept Ldg. This model of allowing extra non-restoring symbol can also
be seen as allowing an extra read-only head. In Section 4.4, we show that allowing a constant
number of such extra symbols can increase the computational power of the model to CL, thereby
giving evidence that such an addition can increase the computational power of the model.

6In the conference version of this paper [BDS20], this was incorrectly proposed as a CNR algorithm. However, this
does not affect Theorem 1.2 as the language Lc serves the purpose.
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We now describe a CNR algorithm for Ldg (Algorithm 2) wherein it is allowed to place exactly
one # symbol in the catalytic tape. This requires an addition of an extra alphabet (# in this case) to
the catalytic tape alphabet set in the model. Note that the standard catalytic model admits only 0
and 1 as alphabet symbols for the catalytic tape.

While guessing the wi, we also move the catalytic head along with the input head. Once we
guess wi (in line 2), at the end of while loop after line 2, the catalytic head points stores the location
of ‘#’ appearing before wi by writing a # in the location.

Input : String w0#w1# . . .#wk with |wi| = m
Output: Outputs if input belongs to Ldg or not

1 Input head moves right (reject if it cannot) and on seeing a # guess a bit b ∈ {0, 1} ;
2 If b = 0, we repeat previous step, otherwise, continue to next step ;
3 while Input head did not see ` do
4 Move input head once left ;
5 Move catalytic head once right ;
6 end
7 while Input head did not see a # do
8 Move the catalytic head once to the right ;
9 while Catalytic head did not sees a # do

10 Move input head right. Move the catalytic head left ;
11 end
12 r ← input bit pointed by the input head and store in the finite state ;
13 while Input head did not see ` do
14 Move input head left. Move the catalytic head right ;
15 end
16 while Catalytic head did not see ` do
17 Move the input head right. Move the catalytic head left ;
18 end
19 s← input bit pointed by the input head. If r 6= s, reject ;
20 while Input head did not see ` do
21 Move the input head left. Move the catalytic head right ;
22 end
23 end
24 If the input is not rejected, accept ;

Algorithm 1: CNR Algorithm for Ldg with a non-restoring symbol

The while loop in line 11 checks if wi = w0. More precisely, at the end of the jth iteration of this
while loop (lines 8 to 22), (1) the input head points to the left end marker and the catalytic head
is at the location of the jth bit of wi and (2) wi(1), . . . wi(j) = w0(1), . . . w0(j). Using the way the
input and the catalytic tape heads are moved and by an induction on j, (1) and (2) can be argued.

We now argue the correctness. If the input belongs to Ldg, there exist a guess i such that
wi = w0 and the algorithm will accept it in that branch of choice. Otherwise, every wi will be
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rejected in some iteration of the while loop (of line 11) due to the invariant maintained. Hence, for
an input not in Ldg all nondeterministic choices reject completing the correctness.

4.2 Beyond Indexing : Using the Catalytic Regular Space

Recall the example of {anbn|n ≥ 0} being in CSPACE(O(1), O(n)), where the catalytic algorithm
designed did not end up modifying the catalytic space at all. In this section, we give a language
where the accepting machine uses the catalytic space non-trivially thereby demonstrating the
power of the catalytic machine even with the limitation of the pure space being constant.

Consider the language:

FOLDED-CONJSUM =

{
x#ny : x, y ∈ {0, 1}n,

n∑
i=1

xi ∧ yn−i+1 = 0 mod 2, n ≥ 1

}

To begin with, recall that the language PAL = {wwR | w ∈ Σ∗} belongs to OC and hence is con-
tained in CSPACE(O(1), O(n)). Using a similar idea, one can also argue that FOLDED-CONJSUM ∈
CSPACE(O(1), O(n)). However, we propose a CSPACE(O(1), O(n)) algorithm for the problem that
uses the catalytic tape contents in a non-trivial way and is obtained from a transparent program
for the problem which is then simulated by a catalytic Turing machine without using any pure
space. The hope is that this idea can be further extended to obtain an answer whether CR ⊆ OC or
not, which is in turn is related to CR vs CNR question too as in Theorem 1.2.

Following the above discussion, we show the following upper bound :

Theorem 4.3. FOLDED-CONJSUM ∈ CSPACE(O(1), O(n)).

Proof. We first argue that computing ˜FOLDED-CONJSUM which is the language FOLDED-CONJSUM

without the padding by # can be done in CSPACE(O(1), O(n)).

˜FOLDED-CONJSUM =

{
xy : x, y ∈ {0, 1}n,

n∑
i=1

xi ∧ yn−i+1 = 0 mod 2, n ≥ 1

}

Claim 4.4. ˜FOLDED-CONJSUM ∈ CSPACE(O(1), O(n))

Suppose M be such a machine for ˜FOLDED-CONJSUM. Given a string of the form x#∗y, con-
sider a catalytic machine M ′ which first checks (using the catalytic tape) if the length of the string
x and #s are the same and length of y and #s are the same. If the check fails then, reject. If not,
run the machine M . During the run, when the input head of M ′ encounter #, skip over the sym-
bols till a 0 or 1 symbol is seen. Since the catalytic tape is O(n), it is possible to check the lengths.
Correctness follows since M correctly accepts ˜FOLDED-CONJSUM.

We now prove the claim.
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Proof of Claim 4.4. First, we describe a transparent program computing ˜FOLDED-CONJSUM. The
program uses work registers - r1, . . . , rn and input registers - w1, . . . , wn, wn+1 . . . w2n. Let I1, I2
and I3 be transparent programs given by

I1: for i ∈ {1, 2 . . . , n}, r0 ← r0 − ri · wn−i+1

I2: for i ∈ {n, n− 1 . . . , 1}, ri ← ri + wn+i

I3: for i ∈ {1, 2 . . . , n}, r0 ← r0 − ri · wn−i+1

The program I = (I1, I2, I3, I
−1
2 ) transparently computes in r0 whether an input belongs to L

or not.

1. for i ∈ {1, 2 . . . , n} r0 ← r0 − ri · wn−i+1 [r0 = τ0 −
∑n

i=1 τi · wn−i+1]
2. for i ∈ {n, n− 1 . . . , 1} ri ← ri + wn+i [ri = τi + wn+i]
3. for i ∈ {1, 2 . . . , n} r0 ← r0 + ri · wn−i+1 [r0 = τ0 +

∑n
i=1wn+i · wn−i+1]

4. for i ∈ {n, n− 1 . . . , 1} ri ← ri − wn+i [ri = τi]

Let τi be the initial content of the register ri for i ∈ {0, 1 . . . , n}. The transformation that the
program does (mentioned in square brackets) argues the correctness.

We now describe a catalytic machine usingO(1) pure space andO(n) catalytic space accepting
˜FOLDED-CONJSUM in Algorithm 2. This catalytic machine essentially implements the transparent

program I by treating registers wi as the respective input cells and r1 . . . rn as the first n catalytic
tape cells. We implement r0 in the finite state. A naive way of implementing this transparent
program involves storage of the register indices which requires O(log n) pure space. We now
show how to run the program by a careful movement of the input and catalytic heads. At the
start, we assume that heads of input and catalytic tape are over the left end marker ` and cells in
input tape appearing after the end of input are filled with blank symbol.

We now argue that the machine correctly simulates the transparent program. It can be seen
that steps 3 to 9 implements I1 and steps 10 to 16 implement I2. Since I3 is the same as I1, step 17
implements I3. Step 18 restores the catalytic tape by running I2 which is the same as I−12 since we
are over F2. Hence the restoration is guaranteed and the machine is indeed catalytic.

We store c, c′ in the finite control (note that c, c′ stores only an element of F2 at any point).
Throughout the program, we did not require any other storage. The machine uses O(n) catalytic
space. Hence, L(M) ∈ CSPACE(O(1), O(n)).

By the end of computation, c′ must have the parity of the string (x1∧y1, . . . , xn∧yn). Since the
transparent program accepts ˜FOLDED-CONJSUM and the machine correctly simulates the trans-
parent program catalytically, it must be that ˜FOLDED-CONJSUM = L(M) ∈ CSPACE(O(1), O(n)).

We remark that similar to FOLDED-CONJSUM, checking if xy ∈ {wwR : w ∈ {0, 1}∗} is equiv-
alent to ∧ni=1¬(xi ⊕ yn−i+1) = 1. But it is not clear how to do ∧ of n bits in constant pure space
catalytically.
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Input : String xy ∈ {0, 1}∗

Output: Does input belong to ˜FOLDED-CONJSUM or not (YES/NO) ?

1 Check if the input length is even and non-zero. If not, reject;
2 Initialize c← 0. Move both the heads to ` ;
3 Move the input head to yn+1 and the catalytic head to `. This can be achieved by the

following combination of moves:
(a) Move input head to right till the blank (end of input) symbol is reached. For two steps
of input head, move the catalytic head one step to the right.
(b) Once the input reach blank to the right of yn, repeat the following: move catalytic
head left till ` is reached; for each move of catalytic head, move the input head left once ;

4 while input head is not pointing to the cell adjacent to ` do
5 Move input head once left ;
6 Move catalytic head once right ;
7 r ← content pointed by catalytic head and w ← content pointed by input head ;
8 c← (c+ r · w) mod 2;
9 end

10 Move both the heads to ` and repeat step 3 to move input head to yn+1 and catalytic head
to ` ;

11 while input head is not on a blank symbol do
12 Move the catalytic head once right ;
13 r ← content pointed by catalytic head and w ← content pointed by input head ;
14 Update the catalytic content to r + w ;
15 Move input head once right ;
16 end
17 Repeat steps 3 to 9 ;
18 Save c to c′ and repeat steps 10 to 16 ;
19 If c′ = 0 accept, else reject. ;

Algorithm 2: CSPACE(O(1), O(n)) Algorithm for ˜FOLDED-CONJSUM
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4.3 Limitations of CR : The CR vs L problem:

In this section, we show that there exists a language L in L such that it cannot be computed in
CNSPACE(O(1), o(n)), thus proving Theorem 1.3. To this end, we prove a slightly general result
on the power of CSPACE(s(n), c(n)) for functions s(n) and c(n) (with s(n) ≤ c(n)). (We do not
assume here that s(n) ≥ log c(n))

Before proceeding, we need the following result on the number of configurations of a catalytic
machine which is implicit in Theorem 19 [BCK+14] where it is used to conclude that CL ⊆ ZPP.
We state it here for catalytic Turing machines that are also oblivious with an improvement on the
count which is crucial here.

Lemma 4.5. For a catalytic Turing machine M with pure space s(n) and catalytic space c(n), on input
string x of length n, there exists a w such that M on initial catalytic tape content w, reaches at most
O(2s(n) · c(n) · s(n) · n) many configurations. If M is an oblivious catalytic Turing machine, the bound on
the number of configuration can be improved to O(2s(n) · c(n) · s(n))

Proof. We remark that the proof is implicit in Theorem 19 of [BCK+14]. Consider an input x of
length n, and let the amount of space available on the worktape and catalytic tape of the catalytic
Turing machineM be s and c respectively. The machineM has at mostO(2c+s+logn+log s+log c) pos-
sible configurations, where the logarithmic terms account for the location of tape head positions
of input, work and catalytic tapes. A catalytic Turing machine cannot have any configuration in
common between a computation starting with w or one with w′ 6= w as catalytic tape contents,
for a fixed input x. Because if it were true then from that point onwards the computation would
be the same and the restoration part would be incorrect for one of w or w′. Because of the above
property, the following inequality holds.∑

w∈{0,1}c
TimeM (x,w) ≤ O(2c+s+logn+log s+log c) (1)

Dividing by 2c we get, Ew[TimeM (x,w)] ≤ O(2s · c · s · n).
This implies that on an average, the machine reaches O(2s · c · s · n) many configurations. This

implies there exists a w for which the above statement is true.
If M is oblivious, then the configuration of M need not store the input head position. Hence,

the log n term can be removed in Eq. (1). Following the averaging argument (as done earlier) gives
the claimed bound.

Lemma 4.6. Let b ∈ {0, 1} and fn : {0, 1}n × {0, 1}n → {0, 1} be a family of Boolean functions and M
be a catalytic machine using s(n) pure space and c(n) catalytic space accepting the language

Lbf = {xzy | x, y ∈ {0, 1}n, z = #n and fn(x, y) = b, n ≥ 1} ⊆ {0, 1,#}∗.

Then, Rpub0 (fn) = O(c(n)2s(n) · 2s(n)).
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Proof. The idea is to have Alice and Bob simulate the catalytic machine after fixing the catalytic
content at random. Then, a location in z part of the input is chosen at random (using public
randomness) as the crossing over point at which the entire configuration of the simulation is ex-
changed. They output 1 if the machine accepts and 0 otherwise. We bound the expected bits
exchanged.

Before starting, Alice and Bob fixes a location in z at random (using public randomness). The
protocol is as follows: Alice sets the catalytic content at random and simulates M as long as the
input head stays to the left of this location. Once it crosses this location, Alice sends the current
configuration of the simulation to Bob who then continues the simulation as long as the input
head stays to the right of this location. As soon as it crosses, Bob communicates his configuration
of the simulation to Alice. This is continued till the simulation is completed. The protocol accepts
if and only if the machine M accepts the string xzy.

For the input xzy, we now estimate the average number of times the head of M crosses the
boundary. Let cross(w, i) denote the number of times the input head of M crosses the cell i in z

on the catalytic content w ∈ {0, 1}c(n). The average crossings is given by
∑

i,w cross(w,i)

n·2c which is the
same as 1

n

∑
w

∑
i cross(w,i)

2c(n) . Using the fact that the total number of crossing cannot exceed the run

time (Lemma 4.5), this is upper bounded by 1
n

∑
w TimeM (xzy,w)

2c(n) .
Since M is catalytic, by Lemma 4.5, the total runtime of M over all the catalytic content is at

most the number of configurations which is O(2s+c+logn+log s+log c). (for convenience, we drop the
parameter n from c(n) and s(n)). Hence, the expected number of crossings is O(c · s · 2s). In each
crossing, we send the configuration which is O(c + log c + s + log s) = O(c + s) bits. Hence, the
expected number of bits exchanged is at most O((c+ s) · c · s · 2s) = O(c2s · 2s) as s(n) ≤ c(n).

Catalytic Space Lower Bound for FOLDED-CONJSUM : Recall the language FOLDED-CONJSUM

in Section 4.2 that can be accepted by a catalytic regular machine with O(n) catalytic space. For
the function, IPn(x, y) =

∑n
i=1(xi ∧ yn−i+1) mod 2, the language L0

IP = {xzy ∈ {0, 1,#}∗ | |x| =

|y| = n, z = #n, x, y ∈ {0, 1}n and IPn(x, y) = 0} is exactly the language FOLDED-CONJSUM.
Using Lemma 4.6, we show that no catalytic regular machine using o(

√
n) of catalytic space can

accept FOLDED-CONJSUM.

Lemma 4.7. Any catalytic regular machine using o(
√
n) catalytic space cannot accept FOLDED-CONJSUM.

Proof. It is known that N(IPn) ≥ N0(IPn) = Ω(n). To see this, observe that if A × B is a zero
rectangle, then by property of the inner product function span(A) × span(B) is also a zero rect-
angle. This means that for any rectangle A′ × B′, dim(A′) + dim(B′) ≤ n as A′ ⊆ B′⊥. Hence,
|A′ × B′| ≤ 2n. Since the number of zeros is 22n−1, the number of monochromatic rectangles to
cover is at least 2n−1. The result now follows by Lemma 4.6 and Proposition 2.3.

This immediately gives the following.
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Theorem 4.8 (Theorem 1.3 restated). L 6⊆ CSPACE(O(1), o(
√
n)).

Proof. Observe that FOLDED-CONJSUM ∈ L. By Lemma 4.7, FOLDED-CONJSUM 6∈ CSPACE(O(1), o(
√
n)).

This completes the proof.

We remark that Lemma 4.6 also gives another language defined by the Boolean function EQn

on n bits7. Since N1(EQ) = Ω(n) (c.f. [KN97]), L1
EQ 6∈ CSPACE(O(1), o(

√
n)) while it belongs to L.

In general, the following holds.

Corollary 4.9. For any Boolean function fn with N(fn) = Ω(n), there exists b ∈ {0, 1} such that for any
deterministic catalytic machine accepting Lbf using s(n) = O(1) requires c(n) to be at least Ω(

√
n).

Recall from Section 2 that EQUAL ∈ OC. This implies that L1
EQ ∈ CSPACE(O(1), O(n)). An

argument to Lemma 4.6 can be adapted to show the similar result in the case of non-deterministic
settings as well thus showing that L 6⊆ CNSPACE(O(1), o(

√
n)).

Theorem 4.10. For any Boolean function fn with N(fn) = Ω(n), there exists b ∈ {0, 1} such that for any
non-deterministic catalytic machine accepting Lbf using s(n) = O(1) requires c(n) to be at least Ω(

√
n).

In particular, this holds for f = EQ. Since L1
EQ ∈ L,

L 6⊆ CNSPACE(O(1), o(
√
n))

Proof. We adapt proof of Lemma 4.6 to shows that for any non-deterministic catalytic Turing
machine using s(n) pure space and c(n) catalytic space accepting the same language L (as in
Lemma 4.6), there is a non-deterministic protocol for computing f of cost O(c2s · 2s + log n). To
see this, Alice fixes a crossing point (non-deterministically) and sends it over to Bob. Then, they
set the catalytic content non-deterministically and simulate the non-deterministic machine till the
input head lies in the respective inputs and communicates the configuration as soon as it crosses
the boundary. Let T (n,w) be the time taken by the catalytic machine to decide on an input of
length 3n and catalytic content w. As the machine is catalytic, Ew[T (n,w)] = O(2s+logn+log s+log c).
Hence, there exists a w0 with T (n) = T (n,w0) = O(2s+logn+log s+log c). Hence, it suffices for the
protocol to run the machine for T (n) steps and reject if the computation did not halt. Also,
there exists a location in z where the input head crosses the boundary is at most T (n)/n (for
otherwise, the total run-time will exceed T (n)). Hence, the total number of bits exchanged is
O(T (n)/n · (c+ s) + log n) = O(c2s · 2s + log n).

For a contradiction, suppose that L1
EQ ∈ CSPACE(O(1), o(

√
n)). Then by the above argument,

there is a non-deterministic protocol computing EQn of cost o(n). But this is a contradiction as
N1(EQn) = Ω(n).

7EQn(x, y) = 1 if ∀ i, xi = yi and 0 otherwise
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Remark 4.11. This also shows that the complexity classes8 AC0 and CNSPACE(O(1), o(
√
n)) are incom-

parable as, Lf (defined in Corollary 4.9) is in AC0 and not in CR and ⊕n ∈ CNSPACE(O(1), o(
√
n)) but

not in AC0. This is in contrast with CL which contains L-uniform TC1.

4.4 Power of extra read-only heads in input tape/catalytic tape

The class CL with s(n) = O(log n) and c(n) = poly(n) is robust in the sense that adding extra heads
to input tape, work tape or catalytic tape does not add power to the model. In case of CR, we show
that this can make a difference by showing that allowing extra heads in input or catalytic tape can
make the model as powerful as CL.

Definition 4.12 ((k + 1)-CR). Consider the model of computation similar to CSPACE, except that
the input tape has k read-only heads in addition to the normal input head. Let (k + 1)-CR be the
set of all languages accepted by a such a machine with k + 1 heads that uses at most O(1) pure
space and O(nc) catalytic space. We can also allow the read-only heads in catalytic tape too.

Note that we use CR for 1-CR (that is k = 0).

Theorem 4.13. For any k ∈ N ,

(k + 1)-CR ⊆ CSPACE(k log n, nc) ⊆ (4k + 1)-CR.

Proof. For the first containment, let M be a machine with k additional input heads. We describe a
CL machine as follows: the CL machine (with k log n work tape) will use these k cells to simulate
the k extra heads of M catalytically. Since the catalytic space matches, direction simulation can be
done and restoration is guarenteed.

For the second containment, we use a standard trick of simulation of work space using read-
only input heads (Folklore, see Homework 1, Question 2 of [Koz06]). LetM be a catalytic machine
that uses k log n work cells and nc catalytic cells. We divide the work tape into k portions each of
log n cells. To simulate read and writes in each such portion we use 4 input heads.

Let M ′ be a (4k + 1)-CR machine simulating M . We describe how M ′ simulate M one such
portion (say portion i for some 1 ≤ i ≤ k) of log n cells. To simulate a portion, we use 4 heads -
Ai, Bi, Ci and Di (in addition to the input head). Without loss of generality assume that the work
tape is encoded in binary. We interpret the log n bits as an integer (with the left most cell in the
portion interpreted the least significant bit) denoted by val(i) and during the simulation maintain
that the head Ai point to a cell which is at a distance val(i) from the left end marker in the input
tape of M ′. Initially, we assume that the work tape is empty and hence the head Ai will be on the
left end marker (denoting that it stores zero).

8AC0 is the class of languages which can be accepted by Boolean circuits over {∧,∨,¬} with constant depth and
polynomial size.
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Suppose that Ai points to the integer representation val(i) and head Bi at a distance j from the
left end marker denotes the location of the head of M within the portion i. At this point M can
read from or write to the jth cell in the ith portion. We use the remaining two heads to simulate as
follows:

Simulating a Read : Suppose M read the jth cell (from left) within this portion. First M ′ bring
headDi to the same location asAi. Then, usingBi, Ci bringDi to the location which is val(i)/2j−1.
This can be achieved by using Ci to halve Di each time till Bi points to the cell immediately to the
right of the left end marker. Now, finding if Di is pointing to an odd or even location will give the
content of the jth cell.

Simulating a Write : Suppose M changes the jth cell (from left) within this portion. Say M

wants to change from 0 to 1. M ′ use Ci and Di to compute 2j in Di. To achieve this, initially have
Ci and Di on the cell to the right left end marker (which means they both correspond to the value
1). Then repeat the following till Bi is on the left end marker (that is Bi is 0).

• Move head Ci once left and Di once right till Ci hits left end marker.

• Move Ci from left end marker to the location of Di

• Move Bi one cell left.

Once this is done, we move the headAi those many steps forward. Hence, the new head stores
val(i) + 2j (here we use the convention in the construction that left most cell in a portion is the
least significant bit).

5 Low-end Non-constant regime : o(log log n) pure space is equivalent
to no space

It is known that any s(n) space bounded Turing machine with s(n) = o(log log n) can only accept
regular languages. For that setting of catalytic machines, this implication holds when s(n)+c(n) =

o(log log n). Using standard crossing sequence based arguments we show that the same holds
when s(n) + log c(n) = o(log log n) for oblivious catalytic Turing machines.

Proof of Theorem 1.5. We use a standard recipe for this proof based on crossing sequences and
then overcome the technical difficulties in our situation. The argument for showing that o(log log n)

space bounded Turing machines can compute only regular languages has two parts (1) establish
an upper bound on the number of crossing sequences on a given x and, (2) for any c, choose the
minimal x which uses more than c cells, and contradict minimality of x by establishing that a
shorter string would also have used more than c cells. In our context, (1) itself is nontrivial since
there are exponentially many configurations in c(n) and s(n). By using the tools from the catalytic
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computation, we establish that there is a “nice” string w ∈ {0, 1}c(n) (depending on x) which when
used as the catalytic content for which the number of crossing sequences is still similarly upper
bounded. To address (2), by using standard cut-and-paste arguments, we derive that the string w
is still a nice string for the shorter string x′ we choose as well.

We now execute this plan formally. For an input x of length n and the initial catalytic content
w ∈ {0, 1}c(n), we first define a semi-configuration ofM and crossing sequence ofM . Without loss
of generality, let the input alphabet set, the catalytic tape alphabet set and the work tape alphabet
set be from {0, 1}.

Define the semi-configuration of M , during its computation to be a tuple consisting of (1) the
current state of M (2) the symbol being scanned by the input head (3) the contents of the catalytic
tape and (4) the current position of the catalytic head (5) the contents of the work tape and (6)
the current position of the work head. The number of possible semi-configuration of M for an
input x and initial catalytic content w, denoted by X = |Q| × 2 × 2c(n) × c(n) × 2s(n) × s(n) =

O(2s(n)+c(n)+log s(n)+log c(n)).
For an input x such that |x| = n, initial catalytic content w ∈ {0, 1}c(n) and for any i ∈ [n],

we define the crossing sequence at position i, denoted CSiw(x), to be the ordered sequence of semi-
configuration of M given by (Ci1, C

i
2, . . . , C

i
t) (for some t ≥ 1) whenever the input head is on the

ith cell of the input tape.
We first argue that the constraints on s(n) and c(n) forces the oblivious Turing machine M

to have o(n) different crossing sequences possible. Using this we argue that M cannot accept a
non-regular language.

By Lemma 4.5, for a oblivious catalytic machine M , there exists an initial catalytic content w0

such that for all i ∈ [n], length of CSiw0
(x) is, at most the running time of M on (x,w0) which is,

` = O(2s · c · s). Hence, the number of different crossing sequence possible is given by,
∑`

i=0X
i =

X`+1−1
X−1 = O(X`). This can be bounded by O(2(s+c+log s+log c)2s·c·s). Since, s(n) ≤ c(n) this can in

turn be bounded by O(22(c+log c)c22s). Now, 2(c + log c)c22s = O(23(s+log c)) = o(log n) as s(n) +

log c(n) = o(log log n). Hence, for any x of length n, there exists a w0 ∈ {0, 1}c(n) for which the
number of different crossing sequences is 2o(logn) = o(n).

We now argue that for all x, M never uses space more than some constant c and hence can be
simulated by a finite automata thereby implying that L(M) is regular. For the sake of contradic-
tion, assume that for any c, there exists infinitely many x such that M accepts x using more than c
cells of catalytic and work tape. For a given c, let x0 be an input of minimum length using c cells.
By earlier argument, there exists a w0 such that the number of crossing sequences on x0 is o(n).
Hence, there exists a constant n0 such that for all n > n0 the number of possible crossing sequence
of length n is less than n/3. This implies there must exist at least three positions i, j, k ∈ [n] on the
input tape such that CSiw0

(x0) = CSjw0(x0) = CSkw0
(x0). Let x0 be of the form of αaβaγaδ where

α, β, γ ∈ {0, 1}∗ and a ∈ {0, 1} with the positions of symbol a corresponds to positions i, j, k. By a
standard cut-and-paste argument (c.f. Chapter 1, [Koz06]) which can be done even in the presence

23



of a catalytic tape content, we can conclude:

Claim 5.1. M must accept x′ = αaγaδ and x′′ = αaβaδ on catalytic contentw0. In addition, TimeM (x′, w0)

and TimeM (x′′, w0) are bounded by TimeM (x0, w0).

Let us argue about the amount of space used up by M . On input x0, if M used up maximum
amount of catalytic space while M ’s input head is within the sub-string αa of x0 or γa of x0 or δ
of x0 then, space used up by M on x′ is at least c. Or if M used up maximum amount of catalytic
space while M ’s input head is within the sub-string βa of x0 then, space used up by M on x′′ is at
least c. In addition, x′ and x′′ does not take more time when run on w0 and hence can only have
shorter crossing sequence than x0. Hence, M accepts a string shorter than x0 and uses space at
least c, a contradiction.

We now argue the claim.

Proof of Claim 5.1. This claim follows from a standard crossing sequence argument. Since we know
that CSiw0

(x0) = CSjw0(x0) = CSkw0
(x0) Let x0 be of the form of αaβaγaδ where the positions

with symbol a correspond to positions i, j, k. Let CSiw0
(x0) = CSjw0(x0) = (Ci1, C

i
2, . . . , C

i
t) =

(Cj1 , C
j
2 , . . . , C

j
t ) for some t. Call a semi-configuration right-moving if M moves its input head to

the right on this semi-configuration, and left-moving otherwise. Now, consider the execution of M
on input x′ = αaγaδ. The executions of M on x0 and M on x′ are identical until they come to the
first right-moving semi-configuration in the sequence CSiw0

(x0); say this is semi-configuration Cir1 .
The execution of M on x′ after this point is now identical to the execution of M on x0 beginning at
semi-configuration Cjr1 until M on x′ comes to the next left-moving semi-configuration following
Cjr1 ; call it Cjr2 . The execution of M on x′ after this point is now identical to the execution of M
on x0 beginning at semi-configuration Cir2 ,etc. Things continue in this way until M on x′ reaches
semi-configurationCit = Cjt . In particular,M accepts x′. A similar argument shows thatM accepts
x′′, where x′′ = αaβaδ.

Observe that since x0 and x′ have identical crossing sequence on the same w0 at the location
i of input, it cannot be that x′ can have non-halting configurations after M halted on x0. Similar
argument holds for x′′ also. This completes the argument for the claimed runtime time bounds.

6 Conclusion and an Open problem

We studied the power and limitations of catalytic computational model when the pure space is
much smaller than logarithmic in catalytic space (Section 4 and 5). In particular, we considered
the extreme case where the pure space allowed is constant and introduced the catalytic regular
class CR. We showed that the Knapsack problem can be solved catalytically with much less pure
space (Section 3.2).
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Towards understanding the power of non-determinism in the catalytic regular setting, we
showed that if the class of languages accepted by a deterministic one counter machine (OC) is
contained in CR, then CR 6= CNR. As a first step towards showing CR ⊆ OC, can we show that
CR ⊆ NL?
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