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PREFACE 
 
You must have heard about “Big Data” by now; it is considered by many to be the transformative 
technology of the 21st century. What is really changing is the data landscape, along with the tools 
available to deal with those changes. The new landscape has massive, continuous streams of 
complex data for which the reliability is not always clear. Businesspeople working in this 
environment need to learn a new set of skills and tools to be successful. 
 
The objective of this book is to provide answers to two questions:  
 
 What is Big Data? 
 How can Big Data create value for businesses? 
 
What is Big Data? 
To answer this question, in Chapter 1, we explain the evolution of Big Data in terms of three waves. 
 
Wave Description 

I 
Emergence of technologies that created the data deluge: a continuous 
massive stream of complex data. 

II Emergence of technologies that can store and process such data streams. 

III 
Emergence of easy-to-use tools that help businesses take full advantage of the 
opportunities created by the new data landscape. 

 
Chapter 1 further characterizes the nature of Big Data in terms of four Vs—volume, variety, 
velocity, and veracity—and presents the V-Matrix, a framework that  
 
 Provides a general overview of the problems that Big Data can solve.  
 Helps businesses to position themselves in the new data landscape and understand 

opportunities and challenges. 
 Provides guidance regarding the best practices and available technologies. 
 Helps businesses build Big Data strategies. 
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How Can Big Data Create Value for Businesses? 
 
Chapter 2 introduces the “data process chain,” which consists of five phases:  
 
 Phase  Description 

#1 Data Discovery  
Determining what data are available for decision-
making in a business environment. 

#2 Data Organization 
Methods to profile, extract, clean, organize, and 
integrate data. 

#3 Information Modeling Methods to prepare data for analysis. 

#4 Analysis Methods to generate insights from data. 

#5 Decision-making Ways to use the insights as part of business decisions. 

 
Each of these phases plays an important role in the development of a Big Data project, and we 
will discuss for each what technologies are available and how value can be created. 
 
This book targets both business students and professionals. It describes the changes that are 
taking place in the data landscape, how emerging Big Data technologies add value to business 
practice, and the skills needed to be successful in such an environment. Other books in this series 
will discuss specific topics and technologies in more detail. 
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Throughout the remainder of this book, we will use the following notation: 
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CHAPTER 1 
WHAT IS BIG DATA? 
 
 
 
 
 
  
 
 
 
Big Data has taken the world by storm, including the business world, and there are tons of success 
stories to support its relevance.  
 
 Companies are monitoring the buying behavior of their customers with unprecedented detail, 

resulting in new, innovative marketing strategies. A well-known example is Target predicting 
pregnancy through shopping patterns. Target learned that pregnant women first start buying larger 
amounts of unscented lotion, followed by supplements, and then, later in the pregnancy, big bags 
of cotton balls. Target is using these and other patterns for targeted marketing.1 
 

 For their web service “Google Flu Trends,” Google uses information collected through the search 
engine to monitor disease outbreaks.2 Google links disease-related terms to locations as identified 
by browsers. This method enables prediction of disease outbreaks about 1–2 weeks faster than the 
traditional surveillance systems used by the US Center for Disease Control and Prevention, which 
heavily relies on physician reports. This is significant, since early detection of disease activity can 
reduce the impact and save lives. However, the accuracy of the results has been unstable,3 and 
explanations have varied from an effect of media coverage—queries were unrelated to incidences 
of actual illnesses—to confusion between diseases such as the flu and a cold. Other Big Data 
initiatives for disease monitoring have emerged using different data collection methods, such as 
crowd sourcing; i.e., the gathering of input from a large number of people [“the crowd”], typically 
via the Internet. See https://www.sickweather.com/live-map.php to look at the current “sick map.” 
 

 GE and Rolls Royce use sensors to collect massive amounts of data to meticulously monitor the 
operation of their airplane engines. Thousands of data points are collected, with some of them 

                                                           
1 New York Times, 2012. http://www.nytimes.com/2012/02/19/magazine/shopping-habits.html.  
2 J. Ginsberg, M. Mohebbi, R. Patel, L. Brammer, M. Smolinski, and L. Brilliant, “Detecting Influenza Epidemics Using Search 

Engine Query Data,” Nature 457 (2009): 1012–1014. 
3 Time Magazine, 2014. http://time.com/23782/google-flu-trends-big-data-problems. 

Learning Objectives 

  What is Big Data? 
 What has initiated the new data environment? 
 What technologies are available to create additional value in this new 

environment?  
 What are the challenges and opportunities for businesses of all sizes? 
 What is Self-service Business Intelligence (SSBI) software? 

 

 

 

 

 

https://www.sickweather.com/live-map.php
http://www.nytimes.com/2012/02/19/magazine/shopping-habits.html
http://time.com/23782/google-flu-trends-big-data-problems
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communicated in real time. This has resulted in unprecedented reliability and a dramatic change in 
their business models. For example, in Rolls Royce’s “Total Care” program, customers are charged 
per hour for the use of their engines, with Rolls Royce paying for all the costs4; i.e., Rolls Royce rents 
engines instead of selling them. 

 

While these are fascinating applications, for most businesses, Big Data remains a foreign topic that 
seems relevant only to large companies. Questions such as “What is Big Data?” and “How can Big Data 
create value for my business?” remain largely unanswered. In this book, we will take a historical 
perspective to answer the first question, differentiating among three waves: (1) data explosion, (2) 
technological solutions, and (3) democratization.  

 

1.1 WAVE I: DATA EXPLOSION  

 
Big Data originated with the emergence of a series of technologies that generated data at an 
astronomical rate, resulting in a “data deluge.5“ As a society, we are expected to produce more than 40 
zettabytes of data in 2020, and that will increase to almost 200 zettabytes in 2025. As a reference point, 
the print collection of the US Library of Congress amounts to about 15 terabytes. The table below 
further illustrates the immense nature of a zettabyte.  

 
Name # of bytes 

Byte 1 (one character) 

Kilobyte 1 000 
Megabyte 1 000 000 
Gigabyte 1 000 000 000 
Terabyte 1 000 000 000 000 
Petabyte 1 000 000 000 000 000  
Exabyte 1 000 000 000 000 000 000 
Zettabyte 1 000 000 000 000 000 000 000 

 

Astonishing? No doubt! Where does all this data come from? The following is an overview of 
technologies that have strongly contributed to the data deluge.6  

                                                           
4 http://blog.lnsresearch.com/blog/bid/190482/Takeaways-from-the-MIT-Accenture-Big-Data-in-

Manufacturing-Conference. 
5 The Economist, February 25, 2010. 
6  The discussion below heavily relies on Murthy and Geerts (2017), who look at data sources that can 

complement traditional transactions systems for decision-making in an accounting environment. U. Murthy 
and G. L. Geerts, “An REA Ontology-based Model for Mapping Big Data to Accounting Information Systems 
Elements,” Journal of Information Systems (forthcoming). 

http://blog.lnsresearch.com/blog/bid/190482/Takeaways-from-the-MIT-Accenture-Big-Data-in-Manufacturing-Conference
http://blog.lnsresearch.com/blog/bid/190482/Takeaways-from-the-MIT-Accenture-Big-Data-in-Manufacturing-Conference
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Communication Repositories 

Most businesses maintain several digital repositories that record communications, such as e-mails and 
call logs. An example of the latter is a record of calls between salespeople and customers, which 
provides a treasure trove of information, such as who calls, when they call, and how long the calls last. 
Audio logs supplement this data with the actual content of the communication, including its tone: 
positive, negative, or neutral. 
 
 
 
 
 

 
 
 
 
Enterprise Systems 

The core data sets recorded and processed by businesses are typically managed by enterprise systems, 
such as general ledger systems, enterprise resource planning (ERP) systems, customer relationship 
management systems, and supply chain systems. The data managed by enterprise systems are generally 
structured and clean. Over the years, the nature and granularity of the data captured by enterprise 
systems has increased significantly.  

Intranet/Extranet Logs 

Most businesses have networks that can only be accessed by their own members (intranets) and that 
capture who does what, when, and how. Many businesses also have “extranets,” controlled-access sites 
that their business partners interact with using a web browser. For example, Ford has an extranet that 
provides its worldwide network of 15,000+ dealers with access to promotions, inventory, and financial 
information through a portal.7 A unique characteristic of intranet/extranet logs is that they explicitly 
track who is involved. This makes it easy not only to measure productivity but also to identify who 
accesses various documents and knowledge repositories. 

 
 
 
 

                                                           
7  R.P. Vlosky, R. Fontenot, and L. Blalock, “Extranets: Impacts on Business Practices and Relationships,” Journal of Business 

& Industrial Marketing, 15(6) (2000): 438–457. 
 

Examples 

  E-mails contain rich information regarding a business’s operations and communications. 
Look at a subset of Enron’s emails that are publicly available and have been used 
extensively for research: https://enrondata.readthedocs.io/en/latest/ . 

 Amazon Echo captures an audio log. Read the following article that describes how this 
audio log was used in a murder case: http://www.cnn.com/2017/03/07/tech/amazon-
echo-alexa-bentonville-arkansas-murder-case/index.html (CNN, 2017). 

 

 

 

 

 

 

 

Example 

 Course management systems (CMS), such as Canvas, keep track of all interactions with 
students and therefore provide information, accessible to instructors, regarding when a 
student opens an assignment; when a student submits an assignment; etc. 

 

 

 

 

 

 

https://enrondata.readthedocs.io/en/latest/
http://www.cnn.com/2017/03/07/tech/amazon-echo-alexa-bentonville-arkansas-murder-case/index.html
http://www.cnn.com/2017/03/07/tech/amazon-echo-alexa-bentonville-arkansas-murder-case/index.html
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 The Internet of Things (IoT) 

The IoT refers to devices, such as sensors, that are connected to the Internet and that can send data, 
receive data, or both. Take smartphones, which are first-tier data collectors and typically contain 
multiple sensors. Service providers not only know who uses the phone, they also have access to contacts 
and calendars, monitor the content of the communications (e.g., voice, e-mail, and text) and collect 
information regarding the applications that are used. The smartphone keeps track of when its owner 
checks the weather or stock market, when he or she shops online, etc. Sensors are used by businesses 
for many purposes. As discussed above, sensors are embedded in airplane engines to monitor their 
efficiency and mechanical issues. In addition, radio frequency identification (RFID) tags are increasingly 
embedded into product inventory or pallets carrying inventory, resulting in real-time automatic updates 
of inventory records.8 

 
 
 

 
 

 

 

 

Social Media  

Social media refers to virtual communities in which people share information and express their opinion 
on any possible topic. Many businesses participate in social media, such as through Facebook and 
Twitter accounts. All these data are in digital format and thus available for further analysis. Usable social 
media data can be classified into three broad categories: (1) personal data, (2) commentary data, and 
(3) action data. 

Category  Description 

Personal Data Identity, interests, friends, etc. 

Commentary Data Information, opinions, and comments, typically in the form of 
text. 

Action Data Specific actions by social media users that convey meaningful 
information about anything, including products and services. 
Examples of action data include Facebook “likes” and “shares” 
and Twitter “retweets,” which reflect customer sentiments 
(positive or negative) about events, products, services, etc.  

                                                           
8 A.F. Borthick, “Designing Continuous Auditing for a Highly Automated Procure-to-pay Process,” Journal of Information 
Systems, 26(2) (2012): 153–166. 

Radio Frequency IDentification (RFID) tags (sensors) are attached to or embedded into objects 
and are able to communicate with readers (scanners) to let them identify the object, its 
location, its movements, when those movements take place, etc. For example, Delta Airlines 
uses RFID technology to track luggage: 
https://www.forbes.com/sites/martinrivers/2016/08/31/delta-air-lines-promises-to-lose-
fewer-bags-thanks-to-rfid-tech-rollout/#4c2ffe682f87. 

 

 

 

 

 

 

Terminology: RFID 

 

https://www.forbes.com/sites/martinrivers/2016/08/31/delta-air-lines-promises-to-lose-fewer-bags-thanks-to-rfid-tech-rollout/#4c2ffe682f87
https://www.forbes.com/sites/martinrivers/2016/08/31/delta-air-lines-promises-to-lose-fewer-bags-thanks-to-rfid-tech-rollout/#4c2ffe682f87
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The amount of data shared on social media is staggering. Take Facebook, for example, which generates 
about four new petabytes a day! Yep, that is correct, a day! 

Website Logs 

Every button you click on a website or any query you enter in a search engine (such as Google) is tracked 
and, to the extent possible, linked back to you. Web sites are a great tool to capture browsing and 
shopping habits, which can then be mined (e.g., to improve web advertisement effectiveness). Each 
web click creates about 100 bytes of data in a typical website log. Large websites handling millions of 
simultaneous visitors can generate hundreds of gigabytes or even terabytes of log data per day. The 
web log data typically contains the remote host, the date/time stamp, the web “request” line (the file 
being requested), the status/size/referrer, and the user “agent” (browser type, such as Mozilla). Such 
information is then used to infer the who, where, and what of the online interaction.  

Other Technologies 

There are many other technologies that contribute to the data deluge, and new ones emerge 
continuously. For example, drones are excellent tools for outdoor monitoring, and they can help 
accountants assessing difficult-to-reach crops (farms) and buildings. 
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1.2 WAVE II: TECHNOLOGICAL SOLUTIONS 

 
What can be done with these massive amounts of data? Are businesses able to create value from them? 
That is exactly the question asked by companies such as Facebook, IBM, Microsoft, Twitter, Walmart, 
and Yahoo! (to name a few). They realized they had a “treasure trove” but needed to find ways to 
monetize it. This was a technological challenge with many hurdles to overcome: 

 How to deal with massive amounts of data that conventional technologies, such as relational 
databases, are inadequate to deal with? 

 How to analyze unstructured data, such as text, audio, and video? 
 How to simultaneously integrate multiple data sources with different data formats? 
 How to deal with real-time data that loses its relevancy almost instantaneously? 
 How to deal with data sources where the reliability is questionable? 

These challenges triggered a second wave of innovations, resulting in technologies such as Hadoop, 
MapReduce, Hive, Pig, and Storm. It is not surprising that the companies collecting the huge complex 
data sets were also at the forefront of developing technological solutions for such an environment. 

Technology  Developer 

Hadoop Yahoo! 

MapReduce Google 
Hive Facebook  
Pig Yahoo! 
Storm Twitter 

 

Hadoop  

Hadoop was created by Yahoo! and is the default open-source framework for developing and executing 
applications that must process massive amounts of data. A key part of Hadoop is its distributed file 
system that can communicate between thousands of commodity hardware nodes. It is massively 
scalable and has advanced techniques to deal with redundancy, failures, etc. Think of it as your files 
being spread across many places without your noticing. 

 

 

 

 

  

Terminology 

 Commodity hardware: low-cost computers that are widely used. 
Redundancy: the same piece of data is recorded more than once. 
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MapReduce 

MapReduce is a programming framework for extracting information from distributed architectures, 
such as Hadoop. It is a two-step process that first maps data into intermediate key value pairs (map) 
and then aggregates them into useful information (reduce).  

 
 
 
 
 
 

Hive  

Hive was developed by Facebook and is now used by other companies, such as Netflix. Structured Query 
Language (SQL) is the easy-to-use default for retrieving data from relational databases, and Hive 
provides an SQL-like interface to Hadoop applications. 

Pig  

Pig was developed by Yahoo! and is a higher-level programming language that translates into 
MapReduce programs. Like Hive, Pig was developed to make it easier to work with Hadoop/MapReduce 
architectures.  

Storm 

Owned by Twitter, Storm is an open-source framework specifically developed for processing real-time 
data streams.  

 
 
 
 
 
 
There are a growing number of businesses that employ the type of technologies discussed above,9 
especially in the banking, retail, and telecommunications sectors. Such infrastructures are complex, 
costly, and require advanced technological skills. A petabyte Hadoop system costs approximately $1 

                                                           
9 https://www.forbes.com/sites/teradata/2015/06/24/why-only-15-of-the-fortune-500-uses-big-data-analytics-to-look-
beyond-the-known-knowns/#3c1d9e455d9a. 

Do some of the above technology names sound awkward? There is a tendency to give meaningless 

but catchy and unique names to Big Data technologies. For example, Hadoop was the name of the 

creator’s son’s favorite toy animal, a yellow elephant. 

 

 

 

 

 

Side Note: Funny Names 

 

Terminology 

 A “key-value pair” links two pieces of data: 
Key: the unique identifier of an item. 
Value: a piece of information regarding the item. 

 

 

 

 

https://www.forbes.com/sites/teradata/2015/06/24/why-only-15-of-the-fortune-500-uses-big-data-analytics-to-look-beyond-the-known-knowns/#3c1d9e455d9a
https://www.forbes.com/sites/teradata/2015/06/24/why-only-15-of-the-fortune-500-uses-big-data-analytics-to-look-beyond-the-known-knowns/#3c1d9e455d9a
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million, not to mention the investments in skilled employees needed to run it. The cost of operation 
and management is typically higher than the necessary hardware.10  

 

1.3 WAVE III: DEMOCRATIZATION 

 
Do the cost and complexity of the technologies discussed in the previous section imply that they are 
not feasible for most businesses and that Big Data is not for such businesses? No! A new generation of 
technologies has emerged that helps all businesses take advantage of the fast-changing data landscape. 
These technologies have created the third wave: democratization. They are easy to use and help 
businesses address the challenges created by the new data landscape. Let’s explore what those 
challenges are. 

Big Data is more than just large volumes of data. Its unique nature is often described in terms of four 
characteristics, also known as the four V’s: volume, variety, velocity, and veracity.11 
 
Volume refers to the size of a data set: the amount of data that is generated, stored, or processed. High 
volume refers to data sets that, given their size, cannot be stored and processed by traditional database 
technologies (otherwise, they are low volume). The four petabytes that Facebook handles on a daily 
basis is a good example. Volume is a relative concept. Data sets that are considered high volume today 
might be low volume tomorrow.  
 
Variety has at least two different dimensions. First, data has become available in many different shapes 
and forms, and technologies are continuously developed to enable and improve extraction. Second, 
there is the challenge of integrating data sources with different structures. How do you integrate data 
stored in a spreadsheet with data stored in general ledger software? Low variety refers to a 
homogeneous data set for which no further integration is needed. High variety refers to a 
heterogeneous data set that requires further integration.  
 

Velocity refers to the speed with which data are generated and processed. Velocity is high when Big 
Data are captured and processed in real time and low when data are captured for ad-hoc analysis. Fraud 
detection requires high velocity. If there is an issue with a credit card transaction, customers want to 
know immediately. The same is true for a pacemaker. On the other hand, the velocity of transaction 
data that are periodically aggregated into financial statements is low. 
 
Veracity refers to the reliability of data when used for decision-making. High veracity refers to a highly 
reliable data source, which can be the result of strong integrity rules or heavy cleaning. A data set 
managed by an accounting system—such as an ERP system—is typically highly reliable. Low veracity 

                                                           
10 https://www.forbes.com/sites/ciocentral/2012/04/16/the-big-cost-of-big-data/#6be0773c5a3b. 
11 Zikopoulos et al. (2013) introduced Value as the fifth V, but that is ignored here, since it is ultimately the dependent 
variable resulting from the other four Vs. P. Zikopoulos, D. DeRoos, K. Parasuraman, T. Deutsch, D. Corrigan, and J. Giles, 
Harness the Power of Big Data (McGraw-Hill, 2013). 

https://www.forbes.com/sites/ciocentral/2012/04/16/the-big-cost-of-big-data/#6be0773c5a3b
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refers to a data source that is not reliable or for which the processing is not well understood. Data from 
social media websites, such as Facebook and Twitter, are good examples of the latter.  
 

Above, the labels low and high are used for each of the four characteristics. As shown in Table 1.1., this 
results in a matrix with 16 different scenarios: the V-Matrix.12 Scenario #16 fits the common definition 
of Big Data: businesses dealing with massive volumes of complex and fast-moving data for which the 
reliability is uncertain. Scenario #1 is the opposite and can be considered Small Data. As the V-Matrix 
shows, there is a whole spectrum of other scenarios, each of which has its own opportunities, 
challenges, and technological solutions.  

TABLE 1.1   

V-MATRIX 

 

 SCENARIO VOLUME VARIETY VELOCITY VERACITY 

SMALL DATA #1 L L L H 

O
T

H
E

R
 D

A
T

A
 S

P
A

C
E

S
 

#2 H L L H 

#3 L H L H 

#4 L L H H 

#5 L L L L 

#6 H H L H 

#7 H L H H 

#8 H L L L 

#9 L H H H 

#10 L H L L 

#11 L L H L 

#12 H H H H 

#13 H H L L 

#14 H L H L 

#15 L H H L 

BIG DATA #16 H H H L 

 
The V-Matrix is a useful framework for businesses to 

1. Position themselves in the data landscape. Where do they fit, and what are the opportunities and 
challenges of their scenario? Currently, most businesses are in scenario #3, and their main challenge 
is the integration of a diverse set of data sources. 

2. Understand how Big Data technologies could help them to improve with their current situation. For 
example, what technologies are becoming available that can help with integration and improve 
analytics? 

3. Understand the added value and challenges of a transition. For example, integration of additional 
data sources might result in a decrease in veracity and thus a transition from scenario #3 to scenario 
#10. What Big Data technologies can help with the veracity issue?  

                                                           
12 Our discussion of the V-Matrix heavily relies on Geerts and O’Leary (2017). G.L. Geerts and D.E. O’Leary. “The V-Matrix: 

A Framework for Mapping the (Big) Data Landscape,” Working Paper, University of Delaware, 2017. 
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Self-service Business Intelligence (SSBI) software is crucial to the democratization process, and it is 
useful in many of the scenarios in the V-Matrix. Its two key features are 

 It provides extended data processing capabilities for profiling, extracting, cleaning, and analyzing 
data. Among other goals, it aims at facilitating integration and improving veracity. 

 It is easy to use. No degree in computer science is required! 

Several excellent SSBI products are available, including (Microsoft) Power BI, Qlik, Spotfire, and Tableau. 
For the discussions and illustrations in the remainder of this book, we will use Power BI, which is the 
result of Microsoft’s complete reengineering of Excel for the demands of the new data environment. It 
is Excel on steroids! Most businesses make extensive use of Excel spreadsheets, so the transition to 
Power BI should be smooth. The following are some of Power BI’s features: 

 Ability to process massive amounts of data. Excel’s limit of approximately 1,000,000 rows no longer 
exists. 

 An advanced, optimized data engine (the part of the software that manages the data): xVelocity. 
 Advanced data extraction, data profiling, and data cleaning capabilities. 
 Integration via a data model. V-lookups are no longer needed.  
 An extended and powerful formula language. 

 
 

 

 
 

  
 

The standalone version of Power BI can be downloaded for free (!), and Cloud and Mobile solutions 
are available as well. Furthermore, Power BI’s full functionality is available via add-ins in Excel 2013 
and 2016: Power Query, Power Pivot, Power View, and Power Map.  

  

Terminology 

 A data model formally defines the structure of a data set: what information is captured 

by the tables, what columns are part of the table, how the different tables are connected to 

each other, etc. 
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CHAPTER 2 
BIG DATA PROJECTS: THE DATA PROCESS CHAIN 
 
“Data is the New Oil”13  
 
 
 
 

 
 
 
 
 
Exploring large, complex data sets and generating new insights from them is fun and rewarding. 
However, Big Data projects encompass so much more! See below for some additional readings about 
data scientists: who they are and the things they do. Figure 2.1 portrays the Data Process Chain: the 
prototypical phases in a Big Data project. Four general observations regarding the Data Process Chain 
are also listed below: 

 The process is not necessarily linear. For example, integration (data collection) might indicate 
missing data, so further exploration regarding their availability (data discovery) might be needed. 

 Not all steps are equally important for all projects. For example, a business could have a set of clean 
data generated by an ERP system that makes the data organization phase superfluous. 

 Different tools have different strengths. For some projects, a suite of tools might be needed, where 
the best tools for each phase are integrated. This is known as a best-of-breed approach. 

 The overall success of a Big Data project will depend on an in-depth understanding of the business 
needs: What problems is the business trying to solve? 

  

                                                           
13 Forbes, 2016. http://fortune.com/2016/07/11/data-oil-brainstorm-tech/ . 

Learning Objectives 

  Understand the prototypical phases in a (Big) Data project; the Data Process Chain: 
discovery, collection, information model building, analytics, and problem solving. 

 Understand the value each phase creates for businesses as well as the challenges. 
 Understand what tools are available for each phase. 

 

 

 

 

 

http://fortune.com/2016/07/11/data-oil-brainstorm-tech/
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Figure 2.1.  
The Data Process Chain 

 

 

Further Reading  

 What are Data Scientists and What Do They Do? 

“Data Scientist: The Sexiest Job of the 21st Century,” Harvard Business Review, 2012. 
https://hbr.org/2012/10/data-scientist-the-sexiest-job-of-the-21st-century 
 
“For Big-Data Scientists, ‘Janitor Work’ is Key Hurdle to Insights,” The New York Times, 2014. 
https://www.nytimes.com/2014/08/18/technology/for-big-data-scientists-hurdle-to-insights-is-
janitor-work.html 
 
“Cleaning Big Data: Most Time-consuming, Least Enjoyable Data Science Task, Survey Says,” Forbes, 
2016. 
https://www.forbes.com/sites/gilpress/2016/03/23/data-preparation-most-time-consuming-least-

enjoyable-data-science-task-survey-says/#7496008d6f63 

 

 

 

 

 

 

 

https://hbr.org/2012/10/data-scientist-the-sexiest-job-of-the-21st-century
https://www.nytimes.com/2014/08/18/technology/for-big-data-scientists-hurdle-to-insights-is-janitor-work.html
https://www.nytimes.com/2014/08/18/technology/for-big-data-scientists-hurdle-to-insights-is-janitor-work.html
https://www.forbes.com/sites/gilpress/2016/03/23/data-preparation-most-time-consuming-least-enjoyable-data-science-task-survey-says/#7496008d6f63
https://www.forbes.com/sites/gilpress/2016/03/23/data-preparation-most-time-consuming-least-enjoyable-data-science-task-survey-says/#7496008d6f63
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Next, each of the five phases is discussed in detail. 
 

2.1 DATA DISCOVERY 

 
Data discovery (knowing what is available, relevant, and affordable) is a crucial phase in any Big Data 
project. However, most businesses do not fully know what is available to them! Table 2.1 shows a 
framework—the Data Discovery Matrix—that aims at helping businesses to explore the data landscape 
in a structured way. It has two dimensions: availability and source.  
 
Availability (rows) 
 
The Data Discovery Matrix distinguishes between three categories of availability: in use, dark, and new.  
 
In Use 
This category contains the data set that a business is currently using for decision-making purposes. For 
most businesses, this includes the data set managed through their enterprise system. 
 
Dark 
This category contains data that are in digital format and that a business has access to but that they are 
not using. There are several reasons why businesses do not use dark data: 
 

 The data do not add value.  
 The extraction of the data is too complex. 
 Lack of capacity: they cannot process all available data. 

 
Big Data technologies do not add value to data. However, they dramatically increase businesses’ ability 
to extract and process substantial amounts of complex data. Therefore, data sources that were 
previously omitted can now be included. Dark data is a difficult concept, and we will discuss two 
examples to illustrate it: e-mail and contracts. 
 
E-mail 
E-mails are recorded in digital form and readily available. Most businesses are not using them for 
analysis purposes yet, but this might change thanks to newly available tools. E-mails combine two types 
of data. First, there is the structured part, which records date, sender, recipient, etc. Second, there is 
the unstructured text of an e-mail’s body. The emergence of advanced text analytics tools makes the 
analysis of the latter easier. There is little doubt that e-mails contain rich information for businesses, 
and the following are just a few examples. 
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Table 2.1.  
The Data Discovery Matrix 
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 Measures such as open rates, read rates, and click-through rates help understand the nature of 
communications with customers. These are not only useful in the context of e-mail marketing but 
can also help with better understanding regular business communications (e.g., by looking at the 
tone of the conversations: positive versus negative). 

 E-mails can inform businesses of what is going on internally (i.e., the mapping of the informal 
organizational structures: who gets along with whom, who are the leaders in an organization, etc.). 

 E-mails can be used to monitor an employee’s efficiency when completing tasks.  
 E-mail clusters (i.e., groups of e-mails with the same topic) can be used to measure a project’s 

progress. 
 

Contracts 
A contract is a governance structure; it tells you what should be done as part of a business transaction 
and when. Take a real-estate contract. It specifies the home, the agreed-upon price, the different things 
to do (inspection, closing) and when, contingencies, etc. Most contracts are stored as PDF files, which 
has been a hurdle for further analysis. Therefore, contract management is primarily handled manually, 
which is timely, costly, and error-prone. However, contract analytics has recently become more feasible 
for two reasons. First, advanced text analytics tools have emerged that are able to accurately process 
information captured in PDF files. Information that can be extracted from contracts includes who is 
involved (parties), obligations and their deadlines, contingencies, auto-renewal information, terminator 
conditions, and contract types. Second, contract analytics can be substantially improved by easy access 
to large data sets that enable the determination of market prices, best practices, applicable regulations, 
etc. As a result, recent contract analytics software is able to support applications such as automated 
generation of schedules; compliance with policies and regulations; extraction and analysis of best 
practices within and across organizations; risk assessment as part of internal and external audits; and 
assessment of negotiation power by identifying all contracts across the company with the same vendor. 
Given its ability to efficiently and accurately process large volumes of contracts in a short time, contract 
analytics is especially useful for companies that deal with hundreds, even thousands, of contracts at the 
same time.  

 
 
 
 
 
 

  

A contract analytics vendor, Seal, lists IFRS 15 compliance as one of its cases. IFRS 15 intends to 

more directly link recognition of revenues with the actual consumption of goods and services. 

Compliance requires identification of performance obligations in contracts, which can be 

accomplished by contract analytics. For a more in-depth discussion of this use case, go to 

https://www.seal-software.com/regulatory-ifrs-15. 

 

 

 

 

 

 

 

Use Case: IFRS 15 Compliance 
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New 
This final category contains data that might be useful to a business but that have not yet been generated 
or made accessible. Creation of new data requires a complex skill set consisting of creative thinking; 
understanding what information might be relevant; and understanding how technologies can be used 
to generate data at an acceptable cost. A good example of such a decision is whether inventory 
management (relevancy) could benefit from a tracking method such as RFID (technology). Tracking 
systems have the potential to substantially reduce the time needed to take inventory, increase the 
accuracy of the inventory count, and link items directly to customers by using a scanner at the point of 
sale. 
  
New data might generate additional insights that can dramatically change the business model of an 
organization, as is illustrated by the following case.14 The revenue and very existence of a meat store in 
London was threatened when a new grocery store opened in the neighborhood. The store hired a Big 
Data consultant who recommended using sensors to monitor footfall—who looks at the window, who 
looks at the board with the specials, and who walks in. The data collected were very beneficial and 
helped the store to understand what items were of interest to their customers and when. However, the 
most surprising and impactful insight was that most traffic occurred after closing time—when the bars 
closed. As a result, the store changed its business model and created an additional revenue stream by 
selling hot dogs and hamburgers at night. A small business used innovative technology (sensors) to 
generate “new” data, resulting in valuable insights.  

 

 

 
 
 
 
 
 

                                                           
14 Adapted from: B. Marr (2016).   Marr, B. Big Data in Practice: How 45 Successful Companies Used Big Data Analytics to 
Deliver Extraordinary Results. John Wiley & Sons, 2016. 

Many syllabi are offered as PDF files, and their characteristics are similar to that of contracts. They 
define what needs to be done when, what rules apply, etc. While syllabi are available in digital 
format, students must manually convert the information for their schedule. Wouldn’t it be helpful 
if they could extract a schedule of important dates starting from all syllabi they receive at the 
beginning of the semester? Students could also produce their own analytics, such as a comparison 
of assignments across syllabi. 

 

 

 

 

 

 

Use Case: Syllabi 

 

Marr, B. Big Data in Practice: How 45 Successful Companies Used Big Data Analytics to Deliver 

Extraordinary Results. 2016. 

This is a great book that discusses a variety of cases that illustrate how businesses can transform data 

into new business models and/or additional revenue streams using innovative technologies. 

 

Further Reading 
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Source (Columns) 
 
Data are generated either internally or externally. A business fully controls the creation and the 
processing of internal data, such as transaction data entered into an enterprise system and then 
aggregated into reports. The same level of control does not exist for external data, which results in 
increased “reliability” concerns. Table 2.1 differentiates between two types of external data: “open” 
and “for sale. “ 
 
Open Data 
Open data are available to the public, and anyone can use, re-use, and redistribute them. A massive 
amount of such data is available on the Internet. Internet data come in all shapes and forms: raw, 
processed, structured, unstructured, reliable, unreliable, etc. Two major questions are how to extract 
the data and how to make sense of them. Advanced Big Data tools are becoming available that can help 
you with that. We will discuss one of these technologies, web scrapers, in more detail in the next 
section. Another important source of open data is the government. Most states now publish all credit 
card transactions by state employees, information regarding governmental contracts, and addresses 
for all businesses. Figure 2.2 shows credit card transactions by Delaware state employees related to a 
specific school district (Appoquinmink).15 
 
Data for Sale 
“For sale” data are the simplest solution: a business decides what data they need and makes the 
purchase. It is similar to an outsourcing decision: make versus buy. There are different ways to buy data. 
There is a data market run by data brokers, such as Axciom, Corelogic, Datalogix (Oracle), ID Analytics, 
and Intelius. A business can send data requests, and the data brokers will declare whether they can 
deliver the data and at what price. Data can also be acquired through cloud services. Confirmation.com 
is a good example. They function as a clearinghouse and can confirm the existence of a buyer which is 
an externally generated piece of data (for pay) that can be used as part of an audit engagement.  
 
The Data Discovery Matrix shown in Table 2.1 has nine cells. Two of them, as indicated by an “X,” are 
not relevant. It is unlikely that businesses do not use data for which they have paid or that open data 
will be generated at a business’s request. Using distinct colors for reference purposes, we summarize 
each of the other cells in the lower half of Table 2.1. The bottom row represents a business’s current 
situation. The middle and top rows represent its exploration space: how can and should it extend the 
current data set? It should be noted that there are no specialized software tools to help with the 
discovery phase—search engines, seminars, professional magazines, and reaching out to others are 
probably the best strategies. Even if a business decides not to extend its data set, Big Data technologies 
can still play a significant role in more effectively organizing and mining the existing data sets.   

                                                           
15 This report represents an active link (i.e., changes in the data source are updated in the report) and was created with 
Power BI. 
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Figure 2.2.  
Open Data.  
Credit Card Transactions by State Employees. 
 

 
 
 

2.2 DATA COLLECTION  

 
Once the necessary data have been identified (discovery), that data need to be extracted (extract); 
structured, cleaned, and integrated (transform);16 and made available for further analysis (load). This 
extract, transform, and load (ETL) process has been applied for many years in the data warehousing 
world. However, in the context of Big Data, new tools are being developed to strengthen the ETL 
process, make it as effortless as possible, deal with massive amounts of data, and handle data in a wide 
range of shapes and forms. In-depth knowledge of these tools is becoming an important part of the skill 
set of all businesspeople, particularly auditors. 
 
2.2.1. Extraction 
 
The goal of a Big Data project is to create an analytical database: a data pool that can be used for analysis 
purposes. Extraction refers to the initial transfer of raw data from a data source to the analytical 
database. A special need in a Big Data environment is the ability to extract data from a wide variety of 

                                                           
16 Transformations can also be done as part of the application that manages the data source (e.g., relational database 
software). We ignore that option here.  
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data sources. There are different tools that can accomplish this, including data connectors, web 
scrapers, and application program interfaces (APIs); each is discussed in a subsection below. 
 
Data Connectors 
 
Most SSBI tools provide an unprecedented number of data connectors: easy-to-use programs that 
connect to a data source and transfer data. A summary of all data connectors supported by Power BI is 
shown in Table 2.2. The main objective of data connectors is to make things easy: enter a password and 
click a button. Often, they also give limited control regarding how the data are being transferred. Figure 
2.3. shows Power BI’s data connector for Excel spreadsheets. As you can see, you can select which 
worksheets (or named ranges) you would like to transfer. An active link can be defined for most data 
sources. Changes in the underlying data source are then automatically updated in the analytical 
database, which is always current. 
 
Table 2.2.  
Data Connectors Supported by Power BI 
 

Type Data Connector 

File Excel, CSV. XML, Text, JSON, Folder, SharePoint Folder 

Database SQL Server, Access, SQL Server Analysis Services, Oracle, IBM DB2, 
MySQL, PostgreSQL, Sybase, Teradata, SAP HANA, IBM Informix 
(Beta17), SAP Business Warehouse 

Microsoft Azure SQL database, SQL Data Warehouse, Data Marketplace, 
HDInsight, Blob Storage, Table Storage, HDInsight Spark (Beta), 
DocumentDB (Beta), Data Lake Store (Beta) 

Online Service SharePoint Online List, Microsoft Exchange Online, Dynamics 365, 
PowerApps Common Data Service (Beta), Facebook, Salesforce 
Objects, Salesforce Reports, Google Analytics, appFigures (Beta), 
Azure Enterprise (Beta), comScore Digital Analytix (Beta), GitHub 
(Beta), MailChimp (Beta), Marketo (Beta), Dynamics 365 for 
Financials (Beta), Mixpanel (Beta) 

Other Web, SharePoint list, OData Feed, Hadoop File (HDFS), Active 
Directory, Microsoft Exchange, ODBC, OLE DB, R Script, Spark 
(Beta), Blank Query 

   

                                                           
17 Beta means that the data connector is still being tested. 
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Figure 2.3.  
Power BI “Excel” Data Connector 

 

 
 
What if no data connector exists? No problem. Often, other tools are available, such as web scrapers 
for information presented in browsers or Application Program Interfaces (APIs). Failing that, data can 
typically be dumped as a file (e.g., a text file), which can be accessed easily by a data connector.  
 
Web Scrapers 
A web scraper is a tool used for the automated extraction of data from a website. Complex? Impossible? 
Requires a lot of programming? Something for computer scientists, not businesspeople? Look at the 
screenshot in Figure 2.4, where I use a web scraper program named Mozenda.18 The middle of the 
screen shows the website I am scraping: yelp.com. I request information for all restaurants in the city 
where I live: Wilmington, DE. I highlight and click on the information I want to collect, and the program 
develops the “extraction script” shown on the left side of the screen. The bottom of the screen shows 
the extracted data in a structured, tabular format. Easy!19 It reinforces what we discussed earlier: tools 
are now available that give businesses access to data they would not have considered before. Table 2.3 
summarizes two possible business applications of web scrapers.   

                                                           
18  www.mozenda.com 
19  As with all software, there is always a learning curve, and things might be more complicated depending on your needs.   
   However, overall, it is a simple process where you click on the information you need. 
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Figure 2.4.  
Using a Web Scraper to Extract Data from a Website 
 

 
 
Table 2.3. 
Business Applications for Web Scrapers 
 

Business Application Description  

Fair Value Assessment         Scrape information from a number of web sites that provide 
price information regarding a specific asset. Use the average to 
determine a “fair value” assessment. 

Reviews Scrape reviews regarding your organization from a number of 
web sites (e.g., Yelp) and apply text analytics to the integrated 
set of reviews. Compare the content and tone of your reviews 
to those of your competitors. 

 
Application Program Interface (API) 
Think of an API as a piece of software, available on the Internet, that you can ask for data via queries 
that follow a specific format. While APIs are typically a little more complex to use, the example we 
discuss next is easy to implement and understand and suffices for illustration purposes. Apple provides 
an API to retrieve information from their iTunes music database. The API extraction process is shown in 
Figure 2.5. The API is called by a URL (https://itunes.apple.com) that provides you with access to the 
database. The second part of the URL represents the query. Here, “search?term=Meatloaf” asks for  
 

https://itunes.apple.com/
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Figure 2.5.  
Extracting Data Using an API 
 

 
 
information regarding the artist Meatloaf.20 As shown in the middle part of Figure 2.5., upon execution 
of the URL, a JSON file is generated with all data regarding Meatloaf. JSON is a popular data format for 
recording and processing large amounts of data. Give it a try, using the name of your favorite artist. The 
data you generate will be somewhat scrambled but can be easily processed using an SSBI tool. The 
lower portion of Figure 2.5 shows a report that summarizes the names of collections by Meatloaf, year 
released, price, and individual tracks.  
 
 
 

                                                           
20 The API can handle queries that are more complex. See 
https://affiliate.itunes.apple.com/resources/documentation/itunes-store-web-service-search-api/ for a detailed discussion 
of how to write queries for the iTunes API. 

https://affiliate.itunes.apple.com/resources/documentation/itunes-store-web-service-search-api/
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2.2.2.  Transformation. 
Once all data have been transferred to the analytical database, the next step is transformation so that 
they can be used for analysis. Transformation is a complex process that usually starts with data profiling. 
The data are then filtered, cleaned, and restructured. Data transformation is not new to businesses and 
is a key part of conducting audits. However, Big Data poses new challenges: the unprecedented 
amounts of data, the wide range of data formats and unstructured data, and the inclusion of data 
sources that were not considered before.  
 
2.2.2.1. Data Profiling.21 
 
 
 
 

 
 
Would it be smart to buy a house without inspecting it or a car without test-driving it? The answer is 
obviously no. The same is true for data; they should be profiled first.  
 
Data profiling has three main objectives. The first objective is to understand the data. This is especially 
true for external data sources where the “content map” needs to be developed from scratch. Important 
questions regarding content are 
 
1. What are the data about—customers, sales, manufacturing, etc.? 
2. Is this the necessary data for the upcoming decisions? What is the relevance of the data, and are 

they complete? 
 
The second objective is to assess the quality of data. How reliable are the data in the context of the 
upcoming decisions? What are the nature and the extent of the errors: missing or invalid data, 
misrepresentation issues, etc.  
 
The third objective is to provide guidance regarding the necessary transformations, including cost. What 
is needed to transform the raw data into an analytical database that can be used for decision-making? 
 
Figure 2.6 defines the data profiling process as a series of activities and decisions. The top part shows 
the input, the middle part shows the process, and the bottom part shows the possible outcomes. Input 
to the data profiling process is a set of tables that can come from a number of different systems.  

  

                                                           
21 This section heavily relies on the seminal work on data accuracy by Olsen (2003) and the ideas presented in Lindsey (2008). 

J.E. Olson, Data Quality: The Accuracy Dimension. Morgan Kaufmann, 2003. E. Lindsey. Three-dimensional Analysis: Data 
Profiling Techniques: Examining Data Content, Structure, and Quality. Data Profiling LCC, 2008. 

Estimates show that bad data cost the US economy more than $3 trillion a year!  
 

 

 

 

 

Side note: The cost of bad data 
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Figure 2.6.  
The Data Profiling Process 

 

 
 
 
 
The middle part shows the three key activities of data profiling: field analysis, structural analysis, and 
rule analysis. In addition, three possible methods to conduct such analyses are listed: visual scanning 
(eyeballing), rule-driven testing, and inference. Visual scanning organizes data in such a way that 
anomalies can be detected easily. Sorting or frequency distributions are powerful tools here. Rule-
driven testing represents a top-down approach. Logical relationships among fields are defined, and the 
data must conform to these. The number of such rules is nearly unlimited: segregation of duty, quantity 
on hand cannot be negative, a car cannot be rented to someone who is younger than 16 years old, sales 
can be executed only when a valid order exists, etc. Inference is a bottom-up approach where rules are 
derived from the data. 
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Next, we discuss each of the three profiling activities, shown in the middle of Figure 2.6, in more detail.  
 
Field Analysis. The first step, field analysis, defines a profile for each data element. Think of a data 
element as a column in a table. The following are examples of common issues explored in this step. 
 

Field Analysis  

Issue Description  

Content         This includes issues such as what data element is described, 
whether the name of the field is easy to understand, and the 
expected uses of the field. 

Data Type One example of data type is numeric versus text. The data type 
should be a good fit for its uses—aggregation of a field (e.g., sum) 
requires it to be numeric. 

Rules Rules may exist that define a field’s permissible values: uniqueness, 
range, etc. 

Reasonableness This determines if there are any outliers. The use of frequency 
tables is a powerful tool here. 

Overloading This addresses whether a field mixes different concepts (i.e., is it 
used for different purposes). For example, a name column with the 
values “Eddy Hunton (single)” and “Gina Sabatini (married)” mixes 
name and marital status and needs to be split into two columns.  

Null values This addresses whether null values are allowed, how they are 
coded, and what null means (blank, unknown, or something else). 

Consistency  This addresses whether the data are consistent. The use case below 
that discusses multiple spellings illustrates this problem. 

  

Table: consists of a number of columns and rows. A table describes entities, such as customers, 
orders, sales, and payments.  
Synonyms: Entity, Object, Concept. 
 
Column: describes a specific characteristic of an entity. Name is a characteristic of customers, and 
date is a characteristic of orders. 
Synonyms: Field, Attribute. 
 
Row: describes a specific occurrence of an entity. “Willy Jones” is the name of a specific customer. 
Synonym: Instance. 
 

 
 

 

 

 

 

Terminology: Table, Column, Row 
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Structural Analysis. The second step in data profiling is structural analysis, which teases out the implicit 
data structure of the data set. This identifies necessary transformations and any potential integration 
issues. The following are examples of common issues explored in this step. 
 

Structural Analysis  

Issue Description  

Table  

Entities        This refers to the entities that are represented by each of the tables. 
For example, a table can describe sales transactions. In addition, it 
should be determined whether the same table represents multiple 
entities. 

Identification This refers to the field or fields used to identify the instances of a 
table or entity, such as how sales are identified. 

Dependencies This addresses functional or procedural dependencies that may 
exist between fields, such as how “city” and “zip code” are related. 

Schema  

Entity Resolution This addresses whether multiple tables describe the same entity 
and could be merged to create a 360-degree view. 

Synonymous Fields This refers to whether there are two or more fields that capture the 
same information and, if so, how they should be merged. 

Integration This addresses whether tables can be linked to each other. 

 
Rule Analysis. The third step of the data profiling process, rule analysis, tests the quality of a data set 
starting from a set of domain-specific rules. The latter can apply to fields within the same table or across 
tables and can take a large variety of forms. Two common categories—time dependencies and existence 
dependencies—are briefly discussed and illustrated below. 
 
 

Like most states, Delaware makes food inspection reports publicly available. The table below is 
part of the list of the cities included in the report, alphabetically sorted. A visual scan shows 
immediately that there are consistency issues, some of which result from the misspellings of the 
names. 
 

 
 
 

 

 

 

 

 

 

Use Case: Consistency Issues 
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Rule Analysis  

Category Description  

Time Dependencies    A business process is a series of ordered events. For example, 
a quote should occur before an order, while a shipment is 
preceded by an order. Compliance with such dependencies 
can be tested easily.  

Existence Dependencies This is a common test for data validity. For example, 
purchases require approved (existing) vendors.  

 
As shown by the bottom part of Figure 2.6, once the profiling is completed, decisions must be made as 
to whether the data are fit for the intended uses and whether to move forward. The possible scenarios 
shown in Figure 2.6 are discussed below. It is important to note that profiling is about testing and 
providing guidance; no actual transformations are being executed.  
 

Fitness Assessment Description  

Unfit        The data should not be used for decision-making. There can be 
many reasons for this outcome: (1) no added value—the data 
do not meet their intended use; (2) low quality—it would be 
very risky to use the information for decision-making; (3) too 
complex—processing the data is not economically feasible.  

Risk awareness  The data will be included, but the users should be aware of the 
reliability issues and the potential impact on decisions. 

Fit The data are highly reliable and will be included. 
Redesign Source System Errors are generated by the source system, and improvements 

to the latter are suggested. Once fixed, the data source will be 
profiled again. 

 
With either of the middle two outcomes, the data process chain moves forward. An important part of 
data profiling is the provision of guidelines regarding the transformation of the raw data.  
 
The discussion above shows that testing is an important part of data profiling. SSBI software provides 
advanced tools for such testing. A good example is Power BI’s Data Analysis Expressions (DAX) language. 
The DAX language is similar to Excel formulas, and many functions (e.g., SUM() and AVERAGE()) behave 
in the same way. However, there are also important differences. For example, the DAX language makes 
it easy to define formulas that involve multiple tables and allows for control of what part of the data 
set is considered for analysis (context). Profiling tests consist of three steps. 
 
 
 
 
 



 

_____________________________________________________________________________________ 
INTRODUCTION TO BIG DATA. 
© Guido Geerts | Please do NOT copy without permission 
 pg. 35 

Step Description  

Identify        Determine what rules should be tested for a specific data set. 
This step heavily relies on domain expertise.  

Define  Define the rule as a DAX formula. 
Run Apply the rule to the data set.  

 
Below, we briefly show two DAX implementations of data profiling tests.22 
 

#1 

Rule Check whether employees are at least 18 years old but not older than 70. 
Range Check | One Table, One Attribute 

Formula EMPLOYEE RANGE TEST = IF(OR(EMPLOYEE[AGE]<18,EMPLOYEE[AGE]>70),-1) 

Discussion The formula tests whether the values of the AGE field are in the 18–70 range. For 
employees with an age that is outside this range, the value “-1” (red flag) is put in 
the additional column “EMPLOYEE AGE RANGE TEST,” indicating that an error 
occurred and that further exploration is needed. 

 
 

#2 

Rule Only items that have been sold can have a “sell” price. 
Dependency Check | Multiple Tables, Multiple Attributes 

Formula SALE TEST = IF(OR(ISBLANK(ITEMDATA[SELLPRICE]) && 
NOT(ISBLANK(ITEMDATA[SHIPMENT])),ISBLANK(ITEMDATA[SHIPMENT]) && 
NOT(ISBLANK(ITEMDATA[SELLPRICE]))),-1) 

Discussion The formula tests whether both fields—SELLPRICE and SHIPMENT—are empty or both have 
values. If sales are found for which this is not the case, the value “-1” (red flag) is put in the 
additional column “SALE TEST,” indicating that an error occurred and that further exploration is 
needed. 

 
2.2.2.2. Filtering 
 
One of the promises of Big Data is the ability to work with “complete” data sets (population sets), which 
has the potential to change current business practices. This raises the question of whether auditors 
should work with the full data set available to them instead of samples (and how would that change 
audit procedures, for example?). 
 
Either way, SSBI tools provide you with strong filtering capabilities. The following are some examples: 
 
 
 

                                                           
22 The syntax of all DAX formulas is discussed in Appendix A.  
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Filtering Type Description  

Fields      Some fields might not be useful for analysis purposes and can 
be deleted from the data set. For example, it is common for 
ERP systems to have numerous empty fields, often related to 
modules that were not implemented. 

Rows  This addresses selection of a subset based on criteria. The main 
reason for exclusion is that some instances are not relevant to 
the decisions (e.g., a different period). 

Sampling Most SSBI tools provide several easy-to-use sampling methods. 

 
During the filtering phase, the data set is resized, meaning that only relevant data are kept. The data 
profiling phase should help determine how to resize your data set. Given that data have not been loaded 
in the analytics database yet, this is a good time to get rid of unneeded data.  
 
2.2.2.3. Cleaning 
 
Cleaning23 refers to actual changes made to the data set, such as replacing “New Yark” (incorrect) with 
“New York” (correct). It is a vital part of developing an analytics database, since dirty data affect 
decision-making. Remember, garbage in, garbage out! Data profiling detects issues and provides 
guidance regarding where the cleaning should take place and what needs to be cleaned. Data cleaning 
corrects issues, such as errors, inconsistencies, ambiguities, and redundancies.  
 

Issue Description   

Error   Data are incorrect. City = “New Yark” 

Inconsistency  Different values refer to 
the same object. 

State = “MI” 
State = “Michigan” 

Ambiguity The meaning of a value is 
not clear. 

Spouse = Null 
No spouse? 
Unknown whether person has spouse? 

Redundancy The same fact is recorded 
more than once. 

 

 
An error occurs when data are incorrect. Jane is 36 years old but her age is recorded as 26, or the name 
recorded for a city is “New Yark.” Misspellings are a good example of errors. Correcting errors is a big 
part of cleaning.  
 
A main source of inconsistencies is the lack of notational conventions, where different values are used 
to refer to the same object. For example, “MI” and “Michigan” are two different notations for the same 
state. Inconsistencies result in aggregation and comparison issues. When determining the total revenue 

                                                           
23 Other terms in use are “cleansing” and “scrubbing.” 
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per state, separate totals will be calculated for “MI” and “Michigan.” Inconsistencies are typical when 
multiple data sources are integrated, and then a consensus is required.  
 
Ambiguity occurs when the meaning of a value is not clear (i.e., the same value can have more than one 
meaning). This is typically caused by an ill-defined context. A common example of ambiguity is the use 
of “null,” which is an integral part of relational databases. For instance, if someone has a null value for 
the attribute “spouse,” it is unclear whether that means that the person does not have a spouse or that 
marital status is unknown. The term is overloaded; it has two different meanings. Ambiguity can be 
corrected by adding context, if known. 
 
Redundancy refers to the situation where the same fact is recorded more than once. For example, the 
same sale may be recorded two or more times in an enterprise system, inflating the revenue total. 
Duplicate records should be deleted.  
 
A wide variety of tools have emerged that support data cleaning. SSBI software typically offers “find 
and replace” and “redundancy management” tools. Figure 2.7 shows the use of Power BI’s “replace 
values” tool to fix an error. There are also certain tools that are more advanced. For example, “spelling 
correction systems” automatically fix typos such as “New Yark.” Furthermore, detection of 
inconsistencies often relies on the use of synonym lists while sophisticated matching algorithms 
automatically identify and delete duplicates. 
 

Figure 2.7.  
Replacing Values Using Power Bi 
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2.2.2.4. Restructuring 
 
The objective of a (Big) data project is to integrate all relevant data into an “analytical database” that 
(1) is easy to understand from a business perspective and (2) can be processed efficiently by computers. 
Businesses want to have all their questions answered: how did we generate revenue, where, by whom, 
and so much more. The most common data structure for an analytical database is the star schema,24 an 
example25 of which is shown in Figure 2.8.  
 
A star schema is composed of two types of tables: fact tables and dimension tables. Fact tables 
correspond to business transactions, such as orders, sales, purchases, and payments. The fact table in 
the center of Figure 2.8 contains data regarding orders. Data in a fact table are captured at a high level 
of granularity so that no additional constraints are imposed on the analysis. The level of granularity is 
known as the grain. For the example in Figure 2.8, the grain is a specific product, ordered by a specific 
customer, with a specific salesperson involved, at a specific time. Fact tables have a simple structure 
(i.e., a small number of attributes) but are large in size. Companies often receive thousands of orders 
(or more) on the same day.26 We divided the order table in Figure 2.8 into parts—top, middle, and 
bottom—to differentiate between three types of data elements (attributes). The middle part shows the 
fields (i.e., the information collected) regarding Orders: price and quantity. For fact tables, the fields are 
typically quantitative, and more specifically, additive. These are used by businesses to analyze their 
performance, such as “how much money is being made.” The bottom part of the table shows a derived 
field (i.e., a field for which the content can be calculated from other fields). The amount in the Order 
table can be calculated using the “price” and “quantity” fields. Inclusion of derived fields in a table 
makes these easy to access during analysis. In the top part of the Order table, orders are linked to a 
number of dimensions. 
 
The star schema in Figure 2.8 has four dimension tables: Customer (who), Salesperson (who), Product 
(what), and Date (when). Dimensions provide context to analysis (i.e., they give meaning to the facts). 
The fact that the price is $5 does not say much. Businesses want to know the product for which it was 
charged, to whom, by whom, when, etc. The information in these tables is used to slice and dice the 
numeric information—the customers, location, products, or period with the highest order total, etc. 
While the size of a dimension table is usually small—most businesses have a limited number of 
products—the structure is usually more complex (i.e., more fields). A good example is the “Customer” 
dimension table. The dimension tables in Figure 2.8 are also further divided into three parts: top, 
middle, and bottom.27 The top part defines a surrogate key. The middle part shows the actual data  
 

                                                           
24 For a more in-depth discussion of star schemas and other data structures for analytical databases, see Kimball and Ross 

(2013) and Adamson (2010). R. Kimball and M. Ross, The Data Warehouse Toolkit: The Definitive Guide to Dimensional 
Modeling (John Wiley & Sons, 2013); C. Adamson, Star Schema. The Complete Reference (McGraw-Hill Professional, 2010). 

25 The operational system used to generate this star schema is described in Geerts and Waddington (2000): G.L. Geerts 

and B. A. Waddington, “The Belgian Chocolate Company: A Dynamic Data Modeling and Database Design Case for the 
Accounting Information Systems Class,” Journal of Information Systems, 14(1) (2000): 53–74.  

26 Alibaba processes more than 12 billion orders a year, while Amazon processes more than a billion orders a year.  
27 Date does not have a bottom part because it does not have any derived attributes. 
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Figure 2.8.  
Star Schema 
 

 
 
  
 
 
 
 
 
 
 
elements for each of the dimensions, such as ssno, first_name, and last_name in the salesperson table. 
The lower part shows the derived attributes, which are created because they are useful for analysis and 
easy access to them is provided. 

This field contains an artificial attribute created for identification purposes, usually a (sequential) 
number. For example, at a university, all students are given an artificial number (e.g., 62682008) 
that uniquely identifies them. 

 
 

 

 

 

 

Terminology: Surrogate Key 
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Star schemas are easy to understand. The center of the diagram is the focus of the analysis and captures 
the metrics that businesses are especially interested in (e.g., how much revenue is generated). 
Recording that information at a very granular level provides a lot of flexibility for analysis purposes. The 
dimensions define how the measures supported by the fact table (e.g., amount ordered) can be 
analyzed. In general, the richer the dimension tables, the richer the analysis. 
 
Typically, restructuring data implies reorganizing them into a star schema. Below, we present six steps 
to consider as part of such reorganization.  
 
1. Add Fields.  
Adding fields is an important part of the restructuring process. First, a surrogate key must be added to 
each dimension table. In Power BI, the creation of an index column—sequentially assigning numbers to 
all rows—takes just one click. Second, the derived attributes need to be defined. In Power BI, this is 
done with DAX formulas. The DAX definition for the address field in the Customer table is shown below. 
Third, overloaded fields can be split, which results in additional fields. Splitting columns is a standard 
operation in Power BI.  
 

#3 

Column Address 

Formula ADDRESS = CUSTOMER[street] & "," & CUSTOMER[city] & "," & CUSTOMER[state] 

Discussion Street, city, and state are merged together (&) into a full address specification. 

 

2. Data Type Conversions. 
Data types determine which operations are permissible for a field. For example, statistical functions 
such as sum and average can only be performed on numeric data.  
 
3. Proper Naming. 
Fields should be given names that are easy to understand. These names will also appear in the 
dashboards. 
 
4. Rearranging Table Structures. 
The structure of the data being extracted is unpredictable at best. Figure 2.9 shows the same set of data 
presented in two different table formats: cross-tab (top) versus flat (bottom). The cross-tab table is a 
simple way of showing how many cars have been sold per model and per person in a specific month. 
However, this format poses a hurdle when information needs to be compiled for multiple months and 
is hard to integrate with a star schema (Figure 2.8). The flat table, by contrast, is much more flexible, 
can easily summarize data across months, and is easily integrated into the star schema. Power BI 
provides tools to make transformations from cross-tab tables to flat tables easy.  
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Figure 2.9.  
Alternative Data Structures 
 

 
 
5. Table Integration 
Data regarding entities (customer, order, product) are often scattered and need to be integrated. As 
shown in Figure 2.10, there are two main types of integration: “Union” and “Join.” The first occurs when 
identical information regarding an entity is spread across different files (e.g., one for each period). A 
Union keeps the number of fields (columns) but increases the number of instances (rows). A Join 
increases the number of fields, which is especially useful when creating a 360-degree view of an entity, 
such as a customer. A common field is needed to join two tables, such as “#” in Figure 2.10.  
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Figure 2.10. Table Integration: UNION vs. JOIN. 
 

 

 
 

 
6. Schema Integration 

 
Finally, the different tables (and entities) must be integrated into a data model. Links between tables 
are implemented using primary key–foreign key pairs. A primary key uniquely identifies the instances 
in a table. The same field is than added to another table (a foreign key) to make the link. In the star 
schema in Figure 2.8., a surrogate key is used as primary key for each of the four dimension tables—
product_sk, customer_sk, salesperson_sk, date_sk—each of which is then used as a foreign key in the 
“Order” fact table. Again, the main issue is to determine how each of the surrogate keys is linked to 
orders.  
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Power BI performs schema integration via a data model, which makes analysis across tables incredibly 
easy. 
 
2.2.3. Loading 
In the last step of this phase, the transformed data are loaded into the analytical database, ready for 
analysis. A particular strength of SSBI tools is that the cleaning and transformation steps are retained, 
which can serve as an audit trail.  
 

2.3 INFORMATION MODELING 

 
The information required for analysis needs to be calculated from the raw data. For example, if you 
want to analyze “total revenue,” you need to calculate it first. Information modeling consists of making 
these calculations, which most often take the form of aggregates, such as sum or average. Figure 2.11 
extends the star schema from 2.8 with an information model, which is highlighted in yellow. Two 
aggregates that are part of this information model are “total quantity ordered” and “total $ amount” 
(ordered). Once calculated, these numbers can be sliced and diced in many different ways, such as total 
quantity ordered in a specific period for a specific product or average $ amount generated per 
salesperson in a specific period and deviation from this average per salesperson. An important part of 
information modeling is determining and implementing the aggregates.  
 
Determine aggregates: What aggregates are necessary. 
 
Information modeling starts with requirements analysis, and two different approaches can be 
distinguished: pull and push. A pull approach is problem-driven and starts from some well-defined 
requirements. For example, a business wants to analyze its profit margin over time or monitor a key 
performance indicator (KPI), such as delivery time. A push approach is data-driven; the data are 
collected and explored. This relies heavily on out-of-the-box thinking, and aggregates are generated on 
the fly. Star schemas are excellent tools for requirement analysis: they are easy to understand, show 
what is analyzed (facts) and how (dimensions), and can be extended easily.  
 

Primary Key. A field used to uniquely identify the instances of a table. For example, an ID can be 
used to uniquely identify customers. 
 
Foreign Key. A field used to link tables. Let’s say that ID is used as a “primary” key to identify 
customers. ID can then also be added as a ”foreign” key to the sales table. Through the common 
field (ID), pieces of information regarding sales and customers are linked.  
 
 

 
 

 

 

 

 

Terminology: Primary Key and Foreign Key 
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The following are some general observations regarding aggregates. First, fields describe specific 
instances. For example, “Jim” is the name of one specific customer. Aggregates refer to a set of 
instances. For example, “total order amount” (aggregate) is based on all orders (raw data). Second, it is 
Figure 2.11.  
Star Schema with Integrated Information Model 
 

 

possible to define aggregates in terms of other aggregates, as one of the implementation examples 
below will show. Third, aggregates can be messy. They are everywhere, it is not clear how they are 
related, and their meaning might not always be well documented. Be aware of the potential mess! 
 
Implement aggregates: translating them into a machine-readable language. 
 
Once aggregates have been identified, they need to be implemented. How this will be accomplished 
varies across software systems. In Power BI, aggregates are implemented using DAX and are known as 
measures. We’ll briefly discuss the implementation of four measures below: “Total Quantity Ordered”; 
“Total $ Amount”; “Total Quantity Ordered by Michigan Customers”; and “Salesperson Diversity 
Ranking.” 
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Total Quantity Ordered 
 
As the DAX formula below shows, this measure simply adds all quantities in the Order table. The number 
generated can then be sliced and diced using any dimension combinations. 
 

#428 

Measure Total Quantity Ordered 

Formula TOTAL QUANTITY ORDERED = SUM(ORDER[quantity]) 

Discussion The sum function adds all quantities in the ORDER table and generates a single 
number. 

 
Total $ Amount 
 
Similar to the measure above, this formula uses all orders. However, the $ amount is first calculated in 
a separate column (derived field) and then summed. 
 

#5 

Measure Total $ Amount 

Formula TOTAL $ AMOUNT = SUM(ORDER[amount]) 

Discussion The sum function adds all amounts in the ORDER table and generates a single 
number. Amount is a derived attribute that multiplies price and quantity. 

 
Total Quantity Ordered by Michigan Customers 
 
This measure hardwires a condition: “living in MI.” First, the data set is filtered (i.e., a subset for further 
analysis is identified). Next, the aggregation (sum) is applied to the subset. Any possible subset can be 
defined and then further analyzed.  
 

#6 

Measure Total Quantity Ordered by MI (Michigan) Customers 

Formula TOTAL QUANTITY ORDERED BY MICHIGAN CUSTOMERS = 
CALCULATE(SUM(ORDER [quantity]),CUSTOMER[state]="MI") 

Discussion The CALCULATE() function uses filters (conditions) to select a subset of the data set 
to which the formula applies. Any subset can be defined, and any formula can be 
defined. 

 
Salesperson Diversity Rank 
 
This is a more complicated example. A business wants salespeople to sell as many different products as 
possible. For monitoring purposes, it would like to know the % of the entire product line a salesperson  

                                                           
28 Again, for a more detailed discussion of the DAX syntax, see Appendix A. 
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Figure 2.12 
Measure Hierarchy 
Determine the diversity ranking for each salesperson 
 

 
 
sells as well as where he or she ranks compared to all other salespeople. The measure hierarchy in 
Figure 2.12 shows one possible implementation for these measures.  
 
The first measure (number of distinct products sold) is used to determine how many different products 
each salesperson sells.  
 
 

#7-1 

Measure STEP 1: Number of Distinct Products Sold 

Formula NUMBER OF DISTINCT PRODUCTS SOLD = DISTINCTCOUNT(ORDERS[code]) 

Discussion This measure can be used to determine the number of different products sold by 
salesperson, the customer, etc. 
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The second measure determines the total number of products the business sells.  
 

#7-2 

Measure STEP 2: Total Number of Products Sold 

Formula TOTAL NUMBER OF DISTINCT PRODUCTS SOLD = 
CALCULATE(COUNT('PRODUCT'[code]),ALL('PRODUCT')) 

Discussion The important part of this formula is the ALL() function. Under any circumstances, 
the formula will consider ALL products. 

 
The third measure (step 3) determines the diversity index: what percentage of the entire product line 
a salesperson sells. 
 

#7-3 

Measure STEP 3: Diversity Index 

Formula DIVERSITY INDEX = [NUMBER OF DISTINCT PRODUCTS SOLD]/[TOTAL NUMBER OF 
PRODUCTS] 

Discussion This formula reuses the previous two measures and determines what % of the 
entire product line a salesperson sells (diversity index). 

 
The final measure (step 4) ranks all salespeople using the diversity index.  
 

#7-4 

Measure STEP 4: Salesperson Diversity Rank 

Formula DIVERSITY RANK = RANKX (ALL (SALESPERSON), [DIVERSITY INDEX]) 

Discussion The RANKX() function determines how the value (diversity index) for a salesperson 
compares to the values of the same variable (diversity index) for all other 
salespeople.  

 
Is this more complex? Absolutely. But it illustrates a number of things about information modeling. First, 
it shows how powerful the DAX language is. Pretty much any information you need can be calculated. 
Second, it illustrates the concept of a measure hierarchy: existing measures are used to define new 
measures. Third, it shows that not all measures are related to fact tables. Here, instances are counted, 
since we are dealing with non-numeric fields. 
 
It is not uncommon to have an information model that contains hundreds of measures. Careful design 
and documentation is of the utmost importance.  
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2.4 ANALYTICS 

 
This is the fun part where all the hard work pays off: generating insights by analyzing how the data are 
related. The main SSBI tool used for analysis is the dashboard, which is an interactive and integrated 
display of visuals29 for reporting, monitoring, and exploring data. A visual is a specific type of image or 
chart to represent a data set. Figure 2.13 shows30 a simple dashboard created with Power BI that 
integrates three visuals: a card, a slicer, and a bar chart.31 
 
1. Card (left upper corner): shows the total $ amount ordered. 
2. Slicer (right): lists the different U.S. states that the business has received orders from. 
3. Bar Chart (left lower corner): shows the total $ amount ordered per individual product. 
 
Figure 2.13.  
Dashboard 
 

 
 
It is important to understand that the dashboard is an integrated set and that each of the individual 
visuals plays a specific role in it. The card shows a measure from the fact table (order). The slicer makes 
the dashboard interactive. The numbers in the card and the bar chart will change depending on the 
states selected as part of the slicer. The bar chart has a double role. First, it shows the total $ amount 
ordered (fact) per product (dimension). Second, it also makes the dashboard interactive. When a 
specific bar, and thus a product, is selected, the data in the card will change as well.  
 

                                                           
29 The terms “visual” and “visualization” are synonymous and used interchangeably here.  
30 Great examples of business-related dashboards can be found anywhere. For a dashboard that shows key US economic 
data and trends, go to https://ig.ft.com/sites/numbers/economies/us. 
31 The star schema in Figure 2.8 was used as starting point for the development of this dashboard. 

https://ig.ft.com/sites/numbers/economies/us


 

_____________________________________________________________________________________ 
INTRODUCTION TO BIG DATA. 
© Guido Geerts | Please do NOT copy without permission 
 pg. 49 

Creating a dashboard is a multistep process.  
 
Step 1. Determine the dashboard’s content. 
 
First, the goal of the dashboard needs to be determined. Common uses include reporting, monitoring 
performance or strategic goals, and scenario analysis. Second, the data to be included need to be 
determined. While transaction data can be included, dashboards primarily focus on KPIs, such as total 
quantity ordered, sales, profitability, and backlogs. Star schemas provide strong guidance for this step, 
with KPIs typically being associated with fact tables. The main guideline regarding content is to keep 
things simple. The primary purpose of dashboards is to make complex data comprehensible. 
 
Step 2. Generate the data to be included. 
 
This step is performed through information modeling and the implementation of measures (see 
previous section).  
 
Step 3. Determine the visuals for the implementation of the dashboard. 
 
Each visual presents data in a unique way, with the goal of making finding insights easier. Power BI 
currently offers 28 different visualizations. Table 2.4 below discusses 17 of them just to illustrate the 
breadth. In addition, there is a growing open-source library of visuals that can be created and used by 
anyone. However, the growth in supply also makes the real issue more challenging: What visual is the 
best fit for the data and problem at hand? A table might be the best choice to present detailed 
information regarding business transactions (e.g., sales); scatter charts are usually a good fit when 
looking for correlations; bar charts are often a great choice for making comparisons; and so on. There 
is no simple rule that solves this issue, but a lot of practice definitely helps. 
 
Step 4. Format the data. 
 
Reporting, monitoring, and exploring data can benefit tremendously from formatting. For example, 
intelligent formatting based on color and size can be a powerful tool for spotting unusual trends. 
Software like Power BI provides advanced formatting options and makes it easy to have certain data 
and results stand out. Again, the most important guideline for this step is to keep it simple.  
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Table 2.4 
Some Visualizations Supported by Power BI 
 

ICON NAME FUNCTIONALITY 

 STACKED BAR CHART 
Displays how different categories relate to each other. 
The bars are oriented horizontally. 

 
STACKED COLUMN CHART 

Displays how different categories relate to each other. 
The bars are oriented vertically. 

 LINE CHART 
Displays the trend of one or more variables over time or other 
sequential data. 

 AREA CHART 
Displays the trend of variables over time, similar to the line chart, but 
the areas between the axis and the line are colored.  

 STACKED AREA CHART 
This is similar to the area chart, but the values of the variables are now 
cumulated. 

 
LINE AND STACKED COLUMN 

CHART 

This combines a line and a stacked column chart. 

 
LINE AND CLUSTERED COLUMN 

CHART 

This combines a line and a clustered column chart. 

 WATERFALL CHART 
Shows the increases and decreases in a variable and thus how it 
changes over time. Color coding can be used to indicate how a variable 
(e.g., income) changes over time. 

 
SCATTER CHART 

Plots two numeric variables against each other (X and Y axes) and helps 
to visualize possible correlations between them. 

 
PIE CHART 

Shows the relationship of parts to a whole and thus relative 
proportions. 

 
MAP 

(Bubble Map) 

Represents specific geographic points and can display relative 
proportions across locations. Maps are interactive and can be used as a 
filter to select a more focused data set.  

 TABLE 
A grid with rows and columns that is especially useful when the values 
of one or more categories need to be compared.  

 FILLED MAP 
Represents regions, such as states, and can display relative proportions 
across locations. Maps are interactive and can be used as a filter to 
select a more focused data set.  

 GAUGE 
Represents a goal by a line on a circular arc and uses shading to show 
the progress toward that goal.  

 
CARD 

Shows a (single) number. 

 
KPI 

Visually represents the amount of progress made toward a measurable 
goal. 

 
SLICER 

An interactive tool that can be used as a filter to select a more focused 
data set. These are used in combination with other visualizations. 
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Step 5. Determine the relationships between the visuals.  
 
A dashboard should be developed as a coherent whole. Its effectiveness depends on how its visuals 
interact. The design of interactions requires an in-depth understanding of the underlying business 
model and the dashboard’s objectives (e.g., the development of scenarios to explore cause-effect 
relationships). Power BI provides extensive control of how visuals interact. There are two types of 
visuals: passive and active. Users can only interact with the latter. The dashboard in Figure 2.13 has two 
active visuals (the slicer and the bar chart) and one passive (the card). There are two options for all 
relationships between an active visual and any other visual (passive or active): update or do not update. 
For the dashboard in Figure 2.13, clicking on specific bars will update the card, while clicking one or 
more states in the slicer will update both the card and the bar chart. 
 

Dashboards developed with SSBI tools are very powerful analysis tools for businesses, and their 
strengths are briefly discussed below. 
 

Strengths Discussion  

Adaptability These tools can be changed easily and therefore adapted to the specific 
preferences of a decision maker.  

Business Model 
Articulation 

An important part of dashboard design is the explicit definition of the 
relationship between measures, which improves the understanding of the 
underlying business model.  

Delivery Using SSBI software, dashboards can be shown on a variety of devices, 
including desktops, websites, and phones. 

Integration These tools offer the ability to integrate traditional/financial data and 
nontraditional/nonfinancial data. 

Interactive These tools have the ability to dynamically filter data sets and to support 
scenario (what-if) analysis.  

Real-time These tools provide information in real time, which can improve operational 
decisions.  
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2.5 PROBLEM SOLVING 

 
Data are the key ingredient of decision-making, demonstrated by the “used for” arrow on the left side 
of Figure 2.14. As shown on the right side of the same figure, information systems can play two roles in 
this process: making the decisions and supporting the decisions. In the former case, the decisions are 
automated. In the latter case, the information system provides guidance through analytics, which can 
be further divided into three categories: descriptive, predictive, and prescriptive. The first two provide 
the decision maker with actionable insights. Descriptive analytics is backward looking; it tries to 
understand what has happened or is happening, such as determining which customers have overdue 
payments. Predictive analytics is forward looking; it tries to predict where things are going, such as 
determining the likelihood that the customer will pay when a sale occurs. Prescriptive analytics goes 
one step further and suggests what to do given different alternatives (what is the optimal decision to 
make?). The four boxes in the middle column of Figure 2.14 are progressive. They start from the same 
data set, and with each step, their realization becomes more complex. For example, predictive analytics 
can use regression starting from the data compiled by descriptive analytics. We discuss each of the four 
steps—descriptive analytics, predictive analytics, prescriptive analytics, and automated decisions—in 
more detail next.  
 
Descriptive Analytics 
 
Descriptive analytics try to understand what has happened and is happening with a business and why. 
This is primarily achieved by summarizing data that are added to meaningful reports, charts, and graphs. 
SSBI tools provide strong support for this type of analytics. A first application of descriptive analytics is 
finding patterns (e.g., Target trying to figure out what pregnant woman buy). A second application is 
monitoring. Performance monitoring aims at identifying abnormal behavior that requires action. 
Finding outliers is a good example. Goal monitoring steers a business in the right direction, making 
corrections along the way (we are not going to meet our quarterly sales target, what can we do?). Power 
BI provides an extended tool set, including visuals, to support pattern finding and monitoring. Figure 
2.15 shows the use of a visual for goal monitoring (gauge). A car dealership hopes to sell 1000 cars this 
month. Where do they stand after the third week?  
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Figure 2.14.  
Analytics and Decision-making 
 

 
 
Figure 2.15.  
A Gauge 
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Predictive Analytics 
 
Predictive analytics are forward looking and try to figure out what will happen and why. Such insights 
are mostly expressed as likelihoods. Examples of insights generated by predictive analytics are the 
likelihood that customers will pay a premium for a new product; the likelihood that a customer will 
default on a loan; and how many passengers are expected to show up for a flight.  
 
As shown in Figure 2.14, predictive analytics builds an extra layer on top of the data already collected 
and used as part of descriptive analytics. However, the algorithms differ and are often designed to 
benefit from large, complex data sets. Examples include regression, decision trees, and neural networks. 
The more data, the easier it becomes to find meaningful and predictive relationships.  
 
While primarily geared toward descriptive analytics, SSBI tools typically provide some support for 
predictive analytics as well. Power BI, for example, supports full integration with the R language, which 
was designed for running statistics with large volumes of data. Additional tools will be required for other 
applications, such as machine learning, but Power BI can still be used to transform the data to the 
necessary format.  
 
Prescriptive Analytics 
 
Prescriptive analytics take decision support one step further and generate recommendations starting 
from actionable insights. Taking numerous constraints into consideration, which items should be 
marketed and which should not? What is the best price to maximize revenue? Prescriptive analytics has 
its own unique set of algorithms, and linear programming is a good example. SSBI typically does not 
provide tools for prescriptive analytics. However, SSBI tools can be very useful for preparing data in a 
required format. 
 
Automated Decisions 
 
The difference here is not the nature of the insights or the algorithms in use but whether the 
information system makes the decision. Automation is commonplace for routine decisions, such as 
when inventory is automatically replenished or decisions made by an autopilot. SSBI tools do not 
support automated decision-making, but they can be helpful in providing accurate data sets.  
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Glossary 
 
Analytical Database 
An integrated data set developed for analysis purposes. 
 
Application Program Interface (API) 
A piece of software, available on the Internet that can be used to ask for data using queries that follow 
a specific format. 
 
Big Data 
Massive continuous streams of complex data for which the reliability is not always clear.  
 
Cloud Computing 
A remotely hosted, distributed computing system that uses the Internet to store and process data. 
 
Crowdsourcing 
Gathering of input from a large number of people—the crowd—typically via the Internet. 
 
Data Analysis Expressions (DAX) 
A set of functions and operators for developing formulas that can be used for defining tests or richer 
information for analysis. 
 
Dashboard 
An interactive and integrated display of visuals for reporting, monitoring, and exploring data. 
 
Data Collection 
The process of Extracting, Transforming, and Loading data. Also known as the ETL process.  
 
Data Connector 
An easy-to-use program for connecting to a data source and transferring data. 
 
Dark Data 
Digitally stored data to which a business has access but chooses not to use them. 
 
Data Deluge 
The emergence of an immense flood of data that cannot be handled by conventional technologies. 
 
Data Discovery 
The process of exploring what data are available, their relevance, and their affordability. 
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Data Model 
A formal definition of the structure of a data set: what information is captured by the tables, what columns 
are part of the table, how the different tables are connected to each other, etc. 

Data Profiling 
The process of understanding data, assessing their quality, and providing guidance regarding the 
transformations needed. 
 
Descriptive Analytics 
Trying to understand what has happened and is happening with a business and why. 
 
Internet of Things 
Devices connected to the Internet that can send data, receive data, or both. 
 
Open Data 
Data available to the public at no cost and that can be used, reused, and redistributed. 
 
Predictive Analytics 
Trying to figure out what is going to happen and why. 
 
Prescriptive Analytics 
Providing recommendations for what should be done.  
 
Self-service Business Intelligence (SSBI) Software 
Software that provides strong support for profiling, extracting, cleaning, and analyzing data and that is 
easy to use. Examples of SSBI software include Power BI, Qlik, Spotfire, and Tableau.  
 
Star Schema 
A data structure that organizes data in terms of fact and dimension tables and that is easy to understand 
and efficient to process.  
 
V-Matrix 
A framework that recognizes a spectrum of Big Data scenarios featuring variations in volume, variety, 
velocity, and veracity. Helps businesses to position themselves and understand the opportunities, 
challenges, and technologies associated with each scenario.  
 
Visual 
A specific type of image or chart to represent a set of data. Examples include bar chart, map, table, and 
slicer.  
 
Web Scraper 
Software that enables automatic extraction of data from a website. 
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Appendix: Detailed Specification of DAX formulas 
 
Testing Formulas 
 

#1 

Rule Check whether employees are at least 18 years old but not older than 70. 
Range Check | One Table, One Attribute 

DAX Syntax EMPLOYEE RANGE TEST = IF(OR(EMPLOYEE[AGE]<18,EMPLOYEE[AGE]>70),-1) 

 
Discussion The formula tests whether the values of the AGE field are in the 18–70 range. For employees 

with an age that is outside this range, the value “-1” (red flag) is put in the additional column 
“EMPLOYEE AGE RANGE TEST,” indicating that an error occurred and that further exploration 
is needed. 

 

#2 

Rule Only items that have been sold can have a “sell” price. 
Dependency Check | Multiple Tables, Multiple Attributes 

DAX Syntax SALE TEST = IF(OR(ISBLANK(ITEMDATA[SELLPRICE]) && 
NOT(ISBLANK(ITEMDATA[SHIPMENT])),ISBLANK(ITEMDATA[SHIPMENT]) && 
NOT(ISBLANK(ITEMDATA[SELLPRICE]))),-1) 

 
Discussion The formula tests whether both fields—SELLPRICE and SHIPMENT—are empty or both have 

values. If sales are found for which this is not the case, the value “-1” (red flag) is put in the 
additional column “SALE TEST,” indicating that an error occurred and that further exploration is 
needed. 
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Defining Derived Fields 
 

#3 

Column Address 

Formula ADDRESS = CUSTOMER[street] & "," & CUSTOMER[city] & "," & CUSTOMER[state] 

 
Discussion Street, city, and state are merged together (&) into a full address specification. 

 

Defining Measures 
 

#4 

Measure Total Quantity Ordered 

Formula TOTAL QUANTITY ORDERED = SUM(ORDER[quantity]) 

 
Discussion The sum function adds all quantities in the ORDER table and generates a single number. 

 

#5 

Measure Total $ Amount 

Formula TOTAL $ AMOUNT = SUM(ORDER[amount]) 

 
Discussion The sum function adds all amounts in the ORDER table and generates a single number. The 

amount is a derived attribute that multiplies price and quantity. 
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#6 

Measure Total Quantity Ordered by MI (Michigan) Customers 

Formula TOTAL QUANTITY ORDERED BY MICHIGAN CUSTOMERS = CALCULATE(SUM(ORDER 
[quantity]),CUSTOMER[state]="MI") 

 
Discussion The CALCULATE() function uses filters (conditions) to select a subset of the data set to which 

the formula applies. Any subset can be defined, and any formula can be defined. 

 

#7-1 

Measure STEP 1: Number of Distinct Products Sold 

Formula NUMBER OF DISTINCT PRODUCTS SOLD = DISTINCTCOUNT(ORDERS[code]) 

 
Discussion This measure is context-independent and can be used to determine the number of different 

products sold by a salesperson, the customer, etc. 

 

#7-2 

Measure STEP 2: Total Number of Products Sold 

Formula TOTAL NUMBER OF PRODUCTS SOLD = 
CALCULATE(COUNT('PRODUCT'[code]),ALL('PRODUCT')) 

 
Discussion The important part of this formula is the ALL() function. It deletes context. Under any 

circumstances, the formula will consider ALL products. 
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#7-4 

Measure STEP 4: Salesperson Diversity Rank 

Formula DIVERSITY RANK = RANKX (ALL (SALESPERSON), [DIVERSITY INDEX] 

 
Discussion The RANKX() function determines how the value (diversity index) for a salesperson compares 

with the values of the same variable (diversity index) for all other salespeople.  

 


