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Abstract

This work presents general signal detection schemes
based on the static fusion of posterior probabilities.

Starting with the assumption that for every pixel in an
image there is a posterior probability—indicating the prob-
ability of the presence or the absence of the signal to be
detected, some well-known probability fusion schemes and
generalizations thereof are proposed to come to an over-
all decision regarding the presence or absence of the sig-
nal. In addition to these well-known static fusion schemes—
i.e., voting, averaging, maximum rule, etcetera, a quantile-
based combination rule is presented as well.

The performance of the several rules is evaluated on
two real-world, medical image analysis task. Both tasks
consider the computer-aided diagnosis (CAD) of standard
posteroanterior chest radiographs. More specifically, in
the first task the general detection of interstitial diseases
is studied, while in the second task the focus is on the detec-
tion of tuberculosis.

1. Introduction

A static fusion approach to signal detection in images
is presented. In this, per-pixel posterior probabilities, in-
dicating the local presence or absence of the signal to be
detected, are combined into a single quantity by classical
and well-known fusion rules or by using one of the general-
ized rules described in this paper. An evaluation of the per-
formances of the several combination rules is done on two
similar computer-aided diagnosis tasks in which the goal is
to detect interstitial diseases in standard chest radiographs.

In general the detection task can be formulated as a sta-
tistical pattern classification task. Considering only two
possible labels for an image, H0 (the null hypothesis) the
signal is present or Ha (the alternative) the signal is absent,

one has to determine the posterior probability P (H0|I) of
the signal being present in the image I . Or equivalently,
the probability P (Ha|I) = 1 − P (H0|I) of the signal be-
ing absent. If the probability P (H0|I) is above a certain
threshold t the signal is said to be present. Similarly, as is
often done in detection theory [8, 10], one can consider one
of the quotients

P (H0|I)
P (Ha|I)

or
P (I|H0)
P (I|Ha)

(1)

and threshold this quantity. In this paper, the former quo-
tient is considered.

When dealing with images it is most often very hard
to model the (conditional) probability densities mentioned
above, e.g. due to the dependencies between the several ob-
servations, the individual pixels. And even if one does suc-
ceed in modelling these probabilities in way, for example
using some kind of Markov random field formulation, it is
often very hard to evaluate them given an actually observed
image I . However, under certain, sometimes too restric-
tive, model assumptions the detection task can be tackled
elegantly (see for example [1]).

Note that, generally, it is also infeasible to treat every
image I as a single feature vector that has to be classified.
Apart from the fact that the dimensionality is most often
way to large, additional problems arise from the fact that
in real-world applications the number of pixels frequently
differ from image to image, and in addition there may not
be a direct correspondence from one pixel in one image to
another pixel in the next image.

On the other hand, in images, spatially local decision are
very well possible. Using, for example, standard supervised
pattern classification techniques one could (soft-)label indi-
vidual pixels in an image. This last situation is the point
of departure in this work. Starting from a soft labelled re-
gion of interest of an image, the usability of fusion rules to
combine local decisions in the image is investigated.
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Only static fusion rules [3] are considered, i.e., fusion
rules that do not need to be trained. In this category, the
well-known combination rules are the average, the median,
the maximum, the minimum, the product and the voting rule
[3, 5, 12]. Using these rules, the quotient P (H0|I)

P (Ha|I) is explic-
itly expressed in terms of the local per-pixel probabilities
(Section 2) and, in addition, certain generalizations of the
foregoing rules for detection schemes are presented. De-
tails on the possible rationale or theoretical analysis of the
several schemes are not provided. For an overview of these
topics in the standard statistical pattern recognition setting,
the reader is kindly referred to [4, 5, 12] and the relevant
references in [3].

Outline. After the introduction of the fusion schemes in
Section 2, Section 3 presents the experimental results. Fi-
nally, Section 4 provides a discussion and the conclusions.

2. The static fusion schemes

In the remainder of the paper, it is assumed that we have
n posterior probabilities pi—indicating the presence of the
signal to be detected; one for every pixel i within the region
of interest of the image under consideration. This section
introduces the static fusion schemes studied further in Sec-
tion 3, the experimental part of the paper.

Average, min, max, and their generalization. The first
scheme generalizes the well-known average, minimum and
maximum combination rules:

P (H0|I)
P (Ha|I)

=
( 1

n

∑
pr

i )
1/r

( 1
n

∑
(1 − pi)r)1/r

∝
∑

pr
i∑

(1 − pi)r
. (2)

Taking r equal to 1 results in the average combination rule,
and in the limit when r approaches −∞ or ∞, results in the
minimum or the maximum rule, respectively.

It is noted here, that, although the min rule and max rule
in general may offer an attractive fusion scheme, they often
are incapable of producing eligible results. The main reason
for this is that when performing a real-world detection task,
it is very probable that in every image, especially when built
up of many pixels, there is at least one single pixel having
a probability of 0 or 1. Besides that such probabilities re-
sult in the quotient to be ill-defined, its major problem is
that all images considered will have a minimum probabil-
ity of 0 and a maximum probability of 1. Which means
that according to these rules all images have equal poste-
rior probabilities irrespective of the presence of the signal
or not.

Generalized product rule. The second scheme general-
izes the product rule. First consider the standard rule:

P (H0|I)
P (Ha|I)

=
∏

pi∏
(1 − pi)

∝
∑

(log pi − log(1− pi)). (3)

A generalization of the foregoing can be obtained as fol-
lows.

Considering that log a equals limr→∞ ra1/r−r, we may
as well write:

∑
(log pi − log(1 − pi))

∝ lim
r→∞

∑
(p1/r

i − (1 − pi)1/r).
(4)

A straightforward generalization is then obtained by allow-
ing r to take on arbitrary values in the range [−∞,∞].

In addition, experiment will also be carried out with a
somewhat refined product rule:

P (H0|I)
P (Ha|I)

∝
∑

(p1/r
i − (1 − pi)1/r)

n
. (5)

The reason for suggesting this rule is that it might behave
better if the number of pixels n, for which the probabilities
are fused, is not equal for every image.

Consider, for example, the situation in which all pis in
two different images are equal. If the number of pixels in
their respective regions of interest are not equal then the
scheme from Equation (4) will provide different values for
P (H0|I)
P (Ha|I) . In some situations this may be an unwanted results
and the use of Equation (5) could be preferable.

Voting using arbitrary thresholds. The fourth scheme
is based on the classical voting rule. In the signal detection
case, it boils down to counting the number of pixels that in-
dicate the presence of the signal. This count should then be
normalized by the total number of pixel n within the region
of interest.

Whether a pixel i votes against or in favor of the sig-
nal to be detected is dependent on whether the posterior
probability pi is below or above a certain given threshold
r. Therefore, again, the detection scheme is depending on a
parameter, which should now be taken in the range from 0
to 1:

P (H0|I)
P (Ha|I)

∝ |{i|pi > r}|
n

. (6)

In the foregoing | · | takes the cardinality of the set.

Quantile-based detection. The last and novel detection
scheme introduced is based on the order statistics of the pos-
terior probabilities and generalizes the median rule (cf. [7]).
For a given r ∈ (0, 1), the entity to be computed is

P (H0|I)
P (Ha|I)

∝ p(�rn�) + p(�rn�)
2

, (7)
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where �·� and �·� indicate the floor and the ceiling, respec-
tively, and p(i) is the ith order statistic. This latter quantity
can be determined by sorting all n posteriors pi in ascend-
ing order and selecting the ith entry from this list.

Note that setting r = 1
2 , indeed results in taking the me-

dian over all posterior probabilities. Furthermore, observe
that this fusion rule also generalizes a certain form of the
minimum or maximum rule; setting r to 0 or 1, respectively,
gives the minimum or maximum a posteriori probability in
the image I .

3. Experiments: detection of IDs

Two CAD detection tasks with a similar goal are con-
sidered in this section. The first is on the detection of gen-
eral interstitial diseases (ID) in standard chest radiographs,
while the second is specifically concerned with the detec-
tion of tuberculosis (TB). Both tasks are also studied in [11]
as part of a fully automatic, combined segmentation and de-
tection scheme.

Here, only the detection part is considered and the main
goal is to provide a comparison of the performance of the
presented static fusion schemes.

The data. For the experiments, two times 200 images
from each of the two data sets are used. In both cases the
number of positive (containing a disease) and negative cases
is equal, i.e, both classes contain 100 images. In the exper-
iments, only the detection phase is considered and the lung
fields are assumed to be given, i.e., segmented beforehand.
Within the lung fields two classes are distinguished. The
first class are pixels containing an ID (or TB) and the sec-
ond class consists of pixel in which there are no diseases
present. The resolution of the ID images is 512 × 512 and
the TB images have a resolution of 700 × 700. An exam-
ple from the TB data set is given in Figure 1. For a more
detailed description of the data see [11].

In the experiments the data set is randomly split in a test
set and a train set both consisting of 100 images each. All
combination schemes are tested on the same split making a
direct comparison between the several procedures possible.

The features and the classifiers. For every pixel i the
features used to estimate the posterior pi are raw gray lev-
els coming from the direct vicinity of this pixel. For the ID
data, all gray values within a radius of 4 pixels from the cen-
tral pixel are taken as features, for the pixels in the TB data
set this radius is 6. The dimensionality of the ID features
equals 49, while that of the TB features is 113.

The posterior probabilities pi were obtained using a
quadratic discriminant classifier (QDC) which assumes
both classes to be normally distributed with unequal covari-
ance matrices. A typicality of these kind of detection tasks

Figure 1. Example chest radiograph and seg-
mentation from the TB data base. The part
with TB indicated by an expert is given in
white.

is that the prior class probabilities are not reliably estimated
from the data, both which are therefore set to 0.5.

A small pilot experiment on a subset of the data using
the classification accuracy as performance measure indi-
cated that the foregoing choices result in reasonable clas-
sifications taking the respective difficulties of the tasks into
account. Noteworthy is the fact that a k-nearest neighbor
classifier could not attain a similar level of performance as
the QDC for the ID data. For the TB data both classifiers
performed comparable.

The experimental results. In the experiments, the tun-
able parameter r, that has to be set for every of the five
fusion schemes, is varied over a wide range so to get an
impression of the optimal performance possible using these
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Table 1. Area under the ROC, Az , for the 5
fusion schemes on the two CAD detection
tasks.

Scheme ID : Az (r) TB : Az (r)
(2) ‘Average’ 0.93 (0.95) 0.66 (0.16)
(4) ‘Product’ 0.95 (0.91) 0.67 (5.75)
(5) ‘Ref.Prod.’ 0.93 (0.91) 0.66 (0.13)
(6) ‘Vote’ 0.94 (0.63) 0.68 (0.94)
(7) ‘Quantile’ 0.95 (0.78) 0.71 (0.86)

schemes. The evaluation criterion used is the area under
the ROC (receiver operating characteristic, [3]) which is de-
noted by Az . The ROC is determined by varying the thresh-
old t over its full range. t decides whether or not the quo-
tient from (1) indicates the presence (> t means present) of
a disease within the lung fields. The results are presented in
Table 1.

From these results it is clear that on the ID data set, all
fusion schemes provide excellent results and none of them
is significantly better than the others. The results on the TB
data set are overall much worse, but again they do not dif-
fer that much from each other. The quantile fusion scheme
seems to perform slightly favorable over both experiments.

4. Discussion and conclusions

We introduced five static fusion schemes for signal de-
tection, some of which are directly derived from well-
known standard static combination schemes [3, 12]. The
schemes offer generally applicable combination rules for
local per-pixel posterior probabilities. They merge all pixel
posteriors into a single global quantity based on which a de-
cision can be made regarding the absence or presence of a
certain signal to be detected.

In several cases these approaches are expected to be
preferable over other detection schemes [1, 8, 10], espe-
cially when a simple model of the global posteriors is not
readily applicable. However, in a sense the combination
schemes presented can of course also be interpreted as mak-
ing implicit and simplified assumptions about the underly-
ing model. See for example [4, 5]. Large part of the success
of these schemes is therefore directly related to the accu-
racy of the classifier used. The latter should be considered
one of the strengths of the approach presented as it can eas-
ily exploit the vocabulary of supervised pattern recognition
approaches.

The experiments on the ID data indicate that excellent re-
sults are already possible using modest techniques in com-
bination with the static fusion techniques. For the accurate
detection TB, however, there still seems much to be done.

Significantly better results where obtained in [11] using a
more elaborate texture analysis approach from which the
fusion schemes could also benefit. But the work in [11]
shows a very clear difference in performance on the two
CAD tasks as well.

Concerning the experiments, another—rather
disappointing—point that should be noted is that the
fusion schemes, that combine the per-pixel probabilities
in quite different ways, all perform almost equally well.
They can behave very different for different settings of
the parameter r, however for optimal settings of r the
Az results are almost all indiscernible. The same holds
for the full ROCs (which are not displayed). A possible
way to exploit these difference in behavior when using
non-optimal r is by means of yet another form of fusion:
the combination of several ROC curves to produce a single,
overall superior one (see for example [2, 9]).

Another direction for future research is to see to what
extent one can use the inherent correlation between the pos-
teriors of neighboring pixels (see for example [6]) or, possi-
bly more obvious, to inquire to what extent additional post
and preprocessing of the image data can add to an improved
detection performance. This however is all for future inves-
tigations, and for now we may conclude that the proposed
schemes offer an interesting approach to the task of signal
detection and leave room for many improvements and ex-
tensions.
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