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Bayesian Inference for the Spatial Random
Effects Model

Emily L. KANG and Noel CRESSIE

Spatial statistical analysis of massive amounts of spatial data can be challenging because computation of optimal procedures can break
down. The Spatial Random Effects (SRE) model uses a fixed number of known but not necessarily orthogonal (multiresolutional) spatial
basis functions, which gives a flexible family of nonstationary covariance functions, results in dimension reduction, and yields optimal
spatial predictors whose computations are scalable. By modeling spatial data in a hierarchical manner with a process model that includes
the SRE model, the choice is whether to estimate the SRE model’s parameters or to take a Bayesian approach and put a prior distribution
on them. In this article, we develop Bayesian inference for the SRE model when the spatial basis functions are multiresolutional. Then the
covariance matrix of the random effects decomposes naturally in terms of Givens angles and eigenvalues, for which a new class of prior
distributions is developed. This approach to prior specification of a spatial covariance matrix offers remarkable improvement over other
types of priors used in the random-effects literature (e.g., Wishart priors), as demonstrated in a simulation experiment. Further, a large
remote-sensing dataset of aerosol optical depth (AOD), from the Multi-angle Imaging SpectroRadiometer (MISR) instrument on the Terra
satellite, is analyzed in a fully Bayesian framework, using the new prior, and compared to an empirical-Bayesian analysis.

KEY WORDS: Aerosol optical depth (AOD); Empirical-Bayesian analysis; Fixed Rank Kriging (FRK); Givens angles; Large datasets;
Prior; Remote sensing.

1. INTRODUCTION

Spatial statistics has become increasingly important in the
earth and environmental sciences. In many applications, such
as the analysis of data retrieved from remote-sensing platforms,
researchers will have large or even massive spatial datasets cov-
ering (a portion of) the globe. Dealing with such datasets can
be difficult in terms of computation or modeling. Kriging (e.g.,
Cressie 1993), a popular method of spatial prediction, can only
be performed directly when the sample size n is small to mod-
erate, since solving the kriging equations directly involves in-
version of an n × n covariance matrix, requiring O(n3) com-
putations. Furthermore, such datasets often show nonstationary
structure, and it can be important to use spatial covariance mod-
els with more flexibility than those based on second-order or
intrinsically stationary errors.

There is a literature on kriging for large spatial datasets, and
much of it has focused on approximating the kriging equations.
Nychka, Wikle, and Royle (2002) give an equivalent repre-
sentation in terms of orthogonal bases and truncate the bases.
Furrer et al. (2007) propose covariance tapering. Kammann
and Wand (2003) suggest approximate iterative methods such
as conjugate-gradient and replacing the data locations with a
smaller set of space-filling locations.

Banerjee et al. (2008) approximate the original (called the
parent) process with a “predictive process” that depends on
a fixed number of knots, and Banerjee et al. (2010) general-
ize it to a multivariate spatial predictive process. Finley et al.
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(2009) define the modified predictive process by adding an ex-
tra component of spatial variability to correct for the underesti-
mation of the variance of the parent process. However, they do
not address how close the posterior distribution of the modified
predictive process is to the posterior distribution of the parent
process. Approximation methods generally require a computa-
tional strategy, and it is not always easy to adapt them for hi-
erarchical statistical modeling. Banerjee et al. (2008) point out
that if computation or approximation of an n × n covariance
matrix is required during an MCMC sampling step, it can cause
serious computational difficulties.

Cressie and Johannesson (2006, 2008) suggested another ap-
proach, for which kriging can be done exactly. They defined
the Spatial Random Effects (SRE) model, where the unknown
random variables to be predicted are fixed in number, statisti-
cally dependent, and coefficients of known but not-necessarily-
orthogonal spatial basis functions. This results in a spatial-
prediction methodology in an empirical-Bayesian framework
they called Fixed Rank Kriging (FRK), where the kriging
computations are performed extremely rapidly and the class
of spatial covariance models is very flexible. Shi and Cressie
(2007) successfully applied this model to analyze a large spa-
tial dataset retrieved from the Multi-angle Imaging SpectroRa-
diometer (MISR) instrument on NASA’s Terra satellite. A more
general SRE model that adds an extra variance component for
fine-scale variability was suggested by Cressie and Johannes-
son (2008) and used in an analysis of soil data by Cressie and
Kang (2010). Jun and Stein (2008) used a closely related model
to analyze global total column ozone data.

Much of the earlier literature on Bayesian geostatistics, such
as Diggle, Tawn, and Moyeed (1998) and Banerjee, Carlin,
and Gelfand (2004), assumes stationary spatial covariance func-
tions or assumes that the covariance structure depends on spe-
cific decay and smoothness parameters; then those parameters
are assigned a prior distribution. The posterior distribution of
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unknowns, including the unobserved spatial process and the
spatial-covariance parameters, is often generated via an MCMC
Gibbs sampler, although the sampler generally requires inver-
sion of n × n covariance matrices. In this article, we embed
the SRE model into a fully Bayesian framework, and we re-
duce the computational burden per MCMC iteration from O(n3)

to O(n). Banerjee et al. (2008) do something similar, using a
fixed-rank approximation to the underlying spatial model and
an inverse Wishart prior for its covariance-matrix parameter.
Our main contribution is to investigate appropriate priors for
the SRE model and to demonstrate the superiority of a class of
priors we call the Givens-angle priors.

In Section 2, we describe the Spatial Random Effects (SRE)
model, and we show how to carry out both empirical-Bayesian
and fully Bayesian inference in Section 3. In Section 4, we
carry out a carefully designed simulation experiment to com-
pare prior distributions for components of the SRE model, par-
ticularly for the random effects’ covariance matrix. Then, in
Section 5, a large, spatial, remote-sensing dataset of aerosol op-
tical depth (AOD) from the MISR instrument on the Terra satel-
lite is analyzed using the fully Bayesian methodology proposed
in this article. Using the same dataset, a comparison of our fully
Bayesian analysis is given to the (empirical-Bayesian) FRK ap-
proach through a validation study. Discussion and conclusions
are given in Section 6.

2. BAYESIAN HIERARCHICAL MODEL

Our main goal in this article is to carry out Bayesian infer-
ence in a spatial setting where the number of data is very large
and hence dimension reduction is essential. We do this through
the SRE model with fixed dimension r and a general covari-
ance matrix K for the random effects. In our formulation, the
SRE model is one component of a hierarchical statistical model
that is based on three levels: data model, process model, and
parameter model.

The region of interest D ⊂ R
d is most generally an un-

countable set of spatial locations such that it has positive vol-
ume. For the purpose of spatial predictions, we consider D to
be a set of N locations, where D is made up of two parts,
SO ≡ {s1, . . . , sn}, the locations where data are observed, and
SM ≡ {u1, . . . ,uN−n}, the locations where data are not observed
(i.e., missing). That is, D = SO ∪ SM .

2.1 Data Model

Assume that data are a subset of the spatial process {Z(s) : s ∈
D}, which consists of observations and potential observations
in D. This data process, Z(·), depends on a “hidden” spatial
random process, {Y(s) : s ∈ D}, whose distribution will be spec-
ified later. Since data are only observed at spatial locations
SO = {s1, . . . , sn}, we define the n-dimensional vector of data as

ZO ≡ (Z(s1), . . . ,Z(sn))
′. (1)

Similarly, for the process Y(·), we define the n-dimensional
vector,

YO ≡ (Y(s1), . . . ,Y(sn))
′, (2)

corresponding to ZO. We further define the (N−n)-dimensional
vector YM corresponding to the locations where there are no
observations. Then, the hidden process Y is defined by

Y ≡ (Y′
O,Y′

M)′. (3)

We define a sparse n × N matrix H ≡ (In 0), where In is the
n × n identity matrix; consequently, YO = HY. For a different
spatial configuration of YO and YM , H will change, but it is
always sparse with only n elements equal to 1 and the others
equal to 0.

The data model we shall use assumes that Z(·) has a compo-
nent of measurement error, which we write as

Z(s) = Y(s) + ε(s); s ∈ D, (4)

where {ε(s) : s ∈ D} is an independent Gaussian process that
is independent of Y(·) and has mean zero and var(ε(s)) =
σ 2

ε v(s) > 0; s ∈ D. Consequently, E(ε(s)ε(r)) = 0, unless s =
r, and we assume that v(·) is known and σ 2

ε is known from in-
strument specifications or is estimated independently.

2.2 Process Model

We model the hidden process Y(·) as

Y(s) = X(s)′β + ν(s) + ξ(s), (5)

where X(·)′β describes the large-scale spatial variation (trend)
through a linear model with p covariates X(·) ≡ (X1(·), . . . ,
Xp(·))′. The term ν(·) represents the smooth small-scale spatial
variation, which we model with a simple SRE model (Cressie
and Johannesson 2008):

ν(s) ≡ S(s)′η; s ∈ D, (6)

where S(·) ≡ (S1(·), . . . ,Sr(·))′ is a vector of r determinis-
tic, known, multiresolutional spatial basis functions that are
not necessarily orthogonal. The vector η ≡ (η1, . . . , ηr)

′ de-
notes Gaussian random effects with mean zero and cov(η) ≡ K,
which is r × r.

The term ξ(·) in (5) is independent of η and represents the
fine-scale variation that is used to describe the local behavior
of the process Y(·). The fine-scale variation has been called the
nugget effect in geostatistics; η and ξ(·) together define an SRE
model that can handle spatial variability at small and fine scales.
In this article, we assume that the process ξ(·) follows a Gaus-
sian distribution with mean zero and satisfies

E(ξ(s)ξ(r)) = σ 2
ξ I(s = r); s, r ∈ D. (7)

Then the (conditional) covariance function of Y(·) is

C(s,u) ≡ cov(Y(s),Y(u)|K, σ 2
ξ )

= S(s)′KS(u) + σ 2
ξ I(s = u). (8)

From the point of view of the process model, β represents
fixed effects and η and ξ(·) represent random effects, which to-
gether can be viewed as a Spatial Mixed Effects (SME) model.
The model given by (5) has been suggested in Cressie and Jo-
hannesson (2008) and was used by Cressie and Kang (2010)
to map soil properties measured by a gamma ray spectrome-
ter. Of course, inference on both σ 2

ξ and σ 2
ε is problematic if

V ≡ diag(v(s1), . . . ,v(sn)) is proportional to the n × n iden-
tity matrix In; in our article, σ 2

ε is assumed known from instru-
mentation experiments or other sources (e.g., Cressie and Kang
2010).
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There is an equivalent hierarchical representation of the data
model and process model that is important for Bayesian com-
putation:

ZO|Y ∼ Gau(YO, σ 2
ε V), (9)

Y|β,η ∼ Gau(Xβ + Sη, σ 2
ξ IN), (10)

η|K ∼ Gau(0,K), (11)

where recall that V is a known n × n diagonal matrix,
diag(v(s1), . . . ,v(sn)); X is the N × p matrix whose jth col-
umn is Xj(·); S is the N × r matrix whose jth column is Sj(·);
IN denotes the N × N identity matrix. We also notate the N × N
covariance matrix of Y as

�Y ≡ cov(Y|K, σ 2
ξ ) = SKS′ + σ 2

ξ IN, (12)

and the n × n covariance matrix of ZO as

�ZO ≡ cov(ZO|K, σ 2
ξ ) = SOKS′

O + σ 2
ξ In + σ 2

ε V, (13)

where SO is the n × r matrix whose (i, j) element is Sj(si).
We would like to point out that although the process model

in (9), (10), and (11) shares similarities with the spatial dy-
namic factor model proposed by Lopes, Salazar, and Gamer-
man (2008), the two models are different. The N × r matrix S
in (10) is similar to the factor loading matrix in Lopes, Salazar,
and Gamerman (2008), although K is assumed by them to be
diagonal. Moreover, Lopes, Salazar, and Gamerman (2008) as-
sume that both S and K are random and hence they are modeled
in the parameter model, which raises an issue of “practical”
identifiability. Additionally, in our article, we consider purely
spatial predictions in the context of large or massive spatial
datasets, while in their article, spatio-temporal predictions are
made within the context of data observed at a small or modest
number of spatial locations.

2.3 Parameter Model

As discussed in the literature on Bayesian geostatistics (e.g.,
Kitanidis 1986; Ecker and Gelfand 2003; Banerjee, Carlin, and
Gelfand 2004; Banerjee et al. 2008), priors can be put on the
trend, and on the variance, covariance, or variogram parame-
ters. The parameters in our model are {β,K, σ 2

ξ }, and in what
follows we assume that these parameters are mutually indepen-
dent:

[β,K, σ 2
ξ ] = [β] · [K] · [σ 2

ξ ]. (14)

In this section, we introduce a new class of parameter mod-
els (priors) [K], for the r × r positive-definite covariance matrix
K, which results in superior spatial-prediction properties. How-
ever, we first discuss the priors [β] and [σ 2

ξ ]. We assume that
the coefficients of the fixed-effects parameters have a Gaussian
prior distribution,

β ∼ Gau(μβ, σ 2
β Ip), (15)

where μβ and σ 2
β are known hyperparameters. Various prior

distributions for σ 2
ξ have been discussed in the Bayesian statis-

tics literature, including vague but proper priors such as σ 2
ξ ∼

IG(a,a), for various choices of small a (e.g., Spiegelhalter et al.
2003), where “IG” denotes the inverse-gamma distribution.
Gelman (2006) noticed sensitivity of inference to the choice

of a and suggested a (noninformative) uniform prior density,
Unif[0, κξ ], on the standard-deviation parameter σξ . In the rest
of this article, we use this uniform prior distribution for σξ ,
where κξ is a known hyperparameter.

In past Bayesian geostatistical analyses (e.g., Banerjee, Car-
lin, and Gelfand 2004), the covariance function of the hidden
process Y(·) is modeled directly with assumptions such as sta-
tionarity. Some specific parametric models, such as the expo-
nential covariance function or the Matérn covariance function
with decay and smoothness parameters, are typically assumed,
and priors are put on their parameters. In our approach, where
spatial dependence is described through an SRE model, we do
not assume stationarity, and there is a lot of flexibility to repre-
sent the spatial covariances through the r × r positive-definite
matrix parameter K, where r < n. In general, the SRE model
does not yield covariance stationarity, although it can be ap-
proximated; see Section 4.

Previous articles on random-effects models have usually as-
sumed a very simple structure on K, such as K a multiple of
the identity matrix (e.g., Zhao et al. 2006; Baladandayuthapani
et al. 2008) or a diagonal matrix (e.g., Furrer et al. 2007; Lopes,
Salazar, and Gamerman 2008). Then priors such as the inverse-
gamma prior are put on the associated scale parameters. For
more complicated Bayesian spatial models, such as the pre-
dictive process model discussed in Banerjee et al. (2008), the
inverse-Wishart prior is assigned to a low-rank positive-definite
matrix. In what is to follow, we propose a new class of prior
distributions on the low-rank positive-definite matrix, K, that
recognizes the multiresolutional nature of the spatial basis func-
tions.

Motivated by Yang and Berger (1994), who discussed the
general problem of assigning priors to a covariance matrix, we
put a prior on K based on the spectral decomposition,

K = P�P′, (16)

where � = diag(λ1, . . . , λr), λ1 ≥ λ2 ≥ · · · ≥ λr > 0, and P
has orthonormal columns that are parameterized in terms of the
r(r−1)/2 Givens angles, {θij : i = 1, . . . , r−1, j = i+1, . . . , r}.
That is,

P = (G12G13 · · ·Gir) · (G23 · · ·G2r) · · ·G(r−1)r, (17)

where Gij is the Givens rotation matrix corresponding to θij,
defined as a modification of the r × r identity matrix with ith
and jth diagonal elements replaced by cos(θij) and the (i, j) and
(j, i) elements replaced by − sin(θij) and sin(θij), respectively.

A prior on λ ≡ (λ1, . . . , λr)
′ and θ ≡ (θ12, . . . , θ1r, θ23, . . . ,

θ2r, . . . , θ(r−1)r)
′ implies a prior distribution on K. Following

Daniels and Kass (1999), we put a prior on {λi} and an indepen-
dent prior on the Givens angles. The new class of priors focuses
on K arising from the multiresolutional spatial basis functions.
That is, λ has prior,

[λ1, . . . , λr]
= [

λ1,1, . . . , λ1,q1

] · · · [λL,1, . . . , λL,qL |λL−1,qL−1

]
, (18)

where λl,1, . . . , λl,ql are eigenvalues corresponding to the ql
basis functions from the lth resolution, l = 1, . . . ,L, and∑L

l=1 ql = r. Finally, in (18), λl,1, . . . , λl,ql are distributed as the
order statistics corresponding to iid lognormally truncated dis-
tributed random variables with known hyperparameters, mean
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μl and variance σ 2
l , for l = 1, . . . ,L, where the underlying trun-

cated normal distribution is restricted to (−∞, logλl−1,ql−1).
The prior on θij is defined indirectly through a prior on a logit

transformation of the Givens angle:

k(θij) ≡ log[(π/2 + θij)/(π/2 − θij)]. (19)

Independently,

k(θij) ∼ Gau(cl, τ
2
l ), (20)

if (i, j) ∈ Nl ≡ {(i, j) : the ith and jth basis functions are both of
the lth resolution, 1 ≤ i < j ≤ r}; l = 1, . . . ,L. Otherwise, inde-
pendently,

k(θij) ∼ Gau(0, τ 2
0 ), (21)

for (i, j) ∈ N0 ≡ {(i, j) : the ith and jth basis functions are of
different resolutions, 1 ≤ i < j ≤ r}. In (20) and (21), {cl}, {τ 2

l },
and τ 2

0 are known hyperparameters.
Finally, the prior on K, equivalently the prior on λ and θ , is

given by

[λ, θ] = [λ] · [θ ],
where [λ] is defined by (18) and [θ ] is defined by (19), (20), and
(21). We call this the Givens-angle prior for K. The hyperpa-
rameters, μβ , σ 2

β , κξ , {μl, σ
2
l , cl, τ

2
l : l = 1, . . . ,L}, and τ 2

0 are
specified in Appendix A. We emphasize that the Givens-angle
prior for K has a multiresolutional structure, brought about
by the choice of multiresolutional basis functions in the SRE
model.

3. BAYESIAN INFERENCE

In Section 3.1, we review briefly, the empirical-Bayesian in-
ference for the SME model that was discussed in Cressie and
Johannesson (2008); this will be needed for the comparisons
given in Sections 4 and 5. Then, in Section 3.2, we discuss fully
Bayesian inference based on the data model, process model,
and parameter model given in Section 2.

3.1 Empirical-Bayesian Inference

To carry out empirical-Bayesian inference, we need to es-
timate the parameters {β,K, σ 2

ξ } and then substitute the esti-
mates into optimal-prediction formulas for predicting {Y(s) : s ∈
D}. A method-of-moments estimation scheme has been sug-
gested by Cressie and Johannesson (2008) and Kang, Cressie,
and Shi (2010).

Cressie and Johannesson (2006, 2008) derived the optimal
spatial predictor based on the hierarchical model (9), (10),
and (11), which they called Fixed Rank Kriging (FRK). The
FRK predictor for Y(s0); s0 ∈ D, regardless of whether s0 is or
is not an observation location, is

ŶFRK(s0) = X(s0)
′β̂ + k(s0)

′(ZO − XOβ̂), (22)

where β̂ is the generalized least-squares estimator of β , namely

β̂ = (
X′

O�−1
ZO

XO
)−1X′

O�−1
ZO

ZO, (23)

k(s0)
′ ≡ c(s0)

′�−1
ZO

, (24)

c(s0) ≡ SKS(s0) + σ 2
ξ (I(s0 = si) : i = 1, . . . ,n)′, (25)

XO is the n×p matrix whose (i, j) element is Xj(si), and �ZO is
given by (13). The associated kriging standard error is the root
mean squared prediction error of ŶFRK(s0), given by

σFRK(s0) = {
C(s0, s0) − k(s0)

′�−1
ZO

k(s0)

+ (X(s0) − X′
Ok(s0))

′(X′
O�−1

ZO
XO

)−1

× (X(s0) − X′
Ok(s0))

}1/2
. (26)

Because �ZO is given by (13), a Sherman–Morrison–Woodbury
formula (e.g., Henderson and Searle 1981) can be applied to
invert the n × n covariance matrix �ZO , namely,

�−1
ZO

= D−1
n − D−1

n SO{K−1 + S′
OD−1

n SO}−1S′
OD−1

n , (27)

where Dn ≡ σ 2
ξ In + σ 2

ε V is an n × n diagonal matrix. Notice
that (27) involves inverting either fixed-rank r × r positive-
definite matrices or the n×n diagonal matrix Dn. Consequently
the computational burden of computing �ZO is reduced from
O(n3) to O(n).

3.2 Fully Bayesian Inference

Empirical-Bayesian inference does not take into account the
variability in the estimates of the parameters and, as a conse-
quence, the prediction standard errors of FRK tend to be too
small. This is not the case for fully Bayesian inference, where
the parameter model (see Section 2.3) is used to account for the
uncertainty in the parameters. Our ultimate interest is in the dis-
tribution of the hidden processes and the parameters given the
data. From Section 2, the processes of interest are Y, η, and ξ ,
and the parameters are β , K, and σ 2

ξ . (Recall that we assume

σ 2
ε is known from instrument specifications or is estimated in-

dependently.) From (5), given β , η, and ξ(·), the process Y(·)
is determined. Therefore, we only need to investigate the joint
posterior distribution of β , η, and ξ(·), which implies the pos-
terior distribution of Y(·).

To obtain the posterior distribution of the unknowns given the
data ZO, we first derive the joint distribution as the product of
the data model (Section 2.1), the process model (Section 2.2),
and the parameter model (Section 2.3). Then, from Bayes’ The-
orem,

[processes,parameters|data]
∝ [data|processes,parameters] · [processes|parameters]

· [parameters], (28)

where “∝” denotes “is proportional to.”
Typically, the complexity and high-dimensionality of Bayes-

ian hierarchical models prohibit the direct computation of the
normalizing constant and hence of the posterior distribution.
Markov chain Monte Carlo (MCMC) methods have provided
computational tools for sampling from the posterior distri-
bution. The essence of the MCMC approach is to specify a
Markov chain with a stationary, ergodic distribution that is the
posterior distribution, and then to sample from it. See Gilks,
Richardson, and Spiegelhalter (1996) and Robert and Casella
(2005) for an overview of MCMC methodologies.

In this article, we implement an MCMC procedure known
as the Gibbs Sampler (e.g., Gelfand and Smith 1990), incorpo-
rating Metropolis–Hastings steps (e.g., Metropolis et al. 1953;
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Hastings 1970) where necessary. To implement the Gibbs sam-
pler, the full-conditional distributions for the unknowns in the
model are needed, where the full-conditional distributions are
generally defined by the collection of conditional distributions
of each unknown given all other unknowns. These are given in
Appendix B and are derived from the joint distribution of data,
processes, and parameters given by the right-hand side of (28).

4. SPATIAL–PREDICTION PROPERTIES
VIA SIMULATION

In this section, we illustrate the advantages of our Bayesian
SRE methodology. We use a simulation experiment to investi-
gate the performance of the Givens-angle prior and other types
of priors in the random-effects literature, assuming an SRE
model in one spatial dimension and two spatial dimensions.

For one-dimensional D ≡ {s : s = 1, . . . ,N} with N ≡ 256,
we simulate the hidden spatial process Y(·) given by (9), (10),
and (11), with β = 0 and K, σ 2

ξ , and σ 2
ε specified below. We

first simulate η and ξ based on

η ∼ Gau(0,K), (29)

ξ ∼ Gau(0, σ 2
ξ IN), (30)

where recall that η = (η1, . . . , ηr)
′ denotes the random effects,

and ξ ≡ (ξ(1), . . . , ξ(N))′ captures the fine-scale variation as
a Gaussian white-noise process. Then in (6), where the spatial
basis functions are made up of r = 30 W-wavelets (e.g., Kwong
and Tang 1994; Nychka, Wikle, and Royle 2002).

The data process is then simulated by Z(·) = Y(·) + ε(·),
where the measurement-error component ε(·) is a Gaussian
white-noise process with mean zero and var(ε(s)) = σ 2

ε , for all
s ∈ D. We also assume that data at some locations are miss-
ing. We define the missing region SM ≡ {u : u = 95, . . . ,145},
and hence the region with data observed at the remaining n =
205 locations (out of the N = 256 possible) is SO ≡ D\SM =
{s : s = 1, . . . ,94,146, . . . ,256}. Then the observed data are
ZO ≡ (Z(1), . . . ,Z(94),Z(146), . . . ,Z(256))′.

To specify the parameters K, σ 2
ξ , and σ 2

ε , we first define �0

as the N × N stationary covariance matrix resulting from an
exponential covariance function,

C0(h) ≡ exp(−|h|/θ), (31)

with θ = 25; then the (i, j)th entry of �0 is exp(−|i − j|/θ).
We calculate K0 so that ‖SK0S′ − �0‖ is minimized, where
‖ · ‖ denotes the Frobenius norm (e.g., Cressie and Johannesson
2008). We adopt this strategy because (31) is a well understood
spatial model; K0 defines the “closest” SRE model to it. Finally,
to control the variability of Y, we choose the covariance matrix
K ≡ g · K0, where the constant g is chosen to maintain

tr(cov(Y))/N = tr(SKS′ + σ 2
ξ IN)/N = 1. (32)

Hence we set g = N(1 − σ 2
ξ )/ tr(SK0S′).

To specify the parameter σ 2
ξ , we define the fine-scale varia-

tion proportion (FVP),

FVP ≡ tr(σ 2
ξ IN)

tr(SKS′ + σ 2
ξ IN)

= σ 2
ξ , (33)

in the simulation, where the equality in (33) is due to (32). In the
simulation experiment, FVP is 0 or 0.05, and thus g = 1.1367
or 1.0799, respectively.

To specify the parameter σ 2
ε , we define the signal-to-noise

ratio (SNR),

SNR ≡ tr(SKS′ + σ 2
ξ IN)

tr(σ 2
ε IN)

= σ−2
ε , (34)

where the equality in (34) is due to (32). Based on experience
from other simulation studies (Kang 2009, chapter 4), we set
SNR to be 10. That is, σ 2

ε is specified as 0.1 in the simulation
experiment.

In all analyses of the simulated data, we fit the general model
given by (9), (10), and (11), which includes the fine-scale-
variation term even when the data are simulated from a model
with σ 2

ξ = 0. We start with spatial prediction based on FRK,
which corresponds to a degenerate prior on K and σ 2

ξ . We use
the true values of K and σ 2

ξ initially, which should give the best
predictions and can be used as a baseline for the experiment.
For fully Bayesian inference, we put different priors on K, in-
cluding an inverse-Wishart prior and a Givens-angle prior. In
the former case, the scale matrix is the true value of K and the
degrees of freedom are the smallest possible, namely r, to allow
the resulting prior distribution to have the most variability; we
call the procedure BIW . For the Givens-angle prior, the hyper-
parameters are chosen according to Appendix A but using the
true values of K and σ 2

ξ ; we call the procedure BGA.
To study the performance of the predictions of Y based on

the methods introduced above, we compute the average mean
squared prediction error (MSPE) over L = 100 simulation runs:

MSPEA(S) ≡ 1

L

L∑
l=1

MSPEA
l (S)

≡ 1

L

L∑
l=1

1

|S|
∑
s∈S

(ŶA
l (s) − Yl(s))

2, (35)

where A = FRK, BGA, or BIW , and S = SO or SM . It is easily
observed from Table 1 that, as expected, MSPEA(SO) is over-
all much smaller than MSPEA(SM). Additionally, MSPEA(SO)

with FVP = 0.05 is about three times larger than MSPEA(SO)

with FVP = 0, indicating that the larger the fine-scale vari-
ability, the greater the prediction error. Comparing all three
methods, FRK based on the true values of K and σ 2

ξ gives the
best predictions (as expected). The two fully Bayesian meth-
ods, BGA and BIW , perform similarly; compared to FRK,
they both perform reasonably well, with relative efficiencies,

Table 1. Summary of simulation study where true values of K and σ 2
ξ

are used. The entries show MSPEA(S) for A ranging over different
prediction methods and S = SO, SM

FVP = 0 FVP = 0.05

A MSPEA(SO) MSPEA(SM) MSPEA(SO) MSPEA(SM)

FRK 0.0117 0.3050 0.0413 0.3527
BGA 0.0129 0.4027 0.0420 0.3843
BIW 0.0128 0.4256 0.0420 0.3750
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Table 2. Summary of simulation study where K̂ and σ̂ 2
ξ are used. The

entries show MSPEA(S) for A ranging over different prediction
methods and S = SO, SM

FVP = 0 FVP = 0.05

A MSPEA(SO) MSPEA(SM) MSPEA(SO) MSPEA(SM)

FRK 0.0176 18.7229 0.0437 22.7309
BGA 0.0137 0.4475 0.0420 0.4134
BIW 0.0151 4.3917 0.0452 15.8807
BMI 0.0153 1.5856 0.0444 2.6169

MSPEFRK(S)/MSPEA(S), beyond 90% for S = SO and be-
yond 70% for S = SM . We defer discussion of precision of table
entries to the more important Table 2 below.

Now, in practice, we do not know the parameters {K, σ 2
ξ }.

For FRK, Cressie and Johannesson (2008) proposed method-
of-moments estimators as follows: Data are binned first to de-
rive an empirical covariance �̄. The estimates K̂ and σ̂ 2

ξ are

then obtained by minimizing ‖�̄ − S̄KS̄′ − σ 2
ξ I‖2, where ‖ · ‖

denotes the Frobenius norm and S̄ is derived from S and de-
notes the basis functions averaged over the bins. In the next part
of this simulation experiment, we compare practical Bayesian
methods, where the method-of-moments estimates K̂ and σ̂ 2

ξ

are used in specification of the prior’s hyperparameters.
We also include in this part another prior used in Zhao et al.

(2006), where K is modeled as a multiple of the identity matrix,
K = σ 2

KIr . Instead of the inverse-gamma prior used by Zhao
et al. (2006), we put a uniform prior, Unif(0, κK), on the pa-
rameter σK , as suggested by Gelman (2006). We choose the
hyperparameter

κK = δ{tr(K̂/r)}1/2,

where δ = 8 (see Appendix A). We call this procedure, that puts
a prior on a multiple of the identity, BMI.

Based on L = 100 simulation runs, we calculate MSPEA(S)

for all four practical methods (one empirical-Bayesian and three
fully Bayesian) given above and, where needed, we use hyper-
parameters determined by K̂ and σ̂ 2

ξ (Appendix A). The results
are summarized in Table 2. The precisions of the table entries
for S = SM are summarized in Figure 1, which shows boxplots
of {[MSPEA

l (SM)]1/4 : l = 1, . . . ,L}, for A = FRK, BGA, BIW ,
and BMI.

From Table 2, we see that BGA performs the best, espe-
cially in the region with data missing. Compared to the three
fully Bayesian methods, the empirical-Bayesian method FRK
performs the worst in general and particularly so in SM ; that
is, fully Bayesian methods provide improvements, especially
where data are missing. For the three fully Bayesian methods,
we calculate the relative efficiency with respect to BIW , for S =
SO and SM , namely, MSPEBIW(S)/MSPEA(S). In SO, the rel-
ative efficiency for BMI is 99% (FVP = 0) and 102% (FVP =
0.05); for BGA it is 110% (FVP = 0) and 108% (FVP = 0.05).
In SM , the relative efficiency for BMI is 277% (FVP = 0) and
607% (FVP = 0.05); for BGA it is 981% (FVP = 0) and 3841%
(FVP = 0.05). The boxplots in Figure 1 visualize the superior-
ity of BGA in the region where the data are missing. They also
demonstrate that the superiority is real and not due to simula-
tion error.

Figure 1. Left panel: Boxplots of {[MSPEA
l (SM)]1/4 : l = 1, . . . ,L},

for A = FRK, BGA, BIW , and BMI with data simulated from FVP = 0.
Right panel: Boxplots of {[MSPEA

l (SM)]1/4 : l = 1, . . . ,L}, for
A = FRK, BGA, BIW , and BMI with data simulated from FVP = 0.05.
The online version of this figure is in color.

Comparing the results in Table 1 and Table 2, we notice that
FRK is best when K is chosen to be the true value, but when
K = K̂ it can perform very poorly (in SM). Similarly, the spec-
ification of the scale matrix in the inverse-Wishart prior is in-
fluential: The associated MSPEBIW(SM) increases from 10–50
times when the scale matrix is changed from the true value to
K̂. Now consider the Givens-angle prior: Although we do see
MSPEBGA(S) increase for S = SO and S = SM when we spec-
ify the hyperparameters using K̂ instead of the true value, the
increases are relatively small (less than 15%). That is, BGA only
experiences a small deterioration of performance in Table 2
(where K̂ and σ̂ 2

ξ are used) as compared to Table 1 (where true

K and true σ 2
ξ are used); comparing BGA to the best, namely

FRK in Table 1, we see that in SM , its relative efficiencies are
68% (FVP = 0) and 85% (FVP = 0.05), but of course FRK
with true K and true σ 2

ξ is impractical.
Computationally, Bayesian procedures usually require

MCMC sampling, and hence they will typically take much
more time than the empirical-Bayesian procedure FRK. Since
BGA has more parameters to be sampled, its computation time
is the highest of all the Bayesian procedures considered in the
simulation experiment: The following timings are per simula-
tion run in Matlab (on a dual core 2.0 GHz Intel Xeon proces-
sor with 4.0 Gbytes of memory running Linux), including es-
timating parameters and calculating predictions and associated
standard errors. The empirical-Bayesian method FRK took 4
seconds. In contrast, the three fully Bayesian methods, BIW ,
BMI, and BGA took 5 minutes, 5 minutes, and 29 minutes, re-
spectively, to obtain a posterior sample of size 5000 (after 1000
“burn-in” samples).

We now illustrate with simulated data in a two-dimensional
spatial domain, the superiority of BGA that we saw in the sim-
ulation experiment in one dimension. The two-dimensional do-
main we chose mirrors that of the remote-sensing data analyzed
in Section 5, which consists of N = 128 × 256 = 32,768 spa-
tial locations. We also use the same missing data configuration
and spatial basis functions as in Section 5. The hidden spatial
process Y(·) and data process Z(·) are generated based on (9),
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(10), and (11), where the true parameters {K, σ 2
ξ , σ 2

ε } are spec-
ified in the same way as in the one-dimensional case; we also
choose FVP = 0.05 and SNR = 10. Then the four methods are
applied based on K̂ and σ̂ 2

ξ to define the parameter estimates
or hyperparameters. The posterior distributions of Y given ZO

are obtained from a Gibbs sampler for BGA, BIW , and BMI,
respectively.

All methods perform similarly in the region SO where there
are data observed. Hence, we focus on their differences over
the region SM where the data are missing. In Figure 2, we
take one simulation run and plot YA(s) − Y(s), for s ∈ SM

and A = FRK, BGA, BIW , and BMI. Visually, it can be seen
that BGA performs the best, with most of the region shown in
green [i.e., YBGA(s) − Y(s) is close to zero]. We also computed
MSPEA(SM) = ∑

s∈SM
(YA(s) − Y(s))2/|SM|, for A = FRK,

BGA, BIW , and BMI, which resulted in MSPEFRK(SM) =
1.89, MSPEBGA(SM) = 0.097, MSPEBIW(SM) = 1.03, and
MSPEBMI(SM) = 0.69. This quantifies our observation from
Figure 2 that BGA provides the best predictions.

In conclusion, we find that the Bayesian procedure based on
Givens-angle priors performs well in regions with data, and it is
clearly superior in regions without data. In the next section, we
use this prior in an analysis of a large remote-sensing dataset
obtained from NASA’s Terra satellite.

5. ANALYSIS OF AEROSOL OPTICAL DEPTH (AOD)
DATA FROM THE TERRA SATELLITE

In this section, we carry out a spatial analysis of remote-
sensing data using the methodology we called BGA in Sec-
tion 4. That is, we use the fully Bayesian hierarchical model
with Givens-angle prior on the covariance matrix of random
effects, to analyze a large spatial remote-sensing dataset re-
trieved by the Multi-angle Imaging SpectroRadiometer (MISR)
instrument on NASA’s Terra satellite. We compare our results
with those obtained by the (empirical-Bayesian) FRK approach
through a validation study.

5.1 Background to the Data

The Terra satellite was launched by NASA on December
18, 1999 as part of the Earth Observing System (EOS). The
MISR instrument is one of the key instruments on board that
collects global aerosol information, such as aerosol optical
depth (AOD) and aerosol shape and size (Diner et al. 1999;
Kaufman et al. 2000). In this section, we analyze data with
respect to only one aerosol property, AOD. The data we ana-
lyze were remotely sensed by MISR early in August 2001. The
MISR instrument retrieves AOD data from 233 geographically
distinct but overlapping swaths (also called paths) covering the
Arctic down to Antarctica on a repeat-cycle of 16 days. The
level-2 AOD data are collected daily at a 17.6 km × 17.6 km
spatial resolution. Then they can be converted to level-3 AOD
data at a lower spatial resolution (0.5◦ × 0.5◦) by averaging
level-2 observations falling in those lower-resolution pixels dur-
ing that period. Similar to many other remote-sensing datasets,
due to orbit geometry, clouds, or the failure of the aerosol al-
gorithm to retrieve AOD, data can be missing in many regions.
Shi and Cressie (2007) presented an implementation of FRK
on AOD data from the MISR instrument. Kang, Cressie, and
Shi (2010) carried out an empirical-Bayesian spatio-temporal
analysis on a more extensive AOD dataset; in this section, we
analyze a single time unit (August 2–9, 2001) of those data.

The data we extracted from the study by Kang, Cressie, and
Shi (2010) is a spatial dataset of detrended level-3 log(AOD)
values observed between August 2–9, 2001, within a study re-
gion D between longitudes −125◦ and +3◦ and between lat-
itudes −20◦ and +44◦. This region covers North and South
America, the western part of the Sahara desert in Africa (a large
source of aerosols), the Iberian Peninsula in Europe, and parts
of the Atlantic and Pacific Oceans (upper-left panel of Fig-
ure 3), and there are N ≡ 128 × 256 = 32,768 pixels in D. The
(detrended) data we analyzed is shown in the upper-right panel
of Figure 3, where pixels with no data observed are colored
gray. A histogram of these data are shown in the middle-left
panel in Figure 3.

Figure 2. Two-dimensional simulation results, showing {YA(s) − Y(s) : s ∈ SM}, for A = FRK, BGA, BIW , and BMI. The online version of
this figure is in color.
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Figure 3. Upper-left panel: The study region. Upper-right panel: The data (detrended). Middle-left panel: Histogram of the data. Middle-right
panel: Data with observations masked out in the validation region. Lower-left panel: FRK predictions of {Y(s) : s ∈ D} obtained by substituting
K̂ and σ̂ 2

ξ into the FRK equations (22) and (26). Lower-right panel: BGA predictions, namely the posterior mean, of {Y(s) : s ∈ D}. The online
version of this figure is in color.

5.2 Model Specification

We carry out a spatial analysis using the data model (4) and
the process model in (10) and (11), assuming that the detrend-
ing allows us to conclude that β = 0. We choose multiresolu-
tional W-wavelets basis functions for S(·), as did Kang, Cressie,
and Shi (2010). Here, r is chosen in a manner that builds on the
approach due to Huang and Cressie (2000), which was used to
decompose deterministic and stochastic terms in wavelet sig-
nals. The approach uses the internal variability of the wavelet
coefficients within a scale to determine which are large in abso-
lute value. Shi and Cressie (2007) adapted this idea to the choice
of spatial basis functions, and hence of r, from the W-wavelet
class. We also use W-wavelets and the same approach as Shi
and Cressie (2007) to choose the fixed r in the SRE model (6).
Based on this strategy, we choose all 32 W-wavelets from the
first resolution and 62 W-wavelets from the second resolution,
resulting in fixed rank r = 32 + 62 = 94. Further discussion on

how to choose r can be found in Section 6. The fine-scale vari-
ation term ξ(·) is modeled as Gaussian white noise with mean
zero and variance σ 2

ξ . The error term ε(·) is modeled as inde-

pendent Gau(0, σ 2
ε v(·)), where σ 2

ε is known (from instrument
specification or estimated), and we assume v(s) = 1/Ñ(s) with
Ñ(s) denoting the number of level-2 observations in the pixel s
when the level-2 data are aggregated. In our case, σ 2

ε = 0.0191
(Kang, Cressie, and Shi 2010).

For fully Bayesian inference, we put a Givens-angle prior on
the r × r positive-definite matrix K and a uniform prior on σξ

as presented in Section 2.3; recall that this is BGA. We also ob-
tained method-of-moments estimates (Cressie and Johannesson
2008; Kang, Cressie, and Shi 2010) of the unknown parameters,
K̂ and σ̂ 2

ξ , and substituted them into the (fixed rank) kriging
formulas given in Section 3.1; recall that this is FRK. (The es-
timates, K̂ and σ̂ 2

ξ , are also used to specify hyperparameters in
BGA.)
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5.3 Results

We first compare how well BGA and FRK predict the hid-
den process of interest Y(·). To do that, we perform a valida-
tion study by leaving out data in a specific region SV , which
is delineated as the white box in Figure 3. Define SC ≡ D\SV ,
the complement of the validation region. Then only the data on
SCO ≡ SC ∩ SO are used to make predictions.

With r = 94 basis functions applied, we ran three parallel
chains for 5000 iterations each. All three chains showed quite
rapid convergence, requiring a burn-in of 1000 iterations. Recall
from Section 3.2 that we sample η in the reduced r-dimensional
space and ξ(·), which is white noise. The lower-right panel of
Figure 3 shows the posterior mean of Y(s), notated as Ŷ(s)BGA,
for s ∈ D, and the lower-left panel shows Ŷ(s)FRK , for s ∈ D,
which are obtained by substituting K̂ and σ̂ 2

ξ into the FRK equa-
tion (22). To assess the relative performance of BGA to FRK,
we calculated the empirical relative efficiency

Ē(S) ≡
∑

s∈S(Ŷ(s)FRK − Z(s))2∑
s∈S(Ŷ(s)BGA − Z(s))2

× 100%; S = SVO,SCO,

(36)

where SVO ≡ SV ∩ SO and SCO ≡ SC ∩ SO = SO\SVO. In the
validation region, Ē(SVO) = 290.3%, and in the complemen-
tary region, Ē(SCO) = 109.2%, which is consistent with the re-
sults obtained in Section 4’s simulation studies: BGA outper-
forms FRK substantially in regions with a lot of missing data
and provides comparable performance in regions with a lot of
data observed.

As in Section 4, we notice again the trade-off between com-
plexity of methodology and computation time. Since BGA re-
quires MCMC sampling, it takes much more time compared to
FRK. For the data of size n = 21,759 analyzed in this section,
the computation time for FRK was 20 seconds, while that for
BGA was 11 hours. This indicates that FRK is amazingly fast,
but has suboptimal prediction performance compared to BGA.
Hence, when data are streaming and maps are needed in near
real time, FRK may be a better operational choice. However,
when data are considered retrospectively, BGA can be com-
puted with excellent prediction performance.

We then apply BGA to all the data available, namely {Z(s) :
s ∈ SO}. From three parallel MCMC chains with 5000 itera-
tions each, we obtain 12,000 samples for posterior analysis (af-
ter a burn-in of 1000 iterations for each chain). The upper-left
panel of Figure 4 maps the posterior mean of the process S(·)′η,
and the upper-right panel maps the posterior mean of the pro-
cess ξ(·). As expected, the predicted small-scale variation term
S(·)′η is smoother when compared to the predicted fine-scale
variation term ξ(·). The lower-left panel and the lower-right
panel in Figure 4 map the posterior mean and posterior stan-
dard deviation, respectively, of Y(s), for s ∈ D. Notice that the
map of the posterior standard deviation reflects the pattern of
the satellite tracks and the missing data, as it should.

6. DISCUSSION AND CONCLUSIONS

In this article, we have presented a Bayesian hierarchical spa-
tial model that includes the dimension-reducing SRE model and
Givens-angle priors (BGA) for the r × r covariance matrix K in
the SRE model. It may happen that not only are the predictions
of the underlying process Y(·) of interest, but so too are the

Figure 4. Upper-left panel: Posterior mean of {S(s)′η : s ∈ D}. Upper-right panel: Posterior mean of {ξ(s) : s ∈ D}. Lower-left panel: Posterior
mean of {Y(s) : s ∈ D}. Lower-right panel: Posterior standard deviation of {Y(s) : s ∈ D}. The online version of this figure is in color.
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Figure 5. Left panel: Visualization of K. Middle panel: Compara-
ble visualization of method-of-moments estimate K̂ from one run in
the one-dimensional simulation study. Right panel: Comparable visu-
alization of Bayes estimate K̃ from the same simulation run.

parameters themselves, such as K. To judge our inferences on
K, we choose the loss function discussed in Yang and Berger
(1994):

L(K0,K) = tr(K0K−1) − log |K0K−1| − r, (37)

which results in the Bayes estimator,

K̃ ≡ {E(K−1|ZO)}−1, (38)

namely, the inverse of the posterior expectation of K−1. Fig-
ure 5 shows a comparison of the method-of-moments estimate
K̂ defined in Section 4 and the BGA-based estimate K̃ given
by (37), based on data from one run of the one-dimensional
simulation in Section 4. The superior performance of K̃ is ob-
vious. Figure 6 plots the logarithm of the eigenvalues of the
(true) K used in the simulation, of the method-of-moments es-
timate K̂, and of the BGA-based estimate K̃, respectively. It can
be seen that the largest eigenvalue of K̂ is too large, while the
smaller ones of K̂ are too small; in comparison, the eigenvalues
of K̃ are closer to those of K.

Figure 6. Plots of log eigenvalues of: K (red circles), method-of–
moments estimate K̂ (black triangles), and Bayes estimate K̃ (blue
squares). The latter two sets of log eigenvalues are obtained from the
same simulation run used in Figure 5. The online version of this figure
is in color.

We turn to discussion on the choice of r. In Section 5, we
applied the approach given in Shi and Cressie (2007) to choose
the spatial basis functions from among the first two resolutions
of the W-wavelets. This resulted in r = 94, which now is com-
pared to other possible choices of r. For the AOD data analyzed
in Section 5, we now carry out a sensitivity study based on val-
idation of data left out of the region SV defined in Section 5.3.
That is, we implement a BGA-based Bayesian SRE model with
r = 32, 94, and 128. For r = 32, only the W-wavelets from the
first resolution are included, while for r = 128, all W-wavelets
from the first and second resolutions are included.

Denote the posterior mean of Y(s), based on r W-wavelets,
as Ŷ(r)(s). To assess the performances of Ŷ(32)(·), Ŷ(94)(·), and
Ŷ(128)(·), we calculate the mean squared prediction error over a
region S for r = 32, 94, or 128, as

MSPE(r)(S) ≡ 1

|S|
∑
s∈S

(
Ŷ(r)(s) − Z(s)

)2; S = SVO,SCO.

(39)

Recall that SVO (SCO) is the set of locations in the validation
(complementary) region where data are observed. The results
are summarized in Table 3. We see that {MSPE(r)(SVO)} are
overall much larger than {MSPE(r)(SCO)}, as expected. With
larger r, MSPE(r)(S) decreases for both S = SVO and S = SCO.
In particular, MSPE(32)(SVO) is more than 1.5 times as large as
MSPE(94)(SVO), and MSPE(32)(SCO) is about 1.5 times as large
as MSPE(94)(SCO). However, the improvement in performance
from r = 94 to r = 128 is fairly small.

To compare the performances of these models, which have
varying degrees of complexity, we can use the deviance in-
formation criterion (DIC). The DIC can be easily obtained
based on the posterior samples from the MCMC procedure
(e.g., Spiegelhalter et al. 2002). For the AOD data, the corre-
sponding DIC(r) are: DIC(32) = 3974.4, DIC(94) = 3836.9, and
DIC(128) = 3877.3. The lowest DIC value is for r = 94, which
confirms our earlier choice of basis functions. While we have
addressed the choice of r for the analysis in Section 5, devel-
oping more general solutions is an open problem that might be
addressed by employing variable-selection methodology.

It should be noted that with larger r, more spatial basis func-
tions are incorporated and more parameters are required to be
sampled in the MCMC procedure. With r = 32, 94, and 128, the
computation times taken are approximately 1.5 hours, 11 hours,
and 25 hours, respectively (based on three parallel MCMC
chains of 5000 iterations each, after burn-in). The SRE model
with r = 128 is the full model within which the other two are
nested, and it is the most complex, requiring the most compu-
tation time.

In conclusion, a Bayesian hierarchical spatial model that in-
cludes the dimension-reducing SRE model and a Givens-angle

Table 3. Summary of the sensitivity study, showing MSPE(r)(S) for
r = 32, 94, and 128 and S = SVO and SCO

r 32 94 128

MSPE(r)(SVO) 0.364 0.265 0.237
MSPE(r)(SCO) 0.128 0.077 0.076
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representation for the SRE’s covariance matrix has been devel-
oped. The spatial basis functions chosen are multiresolutional
and the new BGA prior we propose reflects this. Using simu-
lations in one and two dimensions and a validation study of a
large remote-sensing spatial dataset, we show that our spatial
Bayesian procedure, BGA, gives excellent spatial predictions
with scalable computations.

APPENDIX A: SPECIFICATION
OF HYPERPARAMETERS

We specify here the hyperparameters used in Section 2.3. For β ,
we usually choose μβ = 0 and σ 2

β large to approximate a noninfor-
mative prior. For σξ , the upper bound κξ is chosen to be large so that
the resulting uniform distribution of σξ is essentially noninformative
(Gelman 2006). In practice, we recommend starting with some initial
estimates of K and σ 2

ξ , say K̂ and σ̂ 2
ξ (e.g., the method-of-moments

estimates in Cressie and Johannesson 2008 and Kang, Cressie, and Shi
2010), to define data-driven hyperparameters. Specifically, we choose
the hyperparameter

κξ = δσ̂ξ ,

where δ is a positive inflation factor, chosen as δ = 8 in this article. To
specify the hyperparameters in the prior of K, we obtain the spectral
decomposition of K̂,

K̂ = P̂�̂P̂′,
where �̂ ≡ diag(λ̂1, . . . , λ̂r), λ̂1 ≥ λ̂2 ≥ · · · ≥ λ̂r > 0, and P̂ is the cor-
responding orthogonal matrix of eigenvectors. The Givens angles of K̂
are then calculated: θ̂ ≡ (θ̂12, . . . , θ̂1r, θ̂23, . . . , θ̂2r, . . . , θ̂(r−1)r)

′. For
l = 1, . . . ,L, we specify

μl =
ql∑

i=1

log(λ̂l,i)/ql,

σ 2
l = γ

ql∑
i=1

(log(λ̂l,i) − μl)
2/(ql − 1),

where γ is a positive inflation factor for the variance, chosen as γ = 6
in this article. Similarly, we specify {cl}, {τ2

l }, and τ2
0 as follows:

cl =
∑

(i,j)∈Nl

k(θij)/|Nl|,

τ2
l = γ

∑
(i,j)∈Nl

(k(θij) − cl)
2/(|Nl| − 1),

τ2
0 = γ

∑
(i,j)∈N0

k(θij)
2/|N0|,

where k(·) is given by (19).

APPENDIX B: MCMC ALGORITHM

We implement the MCMC procedure with a Gibbs sampler in-
corporating Metropolis–Hastings steps where necessary. The full-
conditional distributions, as well as details of Metropolis–Hastings
steps are described as follows.

First, the joint distribution is the product of the data model (Sec-
tion 2.1), the process model (Section 2.2), and the parameter model
(Section 2.3). That is,

[data|processes,parameters] · [processes|parameters] · [parameters]
= [ZO|β,η, ξ ] · [η|K(λ, θ)] · [ξ |σ 2

ξ ] · [β, σ 2
ξ ,λ, θ ]

= (|σ 2
ε V|)−1/2 exp

{−(ZO − XOβ − SOη − Hξ)′

· V−1(ZO − XOβ − SOη − Hξ)/(2σ 2
ε )

}
× |K|−1/2 exp{−η′K−1η/2} × (σ 2

ξ )−N/2 exp{−ξ ′ξ/(2σ 2
ξ )}

× (σ 2
β )−p/2 exp{−(β − μβ)′(β − μβ)/(2σ 2

β )}
× (σ 2

ξ )−1/2I(σ 2
ξ ∈ (0, κ2

ξ ))

× [λ|μ1, . . . ,μL, σ 2
1 , . . . , σ 2

L ]
× [θ |c1, . . . , cL, τ2

0 , τ2
1 , . . . , τ2

L ], (B.1)

where we transform the uniform prior on σξ to the prior on σ 2
ξ via the

Jacobian (σ 2
ξ )−1/2.

Then, the full-conditional distributions for β , η, ξ , and σ 2
ξ can

be derived in closed form. Let “[A|·]” denote the full-conditional
distribution of the unknown A given all other unknowns (and the
data). We can sample β from its full-conditional distribution, which
is Gau(μβ|·,�β|·), with

�β|· = {X′
O(σ 2

ε V)−1XO + σ−2
β Ip}−1

and

μβ|· = �β|·{X′
O(σ 2

ε V)−1(ZO − SOη − Hξ) + σ−2
β μβ }.

The full-conditional distribution of η is Gau(μη|·,�η|·), with

�η|· = {S′
O(σ 2

ε V)−1SO + K−1}−1

and

μη|· = �η|·{S′
O(σ 2

ε V)−1(ZO − XOβ − Hξ)}.
The full-conditional distribution of ξ is Gau(μξ |·,�ξ |·), with

�ξ |· = {H′(σ 2
ε V)−1H + σ−2

ξ IN}−1

and

μξ |· = �ξ |·{H′(σ 2
ε V)−1(ZO − XOβ − SOη)}.

Notice that, since H = (In 0), we have

H′(σ 2
ε V)−1H =

(
σ−2
ε V−1 0

0 0

)
,

which is again a diagonal matrix. For other spatial orderings of Y
and YO and hence of the sparse matrix H, we will always have
H′(σ−2

ε V−1)H equal to a diagonal matrix with diagonal elements ei-
ther σ−2

ε v−1(·) or 0.
The full-conditional distribution of σ 2

ξ is a truncated inverse-gamma
distribution, namely, IG(α

σ 2
ξ |·, βσ 2

ξ |·) · I(σξ ∈ (0, κξ )) with

α
σ 2

ξ |· = (N − 1)/2

and

β
σ 2

ξ |· = ξ ′ξ/2.

In the MCMC procedure, a Gibbs sampler is implemented, using
straightforward conjugate updating of β , η, ξ , and σ 2

ξ , with the full
conditionals outlined above.

However, for the parameters λ and θ , since no closed-form full con-
ditionals can be obtained, a random-walk Metropolis–Hastings algo-
rithm is applied. We describe a generic version of this below and then
give the particular cases of sampling from λ and θ . Suppose a is the
random variable (or a block of variables) we are updating in the Gibbs
sampler, and a0 is the most recently sampled value. We follow the
steps below to obtain a new sample of a:

1. Draw a trial value of a1 from the proposal density, Gau(a0, δ2
a).
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2. Compute the log likelihood of the joint density of a and all
the other unknowns, l(a0, rest) and l(a1, rest), where “rest” de-
notes all the other unknowns fixed at their most recently sampled
value.

3. Generate U1 uniform on (0,1).
4. If log(U1) < l(a1, rest)− l(a0, rest), accept the new a1 and keep

it for the current iteration; otherwise, the value a0 is retained.

When sampling λ, we update the eigenvalues from the same reso-
lution, {λl,1, . . . , λl,ql }, as a block, for l = 1, . . . ,L, respectively, by
sampling the order statistics of a lognormal distribution with mean
parameter (on the log scale) equal to the empirical mean of the pre-
vious sample (in the MCMC) of {logλl,1, . . . , logλl,ql }. If the or-
der of eigenvalues between resolutions is broken [i.e., if the small-
est eigenvalue of the lth block is smaller than the largest eigenvalue
of the (l + 1)th block], the sample is rejected and another sample
is taken until the ordering is preserved. In practice, a sample is sel-
dom rejected, since eigenvalues between resolutions differ substan-
tially. When sampling θ , the Givens angles corresponding to the same
resolution, {θij : (i, j) ∈ Nl}, are updated as a block, for l = 1, . . . ,L;
and the Given angles {θij : (i, j) ∈ N0}, are updated as a block.

[Received November 2009. Revised October 2010.]
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