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Abstract

Segmentation of anatomical structures is a prerequisite for many medical image analysis tasks. We propose a
method that integrates local voxel classification and global shape models. The method starts by computing a
local feature vector for every voxel and mapping this, via a classifier trained from example segmentations, to a
probability that the voxel belongs to the structure to be segmented. Next, this probabilistic output is entered
into a global shape model. This shape model is constructed by mapping aligned blurred versions of reference
segmentations of the training data into a vector space and applying principal component analysis (PCA). The
mapping onto a vector space that is applied guarantees valid results from the PCA. An advantage of using such
a shape model is that there is no need to define corresponding landmarks on all training scans, which is a hard
task on 3D data. Segmentation of unseen test data is performed by a least squares fit of the results of the voxel
classification, after alignment and blurring, into the PCA space. The result of this procedure is for each voxel a
probability that it belongs to the structure to be segmented conditioned on both local and global information.
We demonstrate the effectiveness of the method on segmentation of lungs containing pathologic abnormalities
in 3D CT data.
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1. INTRODUCTION

Segmentation is an important topic in medical image analysis. Many segmentation methods have been developed
and applied to a wide range of applications. For most segmentation methods there is a trade off between global
shape information and local image information. Examples of these kinds of methods are voxel classification and
shape models; Voxel classification generally performs very well on a voxel level but may produce invalid shapes.
Methods that are based on global shape models, such as active shape and appearance models, on the other hand,
are guaranteed to produce valid shapes but are sometimes not sensitive enough to local image information. In
this paper we propose a combination of voxel classification and global shape models to improve segmentation
results.

Voxel classification has proven to be a powerful method for medical image segmentation.1 It is a flexible
method: it can be used for many different objects provided the appropriate examples are used for training.
The voxel classification framework is versatile because any characteristic (feature) of a voxel that are related
to its label (object or background) can be readily plugged in. There exist a large body of well established
techniques from pattern recognition2 (classifiers, feature extraction) that can be used to infer the voxels label
from its features. A substantial drawback of voxel classification methods is that it is difficult to encode global
information about the shape of the object to be segmented in terms of local features.

Methods that are based on global shape models, such as active shape and appearance models, on the other
hand, are difficult to construct in 3D because corresponding landmarks need to be defined. Defining corresponding
landmarks manually in 3D data is very time consuming due to the large amount of slices available. In addition,
finding corresponding landmarks in 3D data can be a difficult task for a human observer. Another drawback
of active shape and appearance models is that iterative fitting procedures are employed which makes it hard to
find globally optimal solutions.
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The problem of defining corresponding landmarks to encode global shape information can be overcome by
defining a shape model that does not require this information. In Pohl et al.3 a method is described to transform
a (binary) mask to a vector space to be able to apply principal component analysis on the results. In this paper
we will use this to define a global shape model based on binary segmentations. To be able to construct the
shape model, manual segmentations of the object of interest are needed. However, to fit the shape model to an
unseen image no manual interaction is needed. An initialization of the shape will be automatically determined,
in this case by a voxel classification, and the shape model will be fitted to the result to impose a global shape
constraint. Allen et al.4 also proposed a combination of voxel classification and shape models to smooth the
results of the voxel classification. However, their shape model consists of a point distribution model that requires
manual annotation of the corresponding landmarks where our method is fully automatic.

The purpose of this work is to show that voxel classification can be combined with a global shape model of
the object to be segmented and this combination can lead to improved segmentation performance. The method
was applied to segmenting lungs containing pathologic abnormalities in 3D CT data. In case of pathologic
abnormalities two situations typically occur; either the lung shape is changed due to the pathology in which case
a shape model will lead to erroneous results or the appearance of the lung is changed locally in which case a
voxel classification approach is likely to fail. In this paper only the second type of pathologic abnormalities is
considered. In the next Section the data used in this paper will be described. In Section 3 the voxel classification,
shape model and their combination are described. Section 4 gives the results and finally in Section 5 a discussion
and conclusion are provided.

2. DATA

As training data for this study data 35 scans were randomly taken from the NELSON study, a Dutch lung cancer
screening trial5 with low dose CT (30 mAs at 120 kV for patients weighing ≤ 80 kg and 30 mAs at 140 kV for
those weighing over 80 kg). Data was acquired in spiral mode with 16 x 0.75 mm collimation and 15 mm table
feed per rotation (pitch = 1.3). No contrast material was injected. Axial images of 1.0 mm thickness at 0.7 mm
increment were reconstructed using a moderately soft kernel (Philips ”B”) with the smallest field of view that
included the outer rib margins at the widest dimension of the thorax. All scans were reconstructed with a 512
x 512 matrix, yielding an axial resolution in between 0.6 and 0.8 mm.

Ten CT scans of the same screening trial, from different subjects, were selected for testing. The ten scans
selected for testing all contained regions with pathologic abnormalities (e.g. emphysema).

In the 35 training scans the lungs were semi-automatically segmented by a human observer. For the 10 scans
in the test set several slices were manually segmented to allow for a quantitative evaluation.

3. METHOD

The method consists of two components, the voxel classification system and the shape model. The method
starts with a training phase which only needs to be performed once, in this training phase the voxel classification
system is trained and the shape model is constructed. First, the voxel classification system as designed for this
purpose and the shape model construction will be described. Next, the combination of the voxel classification
system and the shape model to segment unseen test data will be described.

3.1. Voxel Classification

Voxel classification is a supervised learning method, i.e. a system is constructed using sample input and output
data and classifiers from pattern recognition theory.2 In voxel classification, two stages can be distinguished, a
training stage in which the system is developed, and a test stage in which the system is applied to previously
unseen data. In the training stage, a number of voxels are sampled from the training images, a set of features
is calculated for each voxel and a classifier is trained. In order to be able to train the classifier, a ground truth
is required which gives for each voxel the class label (i.e. belonging to the class to be enhanced or not). In this
study, this ground truth is provided by a human observer, as outlined in Section 2.
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From the scans in the training set the voxels used for training the system were sampled on a grid: every 8th
voxel in each direction was selected. Voxels inside the manual lung segmentation were used as positive examples,
all other voxels as negative examples.

For each voxel used for training the system, a set of features is calculated that describe certain characteristics
of that voxel. The set of features is chosen in such a way that the characteristics that are important for the
structure to be segmented are represented in the features. For the purpose of lung segmentation the feature set
consisted of the gray-value, Gaussian derivatives up to and including second order at three scales (σ = 1,2,4)
and the position of the voxel (x, y, z) in the scan. This results in 22 features in total.

Based on the features and class labels for each voxel in the training set, a k-nearest neighbor (knn) classifier6

was trained to be able to assign to unseen voxels a probability that they belong to a lung. On the training data,
the value of k was found to be optimal at 15.

To apply the voxel classification system as developed in the training stage described above to a test image,
each voxel in the test scan is classified by the trained classifier. The result will be for each voxel a probability
that it belongs to a lung. An example result of the voxel classification can be seen in Figure 1.

3.2. Shape model

In this Section the construction of the shape model is described. The shape model applied in this paper is
constructed using the manual segmentations of the 35 training scans. As a pre-processing step before the shape
model is constructed the binary lung masks of all training scans are aligned by registering them to a single
reference scan (as reference, the scan closest to the average of all unaligned training masks is chosen) through a
Euclidean transformation (rigid plus scaling).

To be able to construct the shape model the (binary) manual segmentations are converted to probabilistic
images via Gaussian smoothing with an application dependent amount σ, for the application of lung segmentation
σ was set to 8. The resulting probabilistic image is converted to a LogOdd3 vector space to guarantee valid
results from the shapes generated by the shape model. On the resulting vectors principal component analysis
(PCA) is applied. Only the principal components needed to explain 98% of the variation in the training scans are
pertained. Note that the shape model as defined here overcomes the problem of finding corresponding landmarks,
as it operates directly on vectors constructed from the blurred binary masks.

3.3. Combining local and global information

After the training phase two components are available: a classifier that is able to assign to each voxel a probability
that it belongs to a lung and a global shape model that is able to generate valid lung shapes by sampling from
the principal components. The segmentation of a previously unseen test scan is now obtained as follows. First
voxel classification is applied to each voxel in the scan. The resulting probabilistic image is registered to the
reference scan and blurred at the same scale that was used in the construction of the shape model and converted
to the vector space. Next, this result is projected onto the PCA space of the trained shape model, resulting in a
least squares fit and mapped back to the original image by the inverse of the transformation that was obtained
in the registration. The result of this procedure is for each voxel a probability that it belongs to the lungs under
the constraint that the overall result constitutes a valid shape. These probabilities are thresholded at 0.5 to
obtain the final binary segmentation.

As described in Section 1 global shape models guarantee valid shapes but might locally be less precise than
voxel based approaches, especially in cases where the lung shape has changed due to pathologic abnormalities.
Therefore, in addition to the method described above, the probabilities for each voxel resulting from the local
method (voxel classification) and the global method (shape models) can be combined afterwards. Several different
combination schemes are possible, in this paper we chose to use the mean probability for each voxel. This mean
probability was thresholded at 0.5 to obtain the final binary segmentation.
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Figure 1. Example result of the automatic segmentations. The first row shows the original slice. In the second row the
result of the voxel classification is shown (thresholded at 0.5). The third row shows the result of the global shape model
fitted on the voxel classification result. The fourth row shows the result of combining the voxel classification and the
general shape model by taking the mean probability. Finally, the last row shows the manual segmentation.

Proc. of SPIE Vol. 6914  69144J-4



4. EXPERIMENTS AND RESULTS

Both the voxel classification system and the shape model were trained using the 35 training scans for which
manual segmentations exist (see Section 2). The trained system was applied to the 10 scans in the test set for
which manual segmentations of several slices exists to allow for a quantitative evaluation. In Figure 1 illustrative
results are shown.

The method was quantitatively evaluated by means of overlap with respect to the manual segmentation.
The mean overlap for the voxel classification system on its own was 88%, fitting the shape model to the voxel
classification improved the result to 92% overlap on average. The combination of the probabilities of the shape
model and the voxel classification improved performance to 95% overlap on average. It should be noted that
the fitting of the shape model always increased performance as compared to the voxel classification where the
combination for some scans did not make a difference (results never deteriorated).

5. DISCUSSION & CONCLUSIONS

A new segmentation method combining voxel classification and statistical shape modeling was proposed. The
method effectively includes both general shape information as well as local information into the segmentation
process. The method was applied to segmentation of pathological lungs in CT data and results indicate that the
segmentation benefits from the combination of local and global information.

The shape model as presented in this paper is based on the work described in3 and overcomes the need for
corresponding landmarks. Pohl et al.3 use the probabilistic result of the global shape model in an EM algorithm
with a mixture of Gaussians to obtain a segmentation result. An advantage of our method as compared to their
method is that by using a knn classifier no assumtion is made about the distribution of the data.

Combining voxel classification and global shape models has been proposed before, for example by Allen et
al.4 and de Bruijne et al,.7 The main difference between the current paper and previous papers is the use
of a shape model that does not require corresponding points. Both the method described by Allen et al. and
the method described by de Bruijne et al. require manual annotations of corresponding points in the test data
where our method is completely automatic. With the growing amounts of data being generated by modern
high-resolution CT scanners manually annotating corresponding landmarks is a time-consuming task and fully
automatic methods are preferable.

Inspection of the results in Figure 1 shows that the combination of voxel classification and global shape
models is able to improve segmentation results as opposed to only using voxel classification. For both examples
an area containing dense pathologic changes is not segmented in the voxel classification result, however by fitting
the shape model onto the result this is solved. This effect is also visible in the quantitative evaluation. The
example in the first column (third row) shows that in some cases sharp edges that are present in the data are not
correctly represented in the shape model. Combining the probabilities resulting from the shape model and the
voxel classification on a voxel level solved this problem (as can be seen in the fourth row). However, the example
in the second column shows that applying this combination can in some areas deteriorate the results. In future
work we plan to incorporate the probabilities as resulting from the voxel classification locally more explicitly in
the shape model; i.e. if the voxel classification is sure about a voxel label the shape model will be more flexible
on those positions.

It should be noted that for the evaluation of the method, lungs with pathologic abnormalities were used.
More specific, the slices that were manually segmented all contained abnormal areas. In those cases adding
shape information clearly improved the results. In cases without abnormalities the voxel classification is able
to produce more accurate results and the fitting of the shape model does not substantially improve the results
quantitatively. However, fitting the shape model does guarantee valid lung shapes and results in slightly smoother
results which is preferable for human observers. Since the fitting of the shape model does not deteriorate the
results in those cases it is still a useful addition to the local voxel classification.

As described in the introduction, pathologic abnormalities can not only change the appearance of the lung (as
is the case in the data used in this paper) but also the shape of the lungs. In those cases the voxel classification is
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likely to produce good results locally (if the appearance of the lung did not change) where the shape model will
not be able to produce this shape. We expect that in those cases the combination of the probabilities afterwards
will yield reasonable results. As stated in the previous paragraph we hope to incorporate this information directly
into the shape model future research to make the shape model more flexible in those cases.

To conclude, a method combining global shape models and local voxel classification was presented and shown
to be able to improve performance on segmenting lungs containing pathologic abnormalities.
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