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Motivation
I To date, we have assumed SUTVA: your potential outcome

depends only on your treatment assignment.

I Most crucially, this rules out “interference,” through which your
potential outcomes might depend on others’ treatment
assignment.

Z1

Z2

Y1

Y2

U

2 / 21



Motivation
I To date, we have assumed SUTVA: your potential outcome

depends only on your treatment assignment.
I Most crucially, this rules out “interference,” through which your

potential outcomes might depend on others’ treatment
assignment.

Z1

Z2

Y1

Y2

U

2 / 21



Examples

determined before the research team was in contact with the school, and
before treatment was assigned.

During the anticonflict intervention, a trained research assistant met with
the seed group every other week to help seed students identify common
conflict behaviors at their school, so that the intervention could address the
conflicts specific to each school. Seed students were then encouraged to be-
come the public face of opposition to these types of conflict. For example, seed
groups at each school compiled a list of conflict behaviors they could address,
created hashtag slogans about those behaviors, and turned the slogans into
online and physical posters. The seed students’ photos were posted next to the
slogan to create an association between the anticonflict statement and each
seed student’s identity. In another activity, seed students gave an orange
wristband with the intervention logo (a tree) as a reward to students who
were observed engaging in friendly or conflict-mitigating behaviors (over
2,500 wristbands were distributed and tracked). This intervention model can
be likened to a grassroots campaign in which the seed students took the lead
and customized the intervention to address the problems they noted at their
school. Notably, it lacked an educational or persuasive unit regarding adult-
defined problems at their school. To maintain standardized procedures,
trained facilitators followed the same semistructured scripts and activity
guides (see SI Appendix for materials and methods used).

Across all treatment schools, attendance at each intervention meeting was
on average over 55% of the invited students, which we consider strong given
thatmeetings were entirely optional and that students did not self-select into
the group. To motivate this participation, we made it easy to attend the
meetings, by holding them during school to avoid the need for after school
transportation arrangements, by providing passes in advance to leave class
(meetings were at different times each week, to avoid absenteeism from any
one class in particular), and by holding the meeting during one class period.
We also strove to make the meetings as enjoyable as possible, by providing
snacks, ensuring that activities were always hands-on, participatory, and
student-driven rather than lecture-based, and finally by involving as much
technology as possible, including electronic tablets, video and animation
generation software, and well-designed aesthetically pleasing materials.

The randomization of schools and seeds facilitates the design-based
evaluation of the causal effects of our experimental intervention. Climate
effects are based on the between-school randomization to treatment and
control, with linear regression of school-level outcomes on school-level as-
signment and covariates producing consistent estimates of average school-
level causal effects. To characterize effect heterogeneity with respect to the
seed group composition (i.e., the proportion of seedswho are social referents,
which varies from school to school), we use linear regression interacting
school-level treatment with seed group composition and controlling for the
proportion of students in the seed groupwhowere social referents. Although
there was heterogeneity across schools in the proportion of seed-eligible
students who were social referents, any differences between the proportion
of treated seedswhowere referents and the proportion of seed-eligibles who
were referents are attributable to randomization. As a result, our regression

strategy allowed us to estimate the causal effect of the proportion of social
referents in the seed group on school-wide conflict and other outcomes.
Accordingly, we canmake comparisons between average potential outcomes
in, for example, treated schools where seed groups had 20% social referents
to control schools, or even to treated schools where seed groups had 10%
social referents. We computed confidence intervals and P values using robust
SEs under a normal approximation.

The second type of effect we observed, peer-to-peer social influence ef-
fects, are based on the random assignment of the treatment to seed-eligibles,
andwere assessed by how seed students causally affect other students in their
social network. In estimating these effects, we must address problems of
confounding because of the network setting. We cannot simply compare
students whowere exposed to seeds to the students whowere not exposed to
seeds, because the presence of a seed in a student’s social network is not
directly randomized. The probability of being exposed to a seed depends in
part on how many seed-eligible peers a student has. In a naive analysis, the
number of seed-eligible peers and any other correlated factor could con-
found the analysis.

By virtue of prerandomization measurement of each school’s network and
randomized assignment of seeds and schools, we can know the exact proba-
bility that each student in a school network will be exposed to a seed or not,
and furthermore, whether or not they will be exposed to a social referent seed
or to a nonreferent seed. We may condition on these known probabilities,
thereby ensuring that exposure to seed students is statistically independent of
all pretreatment variables, both observed and unobserved (47). Using inverse
probability weighting, a well-known nonparametric correction (48, 49), we
used these probabilities to predict population means of potential outcomes
(50) for students under different levels of exposure. In practice, this implies
weighting each observation by the inverse of its probability of falling into its
observed exposure condition in a weighted least-squares regression, and using
fitted values from the regression to compute the average predicted value in
the population. Thus, average causal effects are differences between these
population means of potential outcomes, allowing for comparisons between
average potential outcomes of, for example, students in treated schools with a
treated social referent peer to students in control schools, or even to students
in treated schools with no treated peers.

We considered four conditions of exposure to the seed students in each
school: (i) students in control schools, (ii) students in treated schools for whom
no peers are seeds, (iii) students in treated schools for whom at least one peer
is a seed but no seed is a social referent, and (iv) students in treated schools for
whom at least one peer is a social referent seed. In this particular analysis, we
restricted our network-based analyses to the subpopulation of 2,451 students
who had a positive probability of falling into all four levels of exposure.

Twenty-four percent of seed students did not accept our invitation to join
the anticonflict intervention group. To preserve the integrity of the exper-
imental design given such noncompliance, we used a conservative intention-
to-treat approach in our analysis that counts noncompliers as directly treated
seeds (see SI Appendix for materials and methods used).

Fig. 1. Overall school climate results: distribution of
disciplinary events throughout school networks,
comparing treatment, and control schools. Visualiza-
tion of the effect of treatment on disciplinary reports
of peer conflict among the 49 schools that provided
administrative data (26 in control, 23 in treatment).
Color coding reveals the average number of times
each student in the school was disciplined for peer
conflict, from dark blue (little conflict) to dark orange
(many disciplinary events; higher concentration of
dark oranges among control schools). Student nodes
are colored red when the student was disciplined for
conflict, and their node is scaled to the number of
times they were disciplined during the year.

568 | www.pnas.org/cgi/doi/10.1073/pnas.1514483113 Paluck et al.
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I Aronow et al. (2016) randomly “seeded” schools with kids
trained in anti-bullying.

I How to measure effects on peers?
I Need to measure peer networks and specify channels of indirect

exposure. What if there is error in these?
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Examples

I Haushofer & Shapiro (2018) randomly assigned households
within randomly selected villages to receive cash transfers.

I Allows for between-village and within-village analysis.
I So is there “an” effect of transfers? Or multiple?
I How do effects depend on how many are treated?
I How do effects depend on whom is treated? Consider two

business partners in a village...
4 / 21



Examples

 Is Voting Contagious?  February 2008

 TABLE 1. Possible Outcomes under placebo protocol_
 Probability of Voting Rate Voting Rate of Person

 _Event Occurring_of Answerer Who Did Not Answer Door
 n /?-i + T ?jl2 + S

 1-7T N.A.a /x3
 71 /?! /?2

 1 -71_N.A._/X3_
 a N.A. = Not applicable.

 pn Door Answered No Answer
 d^w^i:?? Door Answered Recycling K1 A J a No Answer

 GOTV treatment and 470 received the recycling treat
 ment.1

 Both Minneapolis and Denver are large cities with a
 majority white population. Neighborhoods with a high
 density of two-voter households were targeted to facil
 itate efficient door-knocking campaigns. These neigh
 borhoods exhibited a higher rate of home ownership
 and slightly higher levels of education and income than
 the national average, but are typical of many commu
 nities.

 Two key features make the experimental protocol
 a convincing test for contagion. First, only two voter
 households are considered, so the network is man
 ageable. Second, the appropriate treatment is admin
 istered to the first person who answers the door. These
 two details tell the researcher where to look for the
 direct treatment effect, T, and the secondary treatment
 effect, S. Table 1 helps to illustrate how the experimen
 tal protocol isolates contagion within the household.
 Once a canvasser knocks on a door, two outcomes

 are possible: the door is answered, occurring with prob
 ability Ti, or not, occurring with probability 1 ? n. The
 person answering the door has an average baseline
 propensity to vote, ?jl\. In the recycling condition, the
 observed rate of voter turnout among people who an
 swer the door, Vr0, is a function solely of the base
 line propensity to turnout having received no encour
 agement to vote from the campaign. This assumption
 can be checked empirically by comparing the rate of
 turnout in the recycling condition, which is intended
 as a placebo intervention, to turnout in the control
 condition where no contact whatsoever was attempted.
 However, in the GOTV condition, the_observed rate of
 voter turnout among door answerers, Vca, is a function
 of the baseline plus the average effect of the treat
 ment, /?i + T. Thus, the direct mobilization effect of
 the GOTV treatment can be calculated by subtracting
 the rate of turnout among people who answered the

 door in recycling group from the rate of turnout among
 people who answered the door in the GOTV condition.

 T=VGa-VRa (2)
 An identical strategy can be used when calculating

 the secondary mobilization of the person in the house
 hold not directly spoken to. The person not answering
 the door potentially has a different baseline propensity
 to vote from the person answering the door, /?2- How
 ever, the random assignment of the delivered message
 assures that ?i2 will be the same in both the GOTV
 and recycling conditions. Thus, one can calculate the
 secondary mobilization effect, S, by subtracting the av
 erage turnout among nonanswering residents of house
 holds where the recycling message was delivered, V#~fl,
 from the turnout among nonanswering residents of
 households where the GOTV message was delivered,

 S = VG^a - VR^a (3)
 Estimating T and S is straightforward because of

 the care in the design of the placebo protocol. This
 conceptual clarity makes the calculation of voter con
 tagion, a, possible. Furthermore, contact rates are not
 a concern since the only households considered are
 those where a treatment was successfully applied (see
 Nickerson 2005). Ultimately, the placebo assures a per
 fectly comparable set of subjects from which to estab
 lish a baseline level of voting.
 This estimation process makes no assumptions about

 the baseline rate of voting between the two people in
 the household (see Table 1). In the analysis, the two
 individuals in the household are permitted to have sep
 arate predictive models of voter turnout. It is unlikely
 that members of the same household possess radically
 divergent patterns of voting behavior, but the placebo
 controlled design frees the researcher from guessing
 either way.

 Good placebos possess two properties: (1) the com
 pliance profile of the placebo is exactly the same as the
 treatment; (2) the placebo is not causally related to the
 dependent variable. In the current setting, application
 of the treatment (i.e., GOTV message) and the placebo
 (i.e., recycling message) means a registered voter was
 contacted at the door and the appropriate message
 was given. The canvassers were asked to record what
 occurred at each door attempted. The GOTV and re
 cycling messages featured nearly identical application

 1 Nearly every recycling household received a flyer encouraging re
 cycling. In contrast, all but 14 of the voting flyers returned with the
 canvassers. Given such a small number of voting flyers distributed,
 there is no reason to believe the flyers caused the contagion within
 the household. Even if every household in the voting condition re
 ceived a flyer, the empirical results would still suggest voting is highly
 contagious. Leaflets have been shown to increase voter turnout by 1
 percentage point (Nickerson, Friedrichs, and King 2006). Adjusting
 the results in Table 3 for this percentage point, the direct mobilization
 effect would be estimated to be 8.8 and the indirect mobilization
 effect would be 5. Thus, the estimated contagion would be 57%.

 52

This content downloaded from 150.212.127.92 on Wed, 31 Oct 2018 19:27:38 UTC
All use subject to https://about.jstor.org/terms

I Nickerson (2008) used a placebo-controlled design to estimate
within-household spillovers.

I To what extent are such spillovers due to contagion?
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Setting

I Randomized experiments. (Extension to observational studies
with, e.g., CIA.)

I Set of units U = {1, ...,N}.
I Treatment assignment vector z = {z1, ...,zN} with zi ∈ {0,1}.
I Define z−i as assignments to all units other than i.
I Potential outcomes: yi(z) = yi(zi,z−i).
I Interference: for some i ∈ U, yi(zi,z−i) 6= yi(zi,z′−i) for some

z−i 6= z′−i.
I Experiment randomly assigns Z. Define Z−i as above.
I Observed outcome is Yi = yi(Z) = yi(Zi,Z−i).
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Analytical approaches

Three approaches to analyzing spillover effects:

1. Arbitrary spillover effects, when you can specify the network
structure for these spillovers (Aronow & Samii 2017).

2. When spillover structure is unknown but you know it is
contained within groups (“partial interference”; Hudgens &
Halloran 2008) or spatially localized (Aronow, Samii, & Wang
2020).

3. When studying contagion as a mechanism for spillover effects
(Manski 2013; Ogburn & Vanderweele 2017; Imai & Jiang
2019).

See Aronow, Eckles, Samii, & Zonszein (2019) for a review.
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Arbitrary but known spillover networksCAUSAL EFFECTS UNDER INTERFERENCE 23

Treatment Assignment

● ●treated untreated

Exposure Conditions

●
●

●
●

direct+indirect
isolated direct

indirect
control

Fig 1. Illustration of a treatment assignment (left) and then treatment-induced exposures
(right) for one of the school classes in the study. Each dot is a student, and each line
represents an undirected friendship tie.

the experiment, applying five estimators in each scenario:

• The Horvitz-Thompson estimator for the causal e↵ect given in expres-
sion (3), with the associated conservative variance estimator, given in
expression (11);

• The Hajek ratio estimator given in expression (15), with the associated
linearized variance estimator;

• The weighted least squares (WLS) estimator given in expression (14),
adjusting for network degree as the sole covariate, with the associated
linearized variance estimator;

• An ordinary least squares (OLS) estimator that regresses the outcome
on indicator variables for the exposure conditions, adjusting for net-
work degree as a covariate, with MacKinnon and White (1985)’s finite
sample adjusted “HC2” heteroskedasticity consistent variance estima-
tor;

• A simple di↵erence in sample means (DSM) for the exposure condi-
tions, also with the HC2 estimator.

With respect to point estimates, the Horvitz-Thompson estimator is unbi-
ased but possibly unstable, while the Hajek and WLS estimators are con-
sistent and expected to be more stable. The DSM estimator is expected to
be biased because it totally ignores relationships between exposure proba-
bilities and outcomes. The OLS estimator controls for network degree, and

I “Exposure mapping”: f (z,θi) = Di. Based on substantive
judgment about interference network.

I Example: let θi be row i in adjacency matrix, and

f (z,θi)=


d11(Direct + Indirect Exposure) : ziI(z′θi > 0) = 1,
d10(Isolated Direct Exposure) : ziI(z′θi = 0) = 1,
d01(Indirect Exposure) : (1− zi)I(z′θi > 0) = 1,
d00(No Exposure) : (1− zi)I(z′θi = 0) = 1
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sistent and expected to be more stable. The DSM estimator is expected to
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I Z randomly assigned, but Di depends on θi, so need adjustment.
I However, θi may be high-dimensional. So what to do?

I By Z random assignment, you can calculate πi(d) = Pr(Di = d)
by simulating alternative randomizations.

I Adjusting for πi(d) is sufficient to identify effect of Di.
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I Define effect of exposure dk vs dl:

τ(dk,dl) =
1
N

N

∑
i=1

yi(dk)−
1
N

N

∑
i=1

yi(dl) = µ(dk)−µ(dl).

I IPW estimator: µ̂H(dk) =
∑

N
i=1 I(Di=dk)

Yi
πi(dk)

∑
N
i=1 I(Di=dk)

1
πi(dk)

, similar for dl.

I Inference has to account for complex clustering patterns.

10 / 21



Arbitrary but known spillover networksCAUSAL EFFECTS UNDER INTERFERENCE 23

Treatment Assignment

● ●treated untreated

Exposure Conditions

●
●

●
●

direct+indirect
isolated direct

indirect
control

Fig 1. Illustration of a treatment assignment (left) and then treatment-induced exposures
(right) for one of the school classes in the study. Each dot is a student, and each line
represents an undirected friendship tie.

the experiment, applying five estimators in each scenario:

• The Horvitz-Thompson estimator for the causal e↵ect given in expres-
sion (3), with the associated conservative variance estimator, given in
expression (11);

• The Hajek ratio estimator given in expression (15), with the associated
linearized variance estimator;

• The weighted least squares (WLS) estimator given in expression (14),
adjusting for network degree as the sole covariate, with the associated
linearized variance estimator;

• An ordinary least squares (OLS) estimator that regresses the outcome
on indicator variables for the exposure conditions, adjusting for net-
work degree as a covariate, with MacKinnon and White (1985)’s finite
sample adjusted “HC2” heteroskedasticity consistent variance estima-
tor;

• A simple di↵erence in sample means (DSM) for the exposure condi-
tions, also with the HC2 estimator.

With respect to point estimates, the Horvitz-Thompson estimator is unbi-
ased but possibly unstable, while the Hajek and WLS estimators are con-
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I Implementation through the interference R package
(Zonszein, Samii, & Aronow, 2019).

For this approach to work
I Need to specify exposure mapping properly (one hop, two hop,

more?).
I Need to measure associated interference network properly.
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Partial interference and marginal causal effects

Hudgens & Halloran (2008):

I Interference networks are unknown, except
I It is known that spillover is contained within clearly demarcated

groups.
I “Partial interference.”
I Propose a way to identify and estimate “margainal” direct and

indirect effects.
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Partial interference and marginal causal effects
I Suppose U = {1,2,3,4,5,6}, split into group A = {1,2,3} and

B = {4,5,6}.
I Think about unit 1’s potential outcome when assigned z1,A = 0.

I Suppose z2,A = 1 and z3,A = 0. By partial interference, potential
outcome for unit 1 is same for assignments in the set,

{(0,1,0,zi,B) : zi,B ∈ΩB}= {(0,1,0,0,0,0),(0,1,0,1,0,0),
(0,1,0,0,1,0),(0,1,0,0,0,1),

(0,1,0,1,1,0),(0,1,0,1,0,1),

(0,1,0,0,1,1),(0,1,0,1,1,1)},

I But it may be that y1,A(0,1,0,zi,B) 6= y1,A(0,0,1,zi,B), and these
each probably differ from y1,A(0,0,0,zi,B) and y1,A(0,1,1,zi,B).

I So even if we fix z1,A = 0, unit 1’s potential outcome can vary
based on assigned profiles in group A (but not B, if interference
is partial).
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I But it may be that y1,A(0,1,0,zi,B) 6= y1,A(0,0,1,zi,B), and these
each probably differ from y1,A(0,0,0,zi,B) and y1,A(0,1,1,zi,B).

I So even if we fix z1,A = 0, unit 1’s potential outcome can vary
based on assigned profiles in group A (but not B, if interference
is partial).
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Partial interference and marginal causal effects

Marginal causal effects:
I Now suppose three fair coin flips determine treatment for units 1,

2, and 3:

I A unit is treated vs control with 50-50 chance.
I Conditional on z1,A = 0, it is equally likely that group A

treatment assignments are (0,1,1),(0,0,1),(0,1,1), or (0,0,0).
I Then, the expected value of unit 1’s outcome given z1,A = 0 is the

average of unit 1’s potential outcomes given group A is assigned
as (0,1,1),(0,0,1),(0,1,1), or (0,0,0).

I This is unit 1’s marginal potential outcome when z1,A = 0.
I A marginal causal effect is a contrast between such marginal

potential outcomes.
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Partial interference and marginal causal effects

I Hudgens & Halloran consider two-stage hierarchical
randomization:

I First groups are randomly assigned to a level of treatment
saturation,

I Then, within groups, units are randomly assigned to treatment
with probability equal to the group saturation rate.

I The design allows for estimating “total”, “direct”, and “indirect”
effects defined in terms of marginal causal effects.
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Partial interference and marginal causal effects
I Let yig(z;ψ) by unit i’s marginal potential outcome when zi = z

and other treatments are assigned through a saturation regime
parameterized by ψ .

I Group average direct effect:
τD

g (ψ) = 1
ng

∑
ng
i=1 yig(1;ψ)− 1

ng
∑

ng
i=1 yig(0;ψ).

I Group average indirect effect:
τ I

g(ψ,φ) = 1
ng

∑
ng
i=1 yig(0;ψ)− 1

ng
∑

ng
i=1 yig(0;ψ ′).

I Group average total effect:
τTo

g (ψ,φ) = 1
ng

∑
ng
i=1 yig(1;ψ)− 1

ng
∑

ng
i=1 yig(0;ψ ′).

I Group average overall effect:
τO

g (ψ,φ) = 1
ng

∑
ng
i=1 yig(ψ)− 1

ng
∑

ng
i=1 yig(ψ

′), where yig(ψ) is the
marginal potential outcome that does not condition on treatment.

I We can then average across groups to get the sample or
population version of these effects.

I Within-group randomization identifies the direct effects.
I Between group randomization identifies the indirect effects.
I Their combination identify the total and overall effects.
I Implementation: interference R package.
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Spatial interference and marginal causal effects
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Figure 8: The plot on the left demonstrates both the treatment status and interpolated
outcome values from kriging in the experiment. White triangles are schools under control
and black circle are treated schools. The color on the map indicates the infection rate.
The plot on the right presents results using our methods. The black curve represents the
MIR estimate. The red curves are 95% confidence intervals constructed from spatial HAC
standard errors. The blue lines are the 95% confidence intervals under sharp null.

This paper explains how one can use an experimental design to non-parametrically iden-

tify and estimate a meaningful spatial e↵ect in this context—what we call the “marginalized

individualistic response” (MIR). We develop the analysis under the Neyman-Rubin potential

outcomes model. The MIR tells us what would happen, on average, if we switch an interven-

tion point at a given distance into treatment, averaging over ambient e↵ects emanating from

other intervention points. We can construct MIR estimates for di↵erence distances, yielding

a spatial e↵ect curve. The MIR is identified under random assignment. Under restrictions

on the spatial extent of interference, we can estimate the MIR consistently and perform

accurate inference using simple di↵erence in means estimators and readily-available spatial

standard error estimators.

We also develop a number of extensions. This includes specification of conditions under

which the MIR can be interpreted as a structural quantity that does not depend on the

experimental design. We o↵er an approach for potentially increasing statistical power by

25

I Aronow, Samii, & Wang (2020) analyze spatial interference and
associated marginal causal effects.

I “Marginalized individualistic response”: consider outcome at
distance d from intervention point. How does it change when
treatment is assigned at intervention point, marginalizing over
effects from other intervention points?
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Contagion
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U

I So far we have treated spillover effects as “reduced form”.

I When one unit’s outcome affects another’s outcome, this is
called contagion. (Also, “peer effects,” “social effects,” “social
interactions,” etc.)

I Contagion can be a mechanism through which spillover effects
occur.

I As such, analyzing contagion is equivalent to doing a mediation
analysis of spillover effects.

I To identify contagion effects, you need identification for both the
spillover effects and the mediation effect.
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Contagion
 Is Voting Contagious?  February 2008

 TABLE 1. Possible Outcomes under placebo protocol_
 Probability of Voting Rate Voting Rate of Person

 _Event Occurring_of Answerer Who Did Not Answer Door
 n /?-i + T ?jl2 + S

 1-7T N.A.a /x3
 71 /?! /?2

 1 -71_N.A._/X3_
 a N.A. = Not applicable.

 pn Door Answered No Answer
 d^w^i:?? Door Answered Recycling K1 A J a No Answer

 GOTV treatment and 470 received the recycling treat
 ment.1

 Both Minneapolis and Denver are large cities with a
 majority white population. Neighborhoods with a high
 density of two-voter households were targeted to facil
 itate efficient door-knocking campaigns. These neigh
 borhoods exhibited a higher rate of home ownership
 and slightly higher levels of education and income than
 the national average, but are typical of many commu
 nities.

 Two key features make the experimental protocol
 a convincing test for contagion. First, only two voter
 households are considered, so the network is man
 ageable. Second, the appropriate treatment is admin
 istered to the first person who answers the door. These
 two details tell the researcher where to look for the
 direct treatment effect, T, and the secondary treatment
 effect, S. Table 1 helps to illustrate how the experimen
 tal protocol isolates contagion within the household.
 Once a canvasser knocks on a door, two outcomes

 are possible: the door is answered, occurring with prob
 ability Ti, or not, occurring with probability 1 ? n. The
 person answering the door has an average baseline
 propensity to vote, ?jl\. In the recycling condition, the
 observed rate of voter turnout among people who an
 swer the door, Vr0, is a function solely of the base
 line propensity to turnout having received no encour
 agement to vote from the campaign. This assumption
 can be checked empirically by comparing the rate of
 turnout in the recycling condition, which is intended
 as a placebo intervention, to turnout in the control
 condition where no contact whatsoever was attempted.
 However, in the GOTV condition, the_observed rate of
 voter turnout among door answerers, Vca, is a function
 of the baseline plus the average effect of the treat
 ment, /?i + T. Thus, the direct mobilization effect of
 the GOTV treatment can be calculated by subtracting
 the rate of turnout among people who answered the

 door in recycling group from the rate of turnout among
 people who answered the door in the GOTV condition.

 T=VGa-VRa (2)
 An identical strategy can be used when calculating

 the secondary mobilization of the person in the house
 hold not directly spoken to. The person not answering
 the door potentially has a different baseline propensity
 to vote from the person answering the door, /?2- How
 ever, the random assignment of the delivered message
 assures that ?i2 will be the same in both the GOTV
 and recycling conditions. Thus, one can calculate the
 secondary mobilization effect, S, by subtracting the av
 erage turnout among nonanswering residents of house
 holds where the recycling message was delivered, V#~fl,
 from the turnout among nonanswering residents of
 households where the GOTV message was delivered,

 S = VG^a - VR^a (3)
 Estimating T and S is straightforward because of

 the care in the design of the placebo protocol. This
 conceptual clarity makes the calculation of voter con
 tagion, a, possible. Furthermore, contact rates are not
 a concern since the only households considered are
 those where a treatment was successfully applied (see
 Nickerson 2005). Ultimately, the placebo assures a per
 fectly comparable set of subjects from which to estab
 lish a baseline level of voting.
 This estimation process makes no assumptions about

 the baseline rate of voting between the two people in
 the household (see Table 1). In the analysis, the two
 individuals in the household are permitted to have sep
 arate predictive models of voter turnout. It is unlikely
 that members of the same household possess radically
 divergent patterns of voting behavior, but the placebo
 controlled design frees the researcher from guessing
 either way.

 Good placebos possess two properties: (1) the com
 pliance profile of the placebo is exactly the same as the
 treatment; (2) the placebo is not causally related to the
 dependent variable. In the current setting, application
 of the treatment (i.e., GOTV message) and the placebo
 (i.e., recycling message) means a registered voter was
 contacted at the door and the appropriate message
 was given. The canvassers were asked to record what
 occurred at each door attempted. The GOTV and re
 cycling messages featured nearly identical application

 1 Nearly every recycling household received a flyer encouraging re
 cycling. In contrast, all but 14 of the voting flyers returned with the
 canvassers. Given such a small number of voting flyers distributed,
 there is no reason to believe the flyers caused the contagion within
 the household. Even if every household in the voting condition re
 ceived a flyer, the empirical results would still suggest voting is highly
 contagious. Leaflets have been shown to increase voter turnout by 1
 percentage point (Nickerson, Friedrichs, and King 2006). Adjusting
 the results in Table 3 for this percentage point, the direct mobilization
 effect would be estimated to be 8.8 and the indirect mobilization
 effect would be 5. Thus, the estimated contagion would be 57%.

 52

This content downloaded from 150.212.127.92 on Wed, 31 Oct 2018 19:27:38 UTC
All use subject to https://about.jstor.org/terms

Following Imai & Jiang (2019), for those who didn’t answer door:
I Avg. indirect effect: θ = 1

Nc
∑

Nc
i=1 yi2(1,y∗i1(1))− yi2(0,y∗i1(0)).

I Avg. contagion: γ(z) = 1
Nc

∑
Nc
i=1 yi2(z,y∗i1(1))− yi2(z,y∗i1(0)).

I Avg. non-contagion: η(z) = 1
Nc

∑
Nc
i=1 yi2(1,y∗i1(z))− yi2(0,y∗i1(z)).

I θ = γ(1)+η(0) = γ(0)+η(1).
I Identification requires sequential ignorability.
I Cannot verify, so sensitivity analysis is key
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 (i.e., recycling message) means a registered voter was
 contacted at the door and the appropriate message
 was given. The canvassers were asked to record what
 occurred at each door attempted. The GOTV and re
 cycling messages featured nearly identical application

 1 Nearly every recycling household received a flyer encouraging re
 cycling. In contrast, all but 14 of the voting flyers returned with the
 canvassers. Given such a small number of voting flyers distributed,
 there is no reason to believe the flyers caused the contagion within
 the household. Even if every household in the voting condition re
 ceived a flyer, the empirical results would still suggest voting is highly
 contagious. Leaflets have been shown to increase voter turnout by 1
 percentage point (Nickerson, Friedrichs, and King 2006). Adjusting
 the results in Table 3 for this percentage point, the direct mobilization
 effect would be estimated to be 8.8 and the indirect mobilization
 effect would be 5. Thus, the estimated contagion would be 57%.
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Other approaches to contagion rely on linear-in-means regression spec-
ifications, motivated by, e.g., linear complementarity models.

I Manski (1993) is classic analysis, discussing “reflection
problem” in trying to assess whether average behavior in a group
affects behavior of group members or not.

I See Kline & Tamer (2020) for a current review.
I Jackson (2008) textbook covers strategic complementarity

models.

20 / 21



Discussion

Z1

Z2

Y1

Y2

U

I At seminars one often hears “what about SUTVA violations?”
I You don’t have to wave your hands helplessly!
I Today we discussed estimating spillover effects. See Aronow,

Eckles, Samii, Zonszein (2019) for a review.
I Also note: estimators for ATE target marginal causal effects

under SUTVA violations of unspecified form (Savje et al. 2019).
I So SUTVA violations do not necessarily undermine our ability to

do robust causal inference, even if they introduce some
complexities.
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