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Abstract—To reach performance levels comparable to human
experts, computer-aided detection (CAD) systems are typically
optimized following a supervised learning approach that relies on
large training databases comprising manually annotated lesions.
However, manually outlining those lesions constitutes a difficult
and time-consuming process that renders detailedly annotated
data difficult to obtain. In this paper, we investigate an alternative
approach, namely multiple-instance learning (MIL), that does not
require detailed information for optimization. We have applied
MIL to a CAD system for tuberculosis detection. Only the case
condition (normal or abnormal) was required during training.
Based upon the well-known miSVM technique, we propose an
improved algorithm that overcomes miSVM’s drawbacks related
to positive instance underestimation and costly iteration. To
show the advantages of our MIL-based approach as compared
with a traditional supervised one, experiments with three X-ray
databases were conducted. The area under the receiver operating
characteristic curve was utilized as a performance measure. With
the first database, for which training lesion annotations were
available, our MIL-based method was comparable to the super-
vised system ( versus ). When evaluating the remaining
databases, given their large difference with the previous image
set, the most appealing strategy was to retrain the CAD systems.
However, since only the case condition was available, only the
MIL-based system could be retrained. This scenario, which is
common in real-world applications, demonstrates the better adap-
tation capabilities of the proposed approach. After retraining,
our MIL-based system significantly outperformed the supervised
one ( versus and versus , and

, respectively).
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I. INTRODUCTION

D ESPITE the advances in medicine and the development of
nonexpensive and effective treatments, tuberculosis (TB)

is still one of the greatest killers worldwide. It is estimated that in
2012, 8.6 million new TB cases occurred, and 1.3 million people
died from this disease [1]. TB is highly contagious, and the in-
halation of a few bacteria (Mycobacteria tuberculosis) is enough
for a person to become infected. For this reason, early detection
and diagnosis are crucial to stop its dissemination. Although
several tests for TB diagnosis, either latent (e.g., Mantoux test
or interferon-gamma release assay) or active (e.g., sputum cul-
ture or Xpert MTB/RIF), exist, their application is usually ham-
pered by the medium to long time required to process a sample,
their complexity or their relative high cost, if we take into ac-
count that the regions with the highest TB burden in the world
are among those with the lowest economic resources. Within
this context, chest radiography is the subject of renewed in-
terest as a complementary tool in TB diagnostic algorithms, as
it can be much cheaper and faster, and can enable identification
of TB suspects with the highest risk of disease. Unfortunately,
assessing chest radiographs (CXRs) requires specialized per-
sonnel that are not always available, which is a major obstacle
toward their use, especially in the aforementioned resource-con-
strained regions.
Considering these circumstances, computer-aided detection

(CAD) systems can prove valuable, as they can produce the de-
sired assessment with limited or no human intervention at all
(e.g., [2]–[4]). Typically, for TB detection, a posterior-anterior
CXR is used as the input, and the computer searches the de-
picted lung region for any abnormalities that could be present.
As a result, an overall score indicating the likelihood that ra-
diological abnormalities suggestive of the illness are found is
obtained. In addition, the detected abnormalities may also be
prompted. Such information can be of great utility to evaluate
the initial extent of the disease or its progress or remission in a
follow-up examination. As an example, Fig. 1 shows a CXR of
a TB suspect (left) and the output yielded by the CAD system
utilized in [2] (right), which consists of both an image score
and a heat map showing the abnormal regions (in warm colors).
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Fig. 1. A CXR corresponding to an ill subject (left) and the output yielded by
the CAD system utilized in [2] (right). Regions with a high abnormality score
are shown in warm colors.

Given that an image score above 50 in the [0 100] range indi-
cates abnormality, with the assigned score of 85, this particular
subject is though to be affected by TB.
Besides the authors’ related work (e.g., [2], [4], [5]), which

is partially described in Section II-A, only a few CAD sys-
tems dealing with the problem of full-fledged TB detection on
CXRs have been reported. For instance, Noor et al. [6] ana-
lyzed CXRs with the Daubechies wavelet and processed the
resulting features with a modified principal component anal-
ysis algorithm and discriminant functions. Rijal et al. [7] pro-
posed a method based on phase congruency to measure the tran-
sition between pixels representing normal and infected tissue.
The average, variance, coefficient of variation and maximum
were used as features. Tan et al. [8] calculated statistical mo-
ments of the gray-scale values of the segmented lung fields,
which were then classified by means of adaboost using C4.5
stumps as weak learners. More recently, Jaeger et al. [3] eval-
uated two sets of features consisting of shape, edge and texture
histograms, as well as statistical moments. The distance to the
hyperplane determined by a linear SVM was used as a confi-
dence measure. In addition to these methods, other approaches
addressed only specific TB manifestations such as cavities [9],
military pattern [10], etc. Further references can be found in
[11]. Considering the current developments, the performance of
CAD for TB detection is usually comparable to that of field of-
ficers but still lacks behind that of specialists (see, e.g., [2], [3]
and [2, Table 4]).
In order to achieve the best performance in real scenarios

(e.g., [4] and [5, Ch. 7]), CAD systems are commonly trained
on large CXR databases containing both positive and negative
examples of TB. Since not all the lung pixels on abnormal im-
ages are necessarily abnormal, accurate annotations outlining
the affected areas are often required, so the pattern recogni-
tion algorithms embedded in those systems can correctly learn
to discriminate between normal and abnormal parenchyma. In
machine learning terminology, this strategy is known as the su-
pervised approach and is arguably the most powerful in terms
of classification accuracy, as it utilizes detailed information re-
garding the condition of the training cases. However, the usual
way to obtain such a level of detail is to have human readers
manually annotating the affected areas, which has several dis-
advantages. First, manually annotating a large X-ray data set is a
tedious and time-consuming task. Second, in cases such as TB,

the diffuse aspect of the lesions of interest makes them difficult
to be accurately outlined [7]. Third, the availability of qualified
readers may not be guaranteed; therefore, the provided training
information may not always reach the expected levels of detail.
Fourth, if a database is annotated by different readers, substan-
tial differences or even disagreement (inter-observer variability)
are very likely [12]–[14]. Fifth, there is always the chance of
erroneous annotation due to misinterpretation [11], [12], [15].
Finally, if new training data becomes available, the annotation
process must be carried out again for those data to become
usable. Clearly, the traditional supervised approach, although
highly accurate, has several limitations that undermine CAD de-
velopment and deployment.
In this paper, we investigate an alternative machine learning

approach, known as multiple-instance learning (MIL) [16], that
does not require labeling of each feature sample during training
but only a global class label characterizing a group of sam-
ples. Considering our TB detection problem, this means that
just the condition at the image level would suffice for a CAD
system to be trained, which is extremely advantageous, as that
kind of labeling is much easier to obtain than lesion outlines.
We start with the heuristic described in [17] to solve the max-
imum pattern margin support vector machine (miSVM) formu-
lation as our baseline method. Then, we propose a novel algo-
rithm, specifically designed for our CAD application, that aims
at addressing issues related to underestimation of the positive in-
stances and costly iteration. The key of the proposed algorithm
is to use probability estimates instead of the sign of the decision
function to guide the MIL process. With appropriate parameter
tuning, this approach allows us to completely avoid the original
miSVM iteration. In addition, we deal with the label uncertainty
resulting from instance reclassification, which may, otherwise,
lead to decreased sensitivity.
To show the advantages of the proposed method, we com-

pare the performance of our MIL-based CAD system with the
one yielded by its supervised counterpart in detecting textural
abnormalities related to TB. Moreover, we evaluate both sys-
tems on several image databases that differ both in characteris-
tics and labeling detail (i.e., with lesion annotations or image la-
bels only). The objective is to emulate a typical scenario found
in CAD, where a given system optimized for operation under
some initial setup (e.g., trained with a group of images acquired
by a particular device) has to maintain its original (good) per-
formance under varying conditions. Depending on how large
the differences are, probably the best alternative would be to re-
train and optimize the system taking into account the new data.
While this would be possible, or at least much easier, for the
MIL-based system, the lack of lesion outlines would render re-
training of the supervised system inapplicable unless lesion an-
notation is carried out.
Although MIL has been an active research topic in the ma-

chine learning community during the past decades, it has been
only sparingly applied to medical image analysis and CAD (see,
e.g., [18]–[23]). In fact, to the best of our knowledge, our work
is the first attempt to develop a CAD system by explicitly ex-
ploiting the low requirements of MIL in terms of annotation de-
tail that proves successful by showing highly competitive re-
sults with respect to a supervised approach. Furthermore, we
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believe that this is the first time that a MIL-based CAD system
is shown to supersede its supervised counterpart given an ad-
verse scenario with changing operating conditions and lack of
lesion-level information, which highlights the great potential of
the proposed method for deployment in real-world applications.
The work presented in this paper builds upon the preliminary

results reported in [24]. The key contributions with respect to
[24] are:
• The main goal of [24] was to investigate if MIL could be
a competitive alternative to supervised classification for
CAD applications, whereas in the current paper we show
that aMIL-based approach is not only competitive but even
more advantageous considering adverse scenarios where
complete reoptimization of a CAD system is required, and
only limited training information is available.

• To prove our previous point, the evaluation conducted in
this study involves much richer data.

• In order to accomplish the more challenging goal pursued
in this study, a more capable MIL algorithm is proposed.
As shown through experimentation, addressing the limita-
tions of the previous algorithm is crucial to deal with dif-
ferent operating conditions.

• The baseline system utilized in [24] included a sophisti-
cated preprocessing stage (see [24, ref. 1]) that homog-
enized the input data and, thus, contributed to the suc-
cess of the evaluated methods. In the current study, such
a preprocessing stage is not included, as the aim is to im-
prove the pattern recognition component independently of
any external factor. As shown by our experimental re-
sults, the proposed MIL method is successful despite that
omission.

The remaining of the paper is organized as follows. Section II
elaborates on both the supervised CAD system and the MIL-
based CAD approach evaluated in this study. Section III de-
scribes the new MIL method proposed for our CAD applica-
tion and provides details about its main components. Section IV
shows our experimental results, which are then discussed in
Section V. The last section concludes the paper.

II. SUPERVISED VERSUS MIL-BASED CAD FOR TB DETECTION

A. Supervised CAD System

The defining characteristic of a supervised approach is the
use of labeled data during training; thus, each provided example
consists of an input (typically a feature vector) and a desired
output. The supervised CAD system evaluated in this study ad-
heres to this strategy. It has been developed by the Diagnostic
Image Analysis Group, Nijmegen, The Netherlands. Since the
system addresses the TB detection problem by means of su-
pervised pixel classification, feature vectors are associated with
image pixels, and the labels of those vectors are determined ac-
cording to the available lesion annotations. Then, once trained,
the system is expected to infer the correct labels of unknown
data. Two main stages, namely texture feature extraction and
pixel classification, are involved in the whole process. They are
explained in detail below.
During texture feature extraction, features based on the first

four moments of the intensity distributions resulting after ap-

plying a multiscale local jet of second order [25] on a subsam-
pled version of the input image (1024 pixels wide) are obtained.
These moments are computed inside the lung fields on a grid
with a spacing of 8 pixels considering circular patches with a
radius of 32 pixels [26]. Several spatial features, such as the
normalized horizontal and vertical positions, and the distances
to the lung wall and the center of gravity of both lungs, comple-
ment the lung parenchyma characterization.
In the next stage, classification of each of the previously ob-

tained feature vectors is carried out by a k-nearest neighbors
(k-NN) classifier. The k-NN classifier is trained by following
the supervised setting explained before. One particularity, how-
ever, is that the feature vectors corresponding to normal pixels
in abnormal images are not taken into account. The reason is
that, due to the diffuse and sometimes subtle nature of the le-
sions associated with TB, it is not possible to guarantee that the
normal regions from abnormal images are indeed completely
normal. After texture classification, a heat map indicating the
abnormality of each pixel belonging to lung parenchyma is pro-
duced. To aggregate the classifier output into a single image
score, the 95th percentile from the cumulative distribution of
patch scores is computed [27].
Since the MIL approaches evaluated in this study are based

on SVMs (see the next sections), and SVMs lead to a better
performance than k-NN for supervised classification (see
Section IV-E), besides the k-NN classifier mentioned above, we
experiment with an SVM provided with a Gaussian kernel as
the main pattern recognition component of the supervised CAD
system. In this way, we can compare our MIL-based approach
with the best supervised alternative available.

B. MIL-Based CAD System

The alternative MIL-based CAD system investigated in this
study comprises the same stages as the supervised one but re-
places the supervised classifier with a MIL-based technique.
MIL is a generalization of supervised classification that asso-

ciates training class labels with sets of patterns (referred to as
bags) instead of individual patterns (referred to as instances)
[16], [28]. Although every instance may possess a true class
label, it is assumed that this label can only be indirectly ac-
cessed through its corresponding bag label. By definition, a bag
receives a particular class label if at least one of its instances
possesses that label. In the case of binary classification, this
means that a bag is labeled positive if at least one of its in-
stances is positive. As a result, the utilized classifier has to learn
how to deal with the ambiguity of not knowing which of the in-
stances are positive and which are negative. This added require-
ment with respect to supervised classification makes MIL more
challenging but, at the same time, more interesting. If instead
of regarding the lack of knowledge about the labels of the indi-
vidual patterns as a limitation we think of it as a simplification,
the advantage of MIL considering CAD applications becomes
evident: detailed lesion annotations are no longer required for
training, as the case- or image-level condition provides all the
necessary information. For our TB detection problem, in partic-
ular, labeling a CXR as abnormal is clearly much easier than
accurately outlining its abnormal regions. Moreover, moving
from the previous supervised approach to a MIL-based one is
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straightforward, as the CXRs naturally become the bags and,
consequently, the texture feature vectors associated with lung
parenchyma become the instances.
miSVM Formulation: Taking into account the above MIL

setting, we have explored the miSVM formulation proposed in
[17] as our baseline method. It bears the crucial advantage of
allowing instance-level scores to be recovered after classifica-
tion, which in turn let us to compose heat maps showing the
affected lung regions as with any supervised approach. This
feature is not offered by other MIL methods such as citation
k-NN [29], diverse density SVM (DD-SVM) [30], generalized
expectation-maximization diverse density (GEM-DD) [31] or
multiple-instance learning with instance selection (MILIS) [32]
that only yield bag-level scores and, thus, limit the amount of
information that could be output. Another interesting property
of miSVM is that it attempts to select all the true-positive in-
stances in the positive bags during training and not just a single
or a few representatives as related methods such as maximum
bag margin SVM (MISVM) [17], expectation-maximization di-
verse density (EM-DD) [33], random walk SVM (RW-SVM)
[34] or multiple-instance learning via disambiguation (MILD)
[35] do. By selecting the most positive instances, it is likely that
thesemethods will only learn from samples corresponding to the
obvious lesions, while disregarding the samples corresponding
to the more subtle ones. As a consequence, they may lead to de-
creased sensitivity. On the other hand, the drawback of miSVM
is that it could allow some false-positive instances to be selected
as well. However, as long as the true-positive instances domi-
nate the positive set in the training data, the instance-based SVM
used by the algorithm will be able to deal with the resulting
ambiguity.
Besides the alternatives discussed above, other label imputa-

tion methods such as multiple-instance learning via embedded
instance selection (MILES) [36] attempt to identify the posi-
tive instances in the negative bags in addition to the positive
instances in the positive bags. However, such an approach is
not necessary in our case, as all the instances from normal im-
ages are believed to be normal. Therefore, if we were to modify
their labels during training, the system’s specificity might be
compromised.
Given the instance labels , , ,

with being the number of training instances , and the bag
labels , , , with being the
number of training bags , , the miSVM
formulation can be written as

(1)

where and are the weight vector and the offset of the SVM,
respectively, is the penalization parameter for the misclas-
sified instances, and are slack variables as known from the

Fig. 2. Heuristic for miSVM optimization proposed in [17].

standard soft-margin SVM [37]. The modified set of constraints
with respect to the latter aims at enforcing the MIL problem
definition. In this way, the soft-margin criterion is maximized
jointly over possible label assignments and hyperplanes under
the condition that at least one instance from every positive bag
is in the positive halfspace, while all patterns belonging to the
negative bags are in the negative halfspace. Since the miSVM
formulation leads to a challenging computational problem, the
solution is obtained by the optimization heuristic shown
in Fig. 2.

III. PROPOSED MIL METHOD

Despite the advantageous features discussed in the previous
section, we have observed several issues with the miSVM
heuristic shown in Fig. 2 that lead to low performance given
our CAD application. Those issues are as follows.
1) Underestimation of the number of positive instances in the
positive bags1

2) Slow configuration-dependent convergence.
3) Label uncertainty due to instance reclassification.
Therefore, in order to tackle these problems, we propose the
alternative algorithm for miSVM optimization shown in Fig. 3.
One major difference with respect to the original miSVM
heuristic is that we use probability estimates, , instead of
the SVM’s decision values, , when deciding what instances
should be relabeled. In this way, problem 1 is addressed, as
there is now more control over the positive instances to be kept.
Furthermore, by properly tuning the probability threshold, ,
the iterative procedure can be eliminated, which leads to a
single-iteration version of the proposed algorithm and, thus,
solves problem 2. Finally, by discarding the instances that
change their label after reclassification, the uncertainty men-
tioned in problem 3 is avoided. In the following sections, we
elaborate about the key components that make up the proposed
method.

A. Adding Probability Estimates

One major drawback of the original miSVM heuristic is that,
given our training data, it tended to underestimate the number

1Although this issue is specifically referred to as underestimation of the
number of positive instances in the positive bags, in general, either underesti-
mation or overestimation may be experienced depending on the characteristics
of the training data. The solution provided in this paper is also applicable in
the latter case.
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Fig. 3. New algorithm for miSVM optimization.

Fig. 4. The effect of sigmoid fitting during the first and last iterations of the
new algorithm proposed to solve the miSVM problem. Notice the shift of the
threshold used to relabel the instances in the positive bags (vertical lines located
around 0.08 instead of 0 on the decision value axis).

of positive instances in the positive bags. For example, for the
image set from Zambia2 (see Section IV-B), the fraction of pos-
itive instances that were still labeled as positive after iterative
refinement (i.e., the true-positive instances) was less than half.
As a result, the performance yielded by the miSVM-based CAD
system was rather poor (see Section IV-E).
In order to overcome this problem, we propose to follow a

similar probability estimation procedure as the one suggested
in [38] and utilize the estimates computed by this procedure
instead of the sign of the SVM’s decision function when de-
ciding which instances in the positive bags are to be relabeled

2This kind of analysis can only be conducted on the Zambia database, as it is
the only one for which lesion annotations, and thus instance labels, are available.

during iterative refinement. The model for probability estima-
tion is given by

(2)

where is the decision value yielded by the SVM, and and
are parameters determined by minimizing the negative log like-
lihood of the training data (see [38] for details). The motivation
to include this probability estimation procedure is twofold.
1) The method in [38] aims at deriving an unbiased training
set for fitting the sigmoid function that models the
class-conditional densities between the SVM’s margins,
which is achieved by means of cross-validation. From
here, it is expected that, by including a cross-validation
approach during training, a better, unbiased estimate of the
instances’ “positiveness” is obtained after classification.
This is contrary to the biased approach followed by the
original heuristic, where the decision values computed
after classifying the exact same training set are assessed
with no additional processing.

2) The sigmoid fitting mechanism itself contributes to further
modifying the threshold used to relabel the instances in the
positive bags as a result of adapting the sigmoid’s param-
eters to the cross-validated data. Graphically, this modifi-
cation is observed as a shift of the point where the sigmoid
reaches 0.5 with respect to the point where the SVM’s de-
cision function is zero. Fig. 4 shows the aforementioned
effect. Notice how the threshold values after the first and
last iteration (indicated with vertical lines of the respec-
tive colors) are located around 0.08 instead of 0 on the
decision value axis. This new probability-driven threshold
leads to more instances being labeled as positive than when
the sign of the decision function is used. This effect is cu-
mulative along the several iterations that make up the re-
finement process. Thus, even in this particular example,
where the threshold differences seem marginal, the overall
changes are substantial. Furthermore, by varying the prob-
ability threshold, even more suitable modifications of the
final SVM solution can be obtained, since, in this way, it is
possible to control the amount of instances that are kept in
the positive part of the training set.

In addition to the arguments given above in favor of the pro-
posed procedure, the following remarks are worth mentioning:
• The cross-validation approach indicated in point 1 is a
time-consuming process and may become a burden de-
pending on the number of utilized folds. Therefore, in
order to minimize the additional computation time, paral-
lelizing the fold classification routines is suggested. Given
the ubiquity of multi-core processors, this task should be
easy to accomplish.

• Care should be takenwhen setting the probability threshold
used during iterative refinement. For example, by lowering
this threshold, more instances would be labeled as posi-
tive, and the method will be less prone to underestima-
tion. However, as the number of false positives included
in the training set may also increase, the classifiers’ speci-
ficity may be compromised. For that reason, the best option
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Fig. 5. Accumulated percentage of changed labels per refinement iteration.

would be to treat the probability threshold as a free param-
eter and tune it appropriately according to the particulari-
ties of the given data.

• Although it could be argued that a similar varying-
threshold strategy could be attempted directly on the
decision values, their uncalibrated nature would make
it difficult to specify a sensible setting. Moreover, the
concept of decision value is not as intuitive and does not
convey as much information as the concept of probability.
Perhaps, an alternative approach would be to sort the deci-
sion values and use a quantile rule to define the threshold.
However, such an approach could be influenced by the
ratio of positive to negative instances, which would be
difficult to estimate and correct for if instance labels are
not available.

B. Single-Iteration Refinement

Another issue with the miSVM heuristic is its slow conver-
gence. This problem, which is also experienced when proba-
bility estimates are included, is more or less severe depending
on the utilized data, algorithm and parameter set. In fact, we
have observed that the number of necessary iterations signifi-
cantly varied along the different experiments carried out in this
study (see, e.g., Table III). On the other hand, we have also ob-
served that the large majority of the initially imputed positive
labels changed their value during the first iterations of the re-
finement process. As an example, Fig. 5 shows that around 87%
of the label changes occurred after the first 10 iterations given
the image set from Zambia (see Section IV-B). Consequently,
the remaining iterations can be regarded merely as a fine tuning
step, and we can safely assume that, the later the iteration, the
lesser the effect on the computed SVM solution.
Considering the above observation and taking advantage of

the new feature provided by the probability-driven mechanism
described in the previous section, we introduce a further mod-
ification that consists of setting the probability threshold to a
relatively high value (e.g., 0.6) in such a way that a large frac-
tion of the instances in the positive bags is labeled as negative
after the first iteration. As a result, subsequent refinement be-
comes unnecessary, which allows us to avoid all the compu-

tational issues introduced by the iterative procedure. Note that
the nature of this approach is opposite to the one exposed in the
previous section, which actually pointed at lowering the proba-
bility threshold in order to improve the performance. The reason
is that, in the current case, there will be no cumulative effect due
to the absence of iteration. Once a relabeled training set is ob-
tained, a standard supervised SVM can be trained.

C. Discarding the Negative Samples of the Positive Bags

The final improvement with respect to the original miSVM
heuristic consists of discarding the instances that were initially
imputed as positive but became negative as a result of the refine-
ment process (either after one or several iterations) instead of
keeping them in the negative part of the training set. Themotiva-
tion for this approach is given by the training strategy followed
by the supervised CAD system described in Section II-A, which
discards the samples belonging to normal regions on abnormal
images due to the uncertainty inherent to TB lesions and the le-
sion annotation process itself. From this perspective, we may
safely assume that such uncertainty is also present in the con-
text of MIL-based CAD and is even higher due to the weaker
supervision (image labels versus lesion annotations) and the as-
sociated possibility of erroneous label imputation. In this sense,
if the number of false negatives included in the training set is
high, the SVM’s training algorithm may be biased to label sim-
ilar positive instances as negative during classification, thus de-
creasing the classifier’s sensitivity. By discarding the uncertain
instances, that risk is eliminated.

IV. EXPERIMENTS AND RESULTS

A. Evaluated Approaches

We evaluated the detection performance of five CAD sys-
tems, each one using a different pattern recognition approach for
pixel classification. The evaluated approaches are listed below:
1) The conventional CAD system described in Section II-A
provided with a supervised k-NN classifier. This system
will be referred to as k-NN.

2) The conventional CAD system described in Section II-A
provided with a supervised SVM. This system will be re-
ferred to as SVM.

3) A MIL-based CAD system using the miSVM classifier
optimized with the original heuristic proposed in [17] as
shown in Fig. 2. This system will be referred to as miSVM.

4) A MIL-based CAD system utilizing the miSVM classi-
fier optimized with the new algorithm shown in Fig. 3,
which includes the probability estimation and data dis-
carding procedures described in Sections III-A and III-C.
This system will be referred to as miSVM+PEDD.

5) The same system as above but with its classifier optimized
with a single iteration of the new algorithm shown in Fig. 3
as explained in Section III-B. This system will be referred
to as si-miSVM+PEDD.

B. Image Data

Three CXR databases collected in Zambia, Tanzania and The
Gambia were used in this study. Detailed information is given
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TABLE I
INFORMATION ABOUT THE CXR DATABASES USED IN THIS STUDY

below and in Table I. Example images are shown in the first
column of Fig. 9.
The images in the first database were acquired at a busy

urban health center in Lusaka, Zambia and correspond to highly
TB-suspect subjects. Clinical practice establishes that, based
on the outcome of X-ray examination (and symptoms), further
tests (e.g., sputum smear, culture, or Xpert) may be performed
on these subjects. This image set will be referred to as the
Zambia database. The images in the second database were col-
lected in the course of two TB cohort studies at Ifakara Health
Institute in Bagamoyo, Tanzania. Study participants were
recruited from adult individuals actively presenting to different
clinics in the area and reporting symptoms suggestive of TB.
This image set will be referred to as the Tanzania database. The
images in the third database correspond to a subset obtained
from the national TB prevalence survey that was carried out
in The Gambia between December 2011 and January 2013.
As such, not all the individuals were symptomatic, which is
a major difference between this population and the previous
two. Examinations were conducted at 80 clusters that adhered
to WHO guidelines for TB prevalence surveys. This image set
will be referred to as the Gambia database. All the databases
correspond to a random sample of their original populations (in
the latter case, taking into account only those images having
consensus; see later).
Each of the databases was divided into a training and a test

set with similar proportions of normal and abnormal cases.
Given the CXR-based methodology followed in this study, case
condition was established by means of radiological evidence.
The images from Zambia and Tanzania were assessed by
certified readers trained according to the CRRS tuberculosis
scoring system [39]. In case of doubt, the assessment was
verified by an experienced chest radiologist. The images from
The Gambia were read both by clinical officers and a central
panel of radiologists. The subset utilized in our experiments
corresponds to images for which both readings agreed.
Leaving aside the aforementioned characteristics, the most

relevant aspects of these databases in the context of the cur-
rent study are the various scanning devices utilized to acquire
the CXRs and the different levels of detail of the available la-
beling (lesion annotations or image labels). These differences
allow us to emulate an adverse situation with varying condi-
tions that is suitable to determine the strengths and weaknesses

of both the supervised and MIL-based CAD systems. In this re-
spect, the Zambia database represents the baseline, favorable
scenario, where both training and test images are similar, and
detailed annotations are available; therefore, both the super-
vised and MIL-based systems can be appropriately optimized.
Conversely, for the remaining databases, the operating condi-
tions are worsened, as the images to be evaluated significantly
differ from the ones in the previous database, which were used
to train the CAD systems. Under the new conditions, perhaps
the most appealing approach would be to retrain the systems.
However, while retraining is possible for the MIL-based sys-
tems, given the availability of image labels, this is not an option
for the supervised systems, as there is not enough information
for their training algorithms to proceed. The results shown in
Section IV-E take into account these conditions. Thus, while
all the results reported for the supervised approaches (k-NN
and SVM) correspond to systems trained on the Zambia data-
base only, the results reported for the MIL-based approaches
(miSVM, miSVM+PEDD, and si-miSVM+PEDD) correspond
to systems that were (re)trained on each database. Nevertheless,
although the supervised systems could not be retrained on the
Tanzania and Gambia databases, in an attempt to obtain their
best performance, we rescaled the images in the Zambia data-
base in such a way that the pixel intensity distribution inside the
lung fields was similar either to the one of the Tanzania or the
one of the Gambia database, depending on which database was
evaluated. Afterwards, the supervised systems were retrained
accordingly, using the modified image sets.

C. Evaluation

Detection performance was evaluated using case-based
receiver operating characteristic (ROC) analysis. The area
under the ROC curve (AUC) was utilized as a performance
measure. Statistical significance of the performance difference
between pairs of evaluated approaches was determined by
means of DeLong’s test [40]. Given the aim of the study,
comparisons with the supervised approach (SVM) and the
original miSVM method (miSVM) were of paramount impor-
tance; therefore, five comparisons per experiment (SVM versus
miSVM, miSVM+PEDD and si-miSVM+PEDD, and miSVM
versus miSVM+PEDD and si-miSVM+PEDD) were carried
out. Due to the multiple comparisons, performance differences
were considered significant if (0.05/5) by applying
the Bonferroni correction.
Besides the detection performance, the training time of the

compared approaches and the number of iterations performed
by the MIL methods until convergence was reached was also
measured. An Intel i5 computer at 3.10 GHz with 12 GB of
RAM was utilized for this purpose.

D. Classifier Configuration

Since soft-margin SVMs provided with the Gaussian kernel
were used in our experiments, careful parameter selection was
required in order to obtain a reasonable (hopefully, the best) per-
formance. The two optimized parameters were the penalization
coefficient, [see (1)], and the width of the Gaussian function,
. In addition, appropriate values for the probability threshold,
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Fig. 6. ROC curves yielded by the evaluated approaches on the Zambia data-
base.

, of miSVM+PEDD and si-miSVM+PEDD had to be deter-
mined. To carry out this process, we adopted well-known strate-
gies such as cross-validation and grid search considering the
training set. The number of cross-validated folds was set to
two. The search points for and were determined by fol-
lowing similar approaches as the ones described in [41] and
[42]. In particular, was separated into two parameters,
and , that were, respectively, associated with the normal and
abnormal instances. While was set to one, was searched
over . For , the grid was set by randomly
sampling 1000 data points, computing their pairwise distances
and deriving the 5th, 10th, 30th, 50th, 70th, 90th, and 95th per-
centile, with results for each percentile being averaged over ten
trials. Finally, for , values in the set
were explored. The performance yielded by the different pa-
rameter combinations was assessed by means of the AUC. The
basic SVM algorithms corresponded to those implemented in
LIBSVM [43]. Regarding the k-NN classifier, the number of
nearest neighbors was set according to [5]. A value of
was found optimal.

E. Results

The detection results for the evaluated approaches are listed
in Table II. Statistical significant differences are shown in bold.
Additional results, in the form of ROC curves, are shown in
Figs. 6–8. The measured training times and the number of per-
formed iterations are reported in Table III. Nonparallelized im-
plementations of the proposed MIL algorithms were used.

V. DISCUSSION

Before discussing the main results of the paper, we first as-
sess the performance of the two supervised methods evaluated
in our experiments. The results in Table II indicate that SVM is
at least comparable and most times better than k-NN, which is

Fig. 7. ROC curves yielded by the evaluated approaches on the Tanzania data-
base.

Fig. 8. ROC curves yielded by the evaluated approaches on the Gambia data-
base.

the classifier utilized by the original supervised CAD system de-
scribed in Section II-A. As stated before, the selection of SVM
as the supervised technique to compare with was not only mo-
tivated by its similarity to the MIL-based methods but mainly
by the intention of comparing with the best supervised classi-
fier available. Although previous work [2] has shown that a re-
lated system using a k-NN classifier can achieve a higher AUC
(0.91) than the ones reported in this paper for data obtained
from the same population (Zambia), substantial differences in
the experimental setup make direct comparison with the current
study inaccurate. First, the test set evaluated in [2] was com-
posed of only 161 CXRs, whereas the test set evaluated in this
study was almost three times larger; as a consequence, we may
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TABLE II
DETECTION PERFORMANCE (AUC) ON THE EVALUATED DATA SETS AND THE -VALUES OBTAINED WHEN COMPARING WITH SVM
(VERSUS SVM) AND MISVM (VERSUS MISVM) AS DESCRIBED IN SECTION IV-C. SIGNIFICANT DIFFERENCES ARE SHOWN IN BOLD

TABLE III
CPU TIME AND NUMBER OF ITERATIONS REQUIRED BY SVM AND THE MIL-BASED METHODS TO COMPLETE THEIR TRAINING STAGE.

REPORTED CPU TIMES ARE IN SECONDS

cover a wider variety of patterns. Second, the percentage of ab-
normal cases in [2] was 75%,which is much higher than the 54%
corresponding to our data set; therefore, more favorable condi-
tions for automatic detection may have been provided. Third,
while the training set used in this study consisted of 461 im-
ages, the training set used in [2] was more than two times larger
(945 images); thus, more relevant examples from which to learn
may have been found. Finally, the texture-based system evalu-
ated in [2] was paired with an additional module that aimed at
detecting CXRs containing substantial parenchymal abnormal-
ities that may lead to erroneous segmentation of the lung fields;
therefore, the performance reported in [2] corresponds to a com-
bination of systems and not to a single system as in the current
paper. In view of this argumentation (and despite similar issues),
a recent study byMuyoyeta et al. [4], in which a larger test set is
evaluated, may be a more suitable reference. There, an AUC of
0.84 is reported for k-NN. Thus, given our and others’ results,
we conclude that SVM is the best choice for the supervised CAD
system and will only include this supervised alternative in the
following discussion.
Starting with the baseline scenario, where lesion annotations

are available, the results in Table II show that SVM obtains a
higher AUC than the remaining approaches, although the dif-
ference is significant only when comparing with miSVM (

; and in the other cases). This
higher AUC is not surprising, as, by definition, the supervised
system exploits the provided information to the greatest ex-
tent, whereas the MIL-based approaches take into account par-
tial knowledge only. However, we should notice that the differ-
ence between SVM and si-miSVM+PEDD is not considerable,
which demonstrates that highly competitive results can be ob-
tained with the proposed method despite the limited amount of
supervision. Thus, by following our approach, it would be pos-
sible to develop CAD systems that achieve good performance,
while avoiding the time-consuming lesion annotation process.

Our experimental results on the Zambia database also in-
dicate that the proposed algorithm introduced to overcome
the pitfalls of the original miSVM heuristic achieved not only
a significant but a substantial improvement,
which is noticeable in terms of both AUC and heat maps.
For instance, columns three to five of the first row of Fig. 9
show the heat maps produced by miSVM, miSVM+PEDD, and
si-miSVM+PEDD for an abnormal case.While miSVM+PEDD
and si-miSVM+PEDD clearly prompt the lesions on both lungs
and assign an image score that indicates abnormality (above
50), miSVM barely highlights the affected zones. The reason,
as mentioned in Section III-A, is that miSVM tends to under-
estimate the number of true-positive instances in the positive
bags during training, which leads to decreased sensitivity. Con-
sidering the Zambia database, miSVM retained 44.94% of the
true positives, whereas miSVM+PEDD and si-miSVM+PEDD
retained 55.75% and 84.01% of the true positives, respectively.
As a result, more truly abnormal examples from which to learn
were available for the latter approaches; therefore, they could
better identify the abnormal instances of the test images. How-
ever, along with the increased sensitivity, there is a side effect
that consists of allowing more false-positive instances to remain
in the positive bags. Since these instances are regarded as truly
positive examples during the final training step, the resulting
model may become slightly more aggressive. This effect can be
observed in the first two rows of Fig. 9, where miSVM+PEDD
and si-miSVM+PEDD highlight more erroneous regions than
miSVM. Nevertheless, those false-positive detections are not
relevant compared with the true-positive detections, and the
score assigned at the image level reflects the true condition of
the cases.
Comparing si-miSVM+PEDD to miSVM+PEDD in terms

of AUC, the former performed only slightly better than the
latter; however, despite the similar performance, we believe
that there is indeed a limiting factor in miSVM+PEDD that
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Fig. 9. Examples of CXRs (first column) and the heat maps and scores produced by the evaluated approaches (second to fifth columns). The CXRs are shown
with their image label. Annotated lesions (only available for the Zambia database) are outlined in red. On the heat maps, warm colors indicate abnormality.
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may lead to suboptimal system configuration. Our reasoning
is that the cumulative effect of the iterative procedure utilized
by miSVM+PEDD contributes to increase the difficulty of
the parameter selection process, as the parameter set is kept
constant along all the iterations. This observation is also valid
for miSVM. Probably, by optimizing the parameter set at each
iteration, a more accurate model could be obtained. Unfortu-
nately, such an approach would drastically increase the training
time, unless an elaborate parallelization strategy is devised.
One option would be to utilize the cross-validation procedure
carried out during probability estimation to also optimize
the SVM parameters. However, even in that case, the proba-
bility threshold would still have to be optimized in a separate
cross-validation loop. In this regard, si-miSVM+PEDD consti-
tutes a more advantageous alternative, as it yields comparable
results, while avoiding any performance issues associated with
an iterative approach.
Moving to the Tanzania database, the most noticeable out-

come is the considerable drop in performance of SVM. This is
certainly a consequence of the (large) difference between the
images in this set and the images in the Zambia database, which
were used to train the system. Apparently, the mismatch be-
tween image sets goes beyond pixel intensity differences, as
performance degradation was experienced after correcting the
pixel intensity distributions as indicated in Section IV-B. By in-
specting the heat maps yielded by SVM (e.g., second column of
rows three and four of Fig. 9), we can identify the reason behind
its performance drop. While the system maintained its high sen-
sitivity, as shown by the detected lesion on the abnormal image
and the high assigned score, it was not able to maintain its high
specificity and produced a large number of false-positive detec-
tions (mostly rib crossings and other bony structures). TheMIL-
based approaches, on the other hand, being optimized according
to the particularities of the new data, achieved a significantly
better performance in most cases ( , ,
and for si-miSVM+PEDD, miSVM+PEDD, and
miSVM, respectively) and remained consistent with the results
reported on the previous database.
Among the MIL-based methods, both versions of the pro-

posed algorithm yielded again a significantly higher AUC than
the original miSVM heuristic ( and
for si-miSVM+PEDD and miSVM+PEDD, respectively). This
difference is also appreciated on the obtained heat maps (e.g.,
Fig. 9, columns three to five of rows three and four), where the
actual lesions are more strongly indicated by si-miSVM+PEDD
and, especially, by miSVM+PEDD. The downside in the latter
case is that more false-positive detections are also present.
As with the previous database, the parameters determined
for si-miSVM+PEDD, in particular the probability threshold,
seem to be slightly more adequate than those determined
for miSVM+PEDD. In this sense, the more conservative
probability threshold set for si-miSVM+PEDD results in less
false-positive detections and even virtually “clean” maps for a
large number of normal images.
A similar trend as with the image set from Tanzania is ob-

served on the Gambia database, although, in this case, the AUC
values are much higher. In general, the lesions in this set are
more perceptible than in the previous databases; therefore, the

detection task is easier. Under those favorable conditions, even
SVM achieved good performance despite being trained on a
different image set. Notwithstanding, the same issues related
to lower specificity pointed out before are also evident here as
shown in the second column of rows five and six of Fig. 9, where
several false-positive detections are visible, especially on the
normal image. As a result, the performance of SVM is again sig-
nificantly lower than the performance yielded by both versions
of the proposed MIL method ( and for
si-miSVM+PEDD and miSVM+PEDD, respectively).
Given the greater conspicuousness of the lesions in the

Gambia database, the gap between miSVM and both ver-
sions of the proposed MIL method is also narrower than
before. While there is still a significant difference when
comparing with miSVM+PEDD , the dif-
ference with si-miSVM+PEDD is not significant anymore

. Nevertheless, there are several cases where both
miSVM+PEDD and si-miSVM+PEDD are more confident
about truly affected lung areas as shown in columns three to
five of row five of Fig. 9. The better assessment of those cases
leads to an overall higher sensitivity. Regarding specificity,
the three MIL-based systems are comparable and, in general,
produce very clean heat maps and low scores for normal images
(e.g., columns three to five of the last row of Fig. 9).
Besides the whole-curve analysis (in terms of AUC) dis-

cussed above, additional assessment at particular operating
points related to the intended application of the evaluated CAD
methodology is worth to be carried out. In this respect, we may
consider triage as the most relevant application, especially in
the context of screening. In this context, the CAD score could
be used as a screening tool prior to Xpert or culture in such
a way that the human reading burden is minimized (ideally
eliminated), and the efficiency of the subsequent tests (whose
availability in high-TB-prevalence regions is often limited) is
maximized. Since under screening settings a low false negative
rate is desirable, and a high false positive rate is tolerable
[11], an operating point that yields high sensitivity (e.g., above
90%) with at least medium specificity (e.g., above 50%) could
be adopted [44]. Considering these settings, similar or even
better trends than with the AUC values discussed above are
noticed. For instance, as shown in Fig. 6, si-miSVM+PEDD
achieves virtually the same sensitivity as SVM while main-
taining a substantial gap with respect to miSVM. Next, in
Fig. 7, we can observe that the performance difference between
si-miSVM+PEDD, and miSVM and SVM is considerable as
well. Finally, in Fig. 8, the gap with miSVM is narrowed, but
the advantage over SVM is still appreciable.
In terms of training time, si-miSVM+PEDD clearly outper-

formed miSVM and miSVM+PEDD. As shown in Table III,
si-miSVM+PEDD took more than 4 and 28 times less CPU
time than miSVM and miSVM+PEDD, respectively, in order
to optimize the final SVM models. The difference with miSVM
could be further increased if a parallelized implementation of
si-miSVM+PEDD, as suggested in Section III-A, was utilized.
Another important point to take into account in this analysis is
the number of iterations required to reach convergence, which
is mostly determined by the characteristics of the data. Since
such a factor cannot be controlled or even quantified, it would
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be very difficult to predict how long the training stage of the it-
erative approaches would take, which is certainly inconvenient
in time-constrained applications. Obviously, this is not an issue
for si-miSVM+PEDD, as it always performs a single refinement
iteration. For completeness, the training time corresponding to
SVM is also included in Table III. As it would be expected, it
is the lowest one and by a large margin. However, the bene-
fits shown by si-miSVM+PEDD well deserve the increase in
training time.
Although it is not possible to directly compare the perfor-

mance of the approaches evaluated in this paper with that of ex-
ternal alternatives reported in the literature due to the differences
in methodology and the lack of publicly available databases, we
now attempt to highlight certain key characteristics that may
serve as a basis for informal assessment. One of those charac-
teristics is, for example, the number and size of the data sets used
for experimentation, which is typically restricted to one data set
consisting of roughly hundred images (e.g., [6]–[8]). In this re-
gard, the closest study to ours is perhaps the one by Jaeger et al.
[3], who experimented with two data sets composed of 138 and
615 CXRs, respectively. While this is still well below the three
data sets of more than 850 CRXs considered in our study, it pro-
vides a more reliable performance reference than the remaining
alternative approaches. Given those two data sets, Jaeger et al.
reported AUCs of 0.87 and 0.90, which are quite comparable
to the AUCs we obtained. Although other researchers such as
Tan et al. [8] reported a higher AUC of 0.93, as pointed out
before, experimentation was performed using a small image set
(95 CXRs). Another important difference with [3] is the number
of utilized features. While sets of 192 and 594 features were
computed by Jaeger et al., we used only 106 features indepen-
dently of the data set being processed. In consequence, we may
state that we could achieve similar performance with less fea-
ture complexity. Remarkably, the approach in [3] considers the
whole lung area as the region of interest (ROI), which leads to
a similar labeling scheme to ours, although not to a similar ma-
chine learning method. Perhaps, a large number of features as
mentioned before is a requirement to achieve reasonable results
for such an ROI. Additionally, an issue with this approach is
that it does not provide lesion localization, as there is no at-
tempt to perform pixel or region classification. As a result, no
output equivalent to a heat map could be obtained. Furthermore,
since no detailed classification is available, it is not possible to
be sure if the actual lesions are being detected, or if they are
truly driving the abnormality scores. Another issue may be the
size of the lesions the system can learn to discriminate. Given
that a single feature vector is associated with both lung fields,
it is likely that the smaller the lesion, the lower the influence in
the whole set of histograms and moments computed at this large
integration scale.
Related to the discussion earlier, one limitation of the current

study (and similar studies reported in the literature) is that the
evaluation was carried out at the image level, which required all
the information provided by the pixel classification stage to be
summarized into a single image score with the subsequent loss
of detail. Although this kind of evaluation is arguably the most
relevant for the type of applications our system is mainly aimed
at (e.g., triage), more specific applications may require a more

detailed or localized assessment or even a different strategy
to summarize the scores resulting from pixel classification. In
this respect, using the 95th percentile of the pixel scores as the
image-level score is a limiting factor of our approach itself, as
it is related to the minimum amount of pixels representing dis-
eased tissue a CXR must show in order to be possible to prompt
it as abnormal. As future work, we will investigate if a higher
percentile provides a better trade-off between detectability and
specificity. Another limitation is that the proposed approach has
been specifically targeted at detecting textural lesions. Despite
being textural abnormalities the predominant manifestations of
TB, they certainly not cover the whole spectrum. Thus, although
our MIL-based method is believed to be general enough to deal
with any problem that follows a classification strategy similar
to the one described in this paper, if it was aimed at detecting
other types of lesion, somemodifications and perhaps a different
evaluation scheme may be needed.
Apart from the MIL-based methods proposed in this paper,

other approaches to adapting to different scenarios while re-
ducing the amount of effort required to optimize a CAD system
exist. For instance, one alternative would be to standardize the
processed images in order to make the difference among them
minimal. The idea would be to have a single training set for
CAD optimization and to transform any other input image in
such a way that its characteristics are as close as possible as
those observed in that training set. Unfortunately, devising this
kind of procedure is not trivial, as there are many factors, such
as the scanners’ intrinsic parameters or the different proprietary
postprocessing algorithms applied by their manufacturers, that
have to be taken into account. In addition, the required stan-
dardization may also be problem dependent. As our results have
shown, correcting for intensity distribution mismatch does not
seem to be enough in order to avoid performance degradation.
Given that our problem consists of detecting textural abnormal-
ities, perhaps some sort of textural correction procedure that,
for example, takes into account the specific filtering mecha-
nisms utilized during feature extraction, would be more appro-
priate. As can be seen, the type of standardization to apply and
its implementation remain open issues and are certainly not as
straightforward as retraining a CAD system by taking advan-
tage of the low supervision requirements of MIL.
Another option would be to derive invariant features sim-

ilar to those proposed in the more general computer vision
field (e.g., [45]–[47]). The local binary pattern operator, for
instance, is by definition invariant to any monotonic gray-scale
transformation. However, if the variations experienced when
processing different images are more involved than the (rather
simple) transformations for which these kind of features are
designed, achieving the desired level of invariance would not
be possible. Thus, in order to deal with those situations, more
elaborate strategies as with the previous alternative would be
necessary, and, once again, the advantages of the proposed
method become evident.
Finally, besides MIL, other machine learning approaches

could be applied. For example, a semisupervised learning
technique [48], [49] could use a lesion-labeled training set in
conjunction with unlabeled data from a new source to improve
the prediction performance of a supervised classifier given the
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new operating conditions. As shown in [50], MIL and semisu-
pervised learning are closely related, and both approaches,
though seemingly different, can be unified under a common
framework. However, despite the established links, we believe
that, for detection tasks across different settings, the kind of
supervision utilized in MIL is more accurate and more infor-
mative about the particularities of the new data. While in MIL,
labeling of the new training data, even if it is only partial, is
given, in semisupervised learning, that labeling (or the way the
unlabeled set modifies the labeled set) has to be inferred.

VI. CONCLUSION

In this paper, a novel CAD approach for detecting tubercu-
losis on chest X-rays based on multiple-instance learning has
been presented. The main advantage of the proposed approach,
in comparison to traditional supervised CAD methods, is the
lower labeling detail required during optimization. As we have
shown, by utilizing image labels instead of precisely outlined
lesions, highly competitive results have been obtained. Thus,
by following the proposed approach, the time-consuming lesion
annotation process commonly carried out to collect training data
could be avoided. In addition, the weak supervision required by
our method allowed us to easily retrain a previously optimized
system in order to adapt to different operating conditions, as
when processing images acquired by different devices. Such an
expedient feature could largely facilitate (re)deployment of ef-
fective CAD solutions in real-word applications.
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