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Segmentation of the Posterior Ribs in
Chest Radiographs Using Iterated

Contextual Pixel Classification
Marco Loog* and Bram van Ginneken, Member, IEEE

Abstract—The task of segmenting the posterior ribs within the
lung fields of standard posteroanterior chest radiographs is consid-
ered. To this end, an iterative, pixel-based, supervised, statistical
classification method is used, which is called iterated contextual
pixel classification (ICPC). Starting from an initial rib segmenta-
tion obtained from pixel classification, ICPC updates it by reclassi-
fying every pixel, based on the original features and, additionally,
class label information of pixels in the neighborhood of the pixel to
be reclassified.

The method is evaluated on 30 radiographs taken from the JSRT
(Japanese Society of Radiological Technology) database. All poste-
rior ribs within the lung fields in these images have been traced
manually by two observers. The first observer’s segmentations are
set as the gold standard; ICPC is trained using these segmenta-
tions. In a sixfold cross-validation experiment, ICPC achieves a
classification accuracy of 0.86 0.06, as compared to 0.94 0.02
for the second human observer.

Index Terms—Chest radiograph, iterated contextual pixel clas-
sification, pixel classification, rib segmentation, statistical pattern
recognition.

I. INTRODUCTION

COMPUTER analysis of chest images for computer-aided
diagnosis (CAD) can benefit from an accurate delineation

of the rib cage, which makes this segmentation task of great
practical importance. Precise identification of the ribs can aid in
the detection of rib lesions and the localization of lung lesions
[1], [2]. In general, ribs are often used as a suitable frame of ref-
erence within the lung fields and once a segmentation is avail-
able, such a reference frame could be benefitted from in further
computer analysis of the chest. Furthermore, delineation may,
for example, lead to a decreased number of false positive find-
ings in computerized detection of abnormalities, because such
findings are often located on crossings of posterior and anterior
ribs, and hence to an overall improvement of a CAD system for
X-ray chest radiographs.

Segmentation of the ribs in projection X-rays is a difficult
task. The superimposition of normal anatomical structures such
as thoracic vasculature, clavicles, the heart, and fatty tissue can
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make it hard to distinguish the edges corresponding to rib bor-
ders. The acquisition of PA chest radiographs is optimized for
visualizing thoracic structures instead of bony anatomy. When
the bone mineral density is low, which is common in elderly pa-
tients and in the lower ribs, rib borders can even be completely
invisible. Anatomical knowledge about the rib cage is guiding
human observers in rib detection in those cases.

We have developed iterated contextual pixel classification
(ICPC) [3] for complex segmentation tasks such as the one at
hand. ICPC is a general, supervised (i.e, manual segmentations
should be provided for training) segmentation algorithm which
uses techniques from statistical pattern recognition. It can
be used when it is not clear how to provide a global shape
description, and techniques like active shape or active appear-
ance models [4] cannot be readily applied. In the case of rib
segmentation, the variable number of visible ribs in the lung
fields complicates the use of a global shape model.

The evaluation of the method, in Section IV, is performed on
30 digitized 512 512 chest images taken from the publicly
available Japanese Society of Radiological Technology (JSRT)
database [5].

A. Relation to Previous Work

Most methods for rib segmentation use a geometrical model
of a rib or the rib cage. Ribs have been modeled as parabolas
[6], [7] or ellipses [8], [9] and the ribcage as a sinusoidal pattern
[9], [10]. These models have been fitted, usually with a modified
Hough transform, to the image data directly, to edges extracted
from the lung fields, or to morphologically processed images
[7]. To remove false responses, or infer missing borders, rule-
based reasoning schemes have been proposed [6], [11]. In [11],
snakes were used for additional refinement of the rib border. In
[12], a statistical model of the complete rib cage has been con-
structed and fitted to edge information. Except for the rib cage
shape model in [12], none of these approaches were supervised.

Our approach to the rib segmentation task is different from
the ones above. ICPC is principally pixel-based, supervised, and
no global or geometric model is taken into account. However, it
does exploit structural information that is present in the training
data, and uses this information to come to a good segmentation
locally. Hence it avoids, as pointed out earlier, problems that
global models may suffer from. Section V offers more discus-
sion on this topic.

Finally, it is noted that a rib segmentation approach compa-
rable to the one presented here, which also uses ICPC, was de-
scribed by the authors in [13]. The current work extends and
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Fig. 1. Left: radiograph from the JSRT database used in the evaluation of the ICPC segmentation method. Middle: manual segmentation provided by the first
observer. The costal space is in white, intercostal is gray. Right: second observer’s manual segmentation.

improves upon the latter reference and offers a more extensive
validation of the method.

B. Outline

Section II presents the materials on which the experiments
are performed. Section III introduces the ICPC method, em-
phasizing the specific setup for tackling the rib segmentation
problem. Section IV presents the results of the experiments con-
ducted to validate our method. Finally, Section V provides the
discussion and concludes the paper.

II. MATERIALS

The data used to test our approach to rib segmentation on con-
sists of 30 digitized, standard PA chest radiographs that are taken
from the JSRT database, which is a publicly available chest ra-
diograph database [5]. 15 of them were taken randomly from the
154 containing a nodule and the other 15 were taken randomly
from the remaining 93 normal cases. The size of all original im-
ages equals 2048 2048. For our method we sub-sampled these
images to 512 512 pixels. An example of such a radiograph
is shown in Fig. 1.

For this study, two human observers have manually seg-
mented the ribs within the lung fields in each of these images
independently. Both observers (the first author and a com-
puter science student) have experience with medical image
processing and radiological imaging. They received instruc-
tions from an experienced radiologist in an extensive training
session. During the process of manual delineation, the radiol-
ogist was consulted in all cases of doubt with respect to the
right segmentation. Afterwards, the radiologist inspected all
segmentations of the first observer, whose segmentations were
used as gold standard in this study. The radiologist confirmed
that the manual traces were correct and accurate, although he
noted that for three ribs in the entire set, he considered the rib
border to be partly invisible.

Segmentation was performed with a mouse device, using a
tool that allowed zooming and window levelling. Time available
was not limited, segmentation required on average 25 minutes

per image. A segmentation performed by the first observer is
shown in Fig. 1. The observers only delineated the posterior
ribs within the lung fields. The delineation of the lung fields is
assumed to be given; a manual delineation was used. Automatic
segmentation of lung fields can be done efficiently using, for
example, an active shape model approach [14].

The per-image pixel-based performances over the thirty ra-
diographs of the second observer are calculated taking the first
observer as the one providing the gold standard. The perfor-
mances are calculated within the given lung fields. For these
scores, we subsequently determined the mean and standard de-
viation (s.d.) over the 30 images. The results are as follows (the
s.d. is in parentheses): accuracy 0.94 (0.02), sensitivity 0.92
(0.03), and specificity 0.95 (0.02). The accuracy, sensitivity, and
sensitivity are all determined on a per pixel-basis in which pixels
being labeled as costal are taken to be positive and pixels being
labeled intercostal are negative. Comparing a segmentation to
the gold standard, based on the number of pixels being true
positives , false positives , true negatives , and
false negatives , the accuracy can be determined as

. Using the same notation, the sen-
sitivity equals and the specificity is given by

. These are the quantities with which we shall
evaluate the performance of ICPC.

III. ITERATED CONTEXTUAL PIXEL CLASSIFICATION

This section starts with some definitions. Let be an image
consisting of pixels. Define to be a vector of
length , containing the class labels belonging to image pixel

. The complete vector of labels is the actual segmentation
of . Class labels are in the set , where

is the number of classes. Pixels having the same label are in
the same segment of the image. In chest radiography, the set
could consist of anatomically motivated classes like left lung,
posterior rib, heart, etc., but also classes for particular diseases
and/or abnormalities may be incorporated.

The problem of finding an optimal segmentation of an
image , is initially defined in terms of a maximization of the
posterior probability , which is the probability of having
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as a segmentation of the image . The optimal segmentation
is the one that maximizes this probability, i.e.,

(1)

ICPC provides an approximation to by iteratively updating
the labeling of single pixels. This local updating of the segmen-
tation is based on two kinds of (local) features which are asso-
ciated to the pixels . These features are referred to as image
features and context features.

Section III-A introduces the former features, the image fea-
tures, as used in the rib segmentation task. Section III-B dis-
cusses the pixel classification procedure used to obtain the ini-
tial image segmentation based on these image features. Subse-
quently, the general idea behind ICPC is elaborated on in Sec-
tion III-C, which clarifies the need for the latter kind of features,
the context features. Section III-D then describes the context
features used in the current segmentation task and Section III-E
presents the ICPC reclassification procedure that employs both
image features and context features. Finally, Section III-F reca-
pitulates the ICPC approach and concludes with some additional
remarks.

A. Image Features

Examples of image features that can be used in an image
segmentation task are the gray value in a pixel, the gray
values of its neighboring pixels, the output of filters, statistics
from a neighborhood around the pixel, or the position in the
image. Of course, many other features are possible based on
different image characteristics. For the rib segmentation task,
the choice of features1 was restricted to raw gray levels and
certain Gaussian filter outputs as described below. However, to
begin with, before extracting the actual image features, images
are locally normalized at scale 16 to remove gross-intensity
variation within and between images, i.e, the initial image is
transformed to

(2)

where is the image blurred with a Gaussian with scale . In
our case, . The transformation given by (2) can be com-
pared to the normalization (or standardization) of measurement
data, i.e., the linear transformation which puts the data mean to
zero and its SD to one. Here, plays the role of the (local)
mean, which is subtracted, and can be inter-
preted as the (local) SD, by which the image data is divided.

Per pixel, image features were subsequently extracted from
using Gaussian filters at scales 1, 2, and 4 and their derivatives
up to order 2. Additionally, the raw gray value of the pixels in

is taken as a feature. Other natural features, like the raw pixel
coordinates, are not taken into account, as they did not give any

1This particular choice of features as well as other choices presented in the
remainder of the article—concerning the classifiers used and the parameters that
need to be setmdash;are based on pilot experiments using 25 images as training
data and 1 or 2 images to study the resulting segmentations. In any case, it holds
that slight variations of the parameters did not yield solutions that are signifi-
cantly different from the ones presented here.

significant increase in performance of ICPC. Hence the image
features consist merely of gray level information. We denote the
feature vector associated with pixel by . In the rib segmen-
tation approach presented, its dimensionality equals 19, i.e.,
there are six derivatives (one zeroth order, two first order, and
three second order) at three scales plus one extra dimension for
the raw gray value in the pixel.

Subsequently, the feature vectors are reduced in dimension-
ality by means of a linear feature extraction technique ([15],
[16]) presented in [17], [18] and called Chernoff linear discrimi-
nant analysis (CLDA). This technique, which is an extension of
Fisher’s linear discriminant analysis [15], [16], is designed to
cope with distributions in which classes do not necessarily have
equal covariance matrices. It is based on basic matrix manipu-
lations and the Chernoff distance measure [19], [20] and comes
down to determining an eigenvalue decomposition of the matrix

(3)

In (3), and
are the between-class and the average within-class

scatter matrix, respectively; is the mean vector of class ,
is its a priori probability, and the overall mean equals

. Furthermore, is the within-class covariance ma-
trix of class .

Note that the term
takes care of the differ-

ence in the covariance matrices of the two classes. If there is no
difference present, this term becomes zero and the matrix in (3)
reduces to , which is related to the Fisher criterion asso-
ciated with linear discriminant analysis [15]. It has been shown
that this feature extraction technique increases the performance
in several other classification problems [17], [18].

For the current segmentation task, the 19-dimensional (19–D)
feature vectors are reduced to 13 dimensions by transforming
them by the 13 19 linear transformation matrix . The rows
of this matrix equal the 13 19-D eigenvectors corresponding to
the 13 largest eigenvalues and obtained through the eigenvalue
decomposition of the matrix in (3).

B. Pixel Classification

The initial segmentation of an image that is used by ICPC
is obtained by a classification of the pixels based on the image
features, i.e., for every pixel , takes on the class label
that maximizes . Many supervised approaches are
know from the literature to come to such a classification, see for
example [15], [16].

For the rib segmentation task, to perform this initial clas-
sification, a -nearest neighbor classifier ( -NN) [15], [16] is
employed. Mount and Arya’s tree-based -NN implementation
[21] allows for a speed up of the classification without notable
loss of accuracy by calculating an approximate solution, which
was confirmed by the initial pilot experiments conducted. The
approximation variable is set to 1, which means that the

-approximate nearest neighbors, which the algorithm finds,
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are no more than double the distance away from the query point
than the actual nearest neighbors are (see [22]). Decreasing
did not lead to any significant improvement of the segmenta-
tions. The number of neighbors to be found is set to 63.
Concerning the feature vectors used in the training stage, only
those feature vectors are used for which both the x and y coor-
dinates are multiples of 8, i.e., merely one in every 64 feature
vectors is employed.

This initial segmentation phase is called pixel classification
(PC), which provides a simple supervised approach to image
segmentation.

C. The ICPC Algorithm

This section turns back to the problem statement in the begin-
ning of this section and considers the optimization in (1) more
closely. These considerations lead to the proposal of the ICPC
algorithm to approximate the optimal solution . As becomes
clear in the following, ICPC improves upon PC by taking struc-
tural information into account in addition to image gray value in-
formation. This structural information is encoded in the second
kind of features: the context features.

Consider two segmentations, and , of that merely differ
from each other in one single entry, say, the th—belonging to
pixel , then, using Bayes’ theorem, it can be shown that

(4)

where is defined as the vector .
Note that the last equivalence is obtained by assuming that in
order to label and , the only information needed from the
image is present in the (local) image feature vector —an as-
sumption that is implicitly present in the PC approach as well.
This assumption is similar to the well-known Markov assump-
tion in Markov random field theory [23], [24].

Now, assuming that all probabilities are larger than
zero, it follows from (4), that if and only if

(5)

Hence, if , accepting segmentation in favor
of , would give us a segmentation that is closer to the optimal

. Note that the decision, whether is better or worse than ,
can be based solely on the comparison of the conditional prob-
ability in (5) for the single th entry. The basic idea with re-
spect to this local update step, i.e., in going from labeling to

or, similarly, from segmentation to , is that one chooses
that class label for that maximizes the aforementioned condi-
tional probability .

Considering the foregoing, in the update step of ICPC, one
always decides to have as the new segmentation, because it
always holds that . ICPC enforces an increase
in global posterior probability based on local decisions. Inter-
estingly, this update step can also be seen as a classification task
in which the extended feature vector is to be classified

to one of the classes in . Bayesian classification suggests that
this extended feature vector should be classified to that
class for which is largest (compare with
PC in Section III-B).

After an initial PC, the ICPC algorithm iterates the aforemen-
tioned procedure of changing one of the labels of the segmenta-
tion and accepting the new segmentation , if and only if In-
equality (5) holds. It therefore leads to an approach which finds
a locally optimal solution to (1) (cf. [23] and [24]) and generally
improves upon merely using PC.

D. Context Features

The extended feature vector from the previous section com-
bines features describing contextual class label information be-
longing to pixel with the previously introduced image fea-
tures vector . However, similar to the approach dealing with
the image features, it is assumed that not all entries in are
relevant to the actual labeling of and therefore only a limited
set of neighboring labels are considered as context features. This
context feature vector is denoted for every pixel .

Note that the class labels of the , of which the contextual
feature vector is built up, are categorical, rather than numer-
ical. Most classifiers, however, can only handle numerical fea-
ture vectors. This is solved by associating a label with a th
standard basis vector in -dimensional Euclidean space, i.e., as-
sociate with , where the th entry equals
1. The context feature vectors are therefore built up of such
standard basis vector.

For the current segmentation task, the contextual class label
features come from the class labels of pixels within a 176
pixel radius from the pixel to be reclassified. However, not all
labels within this radius are used. Labelings that are close to
are generally more important than labelings further away. For
that reason, the labelings away from are more sparsely sam-
pled than those close to the central pixel. For the rib segmen-
tation, the relative coordinates —i.e., (0,0) is the central
pixel—of contextual class labels taken into account, are con-
structed as follows.

1) Determine all integer pairs for which
(there are 196 of such pairs)

2) Calculate the relative class label feature coordinates
by setting

and

where gives the floor of a real number.
Fig. 2 gives an impression of the spatial distribution of the

resulting 196 class label feature coordinates.
It should be clear, that this way of distributing the relative

positions from which contextual label information is taken, is
simply a design choice and plenty of other choices would have
been possible, and probably equally powerful. In addition, the
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Fig. 2. Positioning of the 196 relative coordinates used for determining the
context features. The sampling of the label features is sparser as one is farther
away from the central pixel, i.e., the pixel to be relabeled. The diameter of the
contextual region is 176 pixels.

choice of the numbers 64 and 0.3 in the formulas above are,
like the other parameters in this article, set after the initial pilot
experiments in which these settings have shown to perform well.

Only the pixels within the lung fields are to be segmented
(into costal or intercostal), and therefore it is a two-class classi-
fication problem. However, there are three classes to be repre-
sented because the neighborhood of a certain lung field pixel can
overlap with the background, which makes up the third class.
Henceforth, the set of class labels for representing the con-
textual class label features is {background, costal, intercostal}.

Like the image feature vector, the dimensionality of the con-
text feature vector is also reduced. To this end, a principal
component analysis (PCA), [15] is used. As opposed to the di-
mensionality reduction employed for the gray level data, the
PCA is solely done for speeding up the iterative segmentation
procedure. (A dimensionality reduction by means of CLDA or
Fisher’s LDA did not give any improvement over the results ob-
tained.) In the initial class label feature space, the lower dimen-
sional subspace is determined that retains 90% of the variance in
the data. In the cross-validation experiments, presented in Sec-
tion IV, this comes down to using 139, 140, or 141 class label
features in every run.

E. ICPC Reclassification

Like in the initial PC step, in the subsequent ICPC steps the
pixels are to be classified based on certain features. The main
difference being that these additional ICPC steps also take struc-
tural information into account by dint of the feature vectors .
Because one is dealing with a different feature vector in the
latter steps, i.e., an extended feature vector combining and

, a classification scheme different from the one used for PC
should be employed. In general, a single classifier based on the

complete extended feature vector could be constructed
and used in the ICPC algorithm. However, to cope with the dif-
ferent types of features involved in the classification task, a clas-
sifier combination scheme based on the product rule is used
[16], [25] (cf. [26]). The posterior probabilities
and , for all possible labels , are estimated
and combined afterwards via the following rule:

Reclassification takes place based on the quantity above which
gives estimates proportional to the class posteriors of the ex-
tended feature vector . Note that generally the products

do not add up to 1. However, for
the final classification, one is merely interested in the relative
magnitudes of the posterior probabilities, as this is sufficient to
decide to which class a sample belongs: the pixel should be re-
labeled to the class producing the largest resulting product.

is obtained from the 63-NN classifier from Sec-
tion III-B. Generally, given an -NN classifier, posterior prob-
abilities can be obtained by determining, among the nearest
neighbors, the number of samples belonging to class and
setting (see [26])

In our case , which is the number of classes in which to classify,
is 2.

In addition, based on the context features as described in the
previous section, a -NN with set to 101 is built. Again, Mount
and Arya’s tree-based -NN implementation is used with set
to 1. Now, for a certain pixel that is to be reclassified, using
the 101-NN classifier, a posterior probability can
be established as well and therefore the resulting product can
be determined. Note that for the image vectors , the posterior
probabilities have to be determined only once and can be stored
during the initial pixel classification after which all
are known. The have to determined every time a
pixel is to be reclassified because the context features in may
have changed, which influences the posterior.

Finally, it is noted that the product rule is a sensible choice
when the gray level and contextual class label representation
can be assumed to be statistically independent of each other.
Although this may not be true to the full extent, it is an assump-
tion commonly made [23] and it turns out to work well for our
purpose.

F. Interlude: Recapitulation and Some Accompanying
Remarks

Before continuing our exposition, the general ICPC algorithm
is recapitulated and some remarks are made.

In brief, ICPC comes down to the following iterative scheme.
1) Start with a pixel classification (PC) based on the image

feature vectors ; this gives an initial segmentation of the
image.
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2) Iteratively update the current pixel class labels in .
a) Go over all pixels .
b) Reclassify every pixel based on both the image feature

vector and the context feature vector . The latter
can be extracted from the intermediate segmentation,
while the former is the same as for the initial PC.

c) Repeat from 2a) unless, for the whole image, no re-
labeling has occurred or a maximum number of itera-
tions is reached.

The following remarks supplement the foregoing.
• There are two classifiers needed in this method, which are

both to be trained from trained data. One is used for the
initial segmentation of using only the image features in

(the initial pixel classifier, Section III-B), and a second
one reclassifies pixels based on both and the structural
information present in the context feature vectors (Sec-
tion III-E).

• A visiting scheme has to be chosen, defining the order in
which the pixel locations in the image are traversed. There
are several possibilities, deterministic as well as stochastic.
In our segmentation scheme, a stochastic pixel visiting
scheme is used to traverse all pixels in the lung fields.
During a single iteration, the algorithm goes through a
random list of all coordinates in the image. Pixels are only
eligible for reclassification if they meet the following two
requirements.
1) The pixel is lying next to the edge of a segment. This

is done by checking whether the five labels in the
4-neighborhood of the central pixel are equal or not.
Edge pixels are typically prone to be relabeled

2) There has been a change in the context features of the
central pixel since it has been visited for the last time,
i.e., one or more of the class labels in its neighborhood
have changed since the last visit.

These requirements avoid the reclassification of too many
pixels of which it is not likely that they change their label
at that point in the iterative scheme. Because reclassifica-
tion is the computationally most expensive stage of the al-
gorithm, verifying the criteria above reduces segmentation
time considerably.

• A stopping criterion is needed, because the iteratively up-
dated segmentation may not converge. Convergence is not
guaranteed, because the Markov property may not hold
and/or the statistical model used is not consistent with the
Markov model assumption.
In the current scheme, the segmentation is stopped if a
maximum number of 50 iterations has been made or if there
were no changes in the labeling during a full iteration. This
maximum number suffices for the posterior rib segmenta-
tion in all cases.

IV. EXPERIMENTS, RESULTS AND EVALUATION

A. Cross-Validation Results

Sixfold cross-validation experiments are performed to eval-
uate the performance of the ICPC approach on the rib segmenta-
tion problem, i.e., our method is trained on 25 images, tested on
the other five, and this is repeated six times for different training

TABLE I
OVERALL RESULTS FOR ICPC, PC, THE GLOBAL METHOD FROM [12], AND

THE SECOND OBSERVER. THE RESULTS OF THE FIRST TWO APPROACHES

ARE OBTAINED USING SIXFOLD CROSS-VALIDATION. FOR ALL

METHODS, THE MEAN AND STANDARD DEVIATION OF THE

ACCURACY, SENSITIVITY, AND SPECIFICITY ARE GIVEN

and test sets with the constraint that every image is only part of
the test set once. It is noted here that the training based on the 25
training images merely involves determining the optimal CLDA
and PCA feature extractions and building both -NN classifiers.
The parameters and initial features, i.e., prior to the feature ex-
tractions performed, are fixed throughout all of the cross-vali-
dation experiments. This also holds for the dimension to which
the image feature vectors are reduced (13, Section III-A), the
percentage of total variance for the PCA to retain of the context
features (90%, Section III-D), and for the parameter of the
image feature -NN classifier ( , Section III-B) and the
context feature -NN classifier ( , Section III-E).

The segmentation is restricted to the lung fields, with merely
two classes into which these pixels can be classified: posterior
rib (the costal space) or not (the intercostal space). Although
this means that a pixel should only be classified into one of the
two aforementioned classes, the third class (background) should
still be taken into account when constructing the context feature
vector . This structural information may still include back-
ground because the contextual neighborhood of a pixel within
the lung fields may overlap with the background.

On the test set, the per-image pixel-based accuracy, sensi-
tivity, and specificity obtained by ICPC is determined (relative
to the delineation of the first observer). The mean and standard
deviation (SD) of these three entities is then calculated over the
30 images. The results are in Table I. In this table, the scores
of the initial PC scheme are also given, that is, the segmenta-
tion obtained without the additional contextual label reclassifi-
cation steps. This shows the improvements possible by incorpo-
rating contextual label information into the segmentation. Addi-
tionally, the results when using a global automatic segmentation
method, as presented in [12], are also provided in the table.

Average segmentation times for ICPC, PC, and the second
observer are approximately 12, 0.5, and 25 minutes, respec-
tively. The segmentation methods are run on standard personal
computer with a 2.8–GHz processor. The previous numbers are
merely meant to give an indication of the orders of magnitude
of the times needed to perform a single segmentation. Gener-
ally, they can highly vary from observer to observer and from
implementation to implementation.

B. Illustrative Segmentation Result

Fig. 3 illustrates the result obtained on the radiograph from
Fig. 1 (left) and additionally gives the initial PC segmentation
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Fig. 3. Left: ICPC segmentation of the radiograph shown in Fig. 1. Middle: difference between the gold standard (first observer) and the ICPC segmentation. Gray
denotes correctly classified pixels, black corresponds to false positive area and white denotes false negative area. Right: initial PC result.

TABLE II
RESULTS FOR ICPC, PC, AND THE SECOND OBSERVER ON A TYPICAL IMAGE,
I.E., ONE FOR WHICH THE ICPC ACCURACY IS CLOSE TO THE OVERALL MEAN

ICPC ACCURACY. GIVEN ARE THE ACCURACY, SENSITIVITY, AND SPECIFICITY

(right). The accuracy obtained by ICPC on this image is 0.88,
which is slightly higher than the average over all 30 images. The
scores obtained on this image by ICPC, as well as the second
observer and PC are given in Table II. The middle figure is a
difference image indicating where the differences between the
first observer’s segmentation and the ICPC segmentation occur.
The correctly classified pixels—the TPs and TNs—are in gray,
the FPs are black and the FNs are white.

From the example it is clearly visible that, if there are errors,
they are present in a structured way. Falsely classified pixels are
not scattered around in the segmentation image—as is the case
in the pixel classified image, but they tend to occur in regions
elongated in the direction of the ribs. Note that ICPC missed the
lowest ribs in both lungs completely, although it appears that
the initial PC at least gave a small indication that there is a rib
present at that location in the right lung.

C. Poorest ICPC Result

To illustrate more extensively the kind of errors ICPC can
make, Fig. 4 gives the radiograph, the delineation by the first
observer and the ICPC result associated to the poorest segmen-
tation result. The three most obvious errors from this image are

1) Ribs are segmented only partly (left and right lung field)
2) Ribs can vanish completely (left and right lung field)
3) The clavicle is mistaken for a rib (left lung field).

For comparison, the scores obtained by the second observer,
ICPC and PC are in Table III. Note that in this case segmentation
accuracy by PC is higher than the ICPC accuracy.

D. Region Dependent Performance

We expect the segmentation results—of ICPC as well as the
human observer—to depend on the region within the lung fields.

To substantiate this expectation the lung fields are divided in
several areas within which the accuracy, specificity, and sensi-
tivity are determined. These areas are obtained by using a simple
automatic scheme which combines filtering, thresholding, and
morphological operations, and applying that to the given lung
field segmentations in such a way that, for every image, the top,
middle, and lower area have approximately the same size. The
following regions are distinguished (see Fig. 5): the top area 1),
the middle area 2) 4), the lower area 3), the middle middle
area 2), and the peripheral and medial middle area 4). We note,
however, that the accuracy differences between area 3 and area
1, and area 3 and area 4 are not significant (based on a nonpara-
metric signed rank test [27]).

The results for both the second observer and the segmenta-
tion obtained by ICPC are in Table IV. From the numbers in
Table IV it is indeed clear that, in general, the middle part of the
lungs (area 2) is easier to segment than all other areas. In this
region both the second observer and ICPC achieve their highest
performance. Disagreement between second observer and gold
standard is highest in the top part (area 1), while ICPC performs
worst on the lower parts of the lungs (area 3). Note that for ICPC
there is also a large difference in the performances on region
2 and region 4, which is not the case for the second observer.
Note also that generally it holds that the more the second ob-
server’s segmentation deviates from the segmentation of the first
observer, the larger the difference in performance between ICPC
and the second observer is. The difference in accuracy on region
2 is 0.03, while on region 3 it is as large as 0.11.

V. DISCUSSION AND CONCLUSION

With respect to the pixel accuracy, sensitivity, and specificity,
the results ICPC obtains are reasonably adequate in comparison
with a second observer, but, as Fig. 4 shows, gross errors can
be present in the ICPC segmentation. Not all of these errors are
typical though. Mistaking the clavicle for a rib, which may be
considered the most severe one, occurs in only two out of 30
images. However, all images suffer from either only partly seg-
mented ribs, or completely missed ribs. This almost exclusively
happens in the lower regions of the lungs where the rib borders
are often hardly discernable.
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Fig. 4. Left: radiographic image associated to the poorest ICPC segmentation. Middle left: segmentation given by the first observer (gold standard). Middle right:
initial PC results. Right: final ICPC result.

TABLE III
RESULTS FOR ICPC, PC AND THE SECOND OBSERVER ON THE HARDEST

IMAGE. GIVEN ARE THE ACCURACY, SENSITIVITY, AND SPECIFICITY

Fig. 5. Example associated to the radiograph in Fig. 1 of how the lung fields
are divided into several regions. Top area 1), middle area 2) + 4), bottom area
3), middle middle area 2), middle border area 4).

Other difficulties arise for the top part of the lung fields
where the misclassification rate of ICPC is also high (see Sec-
tion IV-D). Besides the poor visibility of the ribs, an additional
problem may be that the rib structures in the top of the lung
are rather different and relatively small compared to the typical
structures from the rest of the image. Hence, the statistical
model may not capture these small structures accurately. It
may be possible to improve performance by making the sta-
tistical model spatially varying, but this will probably require
a much larger training set. In addition, as can be seen from
the segmentation results in Figs. 3 and 4, the superimposition

TABLE IV
REGION DEPENDENT (SEE FIG. 5) PERFORMANCE FOR SECOND OBSERVER

AND ICPC

of the clavicles make the rib segmentation problematic. These
bony structures are often more clearly visible than the ribs and,
especially in the initial PC result in Fig. 3, it is visible how they
influence the segmentations. The confusion between ribs and
clavicles is also problematic in other methods, e.g., in [7].

Further, as noticed in Section IV, errors occur in a structured
way in the segmentation and not, more or less, randomly scat-
tered through the entire image as is the case in the PC results.
This is an inherent characteristic of our approach. Because of
an imperfect contextual and gray level model, errors are made
during the segmentation process. However, the contextual rela-
beling attempts to force the final segmentation to be consistent
with the observed structures in the training set. Hence, errors are
possible, but only in a structured way. In the rib segmentations
obtained by ICPC, these structured errors become apparent as
patches that are elongated in the direction of the posterior ribs,
as if the complete rib is shifted one or more pixels (see Fig. 3).

A negative consequence of the foregoing is that if the initial
pixel classified image is a very poor segmentation, the ICPC re-
sult might get even poorer. No matter what the initial PC state
is, ICPC tries to enforce a rib-like structure on it, which may be
farther from the true segmentation than the initial (poor) PC seg-
mentation. In our data set of 30 images this actually happened
two times, and these two cases have also the lowest ICPC ac-
curacy overall. Apparently, in these two radiographs, the gray
level features provided not enough information for an adequate
initial segmentation. In general, however, relabeling greatly im-
proves upon the pixel classification result, and can correct even
fairly large errors. An interesting example can be seen in Figs. 1
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and 3. In the middle part of the left lung (on the right in the
image) a pulmonary nodule is visible peripherally, just above a
rib. Pixel classification mistakenly identified the nodule as rib,
but after relabeling the region containing the nodule is correctly
classified as intercostal space.

The errors that ICPC makes, such as partly segmented ribs,
are possibly a result of too weak a structural model: although,
there is no evidence in the training set for such an abrupt ending
of a rib within the lung field, the (apparently misleading) gray
level information is too strong—in comparison to the contextual
information—to have the context classifier correct the segmen-
tation. In this case, increasing the influence of the label context
may improve the automatic segmentation.

Considering the aforementioned problems, we think im-
provements in accuracy can be attained by improving the
statistical model. This may be possible by using different
features than the ones used here. If, for example, it is possible
to combine the local gray level and context features with
geometrical shape-based information, we might avoid the gross
errors as seen and discussed in Section IV and the foregoing
paragraphs. In combination with our local pixel-based ap-
proach, a more global model may work well even though such
a model may not perform satisfactory when used in isolation.
Further, Section IV-D shows that the performance varies dras-
tically with the position in the lung fields. It may be possible
to improve results by taking into account the position relative
to the lung field border—as opposed to simply taking raw
pixel coordinates, e.g., by using features based on a distance
transform. Again, a larger training set may be required to apply
this successfully.

It is difficult to compare the performance of ICPC with pre-
viously proposed methods. Methods that use simple geomet-
rical models are unlikely to achieve better performance as these
models can only approximate a true shape. The accuracy re-
ported in [12] is well below the result of ICPC obtained here,
which is also verified by our experiments in which the same
system was used on our data. The only other publication that we
know of that includes a quantitative evaluation [11] was tested
on ten radiographs and used a different performance metric. We
can transform this metric to the accuracy metric used in this
study by averaging over ribs and assuming ribs to occupy 43
percent of the lung fields. (The latter number is estimated from
the data used in this study.) This leads to an accuracy of 0.77 for
the method presented in [11], which is better than the scheme
from [12], but well below ICPC.

The computation time required for ICPC could be reduced
by employing more clever stochastic visiting schemes. For ex-
ample, based on posterior probabilities one could decide which
pixels can be excluded from the visiting scheme and hence re-
duce the number of pixels that have to be considered for reclas-
sification. Furthermore, multi-resolution schemes are currently
being investigated. These schemes may also give improved per-
formance with respect to the segmentation accuracy.

In conclusion, notwithstanding the problems and suggestions
discussed in this section, the ICPC method presented clearly
improves upon pixel classification and obtains good results
on the difficult task of segmenting the posterior ribs in chest
radiographs.
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