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Abstract

A linear, discriminative, supervised technique for reducing feature vectors extracted from image data to a lower-dimensional
representation is proposed. It is derived from classical linear discriminant analysis (LDA), extending this technique to cases
where there is dependency between the output variables, i.e., the class labels, and not only between the input variables. (The
latter can readily be dealt with in standard LDA.) The novel method is useful, for example, in supervised segmentation tasks
in which high-dimensional feature vectors describe the local structure of the image.

The principal idea is that where standard LDA merely takes into account a single class label for every feature vector, the new
technique incorporates class labels of its neighborhood in the analysis as well. In this way, the spatial class label configuration
in the vicinity of every feature vector is accounted for, resulting in a technique suitable for, e.g. image data.

This extended LDA, that takes spatial label context into account, is derived from a formulation of standard LDA in terms
of canonical correlation analysis. The novel technique is called the canonical contextual correlation projection (CCCP).

An additional drawback of LDA is that it cannot extract more features than the number of classes minus one. In the two-
class case this means that only a reduction to one dimension is possible. Our contextual LDA approach can avoid such extreme
deterioration of the classification space and retain more than one dimension.

The technique is exemplified on a pixel-based medical image segmentation problem in which it is shown that it may give
significant improvement in segmentation accuracy.
� 2005 Pattern Recognition Society. Published by Elsevier Ltd. All rights reserved.
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1. Introduction

A supervised technique for linearly reducing the dimen-
sionality of image feature vectors (e.g. observations in
images describing the local gray level structure at certain
positions) is presented. Besides contextual information from
the input features, the dimension reducing technique can
also take contextual label information into account (e.g. the
local class label configuration in a segmentation task). The
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technique is based on canonical correlation analysis (CCA)
and dubbed the canonical contextual correlation projection
(CCCP). The work presented is a fully revised version of
Ref. [1].

Generally, the main goal of reducing the dimensionality
of feature data, which is also called feature extraction, is to
prevent the subsequently used model from over-fitting in the
training phase[2,3]. An important additional effect in, for
example, pattern classifiers is often the decreased amount of
time and memory required to perform the necessary oper-
ations. Consequently image segmentation, object classifica-
tion, object detection, etc., may benefit from the technique,
and also other discriminative methods using label context
may gain from it.

The problem this paper is concerned with is of great
practical importance within real-world, discriminative and
statistical modelling tasks, because in many of these tasks
the dimensionality, sayn, of the feature data can be rela-
tively large. Consider for example image analysis or com-
puter vision tasks in which it is often not clear a priori
what image information is needed for a good performance.
As a consequence, focusing on supervised pixels classifi-
cation tasks, many features per pixel may be included in
the analysis, resulting in a high-dimensional feature vector.
This already happens in two-dimensional image processing,
but when processing large hyper-spectral images, medical
three-dimensional volumes, or four-dimensional space/time
image data, it may even be less clear what features to
take into account and consequently even more features are
added. However, high-dimensional data often leads to infe-
rior results due to the curse of dimensionality[3] even if
all relevant information for accurate classification is con-
tained in the feature vector. Hence, lowering the dimen-
sionality of the feature vectors in an appropriate way can
lead to a significant gain in performance and mainly for
this reason dimensionality reduction techniques have been
developed.

The CCCP is an extension to linear discriminant analy-
sis (LDA). The latter is a basic, well-known, and useful su-
pervised dimensionality reduction technique from statistical
pattern recognition[2,3]. LDA is capable of taking contex-
tual information in the input variables into account, how-
ever, contextual information in the output variables is not
explicitly dealt with. This class label context coming from
the spatial configuration of images provides an additional
source of classification information and therefore taking this
contextual information into account can be beneficial.

The CCCP does take this latter information into account.
Instead of associating a single output class with each sample,
the output of the sample together with the output of neigh-
boring samples is encoded in a multi-dimensional output
vector. A simple coding scheme is proposed that maps sim-
ilar neighborhoods to nearby positions in the output space.
Subsequently, a CCA is performed employing these pairs of
input and output vectors. In the limit of a neighborhood of
zero size, this is equivalent to classical LDA.

Another principal drawback of LDA is that it cannot ex-
tract more features than the number of classes minus one
[2,4]. In the two-class case—often encountered in image
segmentation, e.g. object versus background—this means
that one can reduce the dimensionality of the data merely to
one, and even though this could improve the performance
it is not plausible that one single feature can describe class
differences accurately. The CCCP can avoid such extreme
deterioration of the classification space and is able to retain
more than one dimension even in the case of two-class data.

LDA was originally proposed by Fisher[5,6] for the two-
class case and extended by Rao[7] to the multi-class case.
The technique is supervised, i.e., input and output patterns
which are used for training have to be provided.

Quite a few other supervised linear dimension reduction
techniques have been proposed of which many can be inter-
preted as variations and extensions to LDA (see[2,4,8–10]).
Within the field of image classification, in which the whole
image is given a single label, e.g. in face or character recog-
nition, Belhumeur et al.[11] and Liu et al.[12] show how
classification performance can benefit from linear dimen-
sionality reduction.

The novel extension to LDA given in this paper explic-
itly deals with the spatial contextual characteristics of im-
age data. To come to this extension of LDA, a formulation
of this technique in terms of CCA[13] is used (see Refs.
[2,10]), which enables us to not only include the class la-
bels of the pixel that is considered—as in classical LDA,
but also to encode information from the surrounding class
label structure. We are not aware of any other dimension-
ality reduction technique that takes such spatial label infor-
mation into account and we expect that the principal idea
presented in this paper may also be applicable in most of the
other supervised dimension reducing techniques from Refs.
[2,4,8–10]. We briefly return to this latter topic in Section 5.

1.1. Outline

The remainder of this article is as follows. Section 2 for-
mulates the general problem within the context of pixel-
based supervised image segmentation. Section 3 introduces
LDA and discusses its link to CCA. Section 4.3 introduces
the CCCP. Section 4 presents an illustrative example on med-
ical image segmentation task in which the heart, the lung
fields, and both clavicles are to be segmented within stan-
dard chest radiographs. Finally, Section 5 provides a discus-
sion and conclusions.

2. Supervised image segmentation

Image segmentation in terms of pixel classification is con-
sidered. Based on one or more image features associated to
a pixel it is decided to which of the possible classes this
pixel belongs. Having classified all pixels in the image, and
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thus having labelled all of them, gives a segmentation of
this image.

Examples of features associated to a pixel are its gray
level, gray levels of neighboring pixels, texture features, the
position in the image, gray level outputs after linear or non-
linear filtering of the image, etc. Furthermore, when dealing
with full-color, multi-band, or hyperspectral images, features
extracted from one or more different bands may be included
as well.

Pixels are denoted bypi and the features extracted
from the image associated topi are represented in ann-
dimensional feature vectorxi . A classifier mapsxi to a class
label coming from a set ofK possibilities:{�1, . . . , �K }. All
pixels having the same label belong to the same segment.
The classifier is constructed using train data, i.e., example
images and their associated segmentations are provided
beforehand from which the classifier learns how to map a
given feature vector to a certain class label.

Before training the classifier, a reduction of dimensional-
ity can be performed using the train data. This is done by
means of a linear projectionL from n to d (d < n) dimen-
sions, which can be seen as ad ×n-matrix that is applied to
then-dimensional feature vectorsxi to get ad-dimensional
feature representationLx i . The matrixL is determined us-
ing the train data. Subsequently, the feature vectors of the
train data are transformed to the lower dimensional feature
vectors and the classifier is constructed using these trans-
formed feature vectors. This paper presents a novel way to
determine such a matrixL . Before doing so, the next section
discusses standard LDA and a straightforward way to intro-
duce extra information into the mappingL using contextual
output information.

3. LDA and a direct approach to incorporating context

3.1. Linear discriminant analysis

The classical approach to supervised linear dimensional-
ity reduction is based on LDA. This approach defines the
optimal transformation matrixL to be the one that maxi-
mizes the so-called Fisher criterionJ [2,4,8]:

L = argmax
A

J (A) (1)

with

J (A) = tr((ASW At)−1ASBAt), (2)

whereA is ad × n transformation matrix,SW is the mean
within-class covariance matrix, andSB is the between-class
covariance matrix. Then×n-matrix SW is a weighted mean
of class covariance matrices and describes the (co)variance
that is (on average) present within every class. Then ×
n-matrix SB describes the covariance present between the
several classes. In Eq. (2),ASW At andASBAt are thed ×d

within-class and between-class covariance matrices of the

feature data after reducing the dimensionality of the data to
d using the linear transformA.

When maximizing Eq. (2), one simultaneously minimizes
the within-class covariance and maximizes the between-
class covariance in the lower-dimensional space which is
spanned by the rows ofA. The criterion tries to determine a
transformL that maps the feature vectors belonging to one
and the same class as close as possible to each other, while
trying to keep the vectors that do not belong to the same
class as far from each other as possible. The matrix that
does so optimally, as defined by Eq. (2), is the transform
associated to LDA.

Once the covariance matricesSW andSB have been es-
timated from the train data, the maximization problem in
Eq. (2) can be solved by means of a generalized eigen-
value decomposition—related to maximizing a generalized
Rayleigh quotient—involving the matricesSB andSW (see
Refs.[2,4,8,14]). The eigenvalue problem to be solved is

SBV = SW V� (3)

or equivalently

S−1
W

SBV = V� (4)

in whichV is ann×n matrix consisting ofn eigenvectors (as
column vectors) and� is ann×n diagonal matrix with then
eigenvalues�i associated to the eigenvectorsvi in V on the
diagonal. Ad × n transformation matrixL that maximizes
the Fisher criterion is obtained by setting the rows ofL
equal to thed transposed eigenvectorsvt

i
corresponding to

the d largest eigenvalues.

3.2. Incorporating spatial class label context: direct
approach

In image processing, incorporating spatial gray level con-
text into the feature vector is readily done by not only con-
sidering the actual gray level in that pixel as a feature, but
by taking additional gray levels of neighboring pixels into
account. Another option is to add large-scale filter outputs
to the feature vector. However, on the class label side there
is also contextual information available. Although two pix-
els could belong to the same class—and thus have the same
class label, the configuration of class labels in their neigh-
borhood can differ very much. LDA and other dimension
reduction techniques, do not take into account this differ-
ence in spatial configuration, and only consider the actual
label of the pixel.

The straightforward way to incorporate these differences
into LDA would be to directly distinguish more thanK
classes on the basis of these differences. Consider for ex-
ample the 4-neighborhood label configurations inFig. 1. In
aK =2-class case, this 4-neighborhood could attain a max-
imum of 25 = 32 different configurations (of which four
possibilities are displayed in the figure). These could then
be considered as being different classes. Say there areM of
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Fig. 1. Four possible class label configurations in case a
four-neighborhood context is considered. For this two-class prob-
lem the total number of possible contextual configurations equals
25 = 32.

them, then every configuration possible would get its own
unique class label from the set{�1, . . . , �M } and one could
subsequently perform LDA based on this extended set of
classes, in this way, indirectly based on contextual class la-
bel information, taking more than the initialK labels into
account when determining a dimension reducing matrixL .

One may now simply use the aforementioned approach
and determine dimension reducing transforms based on the
suggested idea, however, identifying every other configura-
tion with a different class seems too crude. (Let alone that
it may result in an huge increase of the number of possible
class labels, especially when the output context becomes rel-
atively large.) When two neighborhood label configurations
differ in only a single pixel label, they should be considered
more similar to each other than two label configurations dif-
fering in half of their neighborhood. This is not the case in
the foregoing. Because two class label contexts are consid-
ered as different or not. The procedure is ignorant of the fact
that being different can be defined in a more gradual way.
The CCCP approach, which is presented in the next section,
distinguishes these grades of dissimilarity and models them.

4. Canonical contextual correlation projections

4.1. Canonical correlation analysis

To begin with, LDA is formulated in a canonical correla-
tion framework (see Refs.[2,10]) which eventually enables
the extension of LDA to CCCP. CCA is a technique to ex-
tract, from two feature spaces, those lower-dimensional sub-
spaces that exhibit a maximum mutual correlation[13].

To be more precise, letX be a multivariate random
variable, e.g. a feature vector, and letY be another multi-
variate random variable, e.g. a numeric representation of
the class label via aK-dimensional standard basis vector:
(1, 0, . . . , 0)t for class 1,(0, 1, . . . , 0)t for class 2, etc. In

addition, let a and b be vectors (linear transformations)
having the same dimensionality asX andY, respectively.
Furthermore, definec to be the correlation between the
univariate random variablesatX andbtY , i.e.,

c = E(atXbtY )√
E((atX)2)E((btY )2)

, (5)

whereE is the expectation. The first canonical variatesat
1X

andbt
1Y are obtained by those two vectorsa1 andb1 that

maximize the correlation in Eq. (5). The second canonical
variates are those variates that maximizec under the addi-
tional constraint that they are outside the subspace spanned
by a1 and b1, respectively. Having the first two pairs of
canonical variates, one can construct the third, by taking
them outside the space spanned by{a1, a2} and {b1, b2},
etc.

One way of solving for the canonical variates more eas-
ily is as follows. First estimate the matricesSXX, SYY , and
SXY , that describe the covariance for the random variables
X andY, and the covariance between these variables, i.e.,
estimatingE(XXt), E(YY t), andE(XY t), respectively. Sub-
sequently, determine the eigenvectorsai of

SX := S−1
XX

SXY S−1
YY

St
XY (6)

and thebj of

SY = S−1
YY

St
XY S−1

XX
SXY . (7)

The two eigenvectorsa1 andb1 associated with the largest
eigenvalues of the matricesSX andSY , respectively, are the
vectors giving the first canonical variatesat

1X andbt
1Y . For

the second canonical variates, take the eigenvectorsa2 and
b2 with the second largest eigenvalues associated, etc. The
number of canonical variates that can be obtained is lim-
ited by the one covariance matrix,SXX or SYY , having the
smallest rank. Note that in case one of the aforementioned
matrices is singular, one could use the Moore–Penrose in-
verse in Eqs. (6) and (7) instead of the standard inverse.
Because both inverses coincide if the matrices are full-rank,
in our experiments, we used the Moore–Penrose inverse in
all cases.

4.2. LDA through CCA

LDA can be defined in terms of CCA (see for example
Ref. [2] or Ref.[10]). To do so, letX be the random variable
describing the feature vectors and letY describe the class
labels. Without loss of generality, it is assumed thatX is
centered, i.e.,E(X) equals the null vector. Furthermore, as
already suggested in Section 4.1, the class labels are numer-
ically represented asK-dimensional standard basis vectors:
for every class one basis vector.

Performing CCA on these random variables usingSX

from Eq. (6), one obtains eigenvectorsai that span the space
(or part of this space) ofn-dimensional feature vectors. A
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transformation matrixL , equivalent to the one maximizing
the Fisher criterion, is obtained by taking thed eigenvectors
associated to thed largest eigenvalues and putting them as
row-vectors in the transformation matrix:

L = (a1, a2, . . . , ad)t .

Linear dimensionality reduction performed with this trans-
formation matrix gives results equivalent to classical LDA.
Note that to come to this solution Eq. (7) is not needed.

The estimates of the covariance matrices used in our
experiments are the well-known maximum likelihood esti-
mates. GivenN pixelspi in our train data set, and denoting
the numeric class label representation of pixelpi by theK-
dimensional vectoryi , SXY is estimated by the matrix

1

N

N∑
i=1

xiyt
i .

SXX andSYY are estimated in a similar way.
The CCA formulation of LDA enables us to extend LDA

to a form of correlation analysis that takes the spatial struc-
ture of the class labelling in the neighborhood of the pixels
into account such that the amount of (dis)similarity between
label contexts is respected.

4.3. Incorporating spatial class label context: label vector
concatenation

Recalling the discussion at the end of Section 3.2, it is
noted that identifying every other label configuration with
a different class seems too crude. When two neighborhood
label configurations differ in only a single pixel label, they
should be considered more similar to each other than two
label configurations differing in for example half of their
neighborhood. Therefore, in our approach, using the CCA
formulation, a class label vectoryi is not encoded as a
null vector with a single one (1) in it, i.e., a standard basis
vector (which would be equivalent to LDA through CCA
as discussed in the previous subsection). The CCCP tech-
nique uses a more general 0/1-vector in which the central
pixel label and every neighboring label is encoded as aK-
dimensional (sub)vector.

Returning to our 2-class example fromFig. 1, Section 3.2,
the four label vectors that give the proper CCCP encoding of
the class labelling within these 4-neighborhoods (a)–(d) are




1
0
1
0
1
0
1
0
1
0




,




0
1
0
1
0
1
0
1
0
1




,




0
1
1
0
1
0
0
1
1
0




, and




1
0
0
1
1
0
1
0
0
1




. (8)

The five pixels (the four pixels in the neighborhood and the
central pixel) are traversed left to right and top to bottom.
So the first two entries of the four vectors correspond to the
labelling of the top pixel and the last two entries correspond
to the bottom pixel label. Note that the resulting 0/1-vectors
consist of a concatenation of the standard basis vectors nu-
merically describing the class labels of the individual pixels
in the neighborhood. The label vectors are 10-dimensional:
per pixel from the neighborhood (five in total) a sub-vector
of size two is used to encode the two possible label config-
urations per pixel. In general, ifP is the number of pixels
in the neighborhood including the central pixel, theseKP-
dimensional vectors containP ones, and(K−1)P zeros, for
every pixel belongs to exactly one ofK classes, and every
pixels is thus represented by aK-dimensional sub-vector.

When taking the contextual label information into account
in this way, gradual changes in the neighborhood structure
are appreciated. InFig. 1, configurations (a) and (b) are as
far from each other as possible (in terms of, e.g. Euclidean
or Hamming distance, cf. the vectors in Eq. (8)), because
in going from one configuration to the other, all pixel sites
have to change their labelling. Comparing a different pair
of labellings fromFig. 1 to each other, one sees that their
distance is less than maximal, because it needs less permu-
tations to turn one contextual labelling into the other.

We propose the numeric class label encoding described
above for incorporating contextual class label information
into the CCA, resulting in the CCCP, that can explicitly
deal with gray value context—through the feature vectors
xi—as well as with class label context—through our nu-
meric class label encoding represented by the vectorsyi .
Note that CCCP encompasses classical LDA. Taking no
class label context into account but only the class label of
the central pixel clearly reduces CCCP to LDA.

4.4. Reduction to more thanK − 1 dimensions

We return to one of the main drawbacks of LDA men-
tioned in the Introduction: the fact that LDA cannot reduce
the dimensionality to more thanK − 1, i.e., the number of
classes minus 1. In many segmentation tasksK is not higher
than 2 or 3, in which case LDA can only extract 1 or 2 di-
mensions. Starting with a high-dimensional image feature
space, it is hardly to be expected that all relevant informa-
tion is captured in this subspace.

The CCCP alleviates this limitation. The maximum num-
ber of canonical variates that can be extracted through CCA
equals min{rank(SXX), rank(SYY )} [2,10]. When dealing
with as many as or fewer classes than the feature dimen-
sionality, i.e.,K �n, the limiting factor in the dimension-
ality reduction using LDA is the matrixSY which rank is
equal to, or smaller than,K −1. However, by extending the
class label context, the rank ofSY increases and can even
get larger than rank(SX).

Therefore, in general, CCCP can provide more canoni-
cal variates than classical LDA by incorporating more class
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label context. Consequently, the resulting feature dimen-
sionality can be larger thanK − 1. In the experiments in
Section 4, it is shown that this can significantly improve the
segmentation results.

4.5. Dimensionality reduction by means of the CCCP

The CCCP technique is summarized. Considered is the
reduction ofn-dimensional image data to ad-dimensional
subspace:

• define what (contextual) image feature information to use
(e.g. which filters), and which neighboring pixels to take
for the class label context;

• determine from the train images and associated segmen-
tations the gray level feature vectorsxi ;

• determine from the same data the contextual class label
feature vectorsyi , i.e., determine for every pixel within
the output context the standard basis vector that encodes
its class label and concatenate all these vectors;

• determine the matricesSXX, SXY , andSYY ;
• perform an eigenvalue decomposition of the matrix2

SX := S−1
XX

SXY S−1
YY

St
XY

;
• take thed rows of thed × n linear dimension reducing

transformation matrixL equal to thed eigenvectors as-
sociated to thed largest eigenvalues;

• transform allxi , both from the train and the test set to
Lx i .

5. An illustrative example

This section exemplifies the theory, illustrating the pos-
sible improvements in performance when employing the
CCCP instead of the original LDA. Results for performing
no dimensionality reduction at all are also provided. The
task considered is a segmentation task concerning chest ra-
diographs. In these images, the heart, both lung fields, and
both clavicles are to be segmented. The objective is to min-
imize the pixel classification error, i.e., the number of mis-
labelled pixels.

5.1. Chest radiograph data

The data used in the experiments consist of 20 digital
standard posteroanterior chest radiographs randomly taken
from the JSRT database.3 The size of the sub-sampled

2 We note at this point that computational burden of our method
is dominated by the complexity of the matrix inversions in Eq.
(6). Since both then × n-matrix SXX and theKP × KP -matrix
SYY need to be inverted, this boils down to a computational com-
plexity of O(max{n, KP }3). This means that as long asn�KP ,
the computational complexity of CCCP is comparable to that of
standard LDA.

3 The JSRT database is a publicly available chest radiograph
database[15].

images equals 128×128. An examples of a typical chest ra-
diographs is shown inFig. 2. In addition to the radiographs,
the associated segmentation is given, i.e., in these images,
the heart, the lung fields, and both clavicles are manually
delineated and the delineation is converted to a 6-class pixel
labelling. An example of such a segmentation is given in
Fig. 2 as well.

5.2. Experimental setup

In all experiments, 10 images were used for training and
10 for testing. The total number of feature vectors equals
20(128− 16)2 = 250, 880 of which both train and test set
contain half. Note that pixel within a distance of 8 pixels
from the border are not taken into account to avoid boundary
problems in building up the contextual gray level or label
features.

Experiments were conducted using a nonparametric 1
nearest neighbor (1NN) classifier. We chose to use a 1NN
classifier for its simplicity and because it offers suitable
baseline results which makes a reasonable comparison possi-
ble[8,4,3]. Before the 1NN classifier was trained, the within-
class covariance matrixSW was whitened (cf. Section 3.1)
based on the train data[4], i.e., the within-class covariance
matrix is linearly transformed to the identity matrix.

As contextual image features, we simply took the gray
levels from neighboring pixels into account, so no filtering
or other preprocessing is performed. This contextual infor-
mation of pixelpi consisted of all raw gray values within a
radius of 6 from this pixel. In addition, thex andy coordi-
nates were added to the image feature vector, which final di-
mensionality totals 113+2=115. Choosing to set the radius
for the contextual gray level information,�, to 6 is based on
a small pilot experiment using LDA. Taking smaller values
for � resulted in a worse performance for LDA. Increasing
� further gave very little improvement in terms of accuracy
and therefore� is set to 6.

We note that there is of course a multitude of other choices
possible regarding the initial pixel features. However, irre-
spective of the choice of initial features, CCCP provides the
possibility of also incorporating contextual label informa-
tion into the linear dimensionality reduction scheme, and as
such the general capability of improving the performance of
LDA.

The variables in our experiments are the contextual class
label information, and the dimensionalityd to which the
data is to be reduced. The contextual class label information
belonging to one pixelpi is defined—similar to the gray
value features—by all pixels coming from within a radius
of � pixels frompi . Experiments were performed with� ∈
{0, . . . , 7}. Taking � = 0 means that only the central label
belonging topi is taken into account in which case CCCP
equals classical LDA. For� increasing from 1 to 7, the
number of contextual labels are 5, 13, 29, 49, 81, 113, and
149, respectively. The dimensionalityd to reduce to were in
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Fig. 2. Left: A typical posteroanterior chest radiograph as used in our experiments. Right: its corresponding segmentation. Background is
black, left clavicle is white, and the four other segments—heart, lungs, and right clavicle—are in different shades of gray.

the set{1, 3, 5, 10, 19, 35, 65, 115}. Settingd equal to 115
means no dimensionality reduction is performed.

Using the aforementionedd, image features and contex-
tual class label features, the train set was used for deter-
mining the CCCP and training the 1NN classifier. Subse-
quently, a leave-one-out estimate of the classification error
is obtained using the train set and in addition the pixel clas-
sification error is estimated based on the test set.

5.3. Results

Fig. 3 gives the results obtained by LDA, CCCP and no
dimensionality reduction. Note that for LDA, the dimen-
sionality can only be reduced to a maximum of 5 dimen-
sions, because the number of classesK is 6. Note also the
peaking behavior[3] that is visible in the plots of the CCCP
results and the difference in error estimates for moderate di-
mensionalities when comparing corresponding left and right
subfigures.

All instances of the CCCP clearly outperform LDA for
certain dimensionalitiesd. Additionally, they give a dramatic
improvement over performing no dimensionality reduction
as well. It should be noted though, that the CCCP does not
outperform LDA for every (fixed) dimensionalityd as can
be seen fromTable 1in which for � ∈ {0, 2, 4, 6} all error
estimates atd = 1, 3, and 5 are provided. LDA performs
best when reducing to a single dimension. However, in most
other cases CCCP seems to be the better one.

The optimal leave-one-out errors are 0.142 for LDA (d =
5), 0.037 for CCCP (�=7, d =19), and 0.242 for no dimen-
sionality reduction. The optimal classification errors on the

test set are 0.228 for LDA (d = 5), 0.128 for CCCP (� = 7,
d = 19), and 0.244 for no dimensionality reduction.

For the example image inFig. 2, Fig. 4 gives the seg-
mentation obtained after optimal LDA (left), the segmen-
tation obtained using the CCCP (� = 7), and the one ob-
tained using no reduction (right). Comparing the three im-
ages, it is readily perceived that the CCCP-based segmen-
tation gives much more coherent results and better defined
segment boundaries than the other segmentations. In addi-
tion to the actual segmentations,Fig. 4 shows images that
merely indicate whether or not a pixel was misclassified. In
these images, it may be easier to observe that the classifica-
tion result obtained employing the CCCP is preferable over
the other two.

6. Discussion and conclusions

In this work, the classical dimensionality reduction
method linear discriminant analysis (LDA) is extended
to incorporate spatial contextual structure present in the
class labels. Our extension, called the canonical contextual
correlation projection (CCCP), is based on a canonical
correlation formulation of LDA that enables the encoding
of these spatial class label configurations. Experiments
on a specific radiograph segmentation task demonstrated
that in this way significant improvement over LDA or
no dimension reduction is possible. Furthermore, these
experiments show also that using a data-driven method
for image segmentation—of which the dimensionality
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Fig. 3. The plots on the left give the leave-one-out estimates for the classification error vs the reduced dimensionalityd for the eight different
choices of� (the value of� is given above every subplot). The plots on the right give the error estimates based on the test data.

reduction is an essential part, very reasonable results can
be obtained without the additional utilization of task-
dependent knowledge. We expect that similar results hold
in, for example, object detection, object classification or
some other discriminative tasks in which CCCP can also be
used to determine low-dimensional but still discriminative
features.

Regarding the experiments, it is on the other hand clear
that further improvement of the segmentation results is pos-

sible. One could start by simply using akNN classifier (in-
stead of a 1NN) and determine an optimalk. More probably
one may want to build a more intricate and dedicated clas-
sifier for the task at hand. Further improvements might then
be obtained by using techniques that can also handle con-
textual class label information directly in their classification
scheme. Typically, these latter schemes employ a Markov
random field approach or something closely resembling
this [16].
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Table 1
Error estimates for the dimensionalitiesd equal to 1, 3, and 5, and for� set equal to 0 (LDA), 2, 4, and 6

d Leave-one-out error Error based on test data

LDA CCCP LDA CCCP

� = 2 � = 4 � = 6 � = 2 � = 4 � = 6

1 0.487 0.496 0.507 0.521 0.499 0.507 0.522 0.539
3 0.301 0.238 0.230 0.243 0.334 0.285 0.291 0.316
5 0.142 0.139 0.128 0.128 0.228 0.215 0.217 0.240

Fig. 4. Top row left: Segmentation with optimal LDA (d = 5); middle: optimal one using CCCP (� = 7, d = 19); right: Segmentation using
no dimensionality reduction (d = 115). Bottom row: Corresponding images indicate which pixels have been classified correctly (in black)
and which incorrectly (in white).

An interesting way to further improve the dimensionality
reduction scheme is the development of nonlinear CCCP.
This is for example possible via a CCA-related technique
called optimal scoring[2], which is, among other things,
used for extending LDA to nonlinear forms. Nonlinear di-
mensionality reduction can of course lead to a better lower-
dimensional representation of the image data, however the
nonlinearity often makes such approaches computationally
hard. Nonetheless, CCCP does (via CCA) provide a proper
framework for these kind of extensions. More or less the
same as for the optimal scoring approach holds for possi-

ble extensions via kernel methods[17]: the CCA framework
may allow for an kernel extension of the CCCP, however,
most of the time such extensions are bound to become com-
putationally hard, which may restrict the applicability of
such extensions.

In conclusion, CCCP provides a general framework for
linearly reducing contextual feature data in a supervised way,
it is well capable of improving LDA and can be extended
in several directions. It generalizes LDA by not only taking
gray level context into account, but incorporating contex-
tual class label information as well. In a small segmentation
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experiment, it was shown that CCCP can result in clearly
improved performance compared to LDA and no dimen-
sionality reduction.
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