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ABSTRACT. Wald and Wolfowitz (1948) have shown that the Sequential Probability Ratio

Test (SPRT) for deciding between two simple hypotheses is, under very restrictive conditions,

optimal in three attractive senses. First, it can be a Bayes-optimal rule. Second, of all level á
tests having the same power, the test with the smallest joint-expected number of observations

is the SPRT, where this expectation is taken jointly with respect to both data and prior over

the two hypotheses. Third, the level á test needing the fewest conditional-expected number of

observations is the SPRT, where this expectation is now taken with respect to the data

conditional on either hypothesis being true. Principal among the strong restrictions is that

sampling can proceed only in a one-at-a-time manner. In this paper, we relax some of the

conditions and show that there are sequential procedures that strictly dominate the SPRT in

all three senses. We conclude that the third type of optimality occurs rarely and that

decision-makers are better served by looking for sequential procedures that possess the ®rst

two types of optimality. By relaxing the one-at-a-time sampling restriction, we obtain optimal

(in the ®rst two senses) variable-sample-size-sequential probability ratio tests.
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1. Introduction

Statisticians have a major role to play in the scienti®c method, where the ultimate goal is

explanation of phenomena for the purposes of prediction. Experiments where treatment factors

and classi®cation factors are carefully controlled are crucial to achieving that goal. However,

the experiments are time-consuming and costly, leading to the classical con¯ict between

requiring as much information as possible, as quickly as possible, for the least expense. Thus,

not only should statisticians design experiments to avoid confounding and to allow valid

statistical analyses, they should also be concerned with information-vs-cost-vs-timeliness

issues.

Sequential design, where the experiment is terminated should enough information be

accumulated to make an early decision, allows more ef®cient use of the experimenter's

resources. These procedures were developed during the Second World War, largely by Abraham

Wald, and culminated in an important book (Wald, 1947). The following situations are natural

applications of sequential procedures.

1. Sequential clinical trials (e.g. Whitehead, 1983). When conducting a clinical trial, there is a

need to stop it early if the evidence in the data is overwhelming for the superiority (or

inferiority) of the clinical procedure under study. This may yield large savings in lives, effort,

time, and money.

2. Industrial quality control (e.g. Burr, 1976). Batches consisting of a large number of items are
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sampled to estimate whether the proportion defective is above a pre-speci®ed tolerance.

Here, the sampling cost is well-speci®ed and the need to move quickly from one batch to the

next is ®nancially driven.

3. Oil exploration (e.g. Benkherouf & Bather, 1988). Geological evidence may suggest that a

particular area of land contains a number of undiscovered sources. Sequential techniques can

be used to drill in a manner that will maximize the pro®ts of the company owning the land.

The optimal design of sequential experiments has its origins in the seminal paper of Wald &

Wolfowitz (1948). There they showed that a test they called the Sequential Probability Ratio

Test (SPRT), for deciding between two simple hypotheses, can be optimal in three attractive

senses. These are described below as Bayes optimality, JC-optimality, and CC-optimality. Many

of these results were also established at the same time by Arrow et al. (1949) using arguments

that pioneer the use of dynamic programming in constructing optimal decision procedures.

However, both papers impose strong restrictions, principal among which is that sampling can

proceed only in a one-at-a-time (purely sequential) manner. This has left open the question of

whether the SPRT's attractive properties persist in less restrictive environments. Two approaches

have been taken to this question.

Group sequential sampling is the acquisition of a sequence of samples, all of the same

periodic sample size, which is not restricted to unity. If the equal sample size is given, the theory

of group sequential testing is a minor modi®cation of one-at-a-time sequential testing (see Wald,

1947, pp. 101±104 and Ghosh, 1970, p. 224). Pocock (1977) and others have applied Group-

sequential Probability Ratio Tests (GPRTs) to sequential clinical trials (e.g. see the review by

O'Brien (1990)). The issue of how `̀ best'' to choose the group-sequential sample size has not

been resolved. In this more general context, does the GPRT inherit any of the SPRT's optimality

properties?

The second approach to extending the results of Wald & Wolfowitz, and Arrow et al., is to

consider sampling schemes that permit a sequence of samples that may vary in size. Gupta &

Miescke (1984) present sequential selection procedures in which samples with different sizes

are taken at different points in time but the sample-size sequence is assumed to be known at

the outset. How to optimize the choice of sample sizes as a component of an optimal decision

procedure was initially examined by Whittle (1965), followed by Ehrenfeld (1972) and Spahn

& Ehrenfeld (1974). A more general treatment is given in Cressie & Morgan (1988, 1993)

who construct the optimal variable-sample-size sequential probability ratio test (VPRT).

Similar developments are given by Schmitz (1988, 1993), who uses the term, optimal

sequentially planned decision procedures to emphasize that the sample-size rule is also

optimized.

The VPRT is a Bayes rule over a very wide class of decision procedures that includes all of

those mentioned above. This Bayes dominance arises from the fact that the VPRT is optimized

with respect to each of its three components; its stopping rule, its terminal action rule, and the

sample-size rule (i.e. the rule that determines the size of the sample to draw at any decision

point for which sampling is the best action). Intuitively, the extra optimization should result in

sequential procedures that improve over those with pre-speci®ed sample-size rules (such as one-

at-a-time sampling).

This paper compares the optimality properties of the SPRT, a GPRT which is optimized on

sample size, and the VPRT. Three notions of optimality arise naturally in this sequential model-

selection context:

(1) Bayes Optimality, a Bayes procedure provides the smallest expected sum of sampling

costs and losses due to the terminal selection of one of the models (or hypotheses);
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(2) JC-Optimality, a procedure is joint-expected cost (JC) optimal if it minimizes the

expected sum of the sampling costs incurred by the procedure subject to the conditions that the

level á be no greater than, and the power ð be no smaller than pre-speci®ed values, and where

the expectation is with respect to the joint distribution over the two hypotheses and the data

generated by the sampling process;

(3) CC-Optimality, a procedure is conditional-expected cost (CC) optimal if it minimizes the

expected sum of the sampling costs incurred by the procedure, irrespective of which hypothesis

is true and subject to the constraints that the level á be no greater than, and the power ð be no

smaller than pre-speci®ed values. The expectations are with respect to the data generated by the

sampling process, conditional on each hypothesis.

Section 2 presents notation, describes the class of decision problems considered, and sets out

formally the three optimality criteria. Sections 3 and 4 describe brie¯y the SPRT and the VPRT.

Section 5 presents suf®cient conditions for a Bayes-optimal GPRT to be JC-optimal. The

relationship of this decision rule to the VPRT and its properties are also explained. Section 6

examines CC-optimality in detail. Section 7 provides some conclusions, the most important

being that CC-optimality is not a practical goal to pursue in designing sequential decision rules.

Proofs of results in sections 5 and 6 are given in an appendix.

2. Model structure and notations

The results derived in this paper will be for the two-action decision problem where one is

interested in deciding between the two hypotheses H0: ù � ù0 vs H1: ù � ù1. This was the

setting used by Wald & Wolfowitz (1948) and it is appropriate here too as we revisit their

results in the light of a general sequential design that includes variable sample-size selection.

Composite hypotheses H0: ù 2 Ù0 vs H1: ù 2 Ù1, where Ù0 and Ù1 are disjoint, can be

dealt with in decision theory by using one of two possible approaches. For example, suppose the

data are generated according to a density we notate as f (�; ù). Then ù�0 and ù�1 are least

favourable choices if

K( f (�; ù�0 ): f (�; ù�1 )) � inf fK( f (�; ù0): f (�; ù1)): ù0 2 Ù0, ù1 2 Ù1g,
where K(g: h) � � g(x) log (g(x)=h(x)) dx is the Kullback±Leibler divergence. Thus, we choose

between Ù0 and Ù1 according to the choice between H�0 : ù � ù�0 vs H�1 : ù � ù�1 .

This least-favourable approach will be highly inef®cient if f (�; ù�0 ) is not very different from

f (�; ù�1 ). The other approach, using Bayesian analysis, puts a prior distribution ð(ù) on the set

Ù � Ù0 [Ù1. The posterior distribution, given data x, is

Pr (ù 2 Ùjjx) � Pr (ù 2 Ùj)

�
Ùj

f (x; ùj)ðj(ùj) dùj,

where ðj(ùj) � ð(ùj)=
�
Ùj
ð(çj) dçj; j � 0, 1. Thus, from a Bayesian point of view, the

construction of optimal decision procedures just requires extra (weighted) averaging of

f (x; ùj) over ùj 2 Ùj; j � 0, 1. See, for example, Cressie & Biele (1994), where the setting is

that of clinical trials. There the composite hypotheses under test are

H0: ìtrt ÿ ìctl < 0 vs H1: ìtrt ÿ ìctl . 0,

where ìtrt is the mean response under the treatment and ìctl is the mean response under the

control.
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2.1. Sequential decision rules

Let Ù � fù0, ù1g be a two-element set of the states of nature. The problem is to decide

which of ù0 or ù1 is the true state. Let X be an observation space over which is de®ned a

cumulative distribution function (cdf) F(x; ù); x 2 X and ù 2 Ù. Observations may be drawn

from X to assist in the choice between ù0 and ù1. Let f denote the Radon±Nikodym

derivative of F with respect to a dominating ó -®nite measure, such as Lebesgue measure or

the counting measure.

Let T be the number of decision points available to the decision-maker; 1 < T <1. The tth

decision point is denoted by t 2 f0, : : :, Tg. If T ,1, then the decision procedure is truncated;

that is, a selection from Ù cannot be delayed beyond time T .

The decision-maker's initial information, at t � 0, is: the truncation time T , complete

knowledge of Ù and fF(�; ù), ù 2 Ùg, an initial information vector y0, and an associated prior

probability p0 for the event fù � ù0g.
Observations xt � (xt1, : : :, xtnt

)9 are asked for at time t, at a cost ct(nt) paid at time t, and are

received by the decision-maker by time t � 1; nt � 0 corresponds to no sampling being

undertaken at time t. Assume ct(0) > 0, ct(n) is monotonic strictly increasing with n, and ct is

unbounded above for all t > 0. The information vector yt at time t is updated at time t � 1 to

include any new information xt:

yt�1 �
yt, if nt � 0

( y9t, x9t)9, if nt > 1
;

(
t � 0, : : :, T ÿ 1: (2:1)

De®ne Yt to be the range associated with the information vector yt; t � 0, : : :, T .

A (sequential) decision rule for choosing between ù0 or ù1 consists of a stopping rule, a

sample-size rule, and a terminal decision rule.

De®nition 1

A terminal decision rule ä is a sequence fätgT
t�0, where ät: Yt ! f0, 1g; ù0 is chosen if

ät(�) � 0 and ù1 is chosen if ät(�) � 1.

Let Ä denote the space of terminal decision rules.

De®nition 2

A payoff function at time t is a mapping Ut: Ù 3 f0, 1g ! R, with

Ut(ù, ä( yt)) �

ut00, if ä( yt) � 0 and ù � ù0

ut01, if ä( yt) � 0 and ù � ù1

ut10, if ä( yt) � 1 and ù � ù0

ut11, if ä( yt) � 1 and ù � ù1

;

8>>>>><>>>>>:
t � 0, : : :, T : (2:2)

Assume ut00 . ut10 and ut11 . ut01 so that correct decisions are rewarded more than incorrect

decisions. Further, each utij is assumed to be ®nite for i, j � 0, 1 and t � 0, : : :, T .

De®nition 3

A sample-size rule í is a sequence fítgT
t�0, where ít: Yt ! Z� [ f0g, the set of non-negative

integers; and íT (�) � 0.

Let N denote the space of sample-size rules.

De®nition 4

A stopping rule S is a sequence fStgT
t�0, where St: Yt ! f0, 1g; sampling begins at t � 0 if
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S0(�) � 0 and continues at t, 1 < t < T ÿ 1, if S0(�) � � � � � St(�) � 0; a terminal decision is

made at t � 0 if S0(�) � 1 and is made at t, 1 < t < T , if S0(�) � � � � � Stÿ1(�) � 0, St(�) � 1;

and ST (�) � 1.

Let Ó denote the space of stopping rules.

De®nition 5

A sequential decision rule is an ordered triple (S, í, ä) composed of a stopping rule S, a

sample-size rule í, and a terminal decision rule ä.

Let D � Ó 3 N 3 Ä denote the space of sequential decision rules.

The generality of D is perhaps best illustrated by singling out some of its members. The

purely sequential decision rules are those for which ít(�) � 1 for all t. One-stage rules are those

for which S1(�) � 1 and two-stage rules are de®ned by S2(�) � 1. Group-sequential procedures

are de®ned by the restriction ít(�) � n for all t. Clearly D contains a very wide variety of

decision rules and, in particular, allows for the possibility of variable sample sizes

fnt: t � 1, : : :, Tg.
Let pt be the decision-maker's posterior probability at t of the event ù � ù0. By Bayes'

theorem,

pt�1 � f (xt; ù0)pt

f (xt; ù0)pt � f (xt; ù1)(1ÿ pt)
� f ( yt�1; ù0)p0

f ( yt�1; ù0)p0 � f ( yt�1; ù1)(1ÿ p0)
, (2:3)

for t � 0, : : :, T ÿ 1 and nt . 0, where f (�) represents the probability density (or probability

mass) function of its argument. For any t 2 f0, : : :, T ÿ 1g, if nt � 0 then pt�1 � pt. Also, the

unconditional cdf of xt at t is

Ft(xt) � ptF(xt; ù0)� (1ÿ pt)F(xt; ù1): (2:4)

2.2. Bayes-optimal rules

At time t, the expected gain from a terminal decision procedure ät is

Eù[Ut(ù, ät( yt))jyt, pt] � fut00(1ÿ ät( yt))� ut10ät( yt)gpt

� fut01(1ÿ ät( yt))� ut11ät( yt)g(1ÿ pt), (2:5)

where Eù denotes the expectation with respect to the measure on Ù de®ned by the posterior

probability pt. Should the decision-maker continue sampling until t � T is reached, then a

terminal decision must be made and the expected gain of any decision rule incorporating äT is

V T
T ( yT , d, pT ) � Eù[UT (ù, äT ( yT ))jyT , pT ]: (2:6)

Given (2.6), the expected gain at time T ÿ 1 of a decision rule d � (S, í, ä) is

V T
Tÿ1( yTÿ1, d, pTÿ1) � STÿ1( yTÿ1)Eù[UTÿ1(ù, äTÿ1( yTÿ1))jyTÿ1, pTÿ1]

� (1ÿ STÿ1( yTÿ1))fÿcTÿ1(íTÿ1( yTÿ1))

� ôEFTÿ1
[V T

T ( yT , d, pT )jyTÿ1, pTÿ1]g, (2:7)

where ô 2 [0, 1] is a discount factor that accounts for depreciation of the size of a gain or a

loss if it is realized one period later. (For full generality, ô will depend on the time at which

the gain or loss is deferred, something we shall not do here.) Discounting future gains and

losses is common in economics, operations research, and accounting. For example, a gain of x

received t periods from now has a present value of x=(1� r)t, where r is the annual rate of

interest on money. That is, the present value is xôt, where ô � 1=(1� r) < 1. Consequently,
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discounting affects both optimal sample-size choices and optimal stopping decisions. Because

both gains and losses are affected, discounting does not in general make it optimal to wait

before sampling; rather, it tends to increase the rate at which the Bayes-optimal rule gathers

information.

Continuing in this manner shows the expected gain at time t 2 f0, : : :, T ÿ 1g to be

V T
t ( yt, d, pt) � St( yt)Eù[Ut(ù, ät( yt))jyt, pt]

� (1ÿ St( yt))fÿct(ít( yt))� ôEFt
[V T

t�1( yt�1, d, pt�1)jyt, pt]g: (2:8)

De®nition 6

A decision rule dB 2 D is Bayes-optimal if, for any given yt 2 Yt and any pt 2 [0, 1],

V T
t ( yt, dB, pt) > V T

t ( yt, d, pt), for all d 2 D ; t � 0, : : :, T : (2:9)

The Bayes-optimal decision rule dB is obtained using the principle of backward induction

(e.g. Raiffa & Schlaifer, 1961). We illustrate the results of our computer program that ®nds dB,

here for the simple case of H0: ù � 0:5 vs H1: ù � ù1 for the binomial model:

f (x; ù) � 4

x

� �
ùx(1ÿ ù)4ÿx:

Let dS denote the SPRT decision rule. In Fig. 1, we show a plot of

V T
1 ( y1, dB, p1)ÿ V T

1 ( y1, dS , p1)

V T
1 ( y1, dS , p1)

Fig. 1. Relative improvement (%) in expected net gain of the VPRT vs the one-observation-at-a-time SPRT,

with a ®nite horizon of T � 3. Hypotheses being tested concern ù, the binomial probability of success in

four trials. The null hypothesis is H0: ù � 0:5. Rewards for correct decisions are u00 � u11 � 200 and for

incorrect decisions are u01 � u10 � 0. The cost function is c(n) � n� 19. Relative improvement is plotted

as a function of the alternative ù1 and p0, the prior probability that H0 is true.
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as a function of prior p0 and alternative ù1. In this example, we chose T � 3, ô � 1,

c1(n) � c2(n) � c3(n) � n� 19, u00 � u11 � 200 and u01 � u10 � 0. Notice that the VPRT

can offer substantial improvement in expected net gain, up to 30%.

Cressie & Biele (1994) give the VPRT in a clinical trials setting with composite hypotheses.

Their ®g. 5 shows a similar plot, as a function of p0 only; it is seen that the improvement of the

Bayes decision rule over a ®xed (nt � 30; t � 1, : : :, T ) group-sequential probability ratio test

can be hundreds of percent.

Cressie & Morgan (1993) prove that dB is the variable-sample-size sequential probability

ratio test (VPRT) referred to in section 1. Our goal in this paper is to relate Bayes optimality to

two other types of optimality used in sequential analysis.

2.3. Joint-expected cost optimality

Let Ts denote the stopping time of the sequential decision rule d. Thus,

fTs � tg �
\tÿ1

i�0

fSi( yi) � 0g \ fSt( yt) � 1g:

The joint expectation, with respect to both the data and the state of nature, of the present-

valued total sampling cost due to using the decision rule d is

C(d, p0) � E
XTsÿ1

k�0

ô kck(ík( yk))jù0

" #
p0 � E

XTsÿ1

k�0

ô kck(ík( yk))jù1

" #
(1ÿ p0): (2:10)

De®nition 7

For given á 2 [0, 1] and â 2 [0, 1], let D (á, â) � D be the set of all decision rules with

probability of type I error no larger than á and probability of type II error no larger than â. A

decision rule dC 2 D (á, â) is JC-optimal (or joint-expected cost optimal) if

C(dC , p0) < C(d, p0), for all d 2 D (á, â) and for all p0 2 [0, 1]: (2:11)

2.4. Conditional-expected cost optimality

Conditional on the true state of nature ù, the expected present-valued total sampling cost due

to using the decision rule d is

Cù(d) � E
XTsÿ1

k�0

ô kck(ík( yk))jù
" #

; ù � ù0, ù1: (2:12)

De®nition 8

Given á 2 [0, 1] and â 2 [0, 1], a decision rule dù 2 D (á, â) is CC-optimal (or conditional-

expected cost optimal) if

Cù(dù) < Cù(d), for all d 2 D (á, â) and for ù � ù0, ù1: (2:13)

3. The SPRT

Theorem 3.1 (Wald & Wolfowitz, 1948)

If ct(n) � n, ô � 1, ut00 � ut11 � 0, T � 1, ut01 � ut10 and ít(�) � 1 for all t, then the

SPRT is Bayes-optimal, JC-optimal and CC-optimal.
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The theorem was extended by Bhat & Vaman (1984) to allow for discounting of terminal

rewards and sampling costs; 0 , ô < 1. The result is impressively strong but it is obtained under

very restrictive assumptions. The following sections show that the theorem is not robust to

relaxations of its assumptions. The practical importance of this is that the VPRT and the Bayes-

optimal GPRT are more attractive decision rules than the SPRT. In fact, the SPRT is dominated,

at least weakly, in all three optimality senses, by both the VPRT and the Bayes GPRT.

4. The VPRT

The variable-sample-size-sequential probability ratio test (VPRT) is a probability ratio test that

allows variable sample sizes at each decision point according to a rule that is a function of the

posterior probability pt at decision point t. A complete description is given below.

Theorem 4.1 (Cressie & Morgan, 1993)

The VPRT is Bayes-optimal and JC-optimal among all decision rules in D .

A consequence of theorem 4.1 and the de®nitions (2.10) and (2.12) is that whenever CC-

optimality is achievable, it will be achieved by the VPRT. In sections 5 and 6 it is shown that,

under certain conditions, the VPRT will coincide with the Bayes-optimal group-sequential

probability ratio test (GPRT) with a constant periodic sample size larger than unity. In such

cases, the VPRT (and the Bayes-optimal GPRT) possesses all three forms of optimality and

completely dominates the SPRT. Under the special conditions imposed in theorem 3.1, the

VPRT and the Bayes-optimal GPRT both coincide with the SPRT.

The VPRT is described in detail in Cressie & Morgan (1993) but, for the reader's

convenience, it is outlined here brie¯y. At any time t 2 f0, : : :, T ÿ 1g, the VPRT speci®es that

a terminal decision be postponed in favour of additional sampling whenever the value of the

current posterior probability pt lies within a continue-sampling interval ( pT
tL, pT

tU ) that can be

partitioned as

( p�t0, p�t1] [ � � � [ ( p�t,m�t ÿ2, p�t,m�t ÿ1] [ ( p�t,m�t ÿ1, p�tm�t ), (4:1)

where pT
tL � p�t0 , p�t1 , � � � , p�

t,m�t ÿ1
, p�

tm�t � pT
tU . On these intervals,

í�t ( pt) �
n�tj , if pt 2 ( p�t, jÿ1, p�tj ] and j � 1, : : :, m�t ÿ 1

n�
tm�t , if pt 2 ( p�

t,m�t ÿ1
, p�

tm�t ),

8<: (4:2)

where n�t1 6� n�t2, n�t2 6� n�t3, : : :, n�
t,m�t ÿ1

6� n�
tm�t . Thus, for t 2 f0, : : :, T ÿ 1g, the sample-size

rule is piecewise constant on ( pT
tL, pT

tU ) and there are m�t such changes in the value of

the sample-size rule. The value of n�tj is the integer that maximizes fÿct(nt) �
ôEFt

[V T
t�1( yt�1, d�, pt�1)jyt, pt]g with respect to nt, for pt in the interval ( p�t, jÿ1, p�t j);

j � 1, : : :, m�t .

Cressie & Morgan (1993) show that the VPRT is a particular wide-sense sequential

probability ratio test (WSPRT), which is now described. Given T <1 and yt 2 Yt, de®ne the

likelihood ratio

ët � f ( yt; ù0)

f ( yt; ù1)
� (1ÿ p0)pt

p0(1ÿ pt)
; t � 1, : : :, T , (4:3a)

and

ë0 � 1: (4:3b)

188 P. B. Morgan and N. Cressie Scand J Statist 24

# Board of the Foundation of the Scandinavian Journal of Statistics 1997.



De®ne

P�tj �
p�tj (1ÿ p0)

(1ÿ p�tj )p0

; j � 0, : : :, m�t , t � 0, : : :, T ÿ 1, and A�t � P�t0, B�t � P�tm�t :

(4:4)

Further, de®ne

A�T � B�T �
p̂T (1ÿ p0)

(1ÿ p̂T )p0

, (4:5)

where

p̂T �
u11 ÿ u01

(u11 ÿ u01)� (u00 ÿ u10)
(4:6)

is the posterior probability, at t � T , for which choosing either hypothesis has the same

expected terminal value. Then, by comparing (4.2) with (4.3) and (4.4), we see that (4.2) can

be written equivalently as ç� � fç�t gTÿ1
t�0 where ç�t : R� ! Z� [ f0g is de®ned by

ç�t (ët) � í�t
ëtp0

ëtp0 � 1ÿ p0

� �
: (4:7)

Thus, at time t (t � 0, : : :, T ÿ 1), one should collect:

n�tj � ç�t (ët) extra observations iff P�t,jÿ1 , ët < P�tj ; j � 1, : : :, m�t ÿ 1

n�tm�t � ç�t (ët) extra observations iff P�
t,m�t ÿ1

, ët , P�
tm�t :

8<: (4:8)

The VPRT's terminal decision rule at t is to choose ù0 if pt 2 [ pT
tU , 1], choose ù1 if

pt 2 [0, pT
tL], and choose either one of ù0 or ù1 if pt � pT

tL � pT
tU (Cressie & Morgan, 1993).

From (4.3) and (4.4), this rule is equivalent to the rule ä� � fä�t gT
t�0 where

ä�t (ët)

� 0, if A�t , B�t < ët

2 f0, 1g, if A�t � B�t � ët

� 1, if ët < A�t , B�t :

8>><>>: (4:9)

Finally, the VPRT's stopping rule S� � fS�t gT
t�0 can be written as

S�t (ët) �
0, if ët 2 (A�t , B�t )

1, otherwise:

(
(4:10)

Thus, we have that the VPRT d� can be rewritten as the following WSPRT.

De®nition 9

Given T , 1 < T <1, the WSPRT form of the variable-sample-size-sequential probability

ratio test (VPRT) is the sequence f(S�t , ç�t , ä�t , P�t , N�t )gT
t�0 where S�t , ä�t and ç�t are de®ned

by (4.10), (4.9), and (4.7) respectively; P�t � fP�t0, : : :, P�
tm�t g and m�t are de®ned by (4.4);

and N�t � fn�t1, : : :, n�
tm�t g is de®ned by (4.2).

The components (S�t , ç�t , ä�t , P�t , N�t ) of the VPRT are time-dependent if either T ,1 or

the payoffs and cost functions of the VPRT are time-dependent. The components (S�t , ç�t ,

ä�t , P�t , N�t ) are time-invariant if T � 1 and the payoff and cost functions are the same in each

period. However, even in this special case, the VPRT is more general than a group-sequential

procedure because, at any time t, ç�t (ët) is not necessarily a constant for every ët 2 (A�, B�).
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This is illustrated in Fig. 2, where n�tj is given as a function of the prior pt for the simple

binomial example described in section 2.

5. The GPRT

Recall from section 1 that a sequential decision rule d � (S, í, ä) is group-sequential if and

only if ít( pt) � n > 1 for every pt 2 [0, 1] and every t 2 f0, : : :, T ÿ 1g. Such a procedure

that is also Bayes-optimal yields an n that depends on the values of p0,

f(ut00, ut01, ut10, ut11)gT
t�0, ô, T , and the forms of the cost functions ct(�). Because the

VPRT and the SPRT are both Bayes rules under relevant conditions, it is interesting to

compare the properties of the SPRT and VPRT, on the one hand, and the Bayes-optimal group-

sequential probability ratio test (GPRT) on the other.

De®nition 10

The GPRT dG � (SG, íG, äG) is Bayes-optimal in the class D G of all group-sequential

decision rules if

V T
t ( yt, dG, pt) > V T

t ( yt, d, pt), for all d 2 D G; t � 0, : : :, T :

The existence of a Bayes-optimal GPRT is established, as a special case, in Schmitz (1993,

ch. 4). The following theorem gives conditions under which the GPRT is joint-expected cost

optimal.

Fig. 2. Variable sample size of the VPRT as a function of period t and prior pt. Statistical model, horizon,

rewards, and cost function are the same as in Fig. 1. Hypotheses being tested are H0: ù � 0:5 vs

H1: ù � 0:21.
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Theorem 5.1

If (ut00, ut01, ut10, ut11) � (u00, u01, u10, u11), for all t � 0, : : :, T , then the Bayes-optimal

GPRT dG is JC-optimal in D G.

Proof. See appendix.

The relationships of the Bayes-optimal GPRT to the VPRT and the SPRT are simple. Each

rule employs the same type of stopping rule and terminal decision rule. Their differences lie

solely in their sample-size rules. The VPRT's sequence í� of sample-size rules permits an

optimized sample size to be drawn at any time t. The Bayes-optimal GPRT's sequence íG only

allows this at the initial time t � 0 and restricts all future sample sizes to be the same as that

selected at t � 0. Because the initial sample size is chosen in full knowledge of this constraint,

its value may differ from that of the VPRT at t � 0. But, more pertinently, because the VPRT is

not subject to this constraint, it will always dominate, often strictly, any GPRT in the Bayes-

optimality sense. From the proof of theorem 4.1, only a Bayes-optimal rule can be JC-optimal

and, trivially, only a JC-optimal rule can be CC-optimal. Therefore, no GPRT can be either JC-

optimal or CC-optimal unless it offers the same expected net gain as the VPRT.

The SPRT is formally a GPRT restricted to having an initial sample size of unity. Clearly, the

SPRT will generally not be a Bayes rule and thus will be neither JC-optimal nor CC-optimal.

Only when the VPRT reduces to the SPRT will all three decision rules (VPRT, Bayes-optimal

GPRT, SPRT) coincide. Then, all three rules are Bayes-optimal, JC-optimal, and CC-optimal

(see section 6). There are other circumstances under which the VPRT and the Bayes-optimal

GPRT coincide and are different from the SPRT, in which case the former two are optimal in all

three senses (see section 6), while the SPRT has none of these properties.

6. JC-optimality and CC-optimality

Minimizing conditional-expected cost (CC-optimality) is a remarkably strong type of

optimality that has been established for the SPRT under quite restrictive assumptions (Wald

& Wolfowitz, 1948). It would be exciting to establish that CC-optimality is also an attribute of

decision rules such as the VPRT and the Bayes-optimal GPRT. In what follows it will be

explained that this can be so but is usually not the case. Also, the SPRT can be dominated by

the VPRT and the Bayes GPRT in the sense of CC-optimality.

Before presenting the main results, some notation is needed. Let fp(k)
0 g1k�0 be a sequence of

prior probabilities of the event fù � ù0g, where p
(k)
0 ! 0 as k !1. Let f(u(k)

00 , u
(k)
01 ,

u
(k)
10 , u

(k)
11 )g1k�0 be an accompanying sequence of time-invariant payoff vectors and c(n) be a time-

invariant cost function. In order to follow Wald & Wolfowitz's (1948) proof, set T � 1, ô � 1,

and u
(k)
00 � u

(k)
11 � 0 for all k > 0. Note that this implies u

(k)
01 , 0 and u

(k)
10 , 0 for all k > 0. Let

d�(0) denote the VPRT implied by the given initial parameter values p
(0)
0 , u

(0)
01 , u

(0)
10 and the time-

invariant cost function c(n). Denote this VPRT's type I and type II error probabilities and its

power by á�(0), â�(0) and ð�(0) � 1ÿ â�(0), respectively. Since T � 1 and the payoffs and

costs are time-invariant, d�(0)'s components are time-invariant. Hence, its continue-sampling

intervals are equal for all t, which we denote by ( p
(0)
L , p

(0)
U ). Similarly, the partitioning of

( p
(0)
L , p

(0)
U ) as in (4.1) and (4.2) is time-invariant and so the notation p

�(0)
1 , : : :, p

�(0)

m�(0) ,

m�(0), n
�(0)
1 , : : :, n

�(0)

m�(0) is unambiguous. Because d�(0) is a WSPRT it may be written

as the sequence f(S�(0)
t , ç�(0)

t , ä�(0)
t , P�, N�)g1t�0, where S�t , ç�t and ä�t are given by

(4.10), (4.7), and (4.9), respectively, and where

P� � fP�0 , : : :, P�m�(0)g, N� � fn�(0)
1 , : : :, n

�(0)

m�(0)g,
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P�j �
p
�(0)
j (1ÿ p

(0)
0 )

(1ÿ p
�(0)
j )p

(0)
0

; j � 0, : : :, m�(0), A� � P�0 , and B� � P�m�(0) :

This WSPRT will be called the reference WSPRT. Because its components are time-

independent, their time subscripts will be omitted henceforth.

In order to establish that the VPRT d�(0) is CC-optimal (under regularity conditions to be

speci®ed), we will show that, for each k > 1, the reference WSPRT is a VPRT with respect to

payoffs (0, u
(k)
01 , u

(k)
10 , 0), the prior p

(k)
0 , and the cost function c(n). That is, given p

(k)
0 and c(n), we

will show that there exist (0, u
(k)
01 , u

(k)
10 , 0) for which the reference WSPRT is an expected-net-

gain-maximizing (i.e. Bayes-optimal) decision rule.

De®ne the sequence fè(k)g1k�0 of one-to-one transformations è(k): R� ! [0, 1] by

è(k)(z) � zp
(k)
0

1� (zÿ 1)p
(k)
0

; k � 0, 1, 2, : : :, z > 0: (6:1)

The transformation è(k) is the inverse of the function that computes values of the likelihood-

ratio boundaries A�, B�, P�0 , : : :, P�
m�(0) , from the posterior-probability boundaries p

(k)
L , p

(k)
U ,

p
�(k)
0 , : : :, p

�(k)

m�(0) .

De®ne

p̂(k) � u
(k)
01

u
(k)
01 � u

(k)
10

; k � 0, 1, 2, : : :, (6:2)

p
(k)
L � è(k)(A�), p

(k)
U � è(k)(B�); k � 0, 1, 2, : : :, (6:3)

p
�(k)
j � è(k)(P�j ); j � 1, : : :, m�(0), k � 0, 1, 2, : : :: (6:4)

The VPRT d�(0)'s sample-size rule is í�(0). Recalling (4.7), de®ne

ç�(0)(z) � í�(0) zp
(0)
0

zp
(0)
0 � 1ÿ p

(0)
0

 !
(6:5)

í�(k)(è(k)(z)) � ç�(0)(z); k � 1, 2, : : :, z > 0: (6:6)

Given (0, u
(0)
01 , u

(0)
10 , 0),

p̂(0) � u
(0)
11 ÿ u

(0)
01

(u
(0)
11 ÿ u

(0)
01 )� (u

(0)
00 ÿ u

(0)
10 )

is the prior probability for which choosing either hypothesis has the same terminal value. The

corresponding likelihood ratio value is

ì � p̂(0)(1ÿ p
(0)
0 )

(1ÿ p̂(0))p
(0)
0

: (6:7)

As k increases from zero, the partitioning of the likelihood-ratio space must remain unchanged

from that speci®ed by the reference WSPRT. This requires that

p̂(k) � è(k)(ì); k � 1, 2, : : :,

where, for each k, p̂(k) is the prior probability value for which choosing either hypothesis has

the same terminal value. Then from (6.1), (6.2), and (6.7), it is straightforward to show that,

u
(k)
10 � u

(k)
01

(1ÿ p
(k)
0 )

ìp
(k)
0

; k � 0, 1, 2, : : :: (6:8)
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Notice that, as k !1, p
(k)
0 ! 0, and hence

u
(k)
10 =u

(k)
01 !1: (6:9)

Lemma 6.1

Suppose the reference WSPRT is a Bayes-optimal decision rule for a given prior p0 and a

payoff vector (0, u01, u10, 0). If Da and Db are distinct values of the likelihood ratio ët for

which the expected net gains of gathering n9 and n 0 . n9 additional observations are equal,

then the incremental expected net gain generated by the last n 0ÿ n9 observations is zero when

ët � Da and when ët � Db, irrespective of which of ù0 or ù1 is the true state of nature.

Proof. See appendix.

Perhaps the most familiar illustration of lemma 6.1 is with the SPRT where n 0 � 1, n9 � 0,

Da � A, Db � B, and (A, B) is the continue-sampling region. Lemma 6.1 then points directly

towards Wald & Wolfowitz's famous CC-optimality theorem. But lemma 6.1 is more general

and, with lemma 6.2, allows a more general CC-optimality theorem (theorem 6.1) to be

established.

Lemma 6.2

If the reference WSPRT is a Bayes-optimal decision rule and the optimal sample-size rule

ç�(ët) � n� > 1 for all ët 2 (A�, B�), then the WSPRT is a VPRT d(k) for which, conditional

upon ù,

(i) the expected net gain of continuing to sample by taking n� observations is the same at

either boundary ët � A� or ët � B�
(ii) and this expected net gain for the kth VPRT d(k) is

u
(k)
01

(1ÿ p
(k)
0 )

ìp
(k)
0

(B� ÿ ì)

(B� ÿ A�) when ù � ù0,

and is (6.10)

u
(k)
01

B�(ìÿ A�)
ì(B� ÿ A�) when ù � ù1:

Proof. See appendix.

It is now easily established that the VPRT is a CC-optimal decision rule whenever its optimal

sample size is constant.

Theorem 6.1

If the VPRT speci®es a constant periodic sample size of at least unity on (A�, B�), then the

VPRT is equivalent to the Bayes-optimal GPRT and both decision rules are Bayes optimal, JC-

optimal, and CC-optimal.

Proof. See appendix.

Unfortunately, the conditions imposed in theorem 6.1 will be realized only rarely, calling into

question the usefulness of CC-optimality as a practical criterion for selecting among decision

rules. Any attempt to seek more general conditions has not been successful because of counter

examples such as can be found in Schmitz (1993, pp. 136±137). The construction that
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guarantees the optimal periodic sample size to be the same for each of the priors p
(k)
0 and its

associated payoff vector (0, u
(k)
01 , u

(k)
01 (1ÿ p

(k)
0 )=ìp

(k)
0 , 0) is crucial in the proof of theorem 6.1.

There are circumstances under which this can occur, but they are rather speci®c. For example, if

the periodic cost of the ®rst n� observations is very small and the additional cost of any others is

very large, then the Bayes-optimal VPRT is a GPRT with an optimal ®xed periodic sample size

of n�. If n� > 2, this optimal decision rule will not be an SPRT and hence the SPRT will be

neither Bayes-optimal, JC-optimal, nor CC-optimal. A second circumstance is where the

sampling cost per observation is a positive constant c and ô � 1. Proofs that the optimal sample

size is then n� � 1 are given by Wald & Wolfowitz (1948) (who essentially establish that the

SPRT is then Bayes-optimal) and by Cressie & Morgan (1993, th. 4.2) (who show that the VPRT

reduces to the SPRT under these conditions).

7. Concluding remarks

Wald & Wolfowitz (1948) established that the SPRT possesses three types of optimality under

very restrictive conditions, namely sampling is one-at-a-time, the decision problem has an

in®nite horizon, each datum costs the same constant amount, and there is no discounting of

costs and gains. This paper shows that, under fewer, more realistic assumptions (in®nite

horizon, no discounting), the SPRT can be dominated, often substantially, by Bayes-optimal

sequential decision procedures (the VPRT and the Bayes-optimal GPRT).

The third type of optimality, conditional-expected cost (CC) optimality is explored in detail

in this paper. It is shown not to be exclusive to the SPRT; indeed, it is achieved by the VPRT

when it is a Bayes-optimal GPRT and under less-restrictive conditions than those found in Wald

& Wolfowitz (1948). Moreover, whenever CC-optimality is achievable, it will be achieved by

the VPRT. Nonetheless, CC-optimality is a relatively rare occurrence in practice, leading us to

recommend the ®rst two types of optimality (Bayes optimality and joint-expected cost

optimality) and consequently the use of the VPRT as the decision rule of choice.
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Appendix

Proof of theorem 5.1. De®ne a sequence of functions føG
t gT

t�0 where øG
t : [0, 1]! f0, 1g and

øG
t ( pt) �

1, if the GPRT makes a terminal decision at t

0, otherwise:

(
(A:1)

Then the stopping time variable TG
s of the GPRT is TG

s �
PT

t�0 tøG
t . Furthermore, the

expected net gain of dG, given ù � ù0, is

V T
0 ( p0, dG; ù0)

� u00 øG
0 ( p0)(1ÿ äG

0 ( p0))�
XTÿ1

t�1

ô t

�
Yt

øG
t ( pt)(1ÿ äG

t ( pt))
Ytÿ1

i�1

(1ÿ øG
i ( pi)) f (xi; ù0) dxi

"

� ôT

�
YT

(1ÿ äG
T ( pT ))

YTÿ1

i�1

(1ÿ øG
i ( pi)) f (xi; ù0) dxi

#

� u10 øG
0 ( p0)äG

0 ( p0)�
XTÿ1

t�1

ô t

�
Yt

øG
t ( pt)ä

G
t ( pt)

Ytÿ1

i�1

(1ÿ øG
i ( pi)) f (xi; ù0) dxi

"
(A:2)

� ôT

�
YT

äG
T ( pT )

YTÿ1

i�1

(1ÿ øG
i ( pi)) f (xi; ù0) dxi

#

ÿ
XTÿ1

t�0

�
Yt�1

Xt

k�1

ôkck(íG
k ( pk))øG

t�1( pt�1)
Yt

i�1

(1ÿ øG
i ( pi)) f (xi; ù0) dxi

( )
f (xt�1; ù0) dxt�1

� u00(1ÿ áG(ô))� u10á
G(ô)ÿ E

XTG
s ÿ1

k�0

ôkck(íG
k ( pk))jù0

24 35, (A:3)
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where

áG(ô) � øG
0 ( p0)(1ÿ äG

0 ( p0))�
XTÿ1

t�1

ô t

�
Yt

øG
t ( pt)(1ÿ äG

t ( pt))
Ytÿ1

i�1

(1ÿ øG
i ( pi)) f (xi; ù0) dxi

(A:4)

is the present-valued type I error probability of dG. Notice that

áG(1) � Pr (choose ù1 using dGjù0) � áG:

Similarly, the expected net gain of dG, given ù � ù1, is

V T
0 ( p0, dG; ù1) � u01â

G(ô)� u11(1ÿ âG(ô))ÿ E
XTG
s ÿ1

k�0

ôkck(íG
k ( pk))jù1

24 35, (A:5)

where

âG(ô) � øG
0 ( p0)(1ÿ äG

0 ( p0))�
XTÿ1

t�1

ô t

�
Yt

øG
t ( pt)(1ÿ äG

t ( pt))
Ytÿ1

i�1

(1ÿ øG
i ( pi)) f (xi; ù1) dxi

(A:6)

is the present-valued type II error probability of dG. Notice that

âG(1) � Pr (choose ù0 using dGjù1) � âG:

Let D G(áG(ô), âG(ô)) denote the set of all GPRTs with type I error probability no larger than

áG(ô) and type II error probability no larger than âG(ô). Repeating the arguments above for

any rule d 2 D G(áG(ô), âG(ô)) shows the rule's expected gain is either

V T
0 ( p0, d; ù0) � u00(1ÿ á(ô))� u10á(ô)ÿ E

XTsÿ1

k�0

ô kck(í( pk))jù0

" #
; á < áG(ô),

(A:7)

or

V T
0 ( p0, d; ù1) � u01(1ÿ â(ô))� u11â(ô)ÿ E

XTsÿ1

k�0

ô kck(í( pk))jù1

" #
; â < âG(ô),

(A:8)

where á(ô) and â(ô) are de®ned analogously to (A.4) and (A.6). Because dG maximizes

expected net gain over D G it also maximizes expected net gain over D G(áG(ô), âG(ô)).
Hence, from (A.3), (A.5), (A.7), and (A.8), and recalling that u00 . u10, u11 . u01, we obtain

0 > E
XTG
s ÿ1

k�0

ô kck(íG
k ( pk))jù0

24 35ÿ E
XTsÿ1

k�0

ô kck(ík( pk))jù0

" #)
p0

8<:
� E

XTG
s ÿ1

k�0

ô kck(íG
k ( pk))jù1

24 35ÿ E
XTsÿ1

k�0

ô kck(ík( pk))jù1

" #8<:
9=;(1ÿ p0): (A:9)

That is, dG is JC-optimal. Set ô � 1 for the special case in which sampling costs are not

discounted.

Proof of lemma 6.1. Take any two sample sizes n9 and n 0 with n 0 . n9 > 0. Because c(n) is

strictly increasing, c(n 0) . c(n9). For any sample size n, the expected net gain of continuing is a

continuous convex function of p
(k)
0 with endpoints ÿc(n) for p

(k)
0 � 0 and ÿc(n) for p

(k)
0 � 1.
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(The proof of this statement is very similar to that of Ferguson (1967, lem. 1, p. 362) and

follows from the fact that the maximum of a family of convex functions is a convex function,

and therefore is also continuous.) Because ÿc(n9) .ÿc(n 0), it follows that if there exists p(k)
a

for which n9 and n 0 generate the same expected net gain of continuing, then either p(k)
a is

unique or there exists at least one other value p
(k)
b for which n9 and n 0 again generate the same

expected net gain of continuing. Let Da and Db be such that p(k)
a � è(k)(Da) and

p
(k)
b � è(k)(Db). The case where p(k)

a is unique (Da � Db) is the case where the sample size

n 0 dominates n9 (or conversely) for all values of p
(k)
0 , so that n9 may be disregarded. Thus, we

consider only the case where Da 6� Db. Then the following requirement must be satis®ed for

both ët � Da and ët � Db.

0 � ÿc(n9)

� ô

�
X n9

� � �
�

max u
(k)
01 (1ÿ pt�1), u

(k)
01

(1ÿ p
(k)
0 )

ìp
(k)
0

pt�1, ÿc(í�(k)( pt�1)) � � � �
( )

3
ëtp

(k)
0

1� (ët ÿ 1)p
(k)
0

Yn9

i�1

dF(xijù0)� 1ÿ p
(k)
0

1� (ët ÿ 1)p
(k)
0

Yn9

i�1

dF(xijù1)

" #
� c(n 0)

ÿ ô

�
X n 0

� � �
�

max u
(k)
01 (1ÿ pt�1), u

(k)
01

(1ÿ p
(k)
0 )

ìp
(k)
0

pt�1, ÿc(í�(k)( pt�1)) � � � �
( )

3
ëtp

(k)
0

1� (ët ÿ 1)p
(k)
0

Yn 0

i�1

dF(xijù0)� 1ÿ p
(k)
0

1� (ët ÿ 1)p
(k)
0

Yn 0

i�1

dF(xijù1)

" #
, (A:10)

where here, by Bayes' Theorem and (4.3a),

pt�1 � f ( yt: xt1, : : :, xtnjù0)p
(k)
0

f ( yt: xt1, : : :, xtnjù0)p
(k)
0 � f ( yt: xt1, : : :, xtnjù1)(1ÿ p

(k)
0 )

� ëtp
(k)
0

1� (ët ÿ 1)p
(k)
0

; n > 1,

and pt�1 � pt if n � 0. (The notation ( y: x) denotes the concatenation of the vectors y and x.)

Importantly, the boundaries P�0 , : : :, P�
m�(0) are a subset of the collection of all such values Da

and Db, where two different sample sizes generate the same expected net gain of continuing.

Multiply (A.10) in turn by 1� (Da ÿ 1)p
(k)
0 and by 1� (Db ÿ 1)p

(k)
0 and then take the dif-

ference of the outcomes. Because Da ÿ Db 6� 0, the outcome is

c(n 0)ÿ c(n9)

� ô

�
X n 0

� � �
�

max u
(k)
01 (1ÿ pt�1), u

(k)
01

(1ÿ p
(k)
0 )

ìp
(k)
0

pt�1, ÿc(í�(k)( pt�1)) � � � �
( )

3
Yn 0

i�1

dF(xijù0)

ÿ ô

�
X n9

� � �
�

max u
(k)
01 (1ÿ pt�1), u

(k)
01

(1ÿ p
(k)
0 )

ìp
(k)
0

pt�1, ÿc(í�(k)( pt�1)) � � � �
( )

3
Yn9

i�1

dF(xijù0): (A:11)
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The left-hand side of (A.11) is the incremental cost at any date t from increasing the number

of extra observations to be taken from n9 to n 0. The right-hand side of (A.11) is the

incremental expected gain from doing so given that ù0 is the true state of nature and when

ët � Da or ët � Db. Substituting (A.11) into (A.10) and simplifying shows that

c(n 0)ÿ c(n9)

� ô

�
X n 0

� � �
�

max u
(k)
01 (1ÿ pt�1), u

(k)
01

(1ÿ p
(k)
0 )

ìp
(k)
0

pt�1, ÿc(í�(k)( pt�1)) � � � �
( )

3
Yn 0

i�1

dF(xijù1)

ÿ ô

�
X n9

� � �
�

max u
(k)
01 (1ÿ pt�1), u

(k)
01

(1ÿ p
(k)
0 )

ìp
(k)
0

pt�1, ÿc(í�(k)( pt�1)) � � � �
( )

3
Yn9

i�1

dF(xijù1): (A:12)

The right-hand side of (A.12) is the incremental expected gain from increasing the number of

extra observations from n9 to n 0 given that ù1 is the true state of nature and when ët � Da or

ët � Db. Comparing (A.11) and (A.12) shows that the incremental expected gain is the same

whichever of ù0 or ù1 is the true state of nature. Because this incremental expected gain

equals the incremental cost c(n 0)ÿ c(n9), the expected net gain is zero, independent of the

true state of nature when ët � Da or ët � Db.

Proof of lemma 6.2. For ët � A�, a boundary between stopping and continuing,

u01(1ÿ è(k)(A�)) �ÿ c(n�)� ô

�
X n�
� � �

�
max u01(1ÿ pt�1), u01

(1ÿ p
(k)
0 )

ìp
(k)
0

pt�1, : : :

( )

3
A�p(k)

0

1� (A� ÿ 1)p
(k)
0

Yn�
i�1

dF(xijù0)� (1ÿ p
(k)
0 )

1� (A� ÿ 1)p
(k)
0

Yn�
i�1

dF(xijù1)

" #
:

(A:13)

And, for ët � B�, the other boundary between stopping and continuing,

u01

(1ÿ p
(k)
0 )

ìp
(k)
0

è(k)(B�)

� ÿc(n�)� ô

�
X n�
� � �

�
max u01(1ÿ pt�1), u01

(1ÿ p
(k)
0 )

ìp
(k)
0

pt�1, : : :

( )

3
B�p(k)

0

1� (B� ÿ 1)p
(k)
0

Yn�
i�1

dF(xijù0)� (1ÿ p
(k)
0 )

1� (B� ÿ 1)p
(k)
0

Yn�
i�1

dF(xijù1)

" #
: (A:14)

In (A.13) and (A.14), the value u01 � u
(k)
01 is used.

Multiplying (A.13) by 1� (A� ÿ 1)p(k)
0

, multiplying (A.14) by 1� (B� ÿ 1)p
(k)
0 , and taking

the difference of the products shows the expected net gain of taking n� observations, if ù � ù0,

to be
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ÿc(n�)� ô

�
X n�
� � �

�
max f� � �g

Yn�
i�1

dF(xijù0) � u
(k)
01

(1ÿ p
(k)
0 )

ìp
(k)
0

(B� ÿ ì)

(B� ÿ A�) , (A:15)

for both ët � A� and ët � B�. Substituting (A.15) into either (A.13) or (A.14) shows the

expected net gain of taking n� observations, if ù � ù1, to be

ÿc(n�)� ô

�
X n�
� � �

�
max f� � �g

Yn�
i�1

dF(xijù1) � u
(k)
01

B�(ìÿ A�)
ì(B� ÿ A�) , (A:16)

for both ët � A� and ët � B�:

Proof of Theorem 6.1. The VPRT is shown to be Bayes-optimal and JC-optimal in Cressie &

Morgan (1993). That is,

0 > E
XT�s ÿ1

k�0

ô kc(í�k ( pk))jù0

" #
ÿ E

XTsÿ1

k�0

ô kc(ík( pk))jù0

" #( )
p0

� E
XT�s ÿ1

k�0

ô kc(í�k ( pk))jù1

" #
ÿ E

XTsÿ1

k�0

ô kc(ík( pk))jù1

" #( )
(1ÿ p0): (A:17)

Because there is a single optimal periodic sample size n� > 1 for all p0 2 (A�, B�), R� is

partitioned into three intervals [0, A�], (A�, B�), and [B�, 1) that correspond to the actions

`̀ stop and choose ù1'', `̀ draw another n� observations'', and `̀ stop and choose ù0'',

respectively. Rewrite (A.15) as

c(n�) � ô

�
X n�
� � �

�
max u01(1ÿ pt�1), u01

(1ÿ p
(k)
0 )

ìp
(k)
0

, ÿc(n�) � � � �
( )Yn�

i�1

dF(xijù0)

ÿ u01

(1ÿ p
(k)
0 )

ìp
(k)
0

(B� ÿ ì)

(B� ÿ A�) : (A:18)

Note that c(n�) . 0 and A�, ì, B�. The right-hand-side of (A.18) is zero for u01 � 0,

strictly decreasing in u01 and strictly positive for suf®ciently negative values of u01. Hence,

there exists a unique value, u
(k)
01 , of u01 that satis®es (A.18). Because (A.18) is then true for

both ët � A� and ët � B� (lemma 6.2), (A.18) may be substituted into (A.13) and (A.14) in

turn to show that it is also true that

c(n�) � ô

�
X n�
� � �

�
max u

(k)
01 (1ÿ pt�1), u

(k)
01

(1ÿ p
(k)
0 )

ìp
(k)
0

, : : :

( )Yn�
i�1

dF(xijù1)

ÿ u
(k)
01

B�(ìÿ A�)
ì(B� ÿ A�) : (A:19)

That is, for each p
(k)
0 there is a unique payoff vector (0, u

(k)
01 , u

(k)
01 (1ÿ p

(k)
0 )=ìp

(k)
0 , 0) for which

the reference WSPRT is a VPRT d(k) with an optimal periodic sample size of n� and a

continue-sampling interval (A�, B�) of likelihood ratio values (lemma 6.1). Therefore, for

each p
(k)
0 the stopping time variable T�s is identical and the conditional-expected total sampling

costs E[
PT�s ÿ1

t�0 c(n�)jù], for ù � ù0, ù1, are invariant with k. As k !1 and p
(k)
0 ! 0,

(A.17) yields

E
XT�s ÿ1

t�0

c(n�)jù1

" #
< E

XTsÿ1

t�0

c(í( pt))jù1

" #
: (A:20)
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An analogous argument for a sequence of priors fp
(k)
0 g1k�0 for which p

(k)
0 ! 1, as k !1,

shows that

E
XT�s ÿ1

t�0

c(n�)jù0

" #
< E

XTsÿ1

t�0

c(í( pt))jù0

" #
: (A:21)
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